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BACKGROUND 
Phoneme recognition can be viewed as classifying multivariate observations. 
Multi-layer perceptrons (MLP) and probabilistic neural networks (PNN) 
approach the decision problem using two complementary models. The MLP 
models the discriminant surfaces between different phoneme categories, 
essentially by piece-wise planar approximations, while the PNN approximates 
class conditional probability densities by a Gaussian mixture and has no explicit 
model of the discriminants. In the two networks, connection weights correspond 
to normal vectors and mean values respectively. 
 
SPEECH MATERIAL 
Two artificial neural networks have been trained to recognise phonemes in 
continuous speech. The material was recorded by one male Swedish speaker and 
was sampled at 16 kHz using a 6.3 kHz low-pass filter [1]. The sentences were 
phonetically labelled [2]. The labelling was basically phonemic and did not show 
allophonic variations. Fifty sentences were used for training and another fifty 
were used for testing. The smoothed output of 16 Bark-scaled filters in the range 
200 Hz to 5 kHz were input to the network. The interval between successive 
speech frames was 10 ms and the integration time was 25.6 ms - the filter 
outputs are calculated from a 256 point FFT. The number of phonemes for the 
training material was 2202 and the total number of 10 ms frames was 15258 
(2064 and 13671 for the test material).  
 
NETWORKS 
Both networks had a single hidden layer. There were 38 output nodes 
corresponding to Swedish phonemes. The MLP was optimised by the back-
propagation algorithm. The PNN was trained by a self-organising clustering 
algorithm, a stochastic approximation to the expectation maximisation (EM) 
algorithm. The MLP-network and some of its results have earlier been described 
in [3], whereas the PNN experiments have been described in [4]. A 
straightforward way to include coarticulation information, which naturally is 
important in phoneme recognition, is to use a large input spectral window to the 



network. We used this technique for both types of networks. Another way of 
including this information is to add recurrency to the network, compare Jordan 
[5, 6, 7]. We have tried adding simple recurrency to the network using the 
technique of context nodes, compare [8, 9]. The context nodes contain delayed 
values of other nodes in the network . We used context nodes for the hidden 
layer that stored the one frame delayed (10 ms) values of them. The context 
nodes were connected to the hidden nodes with trainable weights. We also used 
10 ms delayed context nodes for the output nodes connected to the outputs. 
Using both types of context nodes simultaneously gave a somewhat better 
performance than just using either of them. 
 
RESULTS 
The recognition performance was first evaluated on the frame level: a frame was 
counted correctly labelled if the phoneme node with the maximum activation 
strength corresponded to the label set by the human labeller. We also evaluated 
the classification performance according to the human segmentation. The mean 
activation strength for each segment was used in this case. We noted if the 
correct phoneme had the maximum mean activation or if it was among the two 
(or three) nodes with the highest mean activations.  

Results for the PNN with 100 ms input window and the MLP with 70 ms 
window may be seen in Figure 1 together with the result of a recurrent MLP 
with 50 ms window. An MLP with a 100 ms input window did not give better 
results than a 70 ms window, probably since it had too many weights, compare 
below. The results of a the MLP without recurrence and the PNN were rather 
similar. Introducing coarticulation information by expanding the size of the 
input spectral window was shown to significantly improve performance for both 
methods.  

The MLP with recurrence performed significantly better than the other 
networks, except when allowing the correct phoneme segment to be among the 
three best ones, when the PNN performed equally well. Adding recurrence to a 
net with a 10 ms input window gave a substantial improvement from 58.0% to 
69.0% frame recognition. This is in fact about the same as a net with 70 ms 
window without recurrence that has more than double the number of 
connections (9600 weights compared to 4196). This illustrates the power of 
using recurrency. The net now has the ability to keep a "memory" of relevant 
events that have passed. The net is also allowed to adjust the integration time 
according to what is optimal for each case.  

Adding context nodes to a net with a 50 ms input window resulted in 6% 
improvement (to 73%), which also shows that recurrency may be combined with 
an input window [10]. However, these type of nets get many weights in (13092 in 
our case), which means that the training becomes problematic with the around 
15,000 frames available. Using the same technique with a 70 ms window did not 
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Figure 1 The performance of the PNN and MLP with and without simple 
recurrence. Evaluated on frame and segment level. Same speech 
material of a single male Swedish speaker. 

improve the performance, which most probably is due to the limited training set. 
Also, adding context nodes of the context nodes, which should result in an 
improved more flexible recurrency, gave no improvements, probably due to the 
increased number of weights. A large number of weights makes it possible for 
the net to adjust itself to the training material which counteracts generalisation. 
The performance for the training material of the 50 ms net with context nodes 
was 84%, corresponding to one erroneous frame per phoneme border, which is a 
very good result. Still, the result for the test material was the best we have got.  
 
CONCLUSION 
Our results show that it is essential to capture coarticulation information when 
doing phoneme recognition. One way to include this is by expanding the size of 
the input spectral window used by the network. This was shown to significantly 
improve performance for both tested methods. The PNN generally requires more 
hidden units than the MLP to reach comparable performance. However, the 
training time, as measured by the number of iterations needed by the learning 
algorithm to reach its optimal performance is significantly shorter for the PNN. 
It is moreover known that an MLP can give high confidence to novel, previously 
unknown speech segments, while the PNN always gives low confidence to 
everything that is not inside the training set. We also showed that another way to 



include context is the use of recurrent neural networks. This seems to be the 
most powerful approach. It was also conjectured that the large number of 
weights needed for the more complex nets tested could not be satisfactorily 
trained due to the limited speech material available. This calls for the build-up of 
larger data banks of recorded speech, something that we are currently 
undertaking at our department.  
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