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Abstract. The segment boundaries produced by the Synface low la-
tency phoneme recogniser are analysed. The precision in placing the
boundaries is an important factor in the Synface system as the aim is
to drive the lip movements of a synthetic face for lip-reading support.
The recogniser is based on a hybrid of recurrent neural networks and
hidden Markov models. In this paper we analyse the look-ahead length
in the Viterbi-like decoder affects the precision of boundary placement.
The properties of the entropy of the posterior probabilities estimated by
the neural network are also investigated in relation to the distance of the
frame from a phonetic transition.

1 Introduction

The Synface system [1] uses automatic speech recognition (ASR) to derive the
lip movements of an avatar [2] from the speech signal in order to improve the
communication over the telephone for hearing impaired people.

The recogniser, based on a hybrid of artificial neural networks (ANN) and
hidden Markov models (HMM), has been optimised for low latency processing
(look-ahead lengths in the order of tens of milliseconds). The effect of limiting the
look-ahead length has been investigated in [3,4] by means of standard evaluation
criteria, such as recognition accuracy, number of correct symbols and percent
correct frame rate.

However, in applications such as this, where the alignment of the segment
boundaries is essential, standard evaluation criteria hide important information.

In this study the recognition results from the Synface recogniser are analysed
in more detail showing how the boundary placement in some cases is dependent
on the look-ahead length.

The use of neural networks allows the estimation of the posterior probabilities
of a class given an observation. The entropy of those probabilities is shown
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to assume local maxima close to phonetic transitions, which makes it a good
candidate for a predictor of phonetic boundaries.

The rest of the paper is organised as follows: Section 2 describes the recogniser
and the data used in the experiments. Section 3 displays examples extracted
from the sentence material in the test set. Section 4 explains the method and
the measures analysed in the experiments. Finally Section 5 presents the results
of the analysis and Section 6 concludes the paper.

2 The Framework

2.1 The Recogniser

The Synface recogniser is a hybrid of recurrent neural networks (RNNs), and
hidden Markov models (HMMs). The input layer of the RNN contains thirteen
units that represent the Mel frequency cepstral coefficients C0, ..., C12.

The single hidden layer contains 400 units and is fully connected with the
input and output layers with direct and time delayed connections. Moreover, the
hidden layer is connected to itself with time delayed connections.

The activities of the output layer represent the posterior probability P (xi|O)
of each of the N = Np + Nn acoustic classes xi, given the observation O. The
acoustic classes include Np phonetic classes and Nn noise and silence classes.
The total number N of output units depends on the language, see Section 2.2.

The posterior probabilities are fed into a Viterbi-like decoder where the look-
ahead length can be varied. The recognition network specified by a Markov chain
defines a loop of phonemes, where every phoneme is represented by a three state
left-to-right HMM.

original } 2 { 9 @

modified uh ox ae oe eh

Table 1. Modification of the SAMPA phonetic symbols

2.2 Data

The recognizer was trained on the SpeechDat database [5] independently on
three languages (Swedish, English and Flemish). The experiments in this paper
refer to Swedish. The Swedish database has been divided into a training, a
validation and a test set, with 33062, 500 and 4150 utterances, respectively. The
Mel frequency cepstral coefficients were computed at every 10 msec.

Phonetic transcriptions have been obtained with forced alignment. For part
of the test utterances, the transcriptions have been manually checked in order
to obtain a more reliable reference of the test data.

The phonetic transcriptions used in the following use SAMPA symbols [6]
with a few exceptions [7] presented in Table 1. The total number of acoustic
classes is 50 for Swedish, with 46 phonemes and 4 kinds of noise/silence.



File: /tmp/a10045s8.sva   Page: 1 of 1   Printed: Wed Jun 29 15:36:57

500

1000

1500

2000

2500

3000

Hz

0.24 0.26 0.28 0.30 0.32 0.34 0.36 0.38 0.40 0.42 0.44 0.46 0.48 0.50 0.52 0.54 0.56 0.58 0.60 0.62 0.64 0.66
time

11008

-12544-10

0

ketnO

kgeEOtdno:

kgeEOtdno:

keEOtno:

keEtno:

keEtno:

keEtno:

ketno:

ketno:viterbi

trans
map

lat=1
lat=2
lat=3
lat=4
lat=5
lat=7

Fig. 1. Example of recognition results with varying look-ahead length. The sentence
contains the phrase “N̊agon teknisk...” (“Some technical...”). See detailed information
in the text.

3 Observations

3.1 Boundaries and Latency

Fig. 1 shows an example from the phrase “N̊agon teknisk...” (“Some techni-
cal...”). The spectrogram and waveform are shown together with a number of
transcription panes. From the top: the reference transcription (trans), the max-
imum a posteriori solution (map) obtained selecting for each frame the phonetic
class corresponding to the neural network output node with the highest activity,
the approximated Viterbi solution (lat=1,7) with look-ahead 1 to 7, and finally
the standard Viterbi solution.

It can be seen from the figure that the boundary placement is strongly de-
pendent on the look-ahead length whenever there is ambiguity in the posterior
probability estimates. For example, the transitions between O and n, between e

and k and between k and the next symbol, do not present any difficulties. The
transition between t and e (t = 0.47 sec), on the other hand, is more problematic
as the segment e is partly confused with E and O (see map solution). This has
an effect on the final solution that strongly depends on the look-ahead length 1.

Some standard evaluation criteria for speech recognition (e.g. accuracy and
correct symbols) compute the similarity between the recognition and the refer-
ence string of symbols by aligning the two sequences and counting the number

1 Note, however, that from the application point of view, this particular case should
not be considered as an error as E and e are mapped to the same visemic class (they
share the same visual properties).



map lat=1 lat=2 lat=3 lat=4 lat=5 lat=7 viterbi

I 4 4 2 1 1 1 0 0
S 1 1 1 1 1 1 1 1
D 0 0 0 0 0 0 0 0

%Corr 80 80 80 80 80 80 80 80
Acc 0 0 40 60 60 60 80 80
%cfr 58.5 58.5 63.4 65.8 68.3 70.7 70.7 73.2

Table 2. Insertions, Substitutions, Deletions, % Correct symbols, Accuracy and %
correct frame rate for the example in Fig. 1

of insertions I, deletions D, and substitutions S obtained in the process. Other
measures (e.g. percent correct frame rate) work with equally spaced frames in
time.

In the example in Fig. 1 there is one substitution (O with o:) in all conditions,
no deletion and a number of insertions as indicated in Table 2

The table shows how the accuracy is affected by insertions, deletions and sub-
stitutions, but not by boundary position. On the other hand, the percent correct
frame rate, also shown in the table, measures the overlap in time of correctly
classified segments, but does not take the boundaries explicitly into account.
This motivates a more detailed study on the errors in boundary alignment.
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Fig. 2. Example of time evolution of the entropy. The sentence contains the phrase
“...lägga fram fakta...” (“...present facts...”)

3.2 Boundaries and Entropy

Fig. 2 shows an example from the phrase “...lägga fram fakta...” (“...present
facts...”). In this case the entropy of the posterior probabilities estimated by the



output nodes of the neural network is displayed for each frame together with the
reference transcription.

It is clear that at each transition from a phonetic segment to the next, the
entropy assumes a local maximum. Note in particular that in the transition
between f and a the maximum is shifted backward, compared to the reference
transcription. In this case the position of the reference boundary is set at the
onset of voicing (t = 1.715 sec) whereas the “entropy” boundary is more related
to the onset of the articulation. The choice of one boundary or the other is
questionable. From the application point of view the boundary indicated by the
maximum in the entropy is more informative, as it is related to a change in
articulation that is more visually relevant.

The figure indicates that the entropy may be a good predictor of phonetic
transitions.

4 Method

The experiments in this study aim at evaluating the precision of boundary place-
ment at different latency conditions, and at investigating whether the frame-by-
frame entropy of the posterior probabilities of the phonetic classes can be used
as a predictor of the phonetic boundaries.

Two kinds of measures are therefore considered: the first relates the recogni-
tion boundaries to the reference boundaries. The second relates the entropy (or
a quantity extracted from the entropy) measured over a frame to the position of
the frame with respect to the reference boundaries.
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frames
distance (frame)
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Fig. 3. Example computation of the distance between couple of boundaries and be-
tween a frame and a boundary.

The way the distance is measured in the two cases is exemplified in Fig. 3. The
reference boundaries are in the middle line. The line above shows the recognition
boundaries with the distance from the nearest reference boundary. Note that
beginning and end of the speech file are not considered as boundaries. The
line below the reference shows the frames and their distance from the reference
boundaries: frames adjacent to a transition have distance 0.

We use the term displacement when the distance is considered with a sign
(negative displacement indicates that the recognition boundary is earlier than



the reference). The displacement is interesting when evaluating whether there is
a bias in the position of the recognition transitions.

4.1 Entropy

Given the posterior probabilities P (xi|O(n)), i ∈ [1, N ] of the acoustic class xi

given the observation O(n) at frame n, the entropy of the frame is defined as

e(n) = −

N∑

i=1

P (xi|O(n)) log2 P (xi|O(n))

The entropy varies as a function of the uncertainty in the classification of
each frame. As shown by the observations in the previous section, we can expect
uncertainty to be higher at phonetic boundaries, but there are many sources of
uncertainty that need be considered.

For example, some phonemes are intrinsically more confusable than others,
some speakers are harder to recognise, or there might be noise in the recordings
that increases the entropy.

In order to reduce the effect of the first of these factors, the mean entropy was
computed for each phoneme and subtracted from the frame by frame entropy
in some evaluations. Fig. 4 shows the boxplot of the entropy for each of the
phonemes, as a reference.

As the focus is on the evolution of the entropy in time, the first and second
derivative defined as e′(n) = e(n)− e(n− 1) and e′′(n) = e′(n + 1)− e′(n) have
been also considered. The definition of the second derivative assures the maxima
and minima of e′′(n) correspond to the maxima and minima of e(n). Note that
given the rate of variation of the entropy in function of time (frames) the first
derivative e′(n) should not be expected to be close to zero in correspondence of
a maximum of e(n). On the other hand a negative value of the second derivative
e′′(n) is a strong indicator of a maximum in e(n) for the same reason.

5 Analysis

5.1 Boundaries and Latency

Fig. 5 shows the distribution of the recognition boundaries displacement (in
frames) with respect to the reference. The latency in this case is three frames
(30 msec), as used in the Synface prototype. The figure shows that there is no
global bias in the position of the boundaries. More than 80% of the boundaries
are within 2 frames (20 msec) from the reference.

The effect of varying the latency is shown in Fig. 6. The total number of
boundaries decreases with larger latency (the number of insertions is reduced),
but the distribution of the displacements from the reference is very similar. This
implies that the extra transitions inserted at low latencies have the same dis-
tribution in time than the correct transitions. A better measure of correctness
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Fig. 5. Distribution of the relative displacement of the recognition boundaries to the
reference.

in the position of phoneme boundaries would disregard insertions of extra tran-
sitions. A simple way of doing this is to select from the recognition results a
number of transitions equal to the reference. The drawback of such an approach,
similarly to the % correct symbol measure, is that solutions with a high number
of insertions are more likely to contain a higher number of correct answers. This
is the reason why this approach was not considered in this study.

5.2 Boundaries and Entropy

The distribution of the entropy for different distances from the a phonetic tran-
sition are displayed in Fig. 7 with box plots. The three figures show the un-
normalised entropy, the entropy normalised with the average for every phoneme
in the reference transcription and the same normalisation but referring to the
recognition transcription (with three frames latency). All plots show that the
entropy increases in the neighbourhood of a phonetic transition (distance from
the boundary equals 0). In the normalised cases the variation around the median
is reduced.

Even in the normalised cases, the large variation around the median shows
that the frame-by-frame entropy needs to be improved to be a good enough
predictor of phonetic boundaries.

Figure 8 shows the distributions of the first and second derivative depending
on the distance from a phonetic boundary. As explained in Section 4 the first
derivative assumes values far from zero at boundaries, which indicates that the
entropy has a strong variation in time. The second derivative often assumes



−10 −5 0 5

0
10

0
20

0
30

0
40

0
50

0
60

0
70

0

boundary relative displacements with varying latency

distance from reference

nu
m

be
r o

f b
ou

nd
ar

ie
s

Fig. 6. Distribution of the relative displacement of the recognition boundaries to the
reference for varying latency.

negative values, suggesting there might be a maximum of the entropy or at least
a convex shape of the entropy curve.

6 Conclusions

This article analyses the phonetic transitions obtained with a low latency phoneme
recogniser. It shows that the distribution of displacements of the recognition
boundaries, with respect to the reference transcription, do not vary significantly
with the latency, in spite of the increased number of insertions at low latency
conditions.

We propose to use the entropy of the posterior probabilities estimated by a
neural network in connectionist speech recognition, as a predictor of the phonetic
boundaries. A dependency of the entropy with the distance from a phonetic
transition has been found. However, in order to use this measure as a predictor
of phonetic boundaries, a number of interfering factors should be removed. The
use of dynamic features, such as the first and second derivative might serve this
purpose.
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Fig. 7. Box plot of the entropy at varying distances from the nearest reference bound-
ary. In the second and third plots the entropy is normalised to the mean for each
phoneme in the reference and recognition transcription, respectively.
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