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Abstract
Information on relations between separate parts of an utterance can be used to improve the  
performance  of  speech  recognition  systems.  In  this  paper,  examples  of  relations  are  
discussed and some measured data on phone pair correlation is presented. In addition to  
relations between acoustic events in an utterance, it is also possible to represent relations  
between  acoustic  and  non-acoustic  information.  In  this  way,  covariance  matrices  can  
express  some  relations  similar  to  phonetic-acoustic  rules.  Two  alternative  recognition  
methods are proposed to account for these relations. Some correlation data are presented  
and discussed. 

Introduction
The currently dominating technique for  speech recognition is  Hidden Markov modelling 
(HMM).  Large  vocabulary,  real  time recognition  systems with  high  accuracy have  been 
developed using this technique. One limitation, however, is its fundamental assumption of 
independence  between observations.  The consequence  for  recognition  is  that  every time 
interval in the speech signal is regarded as statistically independent of other parts of the 
utterance.  It  is  well  known that  this  assumption  is  incorrect  and that  there  exist  strong 
relations  within  an  utterance  as  a  consequence  of  time-invariant  or  slowly  changing 
characteristics of the speaker and the acoustic environment. One example of the non-realistic 
consequences  of  the  independence  assumption  is  that  a  speaker-independent  recognition 
system is  allowed  to  assign  different  speaker  models  to  different  parts  of  an  utterance. 
Further improvement of speech recognition performance are expected if such relations and 
constraints can be explored. 
Some  aspects  of  within-utterance  relations  are  used  in  current  systems.  Short-distance 
relations are commonly used by incorporating the first and second order time-differentiated 
acoustic feature vectors. However, the optimum size of the differentiation window is only 
around the average duration of a phoneme. Longer-range dependencies cannot be captured 
since variation in  speech rate  and variability in  the phonetic  context  will  generate  large 
variation in the acoustic events covered by the window.
Another  standard  technique  is  to  account  for  coarticulation  effects  from the  immediate 
phonetic  neighbourhood  by expanding the  phone inventory from context-independent  to 
context-dependent models. The most common units are diphones and triphones. However, 
extending the size of the phonetic context is not a practical solution for describing relations 
between non-adjacent phonemes because of the rapidly increasing number of such units. 
Previous work to account for correlation between non-adjacent speech segments has been 
reported,  among others,  by Niyogi  and Zue (1991),  who studied different  approaches  to 
exploit within-speaker correlation for vowel recognition. Leggetter and Woodland (1995), 
Ström  (1996),  and  Hazen  and  Glass  (1997)  performed  simultaneous  adaptation  and 
recognition to account for the constraints of a single speaker throughout the utterance. 
The current report is a continuation of (Blomberg, 1998) and deals with aspects on using 
long-distance relations for speech recognition. Examples of such relations will be given. Two 
recognition techniques under development are discussed. 



Types of relations
The relations between observations in an utterance arise from different sources. The obvious 
relations  are  between the acoustic  observations.  However,  there  is  also relation between 
acoustic and non-acoustic events as well as within the non-acoustic information. These three 
types are discussed below.

Correlation between acoustic events

The invariant properties of the speaker's physical and behavioural characteristics give rise to 
relations within the acoustic realisations of his/her phonetic inventory. For example, formant 
frequencies are closely dependent on the vocal tract length. This results in strong relation 
between the formants in a certain vowel and also between different vowels spoken by the 
same speaker. 
If the same phone appears more than once in an utterance, it is very likely that they have 
similar characteristics. The relation strength is reduced compared to within-phone relation 
due to difference in phonetic and prosodic context. Two non-identical phones belonging to 
the same broad phoneme class are also related, but to a smaller extent than identical phones. 
Phones from different classes are expected to posses even lower inter-relation.
The characteristics of the acoustic environment, such as background noise and transmission 
characteristics,  are  often  constant  during  the  utterance.  These  effects  result  in  within-
utterance  correlation.  However,  it  is  uncertain  if  correlation  analysis  can  provide  better 
performance than already existing techniques for compensating for this type of distortion.

Correlation between acoustic and non-acoustic information

Certain types of dependence between acoustic and non-acoustic information might also be 
expressed in the same way as between purely acoustic observations. The requirement is that 
the non-acoustic information is numerically represented. By including such information in 
the covariance matrix, the relations to the acoustic parameters can be determined. In this 
way, it is possible to capture linear relations between the lexical and the acoustic domains.  
For example, lexical stress and lexical duration might be expressed as numerical parameters 
instead of discriminating phonetic features.
Aspects of utterance time have important influence on the pronunciation. One example is the 
utterance  position  of  a  phone.  Speech  amplitude  and  voice  characteristics  are  gradually 
changed during the utterance. Another example is vowel reduction (Lindblom, 1963), which 
expresses relations between duration and steady-state formant frequencies. These relations 
can be expressed by incorporating phone position and duration to the acoustic features. 
Except  for  the  intended  use  in  speech  recognition,  the  approach  of  including  relations 
between acoustic and non-acoustic information may also be of value for speech synthesis. 
Linear  regression  could  be  used  to  implement  lexical-acoustic  relations  instead  of  the 
common technique of manual design of pronunciation rules.

Correlation within the non-acoustic information

There is also relation within the non-acoustic information, such as co-occurrence of words, 
and between different phonological rules, corresponding to the assumption that a speaker is 
consistent in speaking style. This type of relation may be expressed as correlation between 
probabilities  of  word  occurrence  and  between  application  probabilities  of  different 
phonological rules. 
Clarity of articulation might also be quantified into a number of levels. If the pronunciation 
alternatives of each word in the lexicon were assigned a clarity value, then correlation data 
could  be  used  to  favour  those  recognition  hypotheses  that  are  consistent  in  their 
pronunciation alternatives throughout the utterance. 



Recognition approaches
Two  methods  for  speech  recognition  have  been  selected,  regarded  appropriate  for 
implementing within-utterance correlation. They are described below.

Single multi-dimensional observation 

In this technique, the statistical relations are explored by modelling a hypothesised identity 
of  an  utterance  with  a  multi-dimensional,  uni-modal  Gaussian  distribution  with  full 
covariance  matrix,  where  the  elements  along  rows  and  columns  are  made  up  from the 
spectral  vector  elements  of  each  phone  in  the  assumed  phone  sequence.  The  utterance 
covariance matrix is dynamically assembled from trained phone-pair matrices. 
The  size  of  the  covariance  matrix  is  quite  large,  which  makes  the  search  procedure 
computationally very heavy. It is therefore performed as a rescoring process of the N-best 
candidates of a preceding recognition stage. 

Iterative unsupervised adaptation

Another possible recognition approach is  to perform instantaneous,  unsupervised speaker 
adaptation using the unknown utterance itself  as adaptation data. Legetter and Woodland 
(1995) and Ström (1996) reported this technique for speaker adaptation. The underlying idea 
in such a technique is that at least part of the utterance has been sufficiently well recognised 
to serve as adaptation data for better  estimation of the phone models for the rest  of the 
utterance. 

Correlation analysis 
Currently, the Waxholm database (Bertenstam et al, 1995) is used for experiments. Three 
spectral  representation  forms  are  studied:  formants,  filterbank  amplitudes  and  cepstrum 
coefficients.  As  acoustic  observations  are  chosen  the  two  corner  points  in  each  phone 
segment of the poly-line approximated input parameter trajectories (Blomberg,  1994).  In 
addition,  two  non-acoustic  parameters  are  included:  phone  duration  and  position  in  the 
utterance.  The latter  is expressed in two alternative ways: syllable number or time since 
utterance onset. 
In  order  to  avoid  training  a  large  number  of  triphone pairs  but  still  to  capture  existing 
correlation, we apply an intermediate approximation between triphone pair and phone pair 
covariance. For a hypothesised phone pair, we use the averaged triphone pair covariance, i.  
e.,  the  average  of  the  individual  covariance  matrixes  of  all  triphone pairs  that  have  the 
correct  mid  phone  identities.  Note  that  this  covariance  matrix  is  different  from  the 
corresponding context-independent phone pair matrix.

Observations

Some preliminary analyses have been made on the speech data. One significant observation 
is that within-phone correlation is considerably higher than between two occurrences of a 
phone in the same utterance. Obvious reasons for this are the different phonetic and prosodic 
contexts of the two phones and also their different positions in the utterance. Within a phone, 
there  is  high  correlation  between  the  beginning  and  the  end  of  the  segment  for  each 
individual parameter. The correlation between two phones, non-identical but belonging to 
the  same phoneme  category,  is  lower  than  between  identical  phones.  Phone  pairs  from 
different  categories  exhibit  still  lower  correlation  and  several  seem  to  be  essentially 
uncorrelated.  Among  the  three  spectral  representation  forms,  filter  amplitudes  are,  as 
expected,  substantially  stronger  inter-correlated  than  cepstral  coefficients  or  formant 
parameters. 



Among the formant parameters, there is substantial correlation between higher formants in 
vowels. There is also relatively high correlation between unvoiced fricative and aspirative 
sources. These observations maybe due to real correlation between the true parameter values, 
but may also be a result of the way the parameters are estimated.
The parameter that exhibits the strongest correlation between non-adjacent intervals in the 
utterance is fundamental frequency (r ~ 0.5). Phone duration is weakly positively correlated 
with  utterance  position  (r  ~  0.2),  showing  the  final  lengthening  effect.  The  previously 
mentioned  change  of  speaking  amplitude  during  the  utterance  can  be  observed  in  the 
correlation data. Spectral energy is weakly negatively correlated with utterance position.

Discussion
Except for within-phone observations and fundamental frequency, the observed correlation is 
generally rather weak. This is not necessarily an indicator of weak relations. An alternative 
explanation is that there are strong relations, but between more than two variables and they 
are  therefore  not  clearly  visible  in  the  covariance  matrix.  Principle  component  analysis 
should be used to find the most important axes of such covariation. Another explanation of 
low correlation might be that the utterance is not the most appropriate unit. It is possible that 
the sub-phrase or breath group would be better choices since they are more homogeneous. A 
problem with these units is, on the other hand, that they are more difficult to detect than the 
utterance endpoints.
The proposed recognition techniques are still in a development stage. It is regarded that the 
use of this information enables increased recognition accuracy and robustness and that it will 
be a valuable future complement to current recognition techniques. 
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