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Abstract  

Automatic speech recognition measures have 
been investigated as scores of segmental pro-
nunciation quality. In an experiment, context-
independent hidden Markov phone models were 
trained on native English and Swedish read 
child speech respectively. Among various stud-
ied scores, a likelihood ratio between the 
scores of forced alignment using English pho-
neme models and the score of English or Swed-
ish phoneme recognition had the highest corre-
lations to human judgments. The best measures 
have the power of evaluating the coarse profi-
ciency level of a child but need to be improved 
for detailed diagnostics of individual utterances 
and phonemes.  

Introduction  

Automatic evaluation of foreign language pro-
nunciation presents possibilities for computer-
assisted language learning as well as for predic-
tion of speech recognition performance in a 
non-native language. Although children consti-
tute a very large portion of foreign language 
learners, speech technology research in this 
domain has previously been mainly focused on 
adults. The current work has been produced as 
part of the EU project PF-Star, in which one 
goal was to assess the current possibilities of 
speech technology for children.  

Previous work has used the fact that the bet-
ter you are at pronouncing the new language, 
the more the utterances should resemble sounds 
from the target language instead of the mother 
tongue (Eskenazi, 1996; Matsunaga, Ogawa, 
Yamaguchi and Imamura, 2003). However, the 
pronunciation quality of read speech does not 
depend solely on the ability to produce the pho-
nemes correctly; it also depends on knowledge 
of how the words should be pronounced. Spec-
tral quality and time-related scores have shown 
high correlation with human judgment 
(Neumeyer, Franco, Digalakis and Weintraub, 
2000; Cucchiarini, Strik and Boves, 2000).  

The foreign language considered in this re-
port is English and the mother tongue is Swed-
ish and also Italian in some cases. The scoring 
procedure used context-independent phoneme 

models in a hidden Markov model (HMM) sys-
tem. Although prosody is very important for 
pronunciation quality, this report is limited to 
segmental quality. More detailed results are 
given in Oppelstrup (2005). 

Theory 

An approximation in this work is that pro-
nunciation quality is composed of two compo-
nents, knowledge and ability. The knowledge 
component reflects the speaker’s knowledge of 
the correct phonetic transcription of a written 
text. The ability component reflects the 
speaker’s ability to pronounce the phonemes of 
the target language correctly. 
The knowledge score, Sk, can be formulated as 
a confidence measure that the speaker has cho-
sen the correct transcription, TrCorrect, in his 
spoken utterance (U) of the written text. This is 
modeled by: 
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where 
λ

T is the set of target language phoneme 
models, trained by native reference speakers. In 
speech recognition terminology, the operation 
of the nominator is forced alignment and that of 
the denominator is phoneme recognition. This 
ratio has been used for pronunciation scoring by 
Cucchiarini et al (2000).  

The ability score is a measure of the acous-
tic quality of the speaker’s realization of the 
phonemes in the target language. It is possible 
that some phonemes are pronounced as the 
most similar phoneme in the mother language. 
To score the ability of a speaker to produce the 
correct non-native sounds, we will try the ratio 
between the probabilities that the target lan-
guage phonemes were used and that the mother 
tongue ones were used:  
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if the correct phonetic transcription of the writ-
ten text to be pronounced is known. 

λ
M is the 

set of mother language phoneme models. If the 
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text or the transcription is unknown, we can use 
the ratio between the phoneme recognition 
scores using the two language models: 
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A combined knowledge and ability score 
can be computed by multiplying Sk and Sa in 
Eqs. (1) and (3) : 
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Implemented Scores  

In this report we present results of the following 
pronunciation score parameters:  

• Knowledge:  
English forced alignment / English phoneme 
recognition (EFA/EPR) 

• Ability:  
English phoneme recognition / Swedish pho-
neme recognition (EPR/SPR) 

• Combined:  
English forced alignment / Swedish pho-
neme recognition (EFA/SPR) 

• Fraction language use (FRAC); see below. 
• Rate of speech (ROS) 
• Utterance duration (DUR) 

In FRAC, both language model sets are ac-
tive in parallel and the score is the percentage 
of English language models selected by the rec-
ognizer. 

Speech Data Bases 

The speech material used in this report 
comes from five child speech databases. The 
utterances were separate words and short sen-
tences chosen to make good coverage of all 
phonemes. All recordings were made with 
headset microphones. The sampling frequency 
and amplitude resolution was, when necessary 
downsampled to 16 kHz and reduced to 16 bits, 
respectively. The material was split into sets for 
training, development and evaluation.  

SVE1 consists of 50 Swedish children in 
the ages eight to fourteen years in the EU-
SpeeCon corpus (Iskra et al, 2002). Each child 
recorded 60 utterances in average.  

SVE2 (Blomberg and Elenius, 2003) is part 
of the Swedish PF-STAR corpus of 198 Swed-
ish children between four and eight years old. 
Only the children above eight were used. Each 
child recorded approximately 80 utterances.  

The English material for PF-STAR was re-
corded in three different regions of England by 
the University of Birmingham. 158 children of 
the ages six to fourteen were recorded but only 
those above eight were included. Each child 
recorded approximately 90 utterances. The da-
tabase was used both for training the English 
phoneme models (ENG-tr) and for perform-
ance tests (ENG-te). A part of this material re-
ceived an increased noise level in this experi-
ment due to unintentional mixing of two chan-
nels from a headset and a desktop microphone. 

The Italian database, ITEN, was recorded 
near Trento by ITC-irst. The part used here 
comprises 25 children, ten and eleven years old, 
reading 75 English prompts each.  

The Swedish non-native PF-STAR material, 
SWENG, was recorded in Stockholm. Each of 
40 children of both sexes, in the ages 10-11 
years read in average 64 English utterances, 
prompted on a computer screen. Most of the 
utterances were the same as in ITEN. If the 
child was uncertain of the pronunciation he/she 
had the option to listen to a prerecorded pro-
nunciation of that prompt. This option was used 
in about 15% of the recordings.  

Experiments 

Recognition performance tests and pronuncia-
tion evaluation experiments have been per-
formed. Word recognition tests used the SVE 
and ENG development sets both containing 
children of ages eight and nine only. The lan-
guage model allowed any word to follow any 
other with equal probabilities. The word inser-
tion penalty was experimentally set to minimize 
WER. In phoneme recognition tests the penalty 
was non-optimized and equal to zero. 

The English and Swedish phoneme models 
were trained on ENG-tr and SVE1, respec-
tively. The phoneme models consist of three 
states. The 39 elements of the acoustic feature 
vector are the 13 lowest mel frequency cepstral 
coefficients (MFCC) including number 0, and 
their first and second order time derivatives. 
The mel filterbank is computed with 25 ms 
Hamming window at a frame rate of 10 ms. The 
output likelihood values of the recognizer are 
logarithmic, which turns the implementation of 
ratio between scores into subtraction instead of 
division. 

The scores were measured in different ways, 
including or excluding non-speech intervals be-
fore and after the utterance and optional pauses 
between words. In this report, the presented 
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scores include non-speech intervals, which gen-
erally performed better. Several other combina-
tions of scores, models and normalization tech-
niques have been studied by Oppelstrup (2005). 

The pronunciation scores were correlated 
with human judgment of the utterances. The 
SWENG and ITEN speech files were scored by 
an English teacher with phonetic training. Seg-
mental and prosodic qualities were judged sepa-
rately. Each utterance was scored on a three-
graded scale: 3 for correct pronunciation, 2 for 
small errors and 1 for erroneous utterances. To 
get grade per child, the average of all graded 
sentences was calculated. At the time of the ex-
periments, the ENG database had no human 
judgments but were given the score 3, assuming 
that all English children had a correct pronun-
ciation. Afterwards, judgments have been made 
also on the English children and some results 
including these are given in this report.  

Results 

Word and phoneme recognition 

Results of the word and phoneme recognition 
experiments are shown in Table 1 and 2, re-
spectively. The error rates are generally quite 
high, which is not surprising considering the 
combined difficulties of child, non-native 
speech from different databases and a high-
perplexity language model. 

Table 1. Word error rates for the Swedish and Eng-
lish test sets. 

Training Test Voc. size WER % 

SVE1 SVE2 1051 94 
ENG-tr ENG-te 1097 54 
ENG-tr SWENG 617 79 
ENG-tr ITEN 629 85 

 

Table 2. Phoneme error rates (PER) in percent for 
different training and test set combinations. 

 Test  

Training  ENG-te SWENG ITEN SVE2 

ENG-tr 66 103 119 97 
SVE1 92 86 93 72 

Pronunciation scoring 

Correlation with human judgment was low for 
single utterances but was increased when aver-
aging the scores of all utterances by a child. Ta-
ble 3 lists correlations between automatic 
scores and human judgment of segmental qual-

ity per child. The correlation in the individual 
languages is generally low and is increased for 
the combined group of Swedish and Italian 
children. Still higher correlation is achieved 
when including also the native English chil-
dren. The increase can be due to a larger range 
of pronunciation quality among the speakers. 
The knowledge score EFA/EPR, the ability 
score EPR/SPR, and the combined score 
EFA/SPR all got high correlation in this case. 
EFA/EPR and EPR/SPR are shown in Figure 1. 
The effect of an increased correlation when in-
cluding native English speakers can also be 
seen in FRAC.  

Table 3. Correlation of pronunciation scores with 
human judgment for various test sets. S = SWENG, 
I = ITEN, E = ENG-te. English children are given 
grade 3, except for values after ‘/’ which are based 
on human judgment of a part of these.  

 Test set 

Score S I S + I S+I+E 

EFA/EPR 0.20 0.61 0.65 0.70/0.75 
EPR/SPR 0.18 0.26 0.56 0.80/0.68 
EFA/SPR 0.20 0.37 0.60 0.82/0.72 
FRAC 0.22 0.09 0.48 0.82/0.71 
ROS 0.18 -0.25 0.43 0.57/0.42 
DUR -0.11 -0.12 -0.54 -0.47/-0.47 
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Figure 1. Automatic vs human judgment of Swed-
ish, Italian and English children for EFA/EPR (top) 
and EPR/SPR (bottom). 
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Discussion 

The low accuracy of word and phoneme recog-
nition even for native English children indicates 
that there is low discrimination between the 
phoneme models. Child speech recognition is 
very difficult in itself and the small size of the 
training material allowed only context-
independent phoneme models to be trained. 
Another difficulty was the varying recording 
conditions in the databases. These problems 
makes the pronunciation evaluation uncertain.  

Another fact that may lower the correlation 
with human judgment is that the human listener 
and the scoring algorithms have different tar-
gets for correct pronunciation. Whereas the 
human listener is likely to compare with neutral 
British English, the reference models for the 
system are trained on children with different 
regional accent.  

As was expected from previous studies, cor-
relation increased with the amount of available 
data. Correlation for single utterances was 
lower than for averages of all utterances from a 
speaker.  

The correlation within the Swedish children 
was quite small. An explanation may be that the 
scoring algorithms are not sensitive to the lim-
ited pronunciation variation in this group. The 
correlation among Italians is larger and the 
highest overall correlation is achieved when 
including children from all the Italian, Swedish 
and English sets. It is interesting to note that the 
Swedish phoneme models seemed to work 
equally well as native models for Italian as for 
Swedish children. 

A separate procedure will probably be nec-
essary to reject utterances that match poorly to 
both nominator and denominator models in the 
likelihood ratios, since the likelihood ratio of 
these utterances will be quite random.  

Conclusion 

The best scoring functions correlate well 
enough with human judgments to allow coarse 
grading of a child’s pronunciation quality. The 
context-independent models used are too insen-
sitive, however, to allow scoring on the utter-
ance or phoneme level. The most important im-
provement would be to use context-dependent 
phoneme models, trained on a large corpus with 
recordings of children with correct pronuncia-
tion and accent.  

Another possibility is to replace phoneme 
recognition in the scoring algorithms by explicit 
modeling of predicted erroneous pronuncia-
tions. Better knowledge of the differences be-
tween the phoneme sets of the mother tongue 
and target language could also help in giving 
more weight to the difficult phonemes in the 
target language.  
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