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Abstract 
 
The aim of this report was to implement a text-dependent speaker verification system using 
speaker adapted neural networks and to evaluate the system. The idea was to use a hybrid 
HMM/ANN approach, i.e. Artificial Neural Networks were used to estimate Hidden Markov 
Model emission posterior probabilities from speech data, and the system was implemented in 
C++ as a module for GIVES. The report also contains an overview over speaker verification. 
Methods and algorithms for network training and adaptation are explained, and the 
performance of the system is tested. Both Multi-Layer perceptrons and Single-Layer 
perceptrons are tested and compared to other speaker verification systems. The test results 
show that the hybrid HMM/ANN system does not perform as well as other speaker 
verification systems, but if the system parameters are optimised further performance might 
increase. Along with an analysis and summary of the project possible improvements of the 
system are suggested. 

 
 
 
 

Sammanfattning 
 
Målet med denna rapport var att implementera ett textberoende talarverifieringssystem med 
hjälp av talaradapterade neurala nätverk samt att utvärdera systemet. Idén var att använda en 
hybrid HMM/ANN-teknik, dvs artificiella neurala nätverk användes för att estimera a 
posteriori-emissionssannolikheter i dolda Markovmodeller utgående från taldata. Systemet 
implementerades i C++ som en modul för GIVES. Rapporten innehåller också en översiktlig 
presentation av talarverifiering. Metoder och algoritmer för träning och adaptering av nätverk 
förklaras och systemets uppförande testas. Både flerlagernät och enlagernät testas och 
jämförs med andra talarverifieringssystem. Testresultaten visar att hybrid HMM/ANN-
systemet inte ger lika bra resultat som andra talarverifieringssytem, men om 
systemparametrarna optimeras kan systemets precision förbättras. Tillsammans med en 
analys och sammanfattning av projektet följer en rad förslag på förbättringar av systemet. 
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1.Introduction 
 
1.1. Task specification 
 
The aim of this report is to implement a text-dependent speaker verification system using 
speaker adapted neural networks and to evaluate the system. To implement the system, a 
hybrid HMM/ANN technique is used, i.e. Artificial Neural Networks are used to estimate 
Hidden Markov Model emission posterior probabilities from speech data. The idea to this 
report originates from the paper “User Customised HMM/ANN-Based Speaker Verification” 
by BenZeghiba and Bourlard at IDIAP [1]. The paper only function as a coarse framework 
and it is not the intention to completely reconstruct the IDIAP system.  
 
The HMM/ANN system is implemented as a module that will be used by GIVES, a software 
platform for speaker verification. GIVES (General Identity VErification System), as well as 
the HMM/ANN module, is implemented in C++. The supervisor of this project is Håkan 
Melin and the examiner is professor Björn Granström. The project is performed at the 
Department of Speech, Music and Hearing, KTH, by commission of the Centre for Speech 
Technology, CTT. 
 
 
1.2. Structure of the Report  
 
Chapter 2 is a brief introduction to speaker verification where a number of basic definitions 
and concepts are explained. Chapter 3 attempts to explain how Neural Networks can work 
together with Hidden Markov Models. Chapter 4 summarises the IDIAP system in order to 
get a framework or starting point. Chapter 5 outlines the necessary simplifications and 
modifications for this project in contrast to the IDIAP system. Further details of the various 
implementation steps are presented in chapter 6 while experiments and performance of the 
system are described in chapter 7. Finally, chapter 8 contains a discussion of the 
experimental results and some suggestions for further improvements. 
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2. Overview over Speaker Verification 
 
2.1 Introduction 
 
The need to determine the identity and authority of users and customers is today increasing. 
For the individual this results in a growing number of PIN-codes to remember, and cards and 
keys to keep count of. A simpler solution would be to construct biometric verification systems 
based on the individual’s physical features such as fingerprints, retinas or voice, since they are 
unique and, in addition, cannot be forgotten. Even though the speech signal is not the most 
significant biometrical feature, the various application possibilities for speech-based systems, 
for example in telecommunication, make such systems an attractive alternative. To increase 
security in speaker-based verification systems a combination with more conventional methods 
could be used, for example PIN-codes or pass-phrases. 
 
2.2 Speaker Recognition 
 
The process of automatically recognising who is speaking by distinguishing qualities in the 
speaker’s voice is called speaker recognition. For this purpose it is important to preserve the 
speaker specific information in the speech signal. This is in contrast to the speech recognition 
task, where the linguistic content of the speaker’s voice signal is extracted. Speech 
recognition then corresponds to a classification problem.  
The speaker recognition task can be divided into speaker verification and speaker 
identification. In speaker identification the task is to decide from whom of a number of 
registered speakers a given utterance came from. Hence it is somewhat related to speech 
recognition since it is an N-class classification problem, and if there are many speakers to 
discriminate between the system’s performance is likely to deteriorate [15]. 
 
The speaker verification task is a hypothesis-testing problem where the system has to accept 
or reject a claimed identity associated with an utterance. Therefore the size of the customer 
population will not affect the performance since it is a two-class classification problem [15]. 
 
Since most of today’s systems are based on probability calculations, two types of erroneous 
decisions may occur in speaker verification. A false acceptance is said to occur when an 
impostor is accepted, while a false rejection occurs when the system rejects a true client. 
There is a trade-off between these two error types. If safety is emphasised, the false rejection 
rate will have to increase in order to keep the false acceptance rate low. But if the system 
produces too many false rejections, users may find the system annoying. One common choice 
is to put the false acceptance and false rejection rates equal, aiming for the equal-error-rate 
(EER). 
 
2.3 System Dependencies on Texts 
 
If the system requires that a specific word or sentence must be used for verification it is said 
to be text-dependent, and if an arbitrary word or sentence can be used the system is called 
text-independent. Or put in other words, text-dependent systems require that the same text is 
used in both enrolment and verification, which is not necessary in text-independent systems. 
Text-dependent systems can have a common phrase for all users or one phrase per user and 
require less training data since the text-dependent speaker models are more detailed compared 
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to text-independent systems. That is, text-dependent systems model characteristics from both 
text and speaker while text-independent systems need to cover more general characteristics 
and thus require more training data. However, there is no distinct division between these two 
cases. For example, a text-prompted system where digits are randomly produced for the user 
to read is a mixture of the two cases.  
 
2.4. The Speech Signal 
 
The speech signal is inconvenient to use directly, and therefore has to be pre-processed. The 
signal is sampled with 8 – 16 kHz, followed by computation of the frequency spectrum every 
10 ms over a window of 25 ms. To obtain so-called cepstral coefficients the logarithm of the 
spectrum is calculated followed by an inverse Fourier transform. With these operations the 
coarse structure of the spectrum can be represented with a small number of parameters. The 
result is a stream of feature vectors.  
 
Clearly the voice differs from one person to another, and these between-person variations are 
called inter-speaker variability. One should also pay attention to the fact that an individual’s 
voice may vary from time to time. This is called intra-speaker variability and is related to the 
false rejections mentioned previously. If the voice of the client differs too much from what it 
sounded like when the client registered to the system, the risk of being falsely rejected 
increases.  
 
Furthermore, it is known [10] that if the magnitude of the variation in a speaker’s voice is 
measured over time, the magnitude will initially increase. But after a time period of three 
months the magnitude of the variations has ceased to increase. It appears that after this time-
period the speaker has spanned most of the variations in the voice spectrum. This must be 
considered by system designers, and sequentially training data should be collected during a 
longer time-period.  
 
The speech signal is in addition distorted by noise, the use of different microphones or 
channel transmission. If one particular microphone is used during training (enrolment) which 
colours the signal and another one during verification, it may increase the decision error rates. 
From the system’s point of view this is equal to higher intra-speaker variability, since channel 
distortion will add extra variations to the speech signal that is not originated from the speaker. 
The system will then have difficulties to distinguish the true speaker from other speakers. 
 
2.5 The Structure of Speaker Verification Systems 
 
With few exceptions a speaker verification system have four components: a feature extraction 
module, a modelling module, a scoring module and a decision module.  
 
In the feature extraction module feature vectors, or frames, are produced from the speech 
signal. Mel-frequency cepstral coefficients (MFCC) and linear prediction cepstral coefficients 
(LPCC) are two common feature parameters, extracted as described in section 2.4. The 
coefficients can also be complemented with their first and second derivative, as well as the 
speech signal energy.  
 
Using the outputs from the feature extraction module, the modelling module builds a model 
that can characterise the speaker. Different such models are discussed below. 
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The purpose of the scoring module is to calculate how well a parameterised test utterance 
resembles a corresponding speaker model. 
 
And finally, the decision module determines, based on the output from the scoring module, 
whether the speaker will be accepted or rejected. 
 
2.6 Common Speaker Models 
 
Concerning the speaker models, different approaches have been tested [4, 6, 25] of which the 
three most common are Hidden Markov Models (HMM), Gaussian Mixture Models (GMM) 
and Artificial Neural Networks (ANN). 
 
Hidden Markov Models (HMM) can be used to model processes that change character at 
certain points in time. The speech signal can be seen as such a process. The HMM models a 
process with a stochastic output variable according to some probability distribution. A 
sequence of observations is made, and at certain time points, the observations tell us that this 
distribution is changed. These changes in distribution can be modelled by an underlying 
process, which moves between different states. The states represent different output 
distributions. The underlying state therefore affects the observed output value. The process 
that moves from state to state can be modelled with an ordinary Markov chain. The states can 
only be reckoned through the observable output values, in other words the state transitions are 
not directly observable or “ hidden”. Hence HMM’s in the context of speech recognition and 
speaker verification can be seen as a production model with one or more states for each 
phoneme or word [24]. 

 
Figure 2.1: Graphical representation of a HMM.  pil in the figure are the transition 
probabilities while φi(.) represents the density function at each state. Each state represents 
one phoneme. From [24]. 
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In the case of continuous density HMM’s with Gaussian mixtures, GMM’s can be seen as a 
special case of HMM’s since the various states of the HMM have degenerated to a single 
state. With this approach only text-independent speaker recognition is possible, and for  this 
GMM’s have proven to yield good performance. During training, the GMM parameters are 
usually estimated with a Maximum Likelihood criterion, in most cases using the Expectation-
Maximisation algorithm. In the HMM and GMM framework, an assumption of the underlying 
distribution has to be made. Usually a mixture of Gaussian distributions is used. However, if 
the number of Gaussians in the mixture is large enough, the mixture can approximate an 
arbitrary distribution.  
  
An Artificial Neural Network is a collection of simple processing elements, called units or 
nodes, which are connected to each other and organised in layers. Its functionality is vaguely 
based on the biological neuron. The processing ability of the network is stored in the inter-
unit connections, or weights, which are tuned in the learning process. In the learning process, 
a set of training patterns is presented to the network, and the weights are adjusted to minimise 
the error between the outputs of the net and the true target values. This update algorithm of 
the weights is called back-propagation. Even though the ANN is a parametric model, no 
assumptions about the underlying data distribution have to be made, which is a contrast to 
HMM and GMM models [24].  

                    

 

 
Figure 2.2: A feed-forward neural network with one hidden layer. The input layer has three 
nodes, the hidden layer has four nodes and the output layer has three nodes. Weights connect 
all input nodes to all hidden nodes and all hidden nodes to all output nodes. 
 
 
 
When the ANN method gained popularity in the late 80:s, speech recognition was one of the 
first areas where the method was applied. Due to its power to discriminate between classes,   
ANN:s perform well in classifying phonemes. However, ANN:s work poorly on continuos  
speech. It turns out that the temporal aspects are difficult to model with ANN:s, and the 
possible word sequences of an utterance are in general infinite. 
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2.7 Speaker-Customised Passwords and Related Systems 
 
The special type of automatic speaker verification (ASV) systems that will be investigated in 
this report is a hybrid HMM/ANN system where the customer can choose his/her password. 
In such systems both the lexical content of the password and the specific speaker 
characteristics are used for verification. Such a system was designed at IDIAP, a Swiss 
research institute, and a thorough description of that system is presented in chapter 4 [1, 2]. 
 
An ASV system that uses passwords was constructed by Charlet, Jouvet and Collin at CNET 
[7]. In contrast to the IDIAP system, the CNET system is not a hybrid system but is based on 
HMM’s only and uses a fixed password for enrolment and verification. A similar ASV system 
was constructed by Parthasarathy and Rosenberg at AT&T [21]. The AT&T system also uses 
passwords and is based on HMM’s. 
 
Hybrid HMM/ANN systems have also been used for automatic speech recognition (ASR). 
The ASR task is different from the ASV task as explained in section 2.2, but the technique of 
letting an ANN approximate the emission posterior probabilities in an HMM is similar for 
both tasks. Such ASR systems was designed by for example Riis and Krogh [23] and 
Bourlard and Morgan [4]. 
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3.The Hybrid HMM/ANN Approach 
 
The hybrid HMM/ANN system is an attempt to combine the strengths of both HMM:s and 
ANN:s: the temporal structure modelling of speech with HMM sequences and the 
discriminative abilities of the ANN:s. In the following section the general aspects of this 
approach will be explained.  
 
3.1 Hidden Markov Models 
 
In the HMM framework it is assumed that the speech signal is produced from a probabilistic 
finite state automaton (FSA) (see fig 2.1). The model produces the signal at each state of the 
FSA by emitting an output observation, followed by a transition to a new state. The 
observations are emitted, typically, every 10 ms and the output observation is a random 
variable with a different probability density function for each state. Furthermore, the steps (or 
transitions) between the states are controlled by statistical laws. Hence the allowed transitions 
have transition probabilities associated with them in a way that some paths through the FSA 
are more probable than other paths. Put in other words, the HMM is a double stochastic 
process where the hidden process is the sequence of visited states and the observable process 
is output feature vectors from each state.  
 
The output probability densities are usually modelled with mixtures of multivariate Gaussian 
probability distributions. This form of distribution is used due to its attractive mathematical 
properties. To reduce the computational efforts these probability distributions are chosen to 
have diagonal covariance matrices.  
 
Three problems are associated with the HMM approach. The first problem, called the 
evaluation problem, deals with how well a model fits an observation sequence. It involves 
finding the probability that the observed sequence o was produced by the model M, i.e. 
P(o|M). The solution is straightforward, calculate all the possible state sequences and then 
calculate the simultaneous probability of the state sequence and the observation, given the 
model. An effective algorithm that implements this is the forward algorithm [11]. 
  
The second problem concerns which state sequence is most likely to have produced the 
observed sequence, or put in other words: given an observation sequence, find a state 
sequence which is the most probable. This problem can be solved with dynamic 
programming, and in most cases the Viterbi algorithm is used.  
 
The third problem is how to optimise the model parameters, i.e. to train them. Some well-
known statistical estimation methods can be used, for example the Maximum Likelihood 
method (ML). That is, the parameters of the model (the means, variances, mixture weights 
and transition probabilities) should be chosen in such a way that the probability that the 
correct succession of HMM:s produced the utterances in a training database is maximised. In 
other words, the probability that the training utterances were produced by the HMM 
succession is maximised. An algorithm to achieve this is the Baum-Welsh algorithm, which 
uses expectation-maximisation (EM) to perform this parameter optimisation. 
 
The Baum-Welsh algorithm does not actually recognise speech but optimises the model’s 
ability to produce it. Hence it would be better to maximise the probability of the correct string 



 

 

14

14

of symbols, given the observations. This is done if the parameters are calculated in a 
maximum a posterior (MAP) fashion. However, the relatively low computational workload of 
the Baum-Welsh algorithm makes it popular [24].  
 
3.2 The Artificial Neural Network  
 
The type of neural network used in the HMM/ANN hybrid system is the multi-layer 
perceptron (MLP). It has a layered feed-forward architecture, i.e. no recurrences, with an 
input layer, a number of hidden layers (also networks without hidden layers is a possibility) 
and an output layer. Each layer contains a number of nodes, and associated with each node is 
an activity. Each layer is connected to the previous via a weight matrix. The activities of the 
nodes in a layer are computed by taking a weighted sum of the activities of the units in the 
previous layer, followed by a compression with a sigmoid function σ. This guarantees that the 
activity has a bounded value, i.e. the function σ maps the activity within the range (0, 1). This 
can be expressed with the following relation: 
 
 ai

L = σ(Σj=1 wji
L,L-1  aj

L-1   + wi0
L,L-1)  (1) 

 
where ai

L  is the output of node i in layer L, wji
L,L-1  is one weight in the connection between 

layers L –1 and L. wi0
L,L-1 is the bias term with wi0 = 1  [3]. The transfer function σ, is 

typically a sigmoid of the form: 
 
 σ(x) = 1/ (1 + exp(-x))   (2) 
 
Equation (1) can be rewritten to incorporate the bias by assuming a unit in layer L –1 has a 
fixed output equal to 1: 
 
 ai

L = σ(Σj=0 wji
L,L-1  aj

L-1)   (3) 
 
The activities of the output nodes are the MLP’s response to the input pattern. As mentioned 
above, the processing ability of the MLP is stored in the inter-unit connections, or weights. 
The weights are tuned in a training process, using training patterns with their corresponding 
target vectors for the output nodes. This is accomplished with for example gradient descent, 
the well-known back-propagation algorithm, where the general idea is to compute the least 
mean square (LMS) error for the output of the MLP when it is fed with a training input 
pattern according to: 
 
 E = 1/N Σn=1 ||a(xn) – t(xn)||2            (4) 
 
 
where X = (x1, x2,…, xn) are the input vectors, a(xn) represents the outputs from the net, t(xn) 
represents the targets associated with each input vector and N is the total number of training 
vectors [2]. The weights are then adjusted so that the LMS error decreases, and the procedure 
is repeated until the error is small enough [22]. The weights are updated according to: 
 
 wij

(τ) = wij
(τ -1) + ∆ wij

(τ)  (5) 
 
with   
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 ∆wij
(τ)  = -α∇ E|w  (6) 

 
where wij represents the weight between node i and j in two layers, ∇ E|w the partial derivative 
of (4) with respect to that weight and α the learning rate (also called step length or gain)  
[3]. 
 
Now, if the MLP is used for solving classification problems, say N-class classification, a 
network with N outputs would be used – one for each class. Sequentially the desired output 
vector would contain a one for the correct class and zeros for the other classes.  
 
3.3 The MLP as a Probability Estimator 
 
An observation of fundamental importance to the hybrid HMM/ANN model is that the output 
from an MLP approximates the a posteriori class probabilities. In this context we have that the 
MLP estimates the probability of each phoneme given the input feature vector x. Then, by 
using Baye’s rule, it is easy to translate the a posteriori probabilities to observation 
likelihoods: 
 
 p(x|ci) = p(ci|x)/p(ci) * p(x)  (7) 
 
where x is the observed input feature vector, ci is the event that phoneme i is the correct 
phoneme and p(ci) is the a priori likelihood of phoneme i. p(x) is the unconditioned 
observation probability and is equal for all phonemes and can therefore be skipped. The a 
priori likelihoods p(ci) can be computed from relative frequencies in the training speech data. 
Sequentially, (7) can be used to estimate our HMM output probabilities [24] which 
correspond to φ(.) in figure 2.1. 
 
The reader might wonder why an MLP is used to estimate these probabilities when the same 
result can be achieved with for example a Gaussian mixture estimator. Potential benefits with 
the MLP estimator have been pointed out by [4, 6, 24], consisting of: 
 
·   No assumptions of the underlying statistical distribution are required, which gives better 
acoustic models. In more conventional approaches such assumptions are necessary, the 
distribution is for example assumed to be Gaussian, and the number of mixture coefficients 
must be determined in advance. 
 
·   The standard back-propagation algorithm approximates the MAP phoneme probability, 
while the conventional method is to use ML approximations. As mentioned above, the MAP 
framework is preferred since it discriminates better between classes and is more intuitive than 
the ML framework. ANN:s can easily be brought in line with discriminative training. In the 
hybrid HMM/ANN approach, discrimination is done between phonemes at the frame level. 
 
However, the introduction of MLP:s in the HMM realm does not solve all problems. For 
example, the Viterbi approximation still remains. 
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4. The User-Customised Hybrid HMM/ANN 
Speaker Verification System 
 
The above-described hybrid HMM/ANN approach can be used to design speaker verification 
systems. Such a system was designed by the Swiss’ researchers BenZeghiba and Bourlard at 
IDIAP [1, 2]. Their system is a user-customised hybrid HMM/ANN speaker verification 
system, i.e. a system where the user chooses his/her own password, which aims to increase 
performance, security and flexibility. For each user there is a model that captures both the 
speaker characteristics as well as the lexical content of the password. Thus, both these 
features can be used in the speaker validation. Furthermore, the system is flexible to the user 
since any choice of password is possible. And since the password can be chosen without any 
constraints in the vocabulary, it makes it more difficult for a potential impostor to guess a 
user’s password.  
 
To achieve this, two main problems have to be solved. First, the best HMM topology that 
represents the chosen password has to be found. This corresponds to modelling the lexical 
content of the password. Second, the MLP parameters have to be adapted toward the actual 
speaker, which corresponds to capturing the speaker characteristics.  
 
The system described in this report is based on the IDIAP system. For further details, see [1, 
2]. Therefore a short description of that system is presented in this chapter.  A complete 
reconstruction of the IDIAP system was not possible. The necessary modifications and 
simplifications are described in chapter 5.  
 
4.1 The IDIAP System 
 
The IDIAP system is based on a speaker independent multi-layer perceptron (SI-MLP) of 
parameters Θ (the weights) trained on a large database and a “world” HMM model M. In line 
with the hybrid HMM/ANN approach this HMM has emission parameters Θ, originating 
from the SI-MLP. To be able to use the system, the clients first have to register themselves. 
This is called enrolment. After the enrolment, the system can test whether a client has access 
or not and this step is called verification.  
 
Enrolment of a new client contains the following steps (see also figure 4.1): 
 
•  E1.  The client Sk pronounces J times his/her password. J is typically 5. Feature extraction 

is then applied, yielding feature vectors Xkj, j = 1,… , J. Evidently these feature vectors are 
MFCC or LPCC and associated with the j:th utterance. 

 
•  E2.  The enrolment utterances Xk are matched onto the world HMM model M by using the 

speaker independent parameters Θ (from the SI-MLP) which gives a phonetic 
transcription of each utterance, together with the accumulated posterior probability of the 
utterance. 

 
•  E3.  Of the five transcriptions, select the transcription with the highest accumulated 

posterior probability and use it to build a client HMM model Mk which represents the 
password of client Sk. 
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•  E4.  To get targets for the adaptation of the MLP, match each of the enrolment utterances 
Xkj, j= 1,… , J on the speaker specific model Mk. This results in a phonetic segmentation 
of these utterances. 

 
•  E5.  The target data given from the above segmentation is now used to adapt the SI-MLP 

parameters Θ. This is done with a few iterations with the standard back-propagation 
algorithm. After the adaptation we have a speaker dependent multi-layer perceptron (SD-
MLP) of parameters Θk.  

 
 
 
 

 
Figure 4.1: Block diagram of the IDIAP enrolment process. From [2]. 
 
The verification part of a speaker S saying the utterance X and claiming to have the identity Sk 
will then have the following steps (see also figure 4.2): 
 
•  V1.  Load the client HMM model Mk and the speaker specific SD-MLP with parameters 

Θk, both associated with the password of Sk. In addition, load the world HMM model M 
and the speaker independent SI-MLP with parameters Θ. 
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•  V2.  By using the Viterbi algorithm, match X on model Mk and its SD-MLP parameters Θk. 
This gives the probability P(X| Mk, Θk) which represents the likelihood that X was actually 
produced by Sk. 

 
•  V3.  By using the Viterbi algorithm, match X on model M and its SI-MLP parameters Θ. 

This gives the probability P(X| M, Θ) which represents the likelihood that any word has 
been produced by any speaker.  

•  V4.  Finally, calculate the likelihood ratio and accept the speaker if the ratio is above a 
pre-defined threshold, otherwise reject the speaker. See section 5.2 below. 

 
 

 
Figure 4:2: Block diagram of the IDIAP verification process. From [2]. 
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Note that the world HMM model M (together with the SI-MLP) is used for two reasons. First, 
it is used in HMM inference to extract the best phonetic transcription from the enrolment 
utterances Xk (see E2). Second, it is used to normalise the score for comparison with the 
decision threshold (see V4).  
 
4.2 Improvements of the IDIAP System 
 
The most time-consuming step is obviously the training of the SI-MLP, and once all client 
models are trained, the verification is a relatively rapid process. Furthermore, it is desired that 
the enrolment step would be performed rather quickly. To reduce the enrolment time, the 
IDIAP researchers modified the adaptation step by introducing another neural net. Thus, the 
SI-MLP remains untouched and with its former function, but a smaller MLP with no hidden 
layers, a single-layer perceptron (SLP) will now be used for the adaptation. The SLP is trained 
on the same database as the MLP, but since it has fewer parameters the adaptation step will be 
faster. In other words, the SI-MLP is used for HMM inference while the SLP is used for 
adaptation. The SLP was found to converge much faster and to give better generalisations. 
After adaptation it will be referred to as the speaker dependent SLP (SD-SLP). 
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5. Simplifications and Modifications 
Compared to the IDIAP System 
 
The purpose of this thesis was not to completely reconstruct the IDIAP system, but rather to 
investigate the hybrid HMM/ANN approach and to compare its performance with other 
known systems. However, the IDIAP system is well described and can function as a basic 
framework or starting point. Since time was limited for this thesis project, some 
simplifications had to be made relative to the IDIAP system. Sequentially the simplifications 
and deviations from the IDIAP system described in the previous chapter need to be pointed 
out, explained and motivated. 
 
5.1 Simplifications During Enrolment 
 
In the following it will be simulated that the enrolment utterances have already been run 
through an automatic speech recogniser to give the phonetic transcriptions, i.e. the lexical 
content is known in advance. This means that points E2 and E3 above are changed. Instead, 
transcribed utterances from the Gandalf database will be used. Gandalf is a speaker 
verification database that covers both long-term variations in speaker variability and is 
recorded from various telephones [16].  
  
The same transcription is used for all speakers. This is possible since a subset of Gandalf is 
available where all speakers pronounce the same pass-phrase.  
 
Instead of performing the phonetic segmentation as described in point E.4, labels for the 
utterances are available in the Gandalf database. These labels contain start- and end times for 
each phoneme in the utterances. This segmentation is produced with forced alignment 
between the transcriptions of the lexical content (which are assumed to be known) and the 
recorded utterances. These label files are then used to produce target files for the ANN 
adaptation. 
 
5.2 Score Computation 
 
The speaker verification based on user-customised password, where speaker S claiming to be 
speaker Sk, is a case of: 
 
 P(S = Sk) = P( Mk|X, Θk)   (8) 
 
which results in the hypothesis test: 
 
 S = Sk   if P( Mk|X, Θk)   ≥  δk  (9) 
 
Assuming equal class priors (compare equation (7)) it is known [1 sid 4] that this criteria is 
equal to the likelihood ratio test: 
 
 Lk = P(X| Mk, Θk) / P(X| M, Θ)   ≥  Γk  (10) 
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This test is often used in speaker verification, and M in the denominator is the world model. 
This can be written, if X is a set of xt feature vectors, t = 1, … , T, as: 

 ∏t=1 P(xt | Mk, Θk) / ∏t=1 P(xt | M, Θ)  (11) 

Since the number of feature vectors are often rather large, the value of P(…) turns out very 
small. For this reason it is common to calculate the logarithm of the test ratio instead: 

 ∑t=1 log P(xt | Mk, Θk)  −  ∑t=1 log P(xt | M, Θ) (12) 

Finally, this is time normalised, i.e. divided with the length N of the utterance X: 

 1/N ∑t=1 log P(xt | Mk, Θk)  −  1/N ∑t=1 log P(xt | M, Θ)     (13) 
 
It should be noted that the score value in the IDIAP system was normalised with P(X | M, Θ), 
i.e. the likelihood that the most likely phoneme string among all possible phoneme strings has 
been pronounced by any speaker, and a similar approach is used in the system in this report. 
However, the world HMM used for normalisation in this report recognises the phonemes of a 
predefined utterance, namely the pass-phrase used by all clients in the experiment.  
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6. System Description 
 
In the previous chapters, an overview of the hybrid HMM/ANN system architecture was 
described. A more detailed explanation of the various parts of the system will be presented in 
this chapter. 
 
6.1 Software Tools 
 
At the Centre for Speech Technology (CTT) and Department of Speech, Music and Hearing 
(TMH) at KTH, various software packages for research in automatic speaker verification and 
speech recognition have been developed. To accomplish this hybrid HMM/ANN speaker 
verification system, three software packages have been used: GIVES, StarLite and NICO 
toolkit. 
 
GIVES, developed mainly by Melin [14], is a platform that implements the abstract 
functionality of a speaker verification system. Then concrete methods, such as MFCC 
parameterisation, are implemented as modules that can be attached to this platform. Thus 
GIVES governs the verification system, i.e. controls when to call correct functions, provides 
streams of data from databases, etc.  
 
The NICO Toolkit, developed by Ström [24] is an artificial neural network toolkit designed 
and optimised for speech technology applications. Beside core tools for ANN training and 
evaluation, this toolkit contains methods for computing target values from phonetic labels and 
data normalisation tools. 
 
StarLite, also developed by Ström [24], is a speech recognition system based on the HMM 
framework. Different modes are available in StarLite, but only the hybrid HMM/ANN mode 
is of interest here. In this model, StarLite uses neural networks trained with the NICO toolkit. 
 
In short, the task is to use the functionality of GIVES, for example parameterisation and 
database queries, and then implement a hybrid HMM/ANN module by using the StarLite and 
NICO software packages.  
 
6.2 Training of the Speaker Independent SLP 
 
As described in chapter 4, the SI-SLP is trained on a large database and then stored for further 
use in the enrolment step. The training of the SI-SLP is performed separately, and the SI-SLP 
training is the most time-consuming part of this system.  
 
6.2.1 The Swedish SpeechDat Database 
 
An appropriate database for the SI-SLP training would be the full SpeechDat FDB5000, 
containing telephone recordings of 5000 persons. This database is representative for the 
Swedish population, and due to the large number of recordings it covers most of the speaker 
variabilities, i.e. FDB5000 is well balanced. However, it would be very time-consuming to 
train the SI-SLP on this database. Therefore a smaller database, FDB1000, were used. 
FDB1000 contains 1000 speakers, but it should be noted that the time gain is at the expense of 
performance since FDB1000 is not carefully balanced. This database has also been used for 
training of other speaker verification systems developed at TMH, why there are proper results 
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for comparison. Finally, the FDB1000 contains a variety of speech data ranging from 
phonetically rich sentences to sequences of isolated digits [9]. 
 
6.2.2 Feature Extraction and Target Generation 
 
For the training, the speech in the database must be translated into MFCC vectors. Hence 12 
cepstral coefficients were extracted, and each coefficient is complemented with its first 
temporal derivative. In addition, the first and second derivatives of the log energy were also 
extracted, likewise called delta and delta-delta coefficients. The purpose of these delta 
coefficients is to provide information of the correlation between successive feature frames 
[24]. This parameterisation gives us feature vectors with 26 elements each.  
 
Given the text actually spoken by each speaker in the database (the dictionary), forced 
alignment with the Viterbi algorithm were performed to obtain phonetic transcriptions for all 
utterances. This transcription also gives time-labels for the speech data. However, some 
utterances were not possible to transcribe automatically, that is, the speaker used a strange 
pronunciation, or hesitated or stopped in the middle of an utterance. An extra type of 
pronunciation was added in the dictionary for the words that were strangely pronounced. The 
“hesitation”-words had to be transcribed manually and inserted in the dictionary as new 
words. Since this was a time-consuming process, only words with ten or more characters were 
transcribed while words with less than ten characters were left unedited. This might affect the 
results slightly, since the unedited words mismatches between the given text in the dictionary 
and what is actually recorded. The sub-set from FDB1000 that is used here is called bs5w2 
and contains 7680 utterances. bs5w2 contains one example of each digit, 5 phonetically rich 
sentences and 2  isolated words per speaker.  
 
With the feature MFCC vectors, one each 10 ms, and their corresponding labels extracted, 
target data can now be delivered. The tool to achieve this is the NICO toolkit command 
Lab2Targ [26] resulting in target vectors with 49 elements, one element for each phoneme. 
The element corresponding to the correct phoneme has value 1; all other elements are 0. The 
tool Lab2Targ does this by checking the length of the parameterised utterance and using the 
time-labels of the phonetic transcriptions to compute the targets for each phoneme output unit 
at each frame. 
 
To be more precise, the output nodes correspond to 46 phonemes, plus outputs for sli, spk and 
fil. The output sil corresponds to silence while spk and fil are different noise sound. Spk are 
for example coughs and fil are hesitation sounds (“hmm…”, “ehh…”). See appendix A for an 
exact list of output symbols and their occurrence counts in the training data. 
 
 
6.2.3 SI-SLP Architecture and Training 
 
Since no hidden layer is used, it is obvious that the SI-SLP has 26 input units and 49 output 
units. The number of input units is associated with the length of the feature vector and the 
number of output units is associated with the number of phonemes.  
 
Before the input data can be presented to the network, it has to be normalised. Otherwise, if 
the input data is fed to the net directly, the weights in the network are forced to very high 
values which results in longer convergence time and worse performance. The proper NICO 
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toolkit command for normalisation is NormStream, which linearly transforms the input data 
to roughly have the range [-1; 1].  
 
As described in section 3.2 the learning process of the SLP is governed by the back-
propagation algorithm, which is implemented in NICO as the BackProp command. Here 
several parameters have to be specified, which are task dependent and whose influence must 
be tested before their optimal value can be set. The step length, or gain, defines how long the 
step is in the gradient descent, or put in another way: how much the weights are updated in 
each iteration. Preliminary tests implied that gain values in the range [1e -5;  1e-3] gave 
reasonable results. It should be noted that an optimal value for the gain for this task can be 
found, but that requires further testing. The number of iterations must also be specified. Too 
many iterations will result in over-fitting while too few iterations gives a high global error and 
bad discriminative abilities.  
 
It is possible to validate the performance of the network after each iteration, and by 
monitoring this progress it is possible to stop the training process before over-fitting occurs. 
This functionality is integrated in the BackProp command, and sequentially the data set 
needs to be divided into three parts: one training set, one validation set and one test set. The 
database now consists of about 7680 utterances and of these were 10 %, that is 760, used for 
validation. 70 utterances were used for testing the performance while the rest were used for 
training. When the performance on the validation set was no longer increasing, the training 
was stopped. This occurred after approximately 20 iterations with a gain of 1e-5. For smaller 
values of the gain, more iterations were required. 
 
When the SI-SLP is trained on bs5w2, its classification abilities were tested on the test set. 
The NICO tool to do this is CResult. The recognition rate at the frame level was about 53 % 
correctly classified frames. It should be noted that the testing with CResult uses the 
segmentation that is described in section 6.2.2, and that this segmentation is not entirely 
correct which might affect the result. Furthermore, many of the correctly recognised frames 
were silence-frames. See section 7.1 for details. 
 
All steps described for the SI-SLP was then repeated for the SI-MLP. The SI-MLP has 26 
input nodes, 300 hidden nodes and 49 output nodes. The corresponding recognition rate at the 
frame level was about 57 % correctly classified frames for the MLP. The shell scripts for 
generation of both the nets is presented in Appendix B and C. 
 
6.3 Hybrid HMM/ANN System With StarLite 
 
StarLite was originally created for HMM-based speech recognition with a limited vocabulary 
where different methods for estimating the observation likelihoods for the HMM are possible. 
Here the hybrid HMM/ANN method is used. The link between the HMM and ANN 
frameworks is governed by a lexicon file where for example phoneme symbols, transition 
probabilities and vocabulary are specified. The desired output from StarLite is a score value 
given an utterance and an adapted speaker model (SD-SLP for example) which GIVES can 
use to make a reject/accept decision. The various probability parameters used by StarLite are 
computed from the training data, and this procedure is described in the following section . 
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6.3.1 The Lexicon File 
 
The lexicon file, also called the slx-file using StarLite convention, contains a list of all 
phonemes in the training data together with each phoneme's a priori probability p(c). p(c) is 
computed from relative frequencies of neural network targets and these are used, via Bayes 
rule, to compute the observation likelihoods according to (7) in section 3.3. The StarLite 
command FrameStats collects this statistics. 
 
Furthermore, the transition probabilities of each phoneme's state need to be specified. There 
are two probability values for this specification (for each phoneme): the first is associated 
with the actual transition while the second is associated with the looped case, i.e. the 
transition to the same state. By using the label files of the training database the StarLite 
command LabStats computes these transition probabilities. 
 
The hybrid HMM/ANN mode also requires that all phoneme states have minimum  
durations (in frames) specified in the slx-file. That is, a state must be visited for a certain 
time-period of frames before a transition is allowed. These minimum durations are also 
calculated from the label files with the LabStats command. 
 
The vocabulary must also be specified. The vocabulary contains all possible words that the 
recogniser may encounter. Without the simplifications in section 5, all customers should have 
their own slx-files due to the assumption that the pass-phrases are unique. In that case, the 
vocabulary is equal to the transcribed pass-phrase.  
 
But during the development step all speakers are assumed to pronounce the same pass-phrase 
as a simplification. Along with the spelled pass-phrase, its various pronunciation alternatives 
must be declared. Hence all speakers have the same slx-file.  
 
When the above-described specifications are made, the slx-file is translated into a binary 
representation that can be used by StarLite. This is done with the command BuildLex. 
 
6.3.2 Recognition 
 
StarLite uses a two pass search for recognition. The first is the Viterbi search that computes 
likelihoods for phoneme sequences. The second is an A* search which uses the likelihoods 
computed in the Viterbi search to output a sorted list of the N most probable hypotheses. A 
score value will also be given for each hypothesis, which is passed on to GIVES for 
calculation of the accept/reject threshold. 
 
6.4 Adaptation 
 
The best way to capture the speaker characteristics would be to train a new network for each 
individual speaker. However, this would require a large amount of training data, and the five 
enrolment utterances are not enough to achieve this. Instead speaker adaptation techniques for 
the network can solve this problem. Two alternatives are [1, 2]: 
 
1. Retrain the SI-SLP completely with data from one speaker. This will yield a speaker 
dependent SLP, since all parameters are adapted. The advantage of this approach is that all 
weights are already initialised to good values, which should decrease the number of iterations 
required in the back-prop training. One possible disadvantage is the large number of 
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parameters that needs to be adapted, but since this system also uses a SLP instead of a MLP 
this approach should be plausible. 
 
2. Add an input layer to the SLP, and retrain only the parameters in this new layer. This is 
achieved by minimising the LMS error with the back-prop algorithm, but only updating the 
weights in the new input layer while keeping the rest of the SLP parameters fixed. The benefit 
of using this approach is the reduction of parameters that needs to be trained.  
 
The first of these approaches were tested in this system. The basic idea is to start with a SI-
SLP and use a limited amount of training utterances to alter its parameters towards the 
characteristics of the speaker, resulting in a SD-SLP.  
 
As in the training of the SI-SLP the enrolment data set, consisting of five utterances of the 
password, had to be normalised. In the IDIAP system, three of the five utterances were used 
for back-prop training while the remaining two were used for validation. As mentioned 
before, this is a procedure to avoid over-fitting: when the performance on the validation set is 
no longer increasing, the training is stopped. However, in this HMM/ANN system all five 
utterances were used for adaptation in an attempt to achieve better speaker models. This raises 
the problem of when to stop the adaptation process. A solution to this problem is presented in 
section 7.3. The NICO toolkit was used for the adaptation. 
 
6.5 Speaker Verification with GIVES Using the HMM/ANN Module 
 
GIVES can do speaker verification with the HMM/ANN module. Both the enrolment step and 
the test step are governed by job descriptions. A job description is a script file where data sets, 
which clients to enroll/test, etc. are chosen. 
 
 
In the enrolment job description is a set of clients listed, and according to this list, enrolment 
utterances are taken from the Gandalf database. The parameterisation to use is likewise 
included in the job description, and is clearly the same as for the training of the SLP, i.e. 26 
MFCC:s.  
 
When a set of clients has been registered, the test step can be performed in a similar fashion. 
The test job description defines a set of speakers that attempts to access the system, listed with 
their claimed and true identities. The test job description includes, besides the 
parameterisation, what reference model that should be used for normalisation. 
 
6.5.1 Evaluating the Test Results 
 
As described in section 4, the speaker model corresponding to the claimed identity is loaded 
and a score value for the test utterance is computed. This is done for a rather large number of 
speakers, both true clients and impostors, to get statistics for the system’s performance. A 
common representation of the performance is to calculate the equal-error rate (EER), i.e. the 
error rate at the threshold-value where the error types false rejection and false acceptance are 
equal. The EER can be computed from a DET plot (Detection Error Trade-off plot), where the 
error rates for various threshold values are computed and plotted in a figure [8]. 
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7. Experiments 
 
7.1 Removing Silence Frames 
 
A list of the phoneme frequency of the bs5w2 subset of FDB1000 is provided in appendix A. 
It shows that the frames labelled sil, i.e. the various silence frames, outnumbers the rest of the 
phoneme frames (roughly 2.0 * 106 sil-frames compared to 1.7 * 105 frames for the second 
most frequent). When an ANN is trained with a database where one class of patterns are in 
vast majority, such as bs5w2, the net will be over-trained for those patterns. The net is then 
very good at recognising sil-frames, but also tends to classify frames as sil when they actually 
belong to another class. The overweight of sil-frames will therefore affect the result 
negatively.   
 
One solution to this problem would be to remove some of the sil-frames1. The sil-frames were 
removed in the beginning and in the end of the utterances. Consequently this was done for 
bs5w2, and the edited database is called bs5w2-rm. 4.1 * 105 sil-frames remains in bs5w2-
rm. That is a reduction by a factor of 4.8. The HMM/ANN system was tested for both these 
databases. 
 
7.2 Enrolment and Testing 
 
For enrolment and testing utterances from the Gandalf database was used, which contains 
long-term variations in the speaker variability as well as recordings from different telephones. 
For enrolment a set called ha was used, containing 40 speakers of both genders. The password 
for all speakers was “öppna dörren innan jag fryser ihjäl” which was pronounced five times. 
These are the five utterances used for adapting the neural network. 
 
In the test step, approximately twenty true speaker tests were performed for each speaker. The 
speakers in ha were also used as impostors, that is, some speakers in ha (different from the 
true speaker) were scored against the true speaker to simulate intrusion attempts. In short, the 
speaker model is first confronted with utterances produced by the true client and then 
confronted with utterances produced by other speakers. Each confrontation will result in a 
score value that is used to compute a DET-plot.  
 
For the calculation of the DET-plot it should be noted that only impostors of the same sex are 
tested since it is not realistic that a male tries to imitate a female or vice versa. There were 926 
true client tests and 790 impostor tests. 
 
Two cases were tested:  
 
a) The impostors pronounce erroneous passwords. This test set is called err-psw. 
 
b) The impostors pronounce the correct password. This test set is called cor-psw. 
 
Furthermore, two types of ANN’s were tested: a SLP with 26 input nodes and 49 output 
nodes, and a MLP with 26 input nodes, 300 hidden nodes and 49 output nodes. Table 1 
summarises the above-described experiment combinations. 
                                                            
1 And some of the spk-frames 
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bs5w2: 
SLP err-psw  cor-psw  
MLP err-psw cor-psw  

 
bs5w2-rm: 
SLP-rm err-psw  cor-psw  
MLP-rm err-psw cor-psw  
 
Table 7.1: Experiment combinations performed on the development set. 
 
7.3 Number of Adaptation Iterations 
 
In the IDIAP system only three of five enrolment utterances are used for adaptation, while the 
remaining two are used for validation [1, 2]. In contrast, this hybrid HMM/ANN system uses 
all five utterances for adaptation, which hopefully will yield better results. Since no utterances 
were used for validation, it is not known when to stop the adaptation process. Therefore a 
heuristic approach was introduced by simply plotting the performance as a function of the 
number of iterations in the back-prop training.  
 
 

 
 
Figure 7.1: EER (in %) as a function of the number of iterations in back-prop training for 
adaptation 
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The coarse plot (figure 7.1) shows that the EER has its minimum value for 20 iterations. This 
is valid for both the err-psw set and the cor-psw set. 
 
This experiment was a part of the development of the system and accordingly performed on 
the development set. In line with the results of this experiment, 20 iterations in the adaptation 
process was also used in the final experiment with the evaluation set, as described in section 
7.6. 
 
7.4 Results 
 
7.4.1 Tests with Silence Frames Included: the bs5w2 Subset 
 
In this experiment both the SI-SLP and the SI-MLP were trained on bs5w2. The adapted nets 
are called simply SLP and MLP. The hybrid HMM/ANN system was tested on err-psw and 
cor-psw. Figure 7.2 shows the DET plot and the results are presented in table 7.1.  
 
7.4.2 Tests with Silence Frames Removed: the bs5w2-rm Subset 
 
In this experiment both the SI-SLP and the SI-MLP were trained on bs5w2-rm (adapted nets 
are called SLP-rm and MLP-rm). The hybrid HMM/ANN system was tested on err-psw and 
cor-psw. Figure 7.3 shows the DET plot and the results are presented in table 7.1. 
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Figure 7.2: DET plots for SLP and MLP initially trained on bs5w2. The system was tested on 
cor-psw and err-psw. The enrolment and testing were performed on the development set. 
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Figure 7.3: DET plots for SLP-rm and MLP-rm initially trained on bs5w2-rm. The system 
was tested on cor-psw and err-psw. The enrolment and testing were performed on the 
development set. 
 
 
 
bs5w2 err-psw cor-psw 
SLP 7.6 26.9 
MLP 3.9 19.3 
bs5w2-rm err-psw cor-psw 
SLP-rm 5.4 23.2 
MLP-rm 4.7 17.2 
 
Table 7.1: EER (in %) for both SLP and MLP. The nets were initially trained on bs5w2 and 
bs5w2-rm. The table shows the result from tests on err-psw and cor-psw. 
 
7.5 Comparison with a GMM System 
 
The performance of the best (so far) hybrid HMM/ANN system were compared to the 
performance of a GMM system. The GMM system also run on GIVES and was developed by 
Neiberg at THM [17]. The number of mixture terms in the GMM was set to 128 and for the 
training the means and variances were updated. The GMM was trained on the FDB1000 s3w2 
set. To make the comparison meaningful, both systems were tested on the cor-psw and err-
psw test sets. Note that the GMM system is text independent while the hybrid HMM/ANN 
system is text dependent. The result is shown in figure 7.4. 
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Figure 7.4: Comparison between a GMM system and the hybrid HMM/ANN system with 
MLP-rm. Both the GMM system and the Hybrid HMM/ANN system used the development set 
for enrolment and testing. The test sets are the cor-psw and err-psw. 
 
 
 
 
 
 err-psw cor-psw 
GMM 7.5 1.5 
MLP-rm 17.2 4.7 
 
Table 7.2: EER (in %) from the comparison test between a GMM system and the Hybrid 
HMM/ANN system. 
 
7.6 Performance on an Evaluation Set 
 
To make sure that the system works properly, an additional experiment was performed on an 
evaluation data set. The reason for this is to check that the system works well in general, i.e. 
to check that the system is not suited for the development set only. The evaluation set contains 
speakers different from the ones in the development set, and the number of same-sex impostor 
tests is higher compared to the development set (1846 compared to 790). The result is 
presented in figure 7.5 and in table 7.3. 
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Figure 7.5: DET plots for SLP-rm and MLP-rm initially trained on bs5w2-rm. The system 
was tested on cor-psw and err-psw. The enrolment and testing were performed on the 
evaluation set. 
 
 
bs5w2-rm err-psw cor-psw 
SLP-rm 6.7 21.8 
MLP-rm 4.3 19.4 
 
Table 7.3: EER (in %) from the experiment performed on the evaluation set for enrolment and 
testing.  
 
A comparison between table 7.3 and table 7.1 indicates that the experiment results on the 
evaluation set is in line with the experiment results on the development set. In other words, 
the system works in the general case. 
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8. Summary, Discussion and Conclusions 
 
8.1 Work Progress 
 
The progress of this thesis project consisted of four main parts: an introduction part, a data 
pre-processing part, an implementation part and an experiment part. 
 
As a first step, various articles and papers were studies in the area of ASV and ASR, as well 
as literature dealing with artificial neural networks. The result of this study is presented 
mainly in chapters 2, 3 and 4. The introduction part also included implementation of neural 
networks in MATLAB, that is, to study the details in the algorithms of ANN’s. The software 
tools for speaker verification, that is, GIVES, NICO and StarLite, were also studied during the 
introduction part. 
  
To get started with the training of the SI-SLP and the SI-MLP, pre-processing of the speech 
database had to be done. The time-consuming pre-processing procedure is described in 
section 6.2. This part also includes the actual training of the SI-SLP and the SI-MLP, since the 
implementation of the hybrid HMM/ANN system require that the speaker independent nets 
are trained in advance. The scripts for generating the nets are shown in Appendix B and C. 
 
The implementation of the hybrid HMM/ANN module in GIVES was done using the software 
packages NICO (for the networks) and StarLite (for including HMM’s). The implementation 
and software tools are described in sections 6.3, 6.4 and 6.5. 
 
The experiment part was somewhat integrated in the implementation part. This means that 
only after looking at the first preliminary results it could be concluded whether the 
implementation was functional or not. After running a few test rounds with the system and 
modifying the implementation accordingly, the final set-up was established. Especially the 
lexicon file described in section 6.3 had to be modified several times. The results, that is, 
DET-plots and EER values for various nets and databases, are presented in chapter 7. 
 
8.2 Remarks on the Experiment Results  
 
The experiment result shows that the MLP performs better than the SLP. This result is 
intuitive since the MLP is a richer model and should be able to better capture the speaker 
characteristics. However, the MLP require longer adaptation-time since there are more 
parameters to update in comparison to the SLP.  
 
An interesting feature of the results is that the MLP initially trained on the bs5w2 subset gave 
better results on the err-psw test set than the corresponding MLP-rm initially trained on 
bs5w2-rm (3.9 compared to 4.7). However, the MLP-rm gave better results on the cor-psw 
test set (17.2 compared to 19.3). 
 
The generation of targets for training of the nets might have been affected while editing the 
dictionary file as described in section 6.2.2. A thorough correction of that dictionary file 
might also improve the results. 
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It is also of interest to compare the performance of this hybrid HMM/ANN system with other 
text-dependent systems. For example the CNET system mentioned in section 2.7, which is 
HMM-based and text-dependent, report an EER of 4.3% on a data base containing 3700 true 
speaker attempts and 3700 impostor attempts [7]. Another ASV system that uses passwords 
was constructed by Parthasarathy and Rosenberg at AT&T [21]. The AT&T system is based 
on HMM’s only and report an EER of 1.8% in their best-performing set-up. They use a 
database with 50 true speaker tests and 200 impostor tests and a fixed pass-phrase for all 
subjects: “I pledge allegiance to the flag”. The type of the AT&T pass-phrase is comparable 
to the pass-phrase of the HMM/ANN system in this report (“öppna dörren innan jag fryser 
ihjäl”), i.e. the structure, length etc. 
 
CNET’s 4.3% EER and AT&T’s  1.8% EER can loosely be compared to the best EER value 
for this system, i.e. 17.2%. But since CNET, AT&T and the hybrid HMM/ANN uses different 
databases for training and testing, one should be cautious when comparing these EER values. 
 
Other hybrid HMM/ANN systems have a remarkably high phoneme recognition rate for the 
neural nets compared to the system in this report. The IDIAP system [1] has for example 75% 
correctly classified frames for their MLP and the ASR system designed by Riis and Krogh 
[23] has 69% correctly classified frames for their MLP. These results should be compared to 
the phoneme recognition rate of the MLP used here, which is 57%. Thus, putting more effort 
in increasing the phoneme recognition rate will probably increase the performance further. 
However, it should be noted that the TIMIT database (used at IDIAP) is recorded in a studio 
with efficient microphones in contrast to the SpeechDat database that is recorded through 
various telephones. Hence comparing results from two such different databases might be 
misleading.  
 
The best way to capture the individual speaker characteristics would be to train a new net 
“from scratch” for each speaker. This would require a large amount of speaker data, which is 
not available. Instead adaptation techniques are used, in this report by re-train the parameters 
in the SI neural net with a few enrolment utterances. After the adaptation it can be concluded 
that the SD neural net discriminates between the phonemes in the adaptation data, and hence 
the net has learned both the lexical content of the pass-phrase as well as the speaker 
characteristics.  
 
8.3 Conclusions 
 
The purpose of using a SLP instead of a MLP was, according to IDIAP, to get faster 
adaptation. The results in this report are coherent with the results of IDIAP: using a SLP will 
give shorter adaptation time. However, using a SLP with fewer parameters than a MLP will 
reduce performance. The reduction in performance is not too drastic. This means that there is 
a trade-off situation: fast adaptation might be required in some situations while accuracy is 
requested in other situations. 
 
The GMM gave better results than the HMM/ANN system. It should be noted that the 
HMM/ANN has many parameters that can be adjusted for an optimal solution. Unfortunately 
there was not time in this thesis project to investigate the optimal parameter set-up. 
 
It is also clear that removing a large chunk of silence frames from the training data for the SI 
neural nets improved the results. This resulted in a more balanced training of the nets. 
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8.4 Suggestions for Improvements  
 
In the present set-up, the number of iterations in the adaptation back-prop training is set to 20 
for all client-nets. This is not optimal since some nets might require more iterations and some 
less. An alternative stopping criteria could be introduced, for example to abort the adaptation 
process when the LMS error has reached some pre-defined value. 
 
Different adaptation approaches could also be tested, for example the LIN approach described 
in section 6.4. According to IDIAP, the introduction of an extra layer on the input and only 
adjust the parameters in this new layer gave the best results. 
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Appendix A 
 
Approximate number of frames in the SpeechDat 
FDB1000 bs5w2 subset before removing silence 
frames: 

Approximate number of frames in the SpeechDat 
FDB1000 bs5w2 subset after removing silence 
frames. Only the changed frame classes are listed 
here: 

 
 
sil       1.98573e+06                        sil       410447 
spk     249497                                                                           spk     18495 
t         171304                                                                            fil       27309 
a        166820 
s        163507 
n        143895 
fil       120066 
r         113049 
e         99826 
eh       84845 
l          83812 
e:        82252 
f         77700 
o:       76403 
O       76227 
m       74626 
i:        71193 
k        67383 
A:      67303 
I        64297 
uh:     56716 
d        49239 
v       38218 
y:      36819 
S       33913 
p       31213 
g       29730 
j        29571 
b       26968 
u:      25774 
ae:     24868 
h        23178 
ox:     21795 
E       21195 
U       20158 
E:      20075 
u0      19243 
N       18594 
rs       15881 
oe:     14272 
ae      12926 
Y       12912 
C       11513 
rt       10591 
ox      10330 
oe      9306 
rn      8259 
rd      5538 
rl       476 
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Appendix B 
 
This is the shell script for generating the speaker-independent single-layer perceptron. It has 
26 input nodes and 49 output nodes: 
 
#!/usr/local/bin/tcsh -v f 
    
   set NET=net2.rtdnn   
   set INPDIM=26 
   set OUTDIM=49 
 
   CreateNet $NET $NET 
 
   AddGroup features $NET  
   AddUnit -i -u $INPDIM features $NET   
   
   AddGroup phoneme $NET 
   AddUnit -o -S phonemeList_U phoneme $NET 
 
   Connect features phoneme $NET 
   
   AddStream -x mfcc_0_z_d -d ../data/inputFeatures -Fhtk $INPDIM r FEATURES \ 
     $NET 
   LinkGroup FEATURES features $NET 
  
   AddStream -x targ -d ../data/targ -Fascii -S phonemeList_U $OUTDIM t PHONEME \ 
     $NET 
   LinkGroup PHONEME phoneme $NET 
 
   NormStream -S -s FEATURES -d1.0 net2.rtdnn trainfilesSLP2 
  
   BackProp -S -p net2.log -m0.7 -g0.00001 -i20 -F 20 30 -V validation_utterances2 \ 
       PHONEME net2.rtdnn trainfilesSLP2 
 
   CResult -S net2.rtdnn test_utterances2  
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Appendix C 
 
This is the shell script for generating the speaker-independent multi-layer perceptron. It has 
26 input nodes, 300 hidden nodes and 49 output nodes: 
 
#!/usr/local/bin/tcsh -v f 
    
   set NET=net_MLP.rtdnn   
   set INPDIM=26 
   set OUTDIM=49 
   set HIDDENSIZE=300   
 
   CreateNet $NET $NET 
 
   AddGroup features $NET  
   AddUnit -i -u $INPDIM features $NET   
   
   AddGroup hidden $NET 
   AddUnit -u $HIDDENSIZE hidden $NET 
 
 
   AddGroup phoneme $NET 
   AddUnit -o -S phonemeList_U phoneme $NET 
 
   Connect features hidden $NET 
   Connect hidden phoneme $NET 
 
   AddStream -x mfcc_0_z_d -d ../data/inputFeatures -Fhtk $INPDIM r FEATURES \ 
      $NET 
 
   LinkGroup FEATURES features $NET 
  
   AddStream -x targ -d ../data/targ -Fascii -S phonemeList_U $OUTDIM t PHONEME \ 
      $NET 
   LinkGroup PHONEME phoneme $NET 
 
   NormStream -S -s FEATURES -d1.0 net_MLP.rtdnn validation_utterances2 
  
   BackProp -S -p net_MLP.log -m0.7 -g0.00001 -i20 -F 20 30 -V trainfilesSLPSub \ 
       PHONEME net_MLP.rtdnn validation_utterances2 
 
   CResult -S net_MLP.rtdnn test_utterances2 
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Appendix D 
 
A List of Abbreviations: 
 
ANN Artificial Neural Network 
ASR Automatic Speech Recognition 
ASV Automatic Speaker Verification 
DET-plot Detection Error Trade-off plot 
EER Equal Error Rate 
EM Expectation Maximisation 
FSA Finite State Automaton 
GIVES General Identity VErification System 
GMM Gaussian Mixture Models 
HMM Hidden Markov Models 
IDIAP Institut Dalle Molle d’Intelligence Artificielle Perceptive 
LMS Least Mean Squares 
LPCC Linear Predictive Cepstral Coefficients 
MAP Maximum Aposteriori 
MFCC Mel-Frequency Cepstral Coefficients 
ML Maximum Likelihood 
MLP Multi-Layer Perceptron 
NICO Toolkit for Artificial Neural Networks 
SD Speaker Dependent 
SI Speaker Independent 
SLP Single-Layer Perceptron 


