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Abstract 
Synface is a European project that aims to facilitate telephone communication for hearing impaired people. The 
Synface telephone is meant to recognise and transcribe telephone speech and with these transcriptions govern 
the articulation of a synthetic face. The movements will increase the intelligibility for the user by the possibility to 
“lip-read”. 
 
The objective of this bachelor thesis was to find certain bottlenecks that hinder a good performance of the 
existing prototype of the telephone. This was done by performance tests of Synface, which must work in 
practically real-time, and comparing tests of another recogniser without real-time demand. To see how the 
recognition accuracy depends on the sound quality, the tests were done both with files from the SpeechDat 
database, which contains ISDN received telephone calls, and with the same files received through a voice 
modem. The two things that were searched for were firstly how much latency the Synface recogniser needs to 
give the same result as the other recogniser and how much better or worse it gets with a higher or lower latency 
and secondly how the sound quality affects the recognition accuracy. 
 
The result of the tests shows that a high or a low latency doesn’t affect the recognition accuracy very much. 
Refined acoustic models for the recogniser might give a better accuracy, so the models can be seen as a 
bottleneck. 
The sound quality has a great effect on the recognition accuracy. The speech received by a voice modem has 
much lower accuracy, possibly due to the loss of the highest frequencies. This depends probably on the modem 
or on the PSTN (Public Switched telephone network) and this is the first thing to verify in the future work. 
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Sammanfattning 
Synface är ett europeiskt projekt som har som mål att underlätta telefonkommunikation för hörselskadade 
människor. Synfacetelefonen ska känna igen och transkribera telefonerat tal och sedan använda transkriptionen 
för att styra artikuleringen i ett syntetiskt ansikte. Ansiktets rörelser ökar förståelsen genom möjligheten till 
läppläsning. 
 
Målet med detta examensarbete var att finna flaskhalsar som förhindrar prestanda hos den prototyp av telefonen 
som redan finns. Detta gjordes genom att testa prestandan hos Synface, som måste fungera i praktiskt taget 
realtid, och jämföra med prestandan hos en taligenkännare utan realtidskrav. För att se hur 
igenkänningskorrektheten påverkas av ljudkvaliteten gjordes testerna både med filer från SpeechDat-databasen, 
som innehåller telefonsamtal mottagna via ISDN, och med samma filer mottagna via röstmodem. De två saker 
som undersöktes var för det första hur lång latens Synface behöver för att ge samma resultat som den andra 
igenkännaren och hur mycket bättre eller sämre det blir med längre eller kortare latens. För det andra 
undersöktes hur ljudkvaliteten påverkar korrektheten. 
 
Testresultaten visar att lång eller kort latens inte påverkar igenkänningskorrektheten särskilt mycket. Dock 
kommer förfinade akustiska modeller, som används i igenkännaren, att ge bättre resultat så dessa kan ses som en 
flaskhals. 
Ljudkvaliteten har stor påverkan på igenkänningsnoggrannheten. Talet som tagits emot med röstmodem har 
mycket sämre korrekthet, på grund av förlusten av de högsta frekvenserna. Det beror förmodligen på antingen 
modemet eller det allmänna telenätet och detta är det första som behöver verifieras i framtida arbete. 
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Introduction 

The Synface Project 
Synface [1] is aimed to work as an aid in telephone communication for hearing impaired 
people. A synthetic face is governed by the telephone sound so that its articulatory 
movements will enhance the comprehension by the possibility to lip read. The project is 
coordinated by TMH-KTH and has partners in Sweden, UK and the Netherlands. 
 
When people talk to each other face-to-face lip reading are used to a great extent to catch 
the message. Even more important is lip reading for hard of hearing persons. In telephone 
communication there is no possibility to lip-read and this makes common telephony 
impossible for many hard of hearing persons.  
 
Alternatives to common telephony available for hard of hearing people is for example text 
or video telephony, but in those cases extra equipment is required for both users. A relay 
service either for text or speech is also a possible alternative but then you don’t have direct 
contact and the privacy is lost.   
 
With the Synface telephone you don’t need the extra person a relay service requires and 
only the hearing-impaired person needs the equipment for Synface, e.g. a normal laptop 
computer. 
 

 
Figure 1. GUI for Synface made by Klara Ward. 
 
A prototype of Synface is implemented including a Graphic User Interface and a solution 
for communication with the PSTN (Public Switched Telephone Network). Klara Ward 
made it as a master thesis project the spring of 2002. The GUI is shown in figure 1. This 
prototype still has some problems that must be solved before tests can be carried out with 
presumptive users. Running Synface you can hear the speech and see some lip movements 
but it is not possible to lip read. This may be caused by a poor synchronization between 
speech and lip movements. A bad audio quality worsens the recognition. Recording and 
playing of the sound also require a better implementation. Exact what has to be fixed is 
hard to say. There isn’t any obvious main problem to point at. [2] 
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One thing that is crucial for a good performance is that the recogniser works sufficiently 
fast and that the recognition accuracy is sufficiently good. Synface recogniser has to 
recognise and transcribe practically in real-time and it uses a small latency1. A longer 
latency results in a higher accuracy, to a certain limit. 
 

Objective 
This bachelor’s project aims to test the performance of the Synface telephone and to find 
certain bottlenecks that hinder a working application. Two different objectives will be 
focused: 
 

1. How much latency will be required by the Synface recogniser to get 
an accuracy comparable to a recogniser without real-time demand? 
To what extent does the accuracy decrease with a shorter latency? Is 
the bad performance caused by late and incorrect transcriptions? 

2. To what extent does the sound quality affect the recognition 
performance of Synface2? How much harder is it to recognise speech 
received by a voice modem than speech received by ISDN, as is the 
case of the training material? What is the quality difference? Is a bad 
sound quality the main reason for bad performance? 

 
The planned method to investigate this is to test the Synface and HTK, that is an off-line 
recogniser, and compare the results. The tests will be carried out with test files from the 
training material and with “telephoned” files. The reason is that the material used to train 
the recognisers is recorded through ISDN and can be considered as a “half” common 
phone call. The part that is circled in figure 2 may affect the result. The fact that a voice 
modem is used to receive the speech may also influence the performance. 
 
 
 

       D/APCM 64kbit/s

ISDN

 
 
 
Figure 2. SpeechDat have never been D/A-converted in PSTN. To see how the circled part affects the speech is an aim of this 
thesis. 
  

Scope 
The purpose of the thesis is to identify the reasons of the Synface Telephone’s low 
performance. Ways of solving the detected problems will not be discussed. GUI and 
sound management will not be tested. Focus will be on the performance of the recogniser.  

                                                      
1 There is always a latency derived from recording and computing, but the latency concerned here 
as well as in the rest of the report is a recognition latency used to establish more correct results. 
More of this later.  
2 The recogniser used in the Synface telephone don’t have an own name yet, but it will in this report 
from now on simply be referred to as Synface. 
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Background 

ASR 
Automatic Speech Recognition is a very complicated process. Speech is not, as writing, 
divided with space between every word but it is a continuous signal. Normal speakers also 
blend words and they often add sounds that don’t mean anything to the context. “I don’t 
know“ for example may be pronounced like “I…eehh…dono”. Furthermore single 
phones sound different depending of their context. I.e. a phone doesn’t necessarily have 
the same acoustic realization in all situations. Nor is it possible to split the speech signal 
into clearly delimited words or phones. 
 
Parameter sation i
To make the massive information, as a speech signal is, possible to interpret and handle in 
an easy way it is necessary to simplify it. This is done by spectral analysis with fast Fourier 
transform of short-time spectra where the overlapping frames usually are 25 ms with 10 
ms between each frame. This frame size is used in both recognisers discussed in this 
report. Every frame contains amplitudes at some certain filter bands that often are chosen 
in consideration of psycho acoustic theories. A common way to represent the speech 
signal is through Mel Frequency Cepstral Coefficients (MFCC). Here the filter bands 
follow the Mel-scale. Cepstral coefficients are computed from an inverted Fourier 
transform of the log-amplitude spectrum. This will reduce the amount of data further. [3]  
 
Acoustic Models 
Using hidden Markov models (HMMs) is the most common method to make acoustic 
models for recognising continuous speech from many different speakers. Speech is seen as 
a process with a sequence of states. The probability to do a certain observation in a state is 
in this case described by Gaussian distributions. Several weighted distributions are used for 
each state.  
 
Besides the observation probability there is also a transition probability that models the 
likelihood to go from one state to another. The observation is a MFCC frame and it is not 
possible to exactly decide what has been produced, because of the loss of the time 
dimension. But you can compute the probability that a certain model, i.e. a sequence of 
states, have produced it. That is why it’s called hidden Markov model. Each model 
corresponds in this case to one phone. 
 
The acoustic models are made by first creating the HMMs, that is specify their topology 
without probability. Next step is to train the models on a great amount of speech so they 
get the right probabilities for each state and transition. HTK contains tools to build 
HMMs and the models used for Synface are made with HTK. [4] 
 

HTK vs. Synface 
HTK is a tool kit for building hidden Markov models for various purposes, though speech 
recognition is what it’s mainly developed for. The tools in HTK can be divided by four 
phases in the process: Data preparation, training, testing and analysis. Only a few of the 
tools will be used for this project since the HMMs are already available and most of the 
data preparation is done and other tools will be used for analysis. 
 
The HTK recogniser is non-incremental and that is the main difference towards Synface. 
Synface must work in practically real-time and transcribe incrementally, but HTK wait 
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until all the speech is received and then gives the transcription. Synface uses a small latency 
of, let’s say 10 frames, as hypothesis look-ahead and transcribe the hypothesis, which is proved 
to be the best for the frame 10 frames ago. This little extra time makes it easier to give a 
correct hypothesis of what is observed. It gives Synface the possibility to see what is 
coming after, before transcribing. HTK can change the hypothesis all the time during the 
recognition and it don’t have to provide it until all the speech is received. [4, 5] 
 

Test material 
The test material that was used consists of 4150 audio files from a speech database called 
SpeechDat. The total combined time of speech is around seven hours. SpeechDat is a lot 
bigger than just these files but it is divided into 5000 sessions where 4500 are for training 
and 500 are for testing. There are also different kinds of speech files for example single 
words, digits etc. Since Synface is used to recognise continuous speech, only files 
containing whole sentences are used to do the tests described in this report. SpeechDat 
contains phone calls recorded through ISDN. [6] 
 
The SpeechDat-files are read sentences and the test reference transcription is made 
automatically out of a “standard pronunciation” of the text. A phonetic transcription is 
derived from the orthographic text. Then forced alignment is used to adjust the 
transcription to the speech. This method conveys some unreliability to the tests. If people 
who read the text say the wrong words this will not be discovered, and people’s different 
dialects will not be noticed either. This is the price you have to pay, unless you transcribe 
all the sentences manually. Tools to do this transcription are included in HTK. The 
reference file used in this project was already available. [4] 
 

Hardware 
The tests were done on a PC with a 500 MHz Pentium III processor. The sound card was 
a Creative Sound Blaster Live card that according to a test in a popular technical magazine 
is said to have a “good quality with low noise level”. [7] The modem was a D-Link DFM-
560E. The sound is received by connecting the modem speaker output to the input of the 
sound card. The recogniser itself and consequently the tests of the recogniser don’t require 
any special graphics card. The GUI though is dependent on a powerful graphics card. 
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Data preparation 

The data preparation was aimed to prepare test sets of telephoned and original SpeechDat-
files3 in a format that can be recognised by Synface and HTK. SpeechDat contains files 
with a-law format but the test files were also available in MFCC format. These MFCC files 
were compressed and used a check sum and were possible to recognise by Synface. These 
were the preparations that had to be carried out: 
 

1. For the testing of Synface with original SpeechDat-files the MFCC test set had to 
be decompressed and stored without CRC (Cyclic Redundancy Check). 
Compressed or not doesn’t matter to HTK but for the simplicity both recognisers 
used the same test set. 

2. A telephoned test set was needed to see how the modem received speech affect 
the recognition accuracy. Hence the SpeechDat test set had to be telephoned, 
received by a voice modem, recorded and stored in a format recognisable for both 
recognisers. 

3. The recognisers use a script with a list of all test files. This scripts also had to be 
modified depending on what test set it should list and what recogniser that should 
use it. The test sets were stored both on a Unix computer for HTK and on a PC 
for Synface. Each system had two test sets: original and telephoned SpeechDat. 

 

Preparation of original SpeechDat test set 
HCopy is a tool in HTK that can be used to convert parameter files. This tool was used to 
decompress the MFCC test set and store it without CRC. It was also used to convert the 
telephoned test set from waveform to MFCC. Both recognisers can be run with wave 
format, as was used for recording, but it is first converted to MFCC anyway, so probably 
some time were saved by doing the conversion once and for all. HCopy was invoked 
together with a list of the files and a configuration file that specifies the format. [4] 

 

Preparation of telephoned SpeechDat test set 
To avoid the time consuming procedure of telephoning the test set for each test, the best 
way was to telephone the test set once, record it, and then use the recorded files for the 
tests. Except the saving of time this also reduced the time another computer was needed. 
 
To be able to compare the original speech files with the telephoned ones it was important 
that each single telephoned file had exactly the same size as its original, and that they had 
the same amount of silence in the beginning and the end of the file. The PSTN is not 
controllable by the individual user and neither to start the recording at exactly right 
moment is possible. The used method was instead to record with a marginal and adjust 
afterwards. An application like Wavesurfer [8] makes it possible to compare the 
waveforms of the files and cut the recorded to a size like the original. 4150 files cannot be 
made in a twinkling so this had to be automatised. To concatenate all the files to one big 
file of seven hours of speech would have been the easiest, if it was possible. By 
concatenating the files to one bigger the adjusting could be done just once. Such a big file 
was not possible to open and edit. A compromise was to make 14 big files. 13 with 300 
concatenated files and one with 250. 
                                                      
3 To keep the test sets apart they are referred to as telephoned and original SpeechDat-files, even 
though the original files actually also are telephoned.  
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Following stages were needed to prepare the test set of telephoned files: 
 

1. Concatenating the test files to 14 bigger files. 
2. Telephoning (Calling, sending, receiving and recording). 
3. Synchronising and splitting the files into original sizes. 
4. Converting from wav-format to MFCC. 

 
Concatenation 
The concatenation was made with a tcl-script. Snack [9] is a package that contains 
functions for sound processing. The script was started with a list of the files to be 
concatenated as argument. This made it necessary to create lists with the 14 groups of files. 
This was made with the file list of all the files and the Unix commands “head” and “tail”. 
 
Telephoning 
Atlas [10] is a software platform developed at CTT that contains application 
programmable interfaces (API:s). Among other components Atlas has an ISDN media 
device with telephony call handling and (simplex) audio output and input, implemented as 
a client to a CTT Broker server [11]. The play method in Atlas loads media data from file 
and sends it to one or more media devices, in this case the concatenated SpeechDat-files 
was sent to the ISDN media device. The Broker client is set up to run on an incoming 
phone call to a certain number. 
 
Since Synface’s user interface already contained functions for communication through the 
modem the easiest way was to use this to make the call. Hence the GUI was started 
without the recogniser. 
 
Wavesurfer was used for recording. The sound was brought from the speaker jack of the 
modem to the input of the sound card. It was recorded with 8000 Hz sampling frequency 
and a resolution of 16 bits. 
 
Synchronising and splitting 
The first step was to remove the first silent part to match the original file. This was done 
manually with Wavesurfer. The splitting of the file into the 300 smaller files could then be 
done by a tcl-script including Snack and using the information of the amount of samples 
in each file. Because SpeechDat has a-law format that is 8 bits/sample, the number of 
samples is the same as the file size in bytes. By means of the Unix command “find” the 
files were listed with their size and this list was used as argument to the script. The second 
argument was the file to be split. 
 
Conversion 
The conversion from wave-format to MFCC was made with HCopy as was mentioned in 
the part about preparation of the original files and with the same configuration file. 
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Recognition 

HTK 
To be able to do the recognition with HTK there was some components that had to be 
arranged. The recogniser needs a set of phones, a dictionary and a task grammar and of 
course the HMMs. The phone set and the HMMs were already available, but a dictionary 
and a task grammar had to be made.  
 
The dictionary defines usually all the words to be recognised and how they are 
pronounced with transcribed phones. Since Synface’s job is to transcribe and show mouth 
movements there is no need for word recognition, but merely phones. Hence the 
dictionary in this case just contains a list of the Swedish phones and how they are 
pronounced i.e. the same phone again. Besides phones in the dictionary there are also [sil] 
as in silence, [spk] as in speak that is clicking and smacking noises and [fil] as in filled 
pause that is sounds like “eeeeh” and “aaahm” etc. All these three are defined to be 
pronounced as silence because you don’t want the lips to move at these sounds. 
 

Noise

Phone 
 
 
 
 
 

Figure 3: Schematic figure of the task grammar 
 
The task grammar is a definition of how the words, or in this case the phones, can be 
combined. In this no phonotactic rules were taken into account. Any phone or noise could 
follow after any other phone or noise. The grammar also defines that [sil], [spk] and [fil] 
are regarded as noise and the phones as phones. Actually this is not necessary for this 
particular grammar but it makes a possible future extension easier. The task grammar is a 
high level description and this is used in HParse to create a low level notation called HTK 
Standard Lattice Format. This phone network lists each phone instance and each phone-
to-phone transition explicitly. 
 
The tool in HTK that makes the recognition is HVite. It is named after the Viterbi 
algorithm that picks out the most probable of the hypotheses. To do the recognition of all 
4150 files, which are listed in a script file, will take some hours on the used PC. 
 

Synface 
Some adjustments to the Synface recogniser have been made by Alexander Seward for the 
ability to run it off-line with test files and to get a master label file (MLF) where the 
recognition transcriptions is printed. The MLF is made to have the same format as the 
MLF from HTK even though it contains unnecessary details. The first part of an MLF is 
shown in figure 4. This makes it easy to use it with the tools in HTK if desired. The five 
zeros in each number depends on that HTK use an internal time unit that is 100 ns. Hence 
2200000 mean 220 ms that is 22 frames. The recogniser is made to run with latencies 
between 1 and 30 frames. Synface as well, as HTK, uses a grammar and acoustic models 
and a dictionary but that was already set up and no need to deal with for this project. 
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#!MLF!# 
"*/a10009s2.lab" 
0 2200000 sil 
2200000 3700000 n 
3700000 4000000 ae: 
4000000 4300000 r 
4300000 5600000 k 
5600000 6100000 r 
6100000 7100000 i: 
7100000 7900000 g 
7900000 8200000 eh 
8200000 8700000 n 
8700000 9000000 ae: 
9000000 9300000 r 
 
Figure 4. First part of a MLF file. When the whole first file is transcribed the MLF continues with a new filename, in this case 
“*/a10009s3.lab”, followed by its transcription and so forth. 
 
All together 16 recognition tests were done with Synface: 1, 2, 5, 7, 10, 15, 20 and 30 
frames latency and with both telephoned and original SpeechDat-files. Each test takes 
about seven hours, so therefore a batch file was written to make it possible to run it day 
and night. 
 
Los  frames t
The recognition latency would have been able to create a problem for the testing. The 
period of time that the latency constitutes is used for hypothesis look-ahead of the speech, 
which means that each transcription is suppressed for a short time. A latency of for 
example 15 frames will lead to that 15 frames will be lost in the end. If you run the 
recogniser off-line, i.e. from a file, the last transcription will be the one corresponding to 
the 15:th frame before the end of the file. For short files this is a considerable part, 
approximately up to 20 %. One first thought was to run the tests with the files 
concatenated, and so just loose the frames in the end of the big file, but it seemed difficult 
with too big files. However most of the files have some silence in the end and that is not 
included in the evaluation. So if not too many files loose too many frames it is possible to 
just ignore this problem and run the files one-by-one. To know if it was probable to ignore 
this a small check was done: 
 
The evaluation is done by means of a text file containing the name and starting and ending 
frame of each file. This means starting and ending of the speech so before the starting 
frame and after the ending frame is just silence. This text file was used together with a 
recognition output MLF from HTK where the total number of frames in each file can be 
read. By means of a perl script the numbers were extracted from the files and subtracted 
to get the number of silent frames in the end of each file. This test showed that only 8 out 
of 4150 files have less than 10 frames of silence in the end and only 9 ends with less than 
20 frames of silence. Figure 5 shows a histogram of the results of this check. On the basis 
of this result it was decided to ignore this problem. 
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Figure 5. Number of silent frames in the end of the file. 
 

Evaluation 

The evaluation of the results from the recognisers was made by means of a perl script 
made by Giampiero Salvi at CTT. In HTK there is a tool, HResults, for evaluation of the 
recognition, but this tool is aimed at evaluating word or phone accuracy and does not the 
accuracy of each frame. To test a recogniser with incremental transcription such as 
Synface, you will get a more correct evaluation by testing the frame accuracy. The number 
of frames is always the same but the number of transcriptions will be greater with a lower 
latency. This derives from the shorter time of hypothesis look-ahead, which leads to more 
unstable hypotheses. A sequence with a low latency may be “a-b-a” but with a higher 
latency it will be just “a”. 
 
The evaluation procedure is facilitated by the use of a master label file, which gather all the 
transcription label files into one. Also the reference transcription file that was available is 
an MLF. The evaluation script converts the phone transcription both in the recognition 
output file and in the reference file to a frame transcription. The information is then 
compared frame-by-frame. The silent part in the beginning and the end of each is not, by 
means of a list with information of start and end of speech, taken into account. The reason 
is that if the silent part was evaluated as well, this could result in a much better result since 
it is a lot of silence and it will be easier to recognise. The result will then be misleading 
concerning recognition of continuous speech. 
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Results and discussion 

Latency 
The tests were at first made with 1, 5, 10, 15, 20 and 30 frames latency with Synface along 
with the test with HTK. The results from these tests showed that some more tests with 
quite low latency would be interesting to do. Hence tests were done also with 2 and 7 
frames latency. The results are shown in the bar chart in figure 6. As can be seen there is 
no appreciable change in accuracy between 10 and 30 frames delay. HTK has, for some 
unknown reason, slightly worse accuracy than Synface with 15 or more frames latency. 
Both recognisers use the same HMMs and HTK ought to get the same result or better. 
Maybe this is caused by bugs in HTK. 
 

Recogniton accuracy of original SpeechDat
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40.92% 41.46% 41.69% 41.72% 41.72% 41.47%

30%

32%

34%

36%

38%

40%

42%

44%

1 2 5 7 10 15 20 30 HTK

Latency in frames

Fr
am

e 
re

co
gn

iti
on

 a
cc

ur
ac

y

 
Figure 6. Recognition accuracy of original SpeechDat with various latencies. 
 
The tests with the original SpeechDat files show that there is no accuracy gain at all having 
more than 10 frames latency, that is 100 ms. Users probably accept 100 ms latency if they 
are aware of it and have got used to it, but it will probably sound a bit like a transatlantic 
phone call with turntaking problems so an improvement would be preferable. The fact 
that there isn’t a very big difference between highest and lowest latency and that also a 
non-incremental recogniser as HTK doesn’t get more than just over 40 % indicates that 
Synface recogniser itself is no bottleneck in the telephone. However the HMMs, which are 
used by the recogniser, are probably more of a bottleneck. Refined models will 
undoubtedly improve the accuracy. To build a usable Synface telephone there is also a 
matter of how good the users are at lip reading. It could be interesting to investigate what 
accuracy that actually is needed. 
 

Sound quality 
The bar chart in figure 7 shows the same results as above but also the results from the 
tests with the telephoned SpeechDat-files. The recognition accuracy of the files received 
by modem is much worse than that of the original files. Only about 10 % of the frames is 
recognised properly. For the telephoned speech the latency doesn’t make a big difference, 
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the accuracy doesn’t get better even with the longest latency or with HTK. It is exactly the 
same speech so the difference ought to be caused by bad sound quality.  
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Figure 7. Recognition accuracy of original and telephoned with various latencies. 
 
The spectra of a telephoned file and its original show that the files are a bit different to an 
important matter. The telephoned file contains very little information over 3000 Hz but 
the original file contains frequencies up to 4000 Hz and with a quite low attenuation. The 
original file though is more attenuated in the lowest frequencies. The spectra are showed 
in figure 8. 
 

 
Figure 8. Spectrum of an original SpeechDat file. 
 
Figure 9 and 10 show the spectrograms of the same part in the files. In the spectrogram it 
is clearer to se that it is valuable speech information that is lost. This is definitely a 
bottleneck that hinders a good implementation. 
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Figure 9. Spectrogram of a part of an original SpeechDat file. 
 

 
Figure 10. Spectrogram of a part of a telephoned SpeechDat file. 
 
It is hard to say what this is caused by, it can be the modem that filters it or it can be the 
PSTN. However, maybe the most interesting question is why SpeechDat that is recorded 
through telephone have these frequencies over 3400 Hz. The analogue interface for PSTN 
specifies a bandwidth of 300-3400 Hz. The reason to this problem is probably to be found 
in the borderland between old and new techniques.  
 
As was mentioned the PSTN has an analogue interface with a bandwidth of 300-3400 Hz 
and the reason for this is the Frequency Division Multiplex system (FDM) that was 
introduced in Sweden1949. According to this system many signals are sent on the same 
connection and every signal gets its own frequency band. To be able to hold as many 
signals as possible the bandwidth for every channel was reduced to 3,1 kHz. This system is 
still used in some local tele-stations in Sweden but no new is set up. 
 
The new system is Time Division Multiplex (TDM) and it has since the 1970’s been 
installed in most of the local stations and on all higher levels in the PSTN hierarchy. It is a 
digital interface that is Pulse Code Modulated (PCM) with 8000 Hz sampling frequency 
and 8 bits/sample, i.e. 64 kbit/s. In the first A/D-conversion of a phone call there is no 
need to filter lower than 4000 Hz. That is also what you get if you record it with ISDN. 
This is also a matter of how far from the telephone exchange the caller is. 3400 Hz is 
guaranteed in the analogue access net, 4000 Hz is a bonus. This can actually be seen 
looking at the spectrogram of some files from SpeechDat. Most of them have frequencies 
up to 4 kHz, but not all of them. [12, 13] 
 
No investigation has been made in this project to find out whether it is the modem that 
filters the incoming signal or if it is filtered in the D/A-conversion in the PSTN. The used 
modem works according to the V90 standard and this only works with the digital interface. 
The idea of the V90 technique is to send 8 ksymb/s and each symbol is 8 bits, i.e. 64 
kbit/s and frequencies up to 4000 Hz. The modem has DSP that manage to interpret the 
symbols. The fact that 4000 Hz comes forth points to that there is no filtering in the D/A-
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conversion. The PCM-coder in the exchange cannot manage to interpret this kind of 
signals so the upstream data rate will be 33,6 kbit/s according to the V34 standard. [14] 
 
One reason for the filtering of modem-received speech could be that the speech, for some 
reason, goes through the filter used for sending (V34 standard) when the modem is used 
as a voice modem. The filtering, if it is caused by the modem, maybe can be removed with 
different settings of the modem. 
 
Another possible reason is that TMHs telephone exchange is analogue and filters at 3,4 
kHz. 
 
Of course it is important to know the reason for the filtering but nevertheless the analogue 
interface of the PSTN is a bottleneck for the Synface telephone. Even if you should 
receive the speech to Synface through ISDN, there is always the possibility that the local 
telephone exchange at the other end of the line is an analogue one with a narrow 
bandwidth. 
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Future work 

The first thing to do to continue this work is to verify where the filtering of the speech is 
done. If it shows that it depends on TMHs connections it would be nice to test 
somewhere else. If it shows that it depends on the modem it is important to see why and if 
it goes for all kinds of modems. 
 
The improvement of acoustic models is also an important part of the future work. Both 
for the lowering of recognition latency but also for a better recognition accuracy when a 
connection is of a bad quality. 
 
Another important thing to consider is what accessability level Synface shall have. Maybe 
you will get a better result with for example ISDN or IP telephony but to a higher price.  
 
However a telephone connection that doesn’t give a sufficient sound quality maybe can be 
compensated by for example speaker adaptation. It could also be interesting to train 
Synface with speech that is filtered at 3400 Hz 
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