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Sammanfattning
I den här rapporten presenteras en demonstrator av ett röststyrt gränssnitt för planering inom
ortopedisk kirurgi som har utvecklats inom ramen för ett examensarbete. Syftet med uppgiften
är att ge en idé om hur talteknologi kan användas för förberedelse till operationer, och
eventuellt i ett senare skede även under en operation. En viss bakgrund om dialogsystem
kommer att ges, såväl som en översikt av hur talteknologi används inom sjukvården idag. De
mjukvarukomponenter som använts i examensarbetet beskrivs också i korthet. Därefter
diskuteras de val som gjorts under utvecklingsarbetet och förslag på framtida förbättringar
kommer att ges.
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Abstract
This paper presents a speech interface demonstrator, which has been developed within a
Master-of-Science thesis. The application is to be used within the context of orthopaedic
surgery. The aim of this demonstrator is to give an idea of how speech technology can be used
in pre-operative planning and perhaps in a later state, during surgery. Some background
concerning spoken dialogue systems will be given, and also an overview of the state-of-the-
art of speech interfaces in medical applications, followed by a brief description of the
software components used for this thesis. The implementation issues have then been discussed
and some suggestions about future development are mentioned.
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This Master-of-Science thesis has been accomplished within the MultiSense1 project. The aim
of the MultiSense project is to develop and validate a new representation and interaction
paradigm for virtual medical objects using multimodal and multisensoral interfaces. More
specifically, the new interfaces will include speech and haptic technology, multi-body
tracking and autostereoscopic (3D) display.

Initially there were three different scenarios for the application in the MultiSense project. The
first scenario was the planning of an operation. The speech subsystem would be a part of the
interface for controlling the display where the objects are shown. The important features
would be efficiency and functionality. The second situation would be to control a display or
other devises during the actual operation. Of course, the time constraints and the accuracy
demands would be very high in such an application. Thirdly, a tutorial for medicine students
and others was an option. In that case a more developed dialogue would be in focus, whereas
the accuracy precision demands would be lower.

As a first step, the planning scenario will be explored. The future users of this interface are
surgeons that want to plan an operation in order to se how, for example, a hip prostheses will
fit the femur. In a previous project, one of the MultiSense partners2 has developed a
stereoscopic (3D) display, which is able to show three-dimensional images. Currently the 3D-
display is controlled with an ultra-sound tracker and the object and action selection is made in
a quite cumbersome way.

�� � ���������!���
���������������
The task of this master-of-science thesis consists of designing and implementing a speech
interface demonstrator, which should be able to select graphical objects shown on a 3D-
display and perform certain actions, using voice commands. The demonstrator will (after this
thesis) be integrated with the already existing 3D device mentioned above. The
communication between the speech subsystem and the graphics had to be agreed upon and
thereafter implemented.

However, the 3D display is located in Italy, therefore, in order to be able to estimate the level
of necessary feedback and response time constraints, a dummy graphics was used. The
communication between the dummy and the speech application was made in the same way as
for the 3D display.

Since this thesis is part of the MultiSense project, it also included the writing of a technical
specification of the speech subsystem, including a state-of-the-art description. Some parts of
that document have also been integrated in this report.

                                                
1 Project full title: Multimodal and multisensory interfaces for interaction with musculo-skeletal models.
  Contract no.: IST-2001-34121
2 The stereoscopic display is created by CINECA, which is a consortium consisting of 18 Italian Universities and
CNR - National Research Council. See http://www.cineca.it/
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In order to limit the task, no evaluation was to be performed within this thesis. A validation
will be performed at a later stage by one of the other MultiSense partners. It was decided from
the start that speech technology components available at TMH were to be used.

The aim of this demonstrator is to give the other MultiSense project partners an idea of what
can be done with speech technologies so that a qualitative user requirements study concerning
speech interfaces in orthopaedic surgery applications may be performed.

��"� ���#�
������!�
����$����

First comes a section about what constitutes a spoken dialogue system and some theories
about the development of such an application. Second, a quick survey of the state-of-the-art in
medical applications with speech interfaces. Then, in order to make the reader acquainted
with the speech technology components that were available for this demonstrator, the
software used for the demonstrator is briefly described. After that a description of the final
solutions follows, where the choices made are motivated, together with a discussion about the
problems or weaknesses in those. The report terminates with overall conclusions and some
suggestions for future developments.
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In order to provide some basic knowledge about dialogue systems, the following sections will
describe the main lines of this field of speech interaction. Each kind of speech interface
includes some sort of dialogue management. This can mean everything from question-answer
systems to a system that can converse with the user in a more or less natural way. It can be
difficult for the user to know exactly what information can be obtained from the system,
therefore it is essential that the system is able to engage in a dialogue with the user, rather
than just simply respond to predetermined spoken commands (McTear, 2002).

 ��� ������������
�����
��
�����
McTear, 2002 classifies three different types of spoken dialogue systems, namely finite state-
based systems, frame-based systems and agent-based systems. The ������������	�
�������	�
������������ is the simplest one, in that the dialogue consists of a predefined number of steps
that correspond to the systems questions. The transitions between these represent how the
system reacts to the user’s input. The principal advantage of this strategy is its simplicity. The
system remains in control and since all dialogue states are predetermined, the vocabulary and
grammar for each state can be kept very restricted, which enables a more accurate speech
recognition and language understanding. The disadvantage is that since the user is constrained
to a few words or phrases, the user cannot take the initiative and introduce new topics or ask
questions. This also means that if an error has occurred, which the system has not detected,
the user has no way of notifying the system of this, unless the system explicitly asks about it.
The finite-state strategy is thus only applicable to well-structured tasks with no dependencies
between the items of information, since the error recovery otherwise may become
cumbersome.

A �����	�
�����������	������� system needs a certain amount of information from the user,
which does not have to be given in any specified order. This information may, for example, be
the parameters needed to search a database. In frame-based systems natural language may be
used, which of course is an important factor in achieving an interface that the user accepts as
natural and easy to use. The natural language itself is more error prone than a restricted
language, but normally the system only has to be able to recognise the main concept of the
user’s utterances. Since the order in which the user provides the information is unimportant,
error correction can run more smoothly than in the finite-state based system.

In ����	����� or AI systems the user and the underlying application have to solve some task,
by communicating with each other in a rather complex way. The dialogue model has to take
the preceding context into account, so the dialogue evolves dynamically as a sequence of
related steps that build on each other. The system may use expectations to predict and
interpret the user’s next utterances, and there are mechanisms for error detection and
correction. These systems normally allow a mixed-initiative, so that the user can introduce
new topics or make contributions that are not constrained by the previous system prompts.
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Dialogue systems often have a modular architecture (Flycht-Eriksson & Jönsson, 2000). We
will here focus on the speech detection component, speech recognition, meaning extraction,
the dialogue manager and the potentials of multimodality.

�"�"�� �����#���������
Speech detection may be regarded as two separate tasks. The first is to decide whether a
recorded segment consists of speech or non-speech (silence, noise etc) and is mainly done
with energy or entropy measurements, sometimes combined with zero-crossing rate or
confidence scores of the recognised utterances. The second task is to determine if the
utterance has ended or if it is just a pause. In many cases, this is done by using a pause (non-
speech) duration threshold or by using linguistic features of the speech, such as prosodic cues
or a language model.

Using a push-to-talk button, or a start command, that indicate when the user is likely to start
an utterance, may facilitate the speech detection. This also makes conversation that is not
directed to the system possible. However, the naturalness in the interaction will be
diminished. Also, the end-of-utterance detection remains if a start command is used.

��������������"�����������������	"��	�)������
To determine whether a segment is speech or not is not a trivial task. A lot of research is done
within this field to try to find out what characterises human speech in comparison to other
sounds. A challenge in spoken dialogue systems is that this discrimination has to be
performed in real-time. This places rather high demands on the computation time and thus the
complexity of the algorithm.

��������0������2�����#��!���
The perhaps most common approach to this problem is to compute the short-time energy for
the signal (Li et al., 2001). This can be achieved with low computational cost and gives
accurate endpoint detection in the absence of noise (Ganapathiraju et al., 1996; Harihanan et
al., 2001). However, in situations where the signal-to-noise ratio is low, the energy levels of
speech and background noise are quite similar. This method also performs poorly in case of
weak fricatives (/f/, /h/) or nasals at the end (i.e. in the word “gone”). Using zero-crossing rate
as a complement to the energy information can partly solve the latter problem.

�������0�������2�����#��!���
In computing an entropy profile, which can be said to be a measure of the unpredictability of
the signal, the result is less sensitive to amplitude changes in the signal (compared to the
energy method), which leads to achieving more detailed information retrieval (Waheed et al.,
2002). The benefit, compared to the method above, especially concerns non-stationary noises
and sounds, such as lip smacks, heavy breathing and mouth clicks etc (Shen et al., 1998).
However, only to rely on a computed threshold to determine if a segment is to be considered
as speech is normally not enough. The size of the speech segment and the intra-segment
distance are important factors in order to avoid misclassifications.
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As mentioned earlier, certain phonemes risk to be classified as non-speech by the energy
method, but by measuring the zero-crossing rate an incorrect decision may be avoided
(Ganapathiraju et al., 1996). The zero-crossing activity is checked in a specified interval
around the predicted starting point, and if certain activity is found, the new starting point is set
according to the result.

������$�4!����������	�
��
Speech may also be distinguished from non-speech by applying a phoneme detector to the
signal, and let the confidence score show whether it is likely that it is a phoneme, an thus
speech (Williams & Ellis, 1999). However, this approach has its limitations. As (Hariharan et
al., 2001) points out, in a noisy environment, the speech will not match the acoustic models
well.

��������1��)	�)
����������������	�
The determination of the endpoint of an utterance is of great importance in a dialogue system,
since speakers do not only pause ������� utterances but also ������ utterances. If the system
responds too early and interrupts the speaker, system-understanding errors are likely to occur
since the speech recogniser will process only a part of the total utterance. This also leads to
increased interaction times due to retries and will annoy the user (Ferrer et al, 2002). If the
system waits too long before the pause is determined to be the endpoint of the utterance, the
system will be slow in its feedback to the user and the interface will seem less natural
(Hariharan et al., 2001).

�������4����������
���"!���!���
According to (Ferrer et al., 2002) several of the current commercial systems, for example
Nuance, SpeechWorks and the VoiceXML standard, only consider the length of the pause in
the determination of an endpoint. Normally, this pause duration threshold is in the range of
0.5 to 1 second. However, due to the problem described above, this will lead to a trade-off
between how long the speaker is allowed to pause within an utterance, and the response time
of the system. Hesitations are natural in a dialogue, and it is likely to think that it would be
stressing for the user if no pauses were allowed. Thus, to perform better, the algorithms have
to consider other cues as well, which will be discussed below.

������4�����
	�����5��������#�����)�������
One way of refining the decision-making is proposed by (Ferrer et al., 2002). Their approach
is based on making an end-of-utterance decision at every frame after the detection of a pause.
This is accomplished by computing a set of prosodic features that depends on the acoustic
signal and the speech recognition result preceding the pause. Then a decision tree classifier is
used to estimate whether the speaker is likely to have ended the utterance or not. For each
decision point, the classifier has to be modified, since the duration of the pause has an impact
of the decision. The prosodic cues that are used in this study are duration and pitch.

The detection may be further improved by taking the grammar into account. Evidently, some
words are more likely to occur last in a sentence than others. The end-of-utterance detection
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system using these extra features was compared with a baseline system that uses pause
duration as the only decision criterion. The decision points were set at 30, 60, 90, 150, 250,
500, and 800 ms. After a pause of 1 second, it was considered to be an end-of-utterance,
regardless of what system was used. The results of the experiments made by Ferrer et al.,
2002 can be seen in Fig.1.

6��
�������������������������������������������������������������
����������������������
��������������������������������������������������������������������������������������������������
����������������������������������������������������� !! �

The speech recognition result is also used in (Hariharan et al., 2001) to detect an end-of-
utterance. If, for example, the speech detector is used in an application where the voice
commands consist of a telephone number, the number of detected digits can help to determine
whether the utterance has ended or not. However, if the vocabulary contains words in which
one utterance is part of another, the system is likely to consider the speaker as done even if
that is not the case. Take the example of “call” and “call home”. Even if the latter is spoken,
the confidence score after just “call” will be high enough to cut.

�"�"�� �����#�$��������
The overall task for the speech recognition module is to produce phonemes or words from the
user’s speech input. Some difficult problems that the speech recogniser has to cope with are
linguistic variability, speaker variability and channel variability (McTear, 2002). This means,
in more detail, that co-articulation may result in the same phoneme having different acoustic
realisations depending on the context, that there are differences both between speakers (age,
gender, regional origin) and within speakers (due to the current state of health, mood) and that
the transmission mode may vary (different types of microphones, ambient noise, room
reverbaration etc).

�������� 3	��4
���#�,��
��
Often, there is a trade-off between a small and a large vocabulary in a dialogue system. A
small vocabulary will facilitate a rapid search and result in a lower error rate for those words
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contained in the vocabulary, but is more problematic for out-of-vocabulary words. With a
larger vocabulary, the search becomes more cumbersome and the recognition results less
accurate. It is therefore essential to construct a vocabulary that covers a maximum number of
the words needed for the application, but still is as small as possible. The system can also be
designed to try to detect words that are not in the vocabulary, otherwise an out-of-vocabulary
word will (incorrectly) be mapped on the word in the vocabulary that it resembles the most
(Cole et al., 1996).

�������� /���
����"	���
By using a language model, the possible combinations or sequences of the words in the
vocabulary can be constrained (Grosso, 1997). The language model is thus an important tool
to reduce the search space and to resolve ambiguities from the output from the acoustic
modelling (Cole et al., 1996). Depending on the current state of the dialogue, the language
model may be modified, so that the vocabulary to search becomes more constrained. A better
performance result may be obtained by this dynamic adaptation of the language model.

�"�"%� &���������
�����
Since the computer is not able to understand the output from the speech recogniser, some sort
of interpretation must be made. The meaning extraction is achieved through both syntactic
and semantic analysis. The parsers used for this purpose are usually not constructed to follow
a grammatically well-formed string, since if natural language is permitted, the utterances will
contain false-starts, self-correction and extra-linguistic sounds such as coughing etc. This
makes a more robust parsing necessary. McTear, 2002 mentions some of these approaches:
comprehensive linguistic analysis, methods for dealing with ill-formed and incomplete input
and methods that involve concept spotting.

�"�"'� ��������&�����

The dialogue manager monitors the flow of the dialogue, including translation of input and
output utterances between natural language of the user and the command language of the
system (Duff et al., 1996). It is responsible for the user-system interaction and controls the
different components inside the system. This means, for example, determining whether the
user has provided sufficient information so that the dialogue manager can communicate with
the external application and then respond to the user. For multimodal systems this task
becomes even more complex, but it is still possible to provide an effective and flexible
interaction (Johnston et al., 2002).

The dialogue manager’s task is difficult in that the user’s input may be ill formed or
incomplete, thus the dialogue manager has to interpret the input according to different
strategies and employ some error handling. There are different methods for verifying the
user’s input. The system can either confirm that the user’s words have been correctly
recognised at each state of the dialogue or wait until a later point in the transaction, which
enables a more natural dialogue flow. A distinction between explicit and implicit verification
is made by McTear, 2002. In the former case, the system explicitly asks the user to confirm
the input. Implicit verification, such as to repeat a value that has just been elicited and, within
the same utterance, ask the next question, provides for a more natural dialogue flow as well as
a potentially shorter dialogue. The error recovery is more easily achieved if the error is
detected early, but unnecessary verification is annoying for the user. Therefore, different types
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of confidence scores can be used to determine when to ask the user to repeat or rephrase the
given input. For example, words that have been classified as out of vocabulary by the speech
recogniser may indicate misrecognition and thereby verification might be appropriate
(Bousquet-Vernhettes & Vigouroux, 2002).

The dialogue manager may have a number of knowledge sources, which are sometimes
referred to collectively as the dialogue model. There are, according to (McTear, 2002), several
types of knowledge that are relevant to dialogue management, as dialogue history, a world
knowledge model as well as a domain model, a generic model of conversational competence
and a user model. Depending on which dialogue strategy is used, these knowledge sources are
implemented differently.

�"�"(� &������������������������������	���	
Also in human-to-human communication there are misunderstandings now and then. Many
occur when speaking over the telephone or in other situations when the listener cannot see the
person who is speaking. The reason is that we use many other ways to express ourselves such
as facial expressions, gesture and bodily posture and if the speech articulation is visible then
speech reading also is possible. We also frequently use, or create, other objects in our
environment to clarify things, as texts, maps, images, physical models etc (Bernsen, 2001;
Bernsen, 2002). The earlier the misunderstandings are detected in the dialogue, the easier it is
to recover from them. Negative and positive feedback is continuously used in human-human
communication as a way of showing attention, recognising the intention of what the other
person is saying or to signal non-understanding and misunderstanding (Bell & Gustafson,
2000). Dybkjær & Bernsen, 2001 show that feedback is essential for users to feel in control
during interaction with a system. Moreover, a user who is uncertain whether the system has
understood the user’s input is likely to produce unwanted input and to react negatively to the
system. So, to decrease the error rate and to obtain a more natural interface, the system has to
contain more than just speech. An experiment showed that adding a synthetic face to a
synthetic male voice gave 45% correct responses compared to 31% without the synthetic face
(Beskow et al., 1997). Also other dialogue aspects such as turn taking, i.e. the switching
between who is speaking and who is listening, and other feedback signals may be achieved by
using an animated agent (Granström et al., 2002; Beskow, 1996). However, since one of the
benefits with speech interfaces is that it is eyes free, it is not always desirable to have a talking
agent that requires the user’s attention.

 �"� ��&�������
��!��������������������%�
��
For the development of a spoken dialogue system there are, as for many other systems, three
basic steps: specification, design and evaluation. The focus in the following section will be on
the special characteristics of dialogue system development.

�"%"�� ����)�����
The EAGLES guidelines propose the following strategy (Gibbon et al, 1997). First of all, a
general description of the system is necessary, in which the task and users are specified. The
next step is to explicitly describe the dialogue that the system will be able to perform. It can
be represented in different ways, i.e. as a flowchart or as a dialogue grammar, but most
important is that the description is complete and unambiguous.
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Finally, the platform on which the system will run should be described, and the
communication protocol for interfacing with other devices or peripherals is to be specified.

�"%"�� ��	��
There are several different approaches for the design of a system. The simplest is ��������
���������, which is cheap and possibly effective for systems with very constrained user
language and a system-led, menu-style dialogue strategy (Gibbon et al., 1997).

A more useful approach is ��������������������, where by observing human-human
communication, understanding of the domain and some data collection may be achieved
(Gibbon et al., 1997). Initial vocabularies may be constructed from these data, which will
probably be partially modified later on, since the language used in human-computer
interaction tends to be more restricted or the observation sample is too small.

However, the perhaps most powerful method is the ������������������� (McTear, 2002).
The most common way to accomplish this is to perform Wizard-of-Oz simulations, which
means that a person simulates the role of the computer. This may be done by, for example,
speaking to the user in a disguised or synthetic voice and/or by manually modifying some
parameters of the simulation system (Gibbon et al., 1997). In this way the users’ reactions can
be tested while confronted to a “virtual” application, and realistic inputs can be gathered and
analysed (Lemmelä & Boda, 2002).

The EAGLES handbook recommends an ���������������, which includes both observations
and simulations in order to be able to draw up a specification for the system. After designing
and implementing a first version, laboratory tests with the corpora from the Wizard-of-Oz
simulations, with laboratory staff simulating users and finally with real users are carried out,
to record new data. Modifications and tests will be performed interactively, and if there are
too many modifications needed, a new Wizard-of-Oz simulation, using new parameters
should be performed.

�"%"%� � �������
In evaluation of a spoken dialogue system, McTear, 2002 points out that the focus may be on
the individual components (glass box evaluation) or the system as a whole (black box
evaluation). Independent of the chosen method, it is important to keep in mind that the results
are heavily dependent of the complexity of the system, the size of the vocabulary, the
environment etc, which makes it difficult to compare different systems. It is also a fact that
technically advanced systems are not necessary the most appreciated by the users.

�������� 1%��
���	��	��,���%��
��� 	"�	�����
The individual component evaluation is generally based on the concept of a reference answer,
which determines the desired output of the component to be compared with the actual output.
The most commonly used measure for speech recognisers is "����#������� (WA). WA
accounts for errors at the word level, which include insertion (WI), deletion (WD), and
substitution of words (WS). WA is calculated as a percentage using the formula
WA= 100(1-(WS+WI+WD)/W) %
where W is the total number of words in the reference answer.
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McTear, 2002 also discusses other types of measurements, such as ������������������
���������������������������������������������and���$��������������� From studying these
measurements, it has been found that it may be easier to understand a sentence than to
recognise it, and, robust sentence understanding techniques can to some extent compensate
for errors produced by the speech recognition component.

�������� 1%��
���	��	������ 	"�������#���"
When focusing on the spoken dialogue system as a whole, performance may be measured
from the result of fulfilling a task, the cost of it, and the quality of the result. It can, for
example, be useful to look at the transaction success, the number of turns or time taken to
complete a transaction, the correction rate, the contextual appropriateness (McTear, 2002).

The overall goal of a dialogue system may be viewed in terms of maximising user satisfaction
and may be subdivided into the sub goals of maximising task success and minimising costs.
These are partly the performance measures used by PARADISE (Walker et al., 1997), which
is a general framework for evaluating spoken dialogue systems. PARADISE provides for a
normalisation of task complexity and can therefore be used as a basis for comparing systems
performing different tasks.
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%� �����#����#���������&���������������	
To get a picture of how speech technology may be used within the medical field, some
examples of existing applications will be described in this section. The three different
scenarios for the MultiSense project (briefly mentioned in section 1.1) will also be discussed
together with the requirements that these will put on the speech interface in order to enable a
successful implementation.

"��� '�������(����!��������������������
Since the medical field consists of a variety of tasks, the use of speech technology can be
considered for many different types of situations. Grosso, 1997 mentions four of them:
template based reporting, natural language processing, speech in multimodal environments,
and hands-busy data collection. These are described in further detail below.

The ����������������������� was tested in radiology, pathology, endoscopy, and emergency
medicine. The turnaround time for report writing was decreased using a speech interface, but
typed input was still needed. Since only isolated words could be used, the process was found
to be too slow. However, the number of completed emergency room reports increased
compared to the case where hand-written or dictated records were used.

The system described above was too limited for more demanding applications. In order to
evaluate ������������������������, three prototypes that were more linguistically complex
than the template based reporting were developed. Visual feedback to help with grammar
rules was found to be efficient and improved speed and the recognition accuracy.

In ������������������, the speech interface will not completely replace the keyboard or the
mouse, it will only form a complement to other input devices in order to speed up or simplify
the input process. A test was performed where speech input was combined with a digitising
pad, for the collection of stereological data. The system was speaker-dependent and the
vocabulary was kept small. This multimodal combination was found to accelerate the data
collection process.

One of the reasons for using speech technology is the fact that it does not occupy the hands or
eyes. This is attractive in the field of ���������������in�hands-busy environments. The
recording of clinical data during dental examinations was tested using speech input. The
reporting itself was slower, but when considering that an assistant otherwise has to transfer
the results to the computer, the speech interface was faster.

"� � �
�
�)�!)
��)��
*�����������������%�+������
����
The use of a robotic arm for controlling the optics during surgery has become more and more
frequent. The wish for a transparent interface has therefore become an important issue. The
ideal interface should be eyes free, hands free, easy to use and secure. There is also the
question of how a sterile surgeon may be able to operate a non-sterile computer and
associated peripheral equipment in a safe way. In the following sections a state-of-the-art
description will be given.
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In Visarius et al., 1997 a voice command interface has been evaluated, using a system for
computer assisted spinal surgery (OSPS). In order to assure safety, voice templates of the user
have to be trained before surgery. No other than the current user could then activate the
commands, and only when the microphone was active. The microphone would automatically
be shut down if a command that usually was followed by a longer period of surgical work was
spoken. Six different surgeons (with four different native tongues) used the English voice
commands. It was found that commands were more often rejected for the non-native English
speakers, due to larger variation of pronunciation of the same command. The semiautomatic
microphone shutdown, with an associated icon on the screen, was appreciated since the risk of
accidentally issuing commands was reduced.

The study by Baæa et al., 1999 is based on the AESOP 2000, a voice-controlled robotic arm
for guiding the camera and the optic system in laparascopic operations. The surgeon first
trains the system for his or her voice and thereby creates a personal voice card, which has to
be put into the computer before operation. The system has to be activated with the order
“AESOP”, and then the surgeon can control the robot arm with short commands (23 different
commands). To know which word has been recognised, the computer confirms all commands
through a loudspeaker. The activation, by the word “AESOP”, lasts only a few seconds,
which enables conversation in the operation theatre. A hand- and a foot-control device are
available and can be use in case of difficulties. The voice-control system is safe and easy to
handle and preparation time does not differ from when the camera is controlled by an
assistant. The system is well accepted among the users.

The prototype system for a surgery scenario in (Rossi et al., 1996) continuously “listens” to
spoken words in the environment and compares them to the recognition vocabulary, ignoring
all unknown words. To assure the security of the system, it is trained to ask for confirmation
before modifying critical parameters. The surgeon will pronounce a maximum of three words,
and then the system replies reading new parameter settings or asking for confirmation. The
system has to be trained for each surgeon’s voice, and has a very low error-rate, even though
the system is used in a very noisy environment. The user’s reactions to this system is that the
automatic speech recognition expands the surgeons control options and is a very powerful tool
since it is both hands-free and eyes-free. The disadvantage is the training time needed for a
new user. The system is rather flexible – the surgeon can add, delete or change words at will.

In Buess et al., 2000 a remote-controlled robotic arm (FIPS Endoarm) is used for endoscopic
solo surgery. The system is driven by means of a speaker-independent voice control (DASA)
or a finger-ring joystick. It can also be trained to recognise the surgeon’s voice. Both
interfaces were found intuitive, and a slight advantage in intervention time was found for the
voice interface solution. However, when long distances were to be covered by the endoscope,
the voice control proved to be slower than the finger-ring, since the robot only moves a
specified small movement per command spoken. In Allaf et al., 1998, a solution to this
problem is presented. Using AESOP 2000 two different approaches are possible. In the first
the robot behaves like above. In the other the robot continues a motion until the surgeon
instructs it to stop, which is less accurate, but faster.

In the latter publication, a comparative study between voice commands versus foot pedal
control is performed. When using the foot pedal, additional concentration and co-ordination is
needed, since the surgeon will be using three limbs. The surgeon also has to look away now
and then to reorient his or her feet with the controller. Furthermore, in critical situations such
as excessive bleeding, the surgeon may want to abandon the foot pedal. However, there was
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quite a high rate of recognition errors when using the voice control. This tended to take the
surgeons attention off the operative field and was a reason for the longer time required to
perform the same operation as compared to the foot pedal. This is an interesting result, since
although using the same system, other studies, for example Baæa et al.,1999 and Mettler et
al., 1998 report the opposite, i.e. that the speech recognition was exact and therefore was
faster and more efficient than the alternative. The study by Mettler et al., 1998 showed that
foot and hand control was better suited for interactions by the first assistant and the voice
control of the visual field was best for the operating surgeon. Voice control increased the
surgeon’s concentration and proved to be clearly superior to foot and hand control of the
robotic arm.

Another type of medical application making use of command-based speech recognition is the
Katalavox3 system, a commercially available voice controlled microscope. All functions of
the surgical microscope, such as Focus, Zoom, X- and Y-movements are controlled by voice.
Katalavox is speaker dependent, recognises isolated words (<1,5 sec), has a fast response time
and works in noisy environments.

%"�"�� �����
�
There are some major features that need to be pointed out:

•  Only rather simple command systems are used, no complex dialogues.
•  A small vocabulary is used.
•  The speech detection is often performed with a start command or by using a push-to-talk

button.
•  Speaker adaptation is in some cases used to increase the recognition rate and thus improve

safety.
•  The systems seem to be well accepted among the users.
•  The fact that a speech interface is both hands and eyes free is appreciated.

"�"� ���������,���������
������
�������������

As stated earlier in this report, three different applications were considered for the MultiSense
project, and these will be discussed in more detail in this section. They each put different
demands on the speech subsystem, which are important to bear in mind when implementing
the application.

%"%"�� ����
��
In order to let medical students and other relevant persons get some hands-on experience from
surgery, a tutorial may be a solution. The environment would not necessarily be noisy and the
time constraint is not extremely critical. Still, if the tutorial is going to be realistic, it has to
resemble the real application as far as possible. But other aspects are important as well. It
might, for example, be useful with a quite free dialogue, since most of the users will be
unacquainted with the system and might require some help. The level of medical experience
will also differ between the users. Perhaps it is desirable that the system can provide the user

                                                
3 http://www.katalavox.com
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with spoken information which will make the dialogue much more complex. Therefore, a
finite-state based system will not be possible, but a framed-based or even an agent-based
system will be required as dialogue structure.

%"%"�� *
�+���
�� ��*������
The planning of an operation may be facilitated if the surgeon has the possibility of viewing
the different objects (e.g. the femur, the prostheses) in three dimensions and get haptical
feedback from the system. The task for the speech interface may, for example, consist of
controlling the display. The time constraint for the pre-operative planning is not as critical as
during operation and the environment should be reasonable quiet. The level of complexity of
the dialogue is dependent on the kind of information that the user wants to retrieve. If the task
is kept well structured, a more simple dialogue strategy can be attempted, such as a finite-state
based system. But since the time constraints are less critical, it may be possible to allow a
more complex dialogue, which the user may find easier for the interaction. The use of natural
language, instead of isolated words, may of course cause a higher rate of misrecognitions or
misunderstandings, but since another dialogue turn to recover from such an error will not be
crucial in this kind of application, it is, in the long term, a more realistic goal. In case of
difficulties with the speech recognition a pointing device, such as a mouse, may be considered
if the user’s hands aren’t occupied, but if the preparation includes haptic devices the interface
must be hands free.

%"%"%� ��
�����
��
�
There are various kinds of actions that the surgeon may want to perform during the operation,
where the most straightforward one would be to consult the results from the pre-operative
planning. That would imply a possibility to at least look at the object set-up from different
angles, and perhaps even be able to manipulate them as for the planning. During an operation
the time constraints are critical. It will probably be a noisy environment, which will make the
speech recognition more difficult. This calls for a more simple dialogue, to avoid errors in a
critical situation. It may prove useful to model the dialogue system on how the surgeons
normally address the assistants when asking for tools etc in the operating room, since it is
desirable to preserve the same structure of dialogue for controlling the displays. To be able to
decide upon the trade-off between natural language and error-rate in the speech recognition, it
is necessary to know how the users wish to interact with the system, and what types of
requests will be made.

%"%"'� �#�����)������
�
Among the MultiSense partners, a consensus was reached that, to start with, the pre-operative
planning scenario was to be implemented. It was considered to be the least demanding
application for the different modalities and thus a good foundation for user studies before
proceeding with further developments. The software that was to be used for the speech
subsystem are described in the next section (section 4) and the decision particularly related to
the implementation of the application are discussed in section 5.
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'� �����#����#����������������	
This section describes the speech technology software used for the demonstrator that was to
be developed within this thesis (see section 1.2). The implementation was performed in a
Linux environment and the code was written in Java and C++. ATLAS, ACE and the CTT-
broker are all developed at the Centre of Speech Technology (CTT), KTH.

-��� +.+�
ATLAS is a java software framework, which aims to facilitate building demonstration
applications with speech technology (Melin, 2000). These applications may be both multi-
lingual and multimodal, and together with the constant flow of new speech technology
components, the flexibility and the generic character of ATLAS are crucial.

ATLAS is based on a multi-layered structure, where the low-level APIs (application
programming interfaces) and structures assumes very little about the overall application
structure, which allow various applications to share the same speech technology components.
In the higher and more powerful layers, the application structures are becoming more specific.
For applications where such assumptions are not valid, the layers may simply be ignored.

-� � +��
The speech recogniser used in the demonstrator is ACE, which is a modular, Java-based
framework for real-time processing (Seward, 2000). The backbone of ACE is a decoder for
continuous speech recognition that uses stochastic context-free grammars.

The decoder also enables language models to be dynamically adapted to the semantic context,
which means that, depending on earlier utterances, predictions can be made of what the user
might say next. The search space will thus be reduced and the accuracy can be improved.

For each input utterance, ACE can provide an N-best list with all possible results, each one
associated with a probability value. This list may be used to perform an analysis based on
context and dialogue state.

-�"� �)������

The broker is an architecture for inter-process communication (Lewin, 1997).  It is
implemented as a server that uses the TCP protocol to forward function calls, results and error
messages between program modules. Since the messages consist of text strings, the format of
the messages is not of significance for the broker. This is rather for the designer of the
modules to decide. However, there are some conventions that are recommended. The broker
is designed to be platform independent and has a uniform interface for all modules. It also has
the possibility to automatically restart servers if needed, which may be handy if some go
down.

Since the connection of other programs to the broker is made with TCP, it is possible to use
Telnet as a way of manually connecting to the broker and to communicate with it. The broker
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is implemented in Java and can therefore run on any platform that has a Java 1.1 environment
(Java 1.2 is needed if password encryption is to be used).

-�-� ��������%�
�����
The text-to-speech component in this demonstrator uses RULSYS (Carlson et al., 1982) for
the text-to-phone conversion. The voice “Roger” from Infovox4 and the MBROLA (Dutoit,
1996) synthesiser are used for this application.

-�/� +����
���������
The acoustic models used for the speech recognition are from the English SpeechDat database
and uses triphones. The recordings were made over the telephone with approximately 1000
speakers.

-�0� ���������
��
��
The speech detector is written by Bruce T. Lowerre5 in C++, but has been ported to Java at
TMH/CTT. It uses the energy and zero-crossing rate to determine the start- and endpoint of an
utterance.

                                                
4 www.infovox.se

5 ftp://svr-ftp.eng.cam.ac.uk/pub/comp.speech/tools/
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(� �� ������������	��	
In this section the most important decisions concerning the development of the different parts
of the application in this thesis will be motivated.

/��� ���1���	����%
The vocabulary was based upon the commands that were available for the already existing
3D-application (see Appendix 1). In brief, three objects (femur, stem and cup) should be
possible to manipulate. The voice commands would be used to select what object and what
action that is to be performed. The actual movements (translation, rotation etc) of the objects
on the screen will still be performed with the ultra-sound tracker (see section 1.1). However,
changes of colour and opacity of the objects can be done using voice commands, as well as
rotation of the camera angle. Zooming can be done this way as well.

The proposed vocabulary contained some difficulties. The request for an opacity scale ranging
from 0-100 (with steps of 1) caused troubles for the speech recogniser and was thus limited to
a scale from 1-10. In general short words (such as numbers) are more error prone than longer
words, especially if they sound alike (e.g. “up” and “cup”).

Some other adjustments to the predefined vocabulary had to be made in order to cope with
composite commands, where the user should be able to say for example “Zoom less” and then
perhaps after a pause continue with “less” or “more” until satisfied, without having to repeat
the command “zoom”. The words “Ok” and “Cancel” were added so that the user can signal
to the system when the composite command should end.

/� � �������������
��
��%
For this demonstrator, a finite-state dialogue strategy (see section 2.1) was chosen since the
dialogue would be very simple. This makes it easy to use different grammars depending on
the dialogue state. The advantage of this is that the current vocabulary will be reduced, which
will increase the recognition accuracy. The disadvantage is that the user is restricted to a
constrained dialogue, so the naturalness of the interface is diminished. An illustration of the
dialogue is shown in Figure 2.
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/�"� ������������
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Speech detection is one of the weakest parts of the demonstrator. The detector supported by
ATLAS was designed to be used together with a spoken prompt and is then active a certain
time after that prompt. For example, the system will speak “Say four digits” and then the user
is supposed to answer within a predetermined time lap. If no utterance has been detected
within that time, the system may ask the user to repeat or take some other kind of action. In
that kind of scenario it is the system that has the initiative and knows when to expect an
utterance from the user. However, the situation when using this demonstrator is the opposite.
The user should be able to talk whenever necessary, which means that the system should be
listening constantly. The current solution is to let the system go into a loop, which means that
the system, instead of reading the prompt out loud, stays silent, and then listens for a while. If
no utterance is spoken, it will start all over again and so on. The problem is that during the
time that the system has finished one loop, “spoken silently” and began to listen again, the
speech detector cannot record an utterance. This is inconvenient and causes errors. One
solution to this could be to use a push-to-talk or click-to-talk mechanism to let the system
know when to expect an utterance, but that is clearly less user friendly and the application
would no longer be hands free (and possibly not even eyes free). Such a mechanism could
otherwise be a solution to involuntary triggering of the speech detector as well (coughing
would, for example, produce enough energy to trigger the speech recognizer). This would also
make it possible for the user to interrupt the speech synthesis (so called barge-in).

Another way of handling things would be to use a start command for each utterance, but for
that to be feasible a confidence score has to be available from the speech recognizer, in order
to tell whether the first word was likely to be that specific command or not.  However, the

OK
Cancel

[up, down, left, right]

          Rotate
[up, down, left, right]

Set [Femur, Stem, Cup] Opacity [less, more]
Zoom [less, more]

     OK
Cancel

[less, more]

Tune Sensitivity
Zoom View
Translate [Femur, Stem, Cup]
Rotate [Femur, Stem, Cup]
Move [Femur, Stem, Cup]
Hide [Femur, Stem, Cup]
Show [Femur, Stem, Cup]
Set [Femur, Stem, Cup] Colour [Blue, Red, Green, Yellow, Violet]
Set [Femur, Stem, Cup] Opacity [1, 2, ..., 10]
Reset
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speech recognition component used for this demonstrator does not provide a confidence score
and this approach was also abandoned.

Note, that these solutions (push-to-talk and start command) are the most common solutions
among the systems that were referred to in the state-of-the-art section (section 3).

/�-� ���������2�������
The error handling is crucial in a spoken dialogue system. However, for the demonstrator in
this thesis the dialogue was kept very simple and error handling would risk become more
annoying than helpful. Also, the speech technology components available did not support
some of the features that would have been appropriate to implement. For example, if the user
speaks a command that is not available at the current state (or is possibly not in the
vocabulary at all) it is desirable that the system in some way lets the user know that this is the
case.  However, the recogniser does not provide a confidence score. Otherwise, if the
confidence score was not high enough, it would have been possible to ask the user to repeat
the command, and if even lower, reply that the command is not available at this state. But
without the confidence score there is no way of telling if the spoken command is in the
vocabulary or not. Instead, the command will be mapped on the words in the grammar that
have the highest resemblance with the utterance.

Since the dialogue for this demonstrator does not contain any complex instructions for the
computer to perform, the easiest way to handle errors would be to use the “undo” command.
It would surely be most annoying for the user if the system were to ask for verification each
time a command was spoken. Even feedback of the form of the system repeating the utterance
seems redundant since, sometimes, the feedback will be visual; the spoken command will
cause an action on the screen, so the user will immediately know if the command was
correctly recognised. If not, the user only has to say “undo”. However, since “undo” is just a
reversed command, this was not prioritised to implement.

/�/� ���3���	���
The feedback in this application is both visual and auditory. When the user has spoken a
command, the system repeats it. For some of the commands, for example when the colour of
an object is changed, the feedback is visual as well. An alternative to this redundant feedback
could be to skip the speech synthesis when the response can be given in other ways, but that
approach might be confusing for the user.

The system also indicates what the current state of the dialogue is. This may seem superfluous
but is quite helpful if an error has occurred and the dialogue may change state without the user
noticing it.

/�0� ����&����
���
As stated in the task specification (section 1.2), an evaluation of the demonstrator was not part
of this thesis. However, the speech subsystem was successfully integrated with the
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stereoscopic display and 3D-graphics in Italy6 (see section 1.2), so that a user requirement
study may be performed within the MultiSense project.

                                                
6 A demonstration video is available at http://www.speech.kth.se/multisense/ and also on CDROM in the TMH
Master of Science thesis archive.
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The task of this thesis was to construct a speech interface demonstrator in order to show some
of the things that can be done with speech technology today, with a future use in medical
applications in mind. Therefore, the interface should be intuitive, have high speech
recognition accuracy, have a fast response time and still be able to be tested by various users.
Some trade-offs were inevitable and due to the short time available for the development, the
system suffers from a few shortcomings.

The perhaps most apparent problem is the lack of robustness. This is partly due to the speech
detector, which is not optimal for this kind of application. When the speech detection does not
work properly, the speech recognition will be heavily affected, since sometimes only
fragments of the utterances will reach the recogniser. The recognition accuracy is also highly
dependent on the level of noise in the background. Furthermore, the system is very sensitive
to the recording volume; it is not enough to adjust the parameters once and for all, since the
distance between the mouth and the microphone might differ from time to time. Since a chain
is not stronger than its weakest link, these problems limited the options for the dialogue
structure and error handling. It seamed wiser to show a simple demonstrator than try to
implement an advanced dialogue that would cause a lot of errors. However, if these problems
are disregarded, the demonstrator shows a convenient way of manipulating graphical objects.
The vocabulary is perhaps a bit limited, but is still sufficient since the dialogue concerns a
very restricted domain. The application will be relatively easy to integrate with different
graphical devices, if the CTT broker is chosen for the communication between the modules.
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The dialogue will probably be modified in the future, as the task of the system grows more
complex. One of the reasons for using a speech interface is the naturalness in the interaction,
so a more fluent and flexible dialogue is desirable. With a more complex dialogue, the error
handling will be more in focus. As described earlier, the shape of the verification strategy
depends on how the dialogue is cut out. However, several other improvements have to be
made in order to provide sufficiently robust speech recognition to enable a more sophisticated
dialogue structure.

With a speech detector that listens continuously it would be possible to use a template based
dialogue strategy. When sufficient information has been given to the system in an arbitrary
order, the action can be performed. The system may ask for additional information if not
enough has been supplied within a specified time, or if the system has reason to believe that
some error may have occurred. However, as long as the dialogue is as simple as for the
present, this may seem superfluous.

The acoustical models currently used for the speech recognition are based on a speech
database with recordings made over telephone. Even though the input from the user of the
application is sampled with the same frequency as over a telephone line, in order to resemble
the acoustic models as much as possible, a lot of useful information is lost. Another way of
meliorating the accuracy is to train the recognition models specifically for a certain
vocabulary that suits the application. There is for example, already a speech recogniser that is
specialised on digits available at CTT. It is also desirable to adapt the acoustic models to the
users, especially if the system is to be used by non-native users (which is the case for this
demonstrator). The inconvenience is that the system has to be trained for each user, which is
time-consuming and limits the availability. Evidently, noise reduction will also facilitate the
recognition.

Clearly, a speech detector that is designed to handle speaker initiative would be desirable.
Otherwise some other solution (start command or push-to-talk) might have to be considered to
guarantee the accuracy of finding the start- and endpoint of an utterance and to detect what is
speech and what is not.

As pointed out earlier in this report, multimodality often improves the intelligibility of a
dialogue system. For some of the application scenarios for the speech subsystem within the
MultiSense project, e.g. for a tutorial, an artificial face may facilitate the dialogue, especially
the turn-taking. Other improvements on the feedback are also conceivable. If the current
speech detector were still to be used, one way of avoiding some problems would be to
indicate when the system is ready to listen and when it is busy. The current interface also
assumes that the user knows what commands that may be used in each state. Perhaps it would
be feasible to either let the user ask for help about what commands are currently available or
display a list of the alternatives on the screen.

As specified in the beginning of this report, the task for this thesis was not to entirely replace
the tracker that is currently used to control the objects on the 3D-display. However, in the
future it is desirable that the interface is totally hands free, since other modalities will be used,
such as a haptic interface.
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We have defined two groups of vocal commands:
•  simple commands
•  composite commands.

The same command might be applied to the different object available in the scene. We have
identified four objects in the scene:

•  femur
•  cup
•  stem
•  camera

To describe the commands the following syntax will be used:
Command [object1, object2, …., objectn]
This means that the following commands are expected from the user:
‘Command object1’
…..
‘Command objectn’

��"���� 	""����*
Hide [femur, cup, stem]
Show [femur, cup, stem]
Move [femur, cup, stem, camera]
Rotate [femur, cup, stem, camera]
Translate [femur, cup, stem, camera]
Zoom
Tune sensitivity
Set [femur, cup, stem] opacity [opacity values: 1-100 step 1]
Set [femur, cup, stem] colour [blue, red, yellow, green, violet]
17�"�����	��8��������
����8������#*
‘Hide femur’
‘Hide cup’
‘Hide stem’
‘Move femur’
‘Rotate camera’
‘Translate stem’
‘Rotate cup’
‘Set femur opacity 50’
‘Set cup colour red’
‘Zoom’

 	"�	������	""����*
Set [femur, cup, stem] opacity less/more
Zoom more / less
Rotate up / down / left / right
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In  this type of commands the user will say:
‘Zoom more’ pause ‘more’ pause ‘more’ pause ‘less’
‘Rotate left’ pause ‘left’ pause ‘up’ pause ‘down’ pause ‘down’ pause ‘left’

3	��������4���*
Of course when a command is not available we expect a feedback from the system saying
‘This command is not available’ o ‘can you repeat please’ etc.

The next table describes the commands expected from the voice recognition system
corresponding to the vocal commands described in the sections ���������������.

2� 0������������ �3�$���
�����������
Hide [femur, cup, stem] hide [femur, cup, stem]
Show [femur, cup, stem] show [femur, cup, stem]
Move [femur, cup, stem, camera] select [femur, cup, stem, camera]

move
Translate [femur, cup, stem, camera] select [femur, cup, stem, camera]

translate
Rotate [femur, cup, stem, camera] select [femur, cup, stem, camera]

rotate
Tune sensitivity tune sensitivity
Zoom zoom
Set [femur, cup, stem] opacity [opacity values:
1-100 step 1]

set opacity [femur, cup, stem] [opacity values: 1-
100 step 1]

Set [femur, cup, stem] colour [blue, red, yellow,
green, violet]

set colour [femur, cup, stem] [blue, red, yellow,
green, violet]

For composite commands, the reiterations of the command must be mapped always to the full
command: e.g. the sequence of commands “Zoom more, more, more, less” should be mapped
into “zoom more”, “zoom more”, “zoom more”, “zoom less”.

���0������������ ���$���
�����������
Rotate [Up, Down, Left, Right] rotate [up, down, left, right]
Zoom [More, Less] zoom [more, less]
Set [femur, cup, stem] Opacity [More, Less] set opacity [femur, cup, stem] [more, less]
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/* Provisory grammar for the MultiSense project

All definitions must end with a dot.
Definitions may span over several lines.
Word definitions should look like
label <major_white_space> transcription <whitespace> (word class

<white_space>)* .

label = The orthographical representation of the word.
Must not contain any of the characters . < > / *

<white_space>
transcription = HMM labels separated by a space character
word class = Defines this word to belong to this word class

 This word class is implicitly defined to include all
words with

 this specific word tag.
 The word class name must not contain any of the

characters . < > / * <white_space>
 The word class must be surrounded by < >.

white_space = space / major_white_space or any combination of these
major_white_space = line feed / tab / carriage return / new line or

any combination of these
multiple pronunciation alternatives are defined as:  transcr.1 |

transcr.2 | transcr.3 ...
Consequtive * are not allowed except in comment markers (comment

begin/end)

*/

- = sil | extral | noise;

0 = z Ieh r ehU | ehU | n O: t;
1 = w V n;
2 = t u:;
3 = T r i:;
4 = f O: | f O: r;
5 = f aI v;
6 = s I k s;
7 = s e v n;
8 = eI t | e t | ae t ;
9 = n aI n;
10      = t e n;

blue    = b l u:;
green   = g r i: n;
red     = r e d;
violet  = v aI eh l eh t;
yellow  = j e l ehU;

cup     = k V p ;
stem    = s t e m ;
femur   = f i: m eh | f i: m eh r;
camera  = k ae m eh r eh;

hide    = h aI d;
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show    = S ehU;

reset   = r i: s e t;
select  = s I l e k t;

move    = m u: v ;
rotate  =  r ehU t eI t;
translate  = t r ae n z l eI t;

left    = l e f t;
right   = r aI t;
down    = d aU n;
up      = V p;

less    = l e s;
more    = m O: | m O: r;
in      =I n;
out     =aU t;

zoom    = z u: m;
view    = v j u:;
set     = s e t;

opacity =    ehU p ae s I t I | ehU p ae s eh t I;
colour  =    k V l eh | k V l eh r;

tune      = t j u: n;
sensitivity  = s e n s I t I v eh t I  |  s e n s eh t I v eh t I;
quit      =   k w I t ;
back      = b ae k;
undo      = V n d ehU | V n d u:;
cancel      = k ae n s eh l;
okay      = ehU k eI;

/**************************************************************************
*****/
<digits>          = 1 | 2 | 3 | 4 | 5 | 6 | 7 | 8 | 9 | 10 ;

<colour>   = blue | green | red | violet | yellow;

<object>   = cup | stem | femur;
<all_objects>   = cup | stem | femur | camera;

<visibility>   = hide | show ;
<vis_command>   =  <visibility>  <object>;

<movement>   = move | rotate | translate;

<direction>   = left | right | up | down;

<rotate_camera>   = rotate <direction> ;
<mv_command>   = <movement>  <object>;

<less_more>   = less | more;
<in_out>   = in | out ;

<zoom_command>   = zoom  <less_more> ;
<zoom_view>   = zoom view;

<set_opac_com>  = set -? <object> -? opacity -? <less_more> -?;
<set_opac_com_digit>  = set -? <object> -? opacity -? <digits> -?;
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<set_col_com>   = set  <object>  <col_prop>;
<col_prop>   = colour  <colour> ;

<tune_command>   = tune sensitivity ;

/**************************************************************************
***********************************/
$<state_start>   = -? reset -? | -? <set_col_com> -? | -? <vis_command>
-? | -? <zoom_view> -?

  | -? <zoom_command> -? | -? <mv_command> -? | -?
<tune_command> -?

  | -? <set_opac_com> -?| -? <set_opac_com_digit> -?| -?
<rotate_camera> -? | - | -? quit -?;

$<state_zoom>   = -? <less_more> -? | -? okay -? | -? cancel -? | -;

$<state_move>   = -? <direction> -? | -? okay -? | -? cancel -? | -;

$<state_opac>   = -? <less_more> -? | -? okay -? | -? cancel -? | -;


