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Abstract 
Audio synthesis has been a technical and acoustical challenge for many years. 
Compared to other methods of synthesis, additive synthesis has a unique 
form of complexity. The simplicity of the principle of additive synthesis is in 
contrast with the difficulty of producing acoustically stimulating sounds. 
This has limited its adoption on the consumer market. 
The aim of this project was to create a software synthesizer, based on 
additive synthesis, with a simple user interface. The synthesizer would 
therefore simplify the development of sounds constructed with additive 
synthesis. 
Due to limitations in time and hardware, the exact specification of the 
synthesizer was not defined at the outset. Specification adjustments were 
made throughout the project so that the final result would match the 
limitations.  
The resulting product is a synthesizer with the ability to produce sounds 
based on additive synthesis. It is intended to serve as a platform for sound 
development and its limitations are primarily governed by the hardware in 
use. Additive synthesis has been proven to be a simple technique to 
implement. The use of this synthesizer will reveal the possibilities of additive 
synthesis in terms of sound development.  
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Introduction 
Sound can be generated in numerous ways. Any sound can be broken down 
into components. Fourier’s theorem states that any periodic signal can be 
represented with an infinite series of harmonic sinusoids. Sound can 
therefore be represented in such manner. Furthermore, sound can also be 
generated using this method.   

The inverse of disassembling sound into its sinusoidal primitives is to 
assemble such primitives in order to produce an audible experience limited 
only by imagination and technology. This is called additive synthesis and is the 
foundation of this project. Although additive synthesis has existed for many 
years, it has never suceeded in the consumer market.  

The aim of this project is to revive additive synthesis by creating an 
audio-engine that utilizes this technology. The resulting audio-engine is 
intended to serve as a tool for the development of sounds using additive 
synthesis. Audio output is controlled by data in mathematical form and the 
audio-engine is implemented as a plug-in to a host system.  

The outcome of this project is thoroughly dependent on the 
successful integration of several key components. These include software 
and hardware interaction, as well as less technological aspects such as human 
hearing. All of these have a significant impact on the final results. This report 
will provide a complete account of the development process including the 
choice of a platform; an introduction to the chosen platform; the theory of 
additive synthesis; human hearing; the resulting synthesizer including its 
limitations as well as future possibilities.  
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Figure 0.1 - The Kawai K5000 additive synthesizer 

Background 
The first electronic instrument was invented by the Russian physicist Leon 
Theremin in August 1920. The instrument, originally dubbed Aetherophon, has 
two antennae and is controlled by means of capacitive connections to the 
musician’s hands. 

Electronic musical instruments have been continuously developed. 
Some of the most noteworthy inventions on this path are the Moog modular 
synthesizer, the Hammond organ and the Musical Instrument Digital 
Interface (MIDI). The latter has revolutionized modern music production. 
MIDI introduced the concept of remotely controlled music to a young 
digital market.  

All digital synthesizers require some method of synthesis. The 
principle of additive synthesis is among the simplest methods. However, the 
development of additive synthesis is rather simple, but this is at the expense 
of user friendliness. This is probably the reason that has prevented greater 
adoption in the market. The Kawai K5000, released in 1996, is currently the 
most successful attempt to implement additive synthesis although it was only 
in production for three years. The aim of this project is to revive the method 
of additive synthesis.  
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Platform / Host 
A software synthesizer requires an interface to its surrounding hardware. The 
development of such an interface was not considered to lie within the scope 
of this project. A host system with the ability to add external functionality 
was therefore used. This section will describe the different host systems 
which were considered for this project and motivate the final choice.  

1.1 Choice of Platform 
A number of platforms are available that can integrate externally developed 
software. The external software is typically a package of functions that utilize 
the host platform’s interface to hardware and other built-in functions. The 
host for this project should readily provide access to hardware and provide 
supporting functionality such as a graphic user interface. For this purpose, 
the following software platforms were considered: 

 

Pure Data 

(http://www.pure-data.org) 

Steinberg VST 

(http://www.steinberg.net/en/ps/support/3rdparty/vst_sdk/downl
oad/index.php?sid=0) 

Microsoft DirectX 

(http://msdn.microsoft.com/library/default.asp?url=/downloads/li
st/directx.asp) 

Reactor  

(http://www.nativeinstruments.de/index.php?reaktor_us) 

After a period of evaluation of the host systems above, Pure Data was 
selected. Pure Data provides the requested functions mentioned above and 
its design was simple yet adequate. 

1.2 Introduction to Pure Data 
“Pd is a real-time software system for live musical and multimedia 
performances.”1 

PD provides a graphical user interface to manipulate audio data. 
Audio can be generated with the built-in simple oscillators and sent to audio 
output hardware. The PD host system includes a MIDI feature that enables 
control of certain audio parameters. Basic mathematical operations are 
accessible from the system that provides excellent tools to manipulate audio. 

                                                 
1 http://www.pure -data.org/ 
modules.php?op=modload&name=FAQ&file=index&myfaq=yes&id_cat=1&categories=General&parent_i
d=0#1 
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Results can be heard or displayed with numeric output or with featured 
graph output. 

1.3 Using PD 
1.3.1 Obtaining & Installing 

PD is open source software which means it can be obtained and used for 
free. Furthermore, its source code may be modified and shared with others. 
PD can be compiled and run on a Windows, Linux or IRIX platform. 
Support for essential tools such as MIDI is included as well as the less 
obvious ASIO drivers. 

1.3.2 Launch & Design 
PD is preferably launched from a command prompt. In this mode, several 
parameters can easily be passed to PD on startup. Parameters of interest 
comprise MIDI device initialization, DLL-library inclusion and loading of a 
PD-patch. 

In order to fully understand the module being developed it is 
important initially to be introduced to the PD system. In PD, the user can 
create advanced systems with patches which are at first blank graphical 
sheets. A useable patch is one in which suitable objects have been inserted. 
Objects can be of many different types such as functional objects, variables, 
display objects and file management objects. Except for deploying objects, 
the user must connect them adequately between inlets and outlets. In this 
manner, advanced structures can be created as objects process and pass data 
amongst one and other. 

1.4 Externals in Pure Data 
PD provides an interface for additional software development, enabling 
programmers to develop custom functionality and load it into the main host. 

External modules are written in the C/C++ language and compiled 
to a DLL-file (Dynamic Link Library). Any number of DLLs can be loaded 
into PD on startup and will provide for any object embedded within the 
DLLs. A single DLL may contain definitions for many objects. 

1.5 PD Documentation 
The task of developing external libraries for PD is complicated by the 
limited documentation available regarding externals. The manuals available 
rely primarily on the work of people not directly related to the PD system 
development. The manuals are primarily a reference guide and provide only 
limited guidance to inexperienced users. 
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Figure 0.1 - Physiology of Human Hearing  

The Module in Theory 
This section addresses all the theoretical aspects of the module. These 
include: 

- physiology of human hearing 

- alternative methods of synthesis 

- additive synthesis. 

1.6 Human Hearing 
“By definition, the sound quality of an audio system can only be assessed by 
human hearing.”2 

It is clearly important that an audio system designer considers the 
sensory ability of human hearing.  Furthermore, it is equally important to 
recognize the limitations in human hearing to optimize system design in 
terms of size, price or performance and not have excessive performance that 
cannot be perceived by a listener. 

1.6.1 Physiology 
Human hearing can perceive sound over a wide frequency spectrum and an 
incredible dynamic range, but also has a number of limitations.  The human 
ear is a complex sensatory organ. The human ability to process audio 
involves many complex stages and mechanisms. It is vital for any audio 
system designer to carefully consider these features in order to achieve 
satisfactory results. Therefore, a brief of the physiological description of the 
human hearing mechanism is presented at this point.  The structure of the 
human hearing mechanism is illustrated in Figure 4 .1. 

Sound is 
transmitted as variations in 
air-pressure.  These 
variations create 
movements in the 
tympanic membranes that 
are transferred to the 
impedance matching 
system of the bones in the 
middle ear. The last bone 
connects to the oval 
window of the cochlea.  

The function of 
the cochlea is similar to a spectrum analyzer. Audio information is decoded 
into different spectral bands. These spectral bands are called critical bands 
and limitations of the ear are evident within these bands. The frequency 
resolution is imperfect within the critical bands and the resulting effect is 

                                                 
2 J. Watkinson, The Art of Sound Reproduction , Focal Press, Oxford, UK, 1998 
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Figure 0.2 - The Fletcher-Munson Curves 

 

called masking. An example of this effect is when two frequencies with 
different amplitudes are within the same band. Only the louder frequency till 
be percieved and the frequency with less amplitude is masked. Furthermore, 
the human ear has limitaions in time resolution. The ear averages all received 
energy in periods of approximately 30 milliseconds. Reflections that arrive 
within this period are added to the loudness of the sound whereas later 
reflections are percieved as echoes. 

1.6.2 Technical Implications 
The impact of the performance of human hearing on an audio system’s 
technical requirements is illustrated below.  For example, the audible 
frequency range (20 – 20,000 Hz) of human hearing results in specific 
minimum requirements 
for the sampling 
frequency in a digital 
audio system if 
perceived loss of quality 
is to be avoided.  As 
higher sampling 
frequencies require 
faster performance, this 
directly affects cost.  
However, the minimum 
amplitude required for a 
specific frequency to be 
perceived by a human 
varies with frequency. 
The sensation of 
loudness for signals with 
equal amplitude 
therefore also varies 
with frequency.  

1.7 Acoustic-Mathematical Theory 
1.7.1 Methods of Synthesis 

There are a number of methods of synthesis used in modern instruments.  
The most common are listed below 

Additive Synthesis generates sound by adding sinusoids together. The 
sinusoids are controlled by envelopes in time, frequency and phase. The 
phase envelope is often omitted because its effects are considered inaudible.  

Subtractive Synthesis creates sound by producing many harmonics and 
then selectively filtering the harmonics to produce the desired waveform. It 
can be visualized as starting with “all sound” and then subtracting the parts 
not needed. All sound can be for instance white noise. 

Wavetable Synthesis produces sound by cycling stored samples. This 
form of synthesis is common in PC soundcards. Wavetable synthesis can 
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Figure 0.3 - Additive synthesis visualized with 3D spectrum 

create high-quality sound reproductions as the sample source is an actual 
instrument.  

FM Synthesis utilizes a carrier wave that is modulated by a modulator 
wave. FM Synthesis results in a spectrum with many partials even when only 
one carrier and modulator is used. FM Synthesis can therefore turn a simple 
signal into an advanced spectrum. This is advantageous because an advanced 
spectrum is often desired in the sound but there are also certain 
disadvantages. It is difficult to predict the results and therefore sound 
development must often be done by trial and error. 

In wave-shaping, a simple signal is transformed non-linearly into a far 
more complex signal. With simple mathematics, a sine wave can be 
transformed to a signal with wide frequency spectrum. 

1.7.2 Additive Synthesis 
The concept of additive synthesis is the foundation of the project. 

The technique of additive synthesis dates back to the middle ages 
when pipe organs were operated by adding together multiple pipes, or 
partials, to create the desired sound. More recently, the Teleharmonium of 
the early 1900s generated sound with many electro-mechanical generators.  

According to Fourier, any periodic wave can be represented as a sum 
of sinusoid terms. A common way to visualize this is to Fourier transform 
any signal from the time domain, where the amplitude of the combined 
waveform is expressed at different points in time, into the frequency 
domain, where the amplitude of each constituent sinusoid term is expressed 
at different frequencies.  This creates the spectrum of the waveform in 
question.  The Fourier transform F(w) is expressed as the sum of dirac 
pulses. 

Since the inverse transform of a sum of Dirac pulses is a sinusoid 
wave it follows that the summation of sinusoid waves can generate any 
spectrum in the frequency domain. If the amplitudes of each sinusoid, or 
partial, would vary over time, the result can be described in a three 
dimensional spectrum as in figure 4.3 below. This is additive synthesis.  
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There have been many attempts to simulate acoustic instruments 
with additive synthesis. For example, there was a great effort in Sweden to 
create a databank of instruments in the 1960s and 70s. Simulation is difficult 
due to a few characteristics of the sounds of acoustic instruments. Only 
periodic signals can be realized with Fourier’s theorem. This imposes a 
difficulty when simulating instruments since the sound generated acoustically 
changes and is therefore only periodic in short intervals. For this reason, new 
data must be supplied very often which will place high demands on 
processing capacity. Because of the dynamic nature of instrument sounds, 
each sinusoid or partial needs an independent amplitude envelope. Each 
partial’s frequency tends to vary over time which requires independent 
frequency envelopes. This results in a large amount of input data being 
required. With adequate data, any instrument can be simulated. However, the 
vast amount of input data needed makes additive synthesis difficult to 
program and to manipulate.  This has limited the number of commercial 
products based on additive synthesis. 

One product implementing additive synthesis stands out among 
others in its category, namely the Kawai K5000S. This advanced synthesizer 
was introduced in 1996 but went out of production in 1998.  It is likely that 
the complexity required in the K5000S resulted in costs that were too high to 
enable market acceptance  
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Module Development 

1.8 Method of Development 
As this project investigated new techniques that were to a great extent 
dependent on the availability of certain hardware and software components, 
it was difficult to exactly define the ultimate outcome at the outset. 

Initially, only a general aim was defined and the specifics of the 
implementation were only suggested.  As the project progressed and various 
solutions were evaluated, the plan and goal were adjusted to reflect the 
realizable implementation of the technology. 

1.9 Key Stages  
The complexity of this project required that it was divided into a number of 
smaller components that were developed separately and in parallel and were 
subsequently integrated into the combined module. 

1.9.1 Basic Dynamic Link Library 
The first objective was to create a simple dynamic-link-library (DLL). In 
accordance with programming traditions, this DLL was made to only print 
“Hello World”, to demonstrate an initial working DLL. The creation of the 
DLL provided experience in working with the PD interface. 

1.9.2 Basic Oscillator 
Following the successful use of the interface, further development was 
concentrated on creating sound. A simple sound was sufficient and an 
oscillator that only generated a sine-wave was created. The oscillator 
contained no functionality, nor choice of parameters. 

1.9.3 Advanced Oscillator 
Any musical instrument will require the ability to select pitch. At this stage it 
was possible to control the oscillator in frequency and amplitude. Although 
this introduces only modest audible differences, it establishes the ability to 
incorporate PD-objects with the external module. At this stage, the PD user 
interface therefore allowed control over parameters within the module. 
Harmonics were also added at this stage. At this point it was only possible to 
control the amount of partials but not their respective envelope.  

1.9.4 Advanced Oscillator with Simple Controls 
The synthesizer must have the ability to control the envelopes of the 
numerous partials in a fashion that creates stimulating sounds. The initial 
approach was to configure the harmonic envelopes manually in real time, i.e. 
while playing the instrument. It should be emphasized that the process of 
controlling harmonics individually introduces a significant load on the host 
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CPU. As a result, hardware limitations became increasingly apparent at this 
point. 

1.9.5 Advanced Oscillator with Advanced Controls 
Finally, when the prototype could produce audio and supply some control 
features, only hardware and imagination limited what could be done. It may 
seem as if this final stage was a minor part of the project, but as the 
boundaries are endless, this stage could continue forever. Since a basic 
instrument had been created at this point, unlimited effort could be put in to 
add further functionality. Some different functionality was implemented at 
this point before a final specification was designed. The complete 
implementation of the final specification constitutes the end of this project.  
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The Resulting Module 
The constructed synthesizer was analyzed for strengths and weaknesses. In 
performing the analysis, it was necessary to provide a complete account of all 
the functions and possibilities of the module. In addition, it was important to 
identify the shortcomings of the resulting product so that its performance is 
precisely defined. The project can become a foundation for future projects 
enhancing this prototype. 

1.10 General Functionality 
The original aim for this project was to create a generic synthesizer 
employing additive synthesis. It was intended to be a plug-in to a host system 
with the ability to control audio output via analytical functions. Sound would 
thus be controlled in both the time and frequency domain by means of 
mathematical functions governing both envelopes. It was, however, decided 
at an early stage that the implementation of a parser for mathematical 
functions was not a vital part of this project. 

In accordance with the earlier discussions, the resulting module 
comprises an object in PD. As such, any PD patches can instantiate the 
module in which all of its functionality will be available.  

As the synthesizer is based on additive synthesis, the end user is 
expected to manage a substantial amount of parameters. More specifically 
these are: fundamental frequency (f0), amount of partials or harmonics (N), 
master amplitude level (a0), critical band intervals, amplitude envelopes and decibel 
resolution. Some of these parameters are as easily controlled by the user as 
they would be on a regular instrument. For instance, the fundamental 
frequency is simply that which is given when a key is pressed on the MIDI 
keyboard. Similarly, master amplitude and amount of partials are set with an 
integer value in the PD patch. Thus far, the user interface is straight forward 
and somewhat compatible with regular instruments. However, the amplitude 
envelopes increase complexity. The manipulation of amplitude envelopes is 
the essence of additive synthesis and, not surprisingly, many discussions 
concerning the development have focused on how the user would 
manipulate envelopes. In fact, controlling an envelope is the main challenge 
in additive synthesis and such techniques can be developed indefinitely. 

Initially, the ultimate goal was to allow users to govern envelopes 
with analytical expressions. Since the simplest analytical relationship is that 
of a straight line, this was implemented first. The envelopes were controlled 
such that all partial amplitudes depended on a straight line function in the 
amplitude-frequency graph as illustrated in figure 6.1.  
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Figure 0.1 - Amplitude as linear function of frequency 
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The amplitude line had a negative slope which resulted in lower 
amplitudes at higher frequencies. Over time, the absolute value of the slope 
increases and thus the resulting tone will loose its high frequency content. 
The effects over time were only audible when a tone was sustained. That is, a 
key was hit and held down.  

The following step would have been to develop a parser for arbitrary 
functions supplied by the user. This line of development was aborted at this 
stage due to the complexity involved and existing alternatives investigated.  
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Figure 0.2 - Levers in Every Frequency Band 
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The limited time available for the project determined how envelopes 
were to be controlled. The frequency domain was divided into critical bands 
corresponding to those in human hearing.  The envelopes were controlled in 
a fashion similar to a regular hi-fi equalizer. By stretching the center point of 
a critical band up or down, a lift or sink is created in that band.  

Figure 6.2 above illustrates this. The user can supply any layout for the 
critical bands and is not limited by that of human hearing. Since the control 
of the synthesizer is similar to that of an equalizer, this feature provides for 
great flexibility in terms of generated sound. However, the dynamic nature of 
the bands is somewhat limited as they are only set at initialization and will 
not vary over time. Limitations are discussed further in later section.  

The control points or levers within the critical bands can, as 
mentioned, be moved manually during play. Although this will alter the 
sound, it is not convenient for musicians simply due to the lack of limbs. 
Therefore it is necessary for the sound to have presets as is also the case on 
any synthesizer. Presets are stored in text files and provide information on 
how each lever varies over time. The time domain is represented with the 
commonly used Attack-Decay-Sustain-Release (ADSR) intervals. The ADSR 
intervals are a general method of describing the envelope of a musical 
instrument. The preset file must contain the length of time, in milliseconds, 
and destination decibel for each of the states in ADSR. Also, each lever can 
have independent settings for its ADSR envelope. See figure 6.5 for a typical 
ADSR envelope.  
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Figure 0.4 - Objects appearance in PD 
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Figure 0.3 - Typical ADSR Curve  
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1.11 Synthesizer Object 
In order to completely grasp the operations of the synthesizer, this section 
provides the details of the internal operations within the synthesizer object. 
When the object is created, it appears as in figure 6.4 below. 

All the functionality is hidden from the user and only inputs and outputs are 
visible. There is only one output from the object and it should be connected 
to a Digital-Analogue-Converter (DAC) object in PD. The inputs are 
declared in the following table: 
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Inlet index Variable 

1 Frequency (Hz) 
2 Global amplitude 
3 No. of partials 
4 Key velocity 
5 dB resolution 
6 Lever 1 
7 Lever 2 

… … 
24 Lever 19 
25 Lever 20 

 

1.11.1 Initialization Routine 
When the synthesizer object is created it will initially perform its 

initialization routine. At this point, the text files containing sound data and 
frequency band data are read and processed. The data is stored in vector 
variables and there is some manipulation of the data. For instance, the 
ADSR time intervals, given by the user in milliseconds, are converted to 
number of samples. For example, if 1000 milliseconds is read on a 44,100 Hz 
system, the value will be converted to 44,100 samples. This is done to avoid 
unneccesary calculations in the performance routine. Also, flags and other 
variables are initialized at startup.  

1.11.2 Performance Routine 
This routine is the core audio engine. It is called on by PD for each buffer 
which, by default, is 64 samples in length. Hence, when this routine is 
completed, 64 samples have been computed by the synthesizer. This section 
will describe in detail how samples are generated and how the module 
handles key events from the user.  

1.11.2.1 User Variables 

After initialization, the module contains data read from the sound file and 
frequency band file. Some data can and must be supplied by the user at 
runtime. The parameters that must be supplied are as follows. 

Each time a key is hit, the fundamental frequency (F0) and key 
velocity (KV) is transmitted to the module via MIDI. As opposed to the 
MIDI domain of 128 integer values ( 1270 ≤≤ M ), the module requires 
frequency input to be in Hertz and key velocity to be a member of the 
domain D where 10 ≤≤ D . In addition, the module requires a global 
amplitude (A) which can conveniently be connected to the MIDI volume 
controller. Again, the MIDI domain must be scaled so that inbound values 
are members of D. The number of partials (N) must be supplied by the user 
and must be a positive non-zero integer value. The upper bound of N is 
ultimately limited by system CPU and sampling frequency.  The MIDI 
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domain defines the dynamics of the system. With 0 dB corresponding to 
MIDI value 127, the user must determine the dB resolution (dBr) which in 
turn will define the dynamic range (R) of the system. This presents the 
obvious trade-off between dynamic range and resolution. For example, a 
resolution of 0.5 dB per MIDI value results in a dynamic range of 
approximately 060 ≤≤− R dB while 0.25 dB per MIDI value corresponds 
to 030 ≤≤− R dB. 

The control of the graphical levers may be manipulated by the user. 
However, it is recommended that the patch initialize them to 0 dB so that 
they do not affect output. The levers are mainly intended to provide the 
possibility to adjust sound during play. Therefore, there are no requirements 
on these settings. 

1.11.2.2 Compute Sound 

The internal structure of the performance routine is based on different 
states. All levers possess a state corresponding to their respective position in 
the ADSR sequence.  

 

State Description 
0 Partial is Off 
1 Partial in Attack state 
2 Partial in Decay state 
3 Partial in Sustain state 
4 Partial in Release state 

It should be noted at this point that all levers have independent states which 
means they have independent envelopes. This is visulized in figure 6.5. 
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For each sample, the module must compute N partials. Although partials 
may lie within the same band, this is not generally the case.  

Figure 0.5 - Three independent envelopes 
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Figure 0.6 - Two partials in the same band 
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Each lever has a counter which indicates, in number of samples, how long it 
has progressed within a state. Before the partial is actually computed, the 
module first checks if the partial’s state has timed out. If so, that particular 
state is upgraded. The lever, which controls the partials frequency band, is 
incremented to the next state in the ADSR envelope. 

Next, the actual value of the lever for this sample is computed. The 
counter provides information on how long time (t) has been spent in the 
state and interpolation will give the state’s current value. The start value for 
any state is found in the sound file. 
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dBtot dBfile dBpatchA A A= +  

 

With variables as in the figure above, the amplitude is found with the 
following formula: 

 

 

 

 

 

 

Recall that the patch provides a graphical user interface for the user to 
further modify the position of any lever. The interpolated value is then 
added to the value provided by the patch.  

From the total amplitude of this lever, the amplitude of this particular partial 
is calculated through interpolation. 

Figure 0.7 - ADSR interpolation 
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With variables from figure 6.8, the interpolation can be expressed as follows: 

At this point, the logarithmic amplitude is converted to linear amplitude. 
 

 

Figure 0.8 - Partials amplitude found with interpolation 
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nA is the relative amplitude for this particular partial. The actual amplitude 
of this partial is given by 

 
where θ  is the phase for this sample.  
Subsequently, the amplitudes for all partials are accumulated and given by 

 

 

 

 

 

 

The accumulated amplitudes are normalized by the number of partials used 
and multiplied by the global amplitude set in the patch. This value is added 
to the output buffer. 

 

 

 

 

 

 

The cycle is repeated for each sample in the buffer.   

1.11.2.3 Key Events 

For any performing synthesizer, it is essential to keep track of keyboard 
events. There are basically four possible events as depicted in the following 
truth table. 

 

Stage Keyboard key hit Note in progress 

1 FALSE FALSE 

2 TRUE FALSE 

3 FALSE TRUE 

4 TRUE TRUE 

*sini nA A θ=  

1

N

acc i
i

A A
=

= ∑  

*global
acc

A
output A

N
=  



25 
 

 

More precisely, stage 1 refers to the silent state; stage 2 implies a key was hit 
from silence; stage 3 occurs when a key was released during play; and stage 4 
is the sustain state when a key is held down for a period of time. 

Any key event is only processed once per buffer or per 64 samples. 
The latency corresponding to 64 samples in a 44,100 Hz system is 1.5 
milliseconds. This is far below the latency of the sound card and therefore 
the experienced latency is unaffected. The processing of key events once per 
buffer as opposed to once per sample significantly reduces CPU load.  

The first case, stage 1, will only produce silence. If a note was in play 
prior to this stage, all partials must pass their respective release state before 
stage 1 will occur.  

In stage 2, a new sound is initialized and all counters and states are 
reset. All partials are set to the attack state. 

Stage 3 corresponds to the way in which regular instruments are 
often played. A key is hit but then released while the note is in mid play. In 
this case, all partials are moved to the release state. Independently of each 
partials prior position in the envelope, they are all set to release with a slight 
modification. Instead of interpolating from the release data available from 
the sound file, the current amplitude is used for interpolation. This is critical 
or there will be irregular leaps in amplitude. Irregularities such as these are 
easily audible and must therefore be avoided. The figures below illustrate 
both the smooth and irregular switch to the release state. 

 

 

 

Figure 0.9 - Correct move to release state 

A
tta

ck

Decay

Sustain

File Release

time

am
pl

itu
de

Release point

trtr

New Release

A
tta

ck

Decay

Sustain

File Release

time

am
pl

itu
de

Release point

trtrtr

New Release



26 
 

Stage 4 occurs when a key is hit and sustained indefinitely throughout the 
note. This stage occurs inevitably since hardware latency forces several 
buffers to contain a key hit. Nevertheless, sustain can be maintained 
intentionally for as long as its state is defined in the sound file. 

 

Figure 0.10 - Incorrect move to release state 
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Limitations 
The most tangible forms of limitations are those of hardware and 
development time. Other limitations are by design and are mainly brought 
forward to motivate their existence. 

A project requires clear limitations in order to plan for its 
completion. If no limitations were allowed the project time would continue 
indefinitely. In this case, limitations were especially important given the fact 
that there were many unknown parameters in the beginning of this project. 
Decisions for many of these variables were complicated because of their 
interdependent relationship to other variables. It was not possible to simply 
set one parameter without careful inspection on how this affected others.  

1.12 Hardware Limitations 
The specification of the system used in this project is detailed in the 
following table: 
 

Hardware / Software Specification 
CPU Intel 1000 MHz 
RAM XX MB 

Sound Card Creative 
Operating System (OS) Microsoft Windows 2000 

Programming Environment Microsoft Visual Studio .NET 
The key limiting factor in hardware is the CPU. It should be noted that on a 
44,100 Hz system, one sample must be computed in less than 23 
microseconds. With the hardware used, this is equivalent to 23,000 clock 
cycles. Although this appears to be a large number, only a fraction of this 
amount is available to PD, and thus, the synthesizer engine. In any user 
environment, there are at least a handful of OS specific processes that run in 
parallel with PD. Without plunging into the details of how Microsoft 
Windows controls the CPU, it must be acknowledged that the behavior of 
the OS is unpredictable in terms of clock cycles. Therefore it is not known 
exactly how many operations can be performed per sample. However, the 
limitation in CPU strength was anticipated, and instead, optimization of the 
synthesizer code was emphasized during the development. 

Also, the module was designed in a fashion that was predicted to 
meet the performance of the CPU in use. The amount of features was 
therefore limited and designed to reduce the complexity of the calculations. 
Details on such limitations are discussed in the next section. 

The way in which a user will experience hardware limitations is 
primarily twofold. The CPU strength determines how many partials the 
system supports and the responsibility to select an adequate amount is left to 
the user. The precise effects of overloading the CPU, with an excessive 
amount of partials will vary in each case, but will degrade the resulting 
output. Users will also encounter hardware limitations in latency. This is the 
delay between a key event and its audible effect on output. The typical 
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example of latency is the delay from when a key is hit to when sound is 
actually heard. Latency generally becomes perceptible when exceeding values 
of around 20 milliseconds. For values above 50 milliseconds, it will not be 
possible to play. PD’s sound buffer is only 64 samples and such latencies are 
inaudible. Any regular PC sound card though, is expected to impose 
latencies of at least 20 milliseconds. The resolution for the issue on latency 
would be to install special sound cards aimed for music production. They are 
regularly equipped with fast drivers that reduce latency to below 20 
milliseconds.  

1.13 Limitations by Design 
Hardware only imposes physical boundaries to the performance of the 
module. In contrast with hardware limitations, some limitations are of 
subjective nature. The latter arises from the somewhat contradictory aim of 
the project: simplicity of use yet with complete control. These two concepts 
can today not coexist and a compromise between functionality and user 
friendliness must be determined. 

For example, the flexibility in which partials are controlled is limited 
in both frequency and time domain. The time domain is quantized into the 
four states: Attack, Sustain, Decay and Release. Likewise, the frequency 
domain is quantized into frequency bands. The quantization should not be 
considered a limitation in itself - for any domain. Rather, the linear 
interpolation within a state or frequency band is a limitation. Some form of 
interpolation must be used though, or else the input data requirements 
would become excessive. The interpolation could be enhanced by the use of 
Bezier curves or polynomials. The reasons for not implementing any of these 
are twofold. Firstly, additional calculations would increase CPU load and 
reduce the number of partials that could be processed. Secondly, any other 
form of interpolation would place demands on the user to properly manage 
such curves. Hence, linear interpolation was considered adequate for this 
prototype. In the time domain, the division into an ADSR envelope is a 
widely accepted method. This can be confirmed by inspecting virtually any 
existing hardware or software synthesizer. The method of ADSR envelopes 
brings about two main advantages. It is easily manageable and since it has 
been a common method for years, any user with prior experience can 
transpose earlier programming skills to this synthesizer.  

The synthesizer is monophonic which implies that only one 
fundamental frequency can be processed at a time. This is indeed a limitation 
but again it would require additional CPU strength to compute multiple 
notes simultaneously. With more powerful hardware it should be possible to 
instantiate several synthesizer objects to handle polyphonic output.  
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Figure 0.1 - Band layout in verification 
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Band 4 Band 7 
time (ms) dB time (ms) dB 

400 0 400 0 
50 -4 50 -8 

1500 -4 1500 -8 
500 -60 500 -60 

 

Verification 
In order to verify the performance of the synthesizer, the output for a 
certain condition was recorded and analyzed. In the test, the synthesizer was 
set to play a note with two partials. The recorded output was then spectrum 
analyzed to confirm the ADSR progress of the partials. Both partials were 
set to 0 decibels after the attack state. The first partial’s amplitude was then 
decreased by 4 decibels and the second partial by 8 decibels. The test will 
show in a sequence of graphs how the partial’s amplitudes change as they 
progress through their ADSR envelopes. The relative changes in amplitude 
of the partials are expected to follow the changes specified in the sound 
bank. 

Furthermore, the length of the decay and sustain state set in the 
sound bank was confirmed by their respective lengths in the recording.  

The specific conditions of the test are depicted below. 
 

Variable Setting 
Fundamental frequency 350 Hz 

No. of partials 2 
Played partials 350 & 700 Hz 
 

The layout of the critical bands is visualized in the figure below.  

It is clear from the band layout that the partials played are located in bands 4 
and 7. The ADSR envelopes for these bands were as follows: 

 

The recorded wave from this test is shown in the figure 8.2 below. 



30 
 

Figure 0.2 - The recorded wave  

 

However, little can be deducted from a visual of the waveform. Therefore, 
the sample was spectrum analyzed and the following graphs show the results.  
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Figure 0.3 - The recorded wave selected in the attack state 

 

First, the wave was considered at the end of the attack state. This interval is 
shown in the figure below.  

The following two graphs show the initail decibel value for each part ial at the 
attack state’s culmintaion. This amplitude corresponds to the zero decibels 
set in the sound. 
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Figure 0.4 - Frequency spectrum showing first partial in the attack state 

It can be seen in the graph above that the first partial’s amplitude was -18.30 
dB at the end of the attack state.  
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Figure 0.5 - Frequency spectrum showing second partial in the attack state 

 
The respective value for the second partial was -25.24 dB.  
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Figure 0.6 - The recorded wave selected in the sustain state 

 

Next, the partials were considered when they were in the sustain state. This 
interval is highlighted in figure 8.6 below.  
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Figure 0.7 - Frequency spectrum showing first partial in the sustain state 

 

The following two graphs show the amplitudes of the partials in the sustain 
state.  

It can be read from the graph in figure 8.7 that the first partial’s amplitude 
was -22.30 dB in the sustain state. 
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Figure 0.8 - Frequency spectrum showing second partial in the sustain state 

 

Figure 8.8 above shows that the second partial’s amplitude was -33,01 dB in 
the sustain state. The following table summurizes the partials’ amplitudes. 

 

 First partials amplitude 
(dB) 

Second partials amplitude 
(dB) 

Attack state -18.3 -25.24 
Sustain State -22.3 -33.01 

Since the first partial is located in the centre of a critical band, it should have 
decreased as much as its corresponding lever did. According to the graphs 
the first partial decreased with 

 

22,30 ( 18,30) 4,0− − − = − dB 

as it was set in the soundbank. Since the second partial was located slightly 
beside the lever frequency, the decrease in amplitude should be slightly less 
than that of the levers decrease. The second partial decreased approximately 
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33,01 ( 25,24) 7,77− − − = − dB. 

This is slightly below the -8 dB stated in the sound bank.  
Furthermore, the length of the decay and sustain state was measured 

graphically and found to be 1,550 seconds. This is in accordance with the 
sound bank where were this interval was set to 

 

1500 50 1550+ =  milliseconds. 

 

The verification has therefore shown that the synthesizer performs 
according to its theoretical specification.  
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Conclusion 
Additive synthesis has been proven to be a method which can generate 
complex audio relatively easy. Still, the tough demands on hardware bring 
about undesired limitations. With adequate hardware support, an exciting 
future improvement would be to implement a parser mechanism for 
arbitrary functions to govern partials. Although this would make the module 
more complicated, it would provide for even greater possibilities in terms of 
sound development. Another likely improvement would be to enable the 
synthesizer to play polyphonic sounds.  

Originally, the module was supposed to accept arbitrary functions to 
control envelopes. This was abandoned since it was determined to be 
unimportant to implement a mathematical parser. As an alternative, the 
synthesizer was limited to work only with linear interpolation. At the same 
stage, the limits of the CPU strength were considered thoroughly. Given that 
it was not possible to exactly foresee how many operations could be 
performed per sample, it was decided to maintain modest functionality.  

A great deal of knowledge has been accumulated in the art of 
programming digital audio applications. Some extremely important aspects 
have been isolated. For example, the tremendous sensitivity of the human 
ear demands the outmost care in the computation of every sample. Even a 
non musician will easily detect any skew in amplitude from a smooth curve. 
Also, the devastating effect of poor normalization has been experienced on 
several occasions. The PD buffer should only be fed by values within the 
range [-1, 1]. Any greater value will create an unbearable distortion and 
render the module useless. This is solved by normalizing the output with the 
amount of partials used. Since the greatest value a partial can add to the 
buffer is unity, the result after normalization must be less than unity.  

Aside from digital audio programming, the project has provided 
experience in other aspects such as optimization and general functionality in 
PD. Optimization was considered not only to reduce CPU load but also to 
uphold a good programming style. As far as PD is concerned, great efforts 
were made simply to understand the basics of creating externals, despite the 
limited documentation available.  

This prototype provides a great degree of freedom to create 
astounding sounds. An immense amount of work can still be done on the 
development of sound banks for this synthesizer. Such efforts are essentially 
of acoustic nature and are entirely left to the user. With significant data, the 
synthesizer might be able to mimic actual instruments, but for sure, this 
prototype already provides the basis for developing sounds limited only by 
imagination.  
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Figure 0.1 - Typical patch using the synthesizer module 

 

Appendices 

1.17 Synthesizer Manual 
This section will describe how the synthesizer is started and used. 

1. Verify that all cables are connected 

2. Place the files sound.txt and band.txt in the  

/…/pd/bin/ directory 

3. Run PD with the following command so that MIDI devices 
are activated and the patch is loaded. 

pd -midiindev 1 Add_Synth_Patch.pd 

The patch is assumed to be dubbed Add_Synth_Patch.pd.  

4. At this point, PD should start with the patch in full view. As 
shown in the figure 11.1. 



41 
 

5. Press the “Init” message on the patch to send some default 
values to the patch and synthesizer. 

6. If required, edit the number of partials. 

7. Verify that the global amplitude is not zero. 

8. Activate “compute audio” in PD by clicking the box in 
PD’s main window. Or press CTRL - / 

9. The synthesizer is now ready to play.  

 

 

Figure 0.2 - Activation of audio in PD 
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pd_nt: this____is____the____oscillator____theosc_tilde.dll 
 

.SUFFIXES: .dll 
 

PDNTCFLAGS = /W3 /WX /DNT /DPD /nologo 
VC="C:\Program Files\Microsoft Visual Studio .NET\Vc7" 

 
PDNTINCLUDE = /I. /I\tcl\include /I\ftp\pd\src /I$(VC)\include 

 
PDNTLDIR = $(VC)\lib 

PDNTLIB = $(PDNTLDIR) \libc.lib \ 
 $(PDNTLDIR)\oldnames.lib \ 
 $(PDNTLDIR)\kernel32.lib \ 
 "D:\Data\Appz\pd\bin\pd.lib" 

 
 

.c.dll: 
 cl $(PDNTCFLAGS) $(PDNTINCLUDE) /c $*.c 

# link /dll $*.obj $(PDNTLIB) 
 link /dll /export:$*_setup $*.obj $(PDNTLIB) 

1.18 Externals for PD 
This section will outline some important steps to have in mind when 
developing externals for PD. 

1. Externals are compiled to .DLL files. 

2. First, compile some simple source code following the PD 
distribution.  

3. Compilation of a simple external is best done from the prompt 
with a makefile . 

4. For the convenience of future developments, a sample make file 
is provided below. The highlighted sections must comply with 
the local system settings. 

5. Finally, the file m_pd.h, which is the PD interface, must be 
placed in the directory of the source code. 

 
 
 


