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Sammanfattning 
I det här projektet letar man efter ett sätt at analysera ljudaktivitet. Syftet är att 
utforma ett system som skall visa på aktivitet på ett café. Den erhållna informationen 
skall i framtiden användas som indata till en Informativ Konst installation. 
 
Till att börja med definierades aktivitet. En modell med skratt som huvudaktivitet framlades. 
Med hjälp av en mikrofon spelades ljuddata in från den framtida platsen för Informativ Konst 
installationen. Ljudbilden i lokalen består mestadels utav babbel eller cocktailbrus. Hela 
modellen skapades i matematiska analysprogrammet MATLAB och den kan automatiskt och 
konstant analysera ljudet på caféet. 
 
Skrattdetektionen utförs genom att man utnyttjar bland annat bandenergiförhållanden och 
periodicitetsanalys medan fyra features tar hand om analysen av ljudbilden i sin helhet. Ett 
antal variabler från skrattdetektorn optimerades för bästa resultat. Modellen testades sedan 
med ljudfiler från inspelningarna. 
 
Resultaten visar att det är möjligt att separera skratt från de övriga ljuden på caféet. 66% av 
det testade skrattet gick att känna igen med en feldetektion på 26%. När modellen testades 
med skratt från en taldatabas fick man ett resultat på 56% detekterat skratt och 5% 
feldetektion. Detta visar på att det verkligen är skrattets karakteristiker som detekteras. Man 
visar också ett sätt att kombinera skrattdetektion med features för att presentera aktivitet. 
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Abstract 
In this project a method to detect and classify sound activity are investigated. The purpose of 
the project is to design a system that indicates human sound activities inside a coffeeshop. 
The parameters generated by the system will in the future be used to control an Informative 
Art installation. 
 
To begin with activity was defined. A model with laughter as the principal activity being 
detected is proposed. Sound material from the future location of the Informative Art 
installation coffeeshop was gathered using one microphone. The sound landscape consists 
mainly of party or cocktail noise. The model was constructed entirely using the mathematics 
analysis program MATLAB and it can run independently constantly analyzing the sound at 
the location. Laughter is detected as a specific activity using amongst other properties Band 
Energy Ratios and periodicity analysis while four features provide for the analysis of the 
general sound landscape. A number of variables from the laughter detector were optimized in 
order to achieve good results. Testing of the model was executed with sound files obtained 
from the recordings.  
 
The results show that it is possible to separate laughter from other sounds inside the 
coffeeshop. 66% of the tested laughter is detected with an error rate of 26%. When testing the 
laughter detection with laughter samples from a speech database gave a detection result of 
56% and an error rate of 5%. This confirms that the characteristics of laughter are being 
detected. A way of combining the features with laughter to suggest activity is also presented. 
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1. Introduction 
The work presented in this report is part of the “Informative Art” project at the Viktoria 
Institute in Gothenburg. The Informative Art project is lead by Lars-Erik Holmquist, Sara 
Ljungblad and Tobias Skog. It aims at using artworks as a way of displaying information. The 
information is provided in a non-intrusive manner. The displays are intended to run in the 
background, to be constantly updated and in this way reflect dynamically changing 
information. In the long-term, informative art is meant to be a part of our every-day 
surroundings much like traditional artwork. [1] 
 
The task addressed in this Master Thesis is to detect and classify activity in a public 
environment with the intent to make visualization possible. In order for this to be possible, a 
system, which will control the visualization by detecting and identifying activity, must be 
designed. This master thesis will concentrate only on the aspect of the activity detection 
through sound analysis and hence doesn’t treat the design of the visualization. The 
Informative Art installation is intended to be placed at the Espresso House Café in 
Gothenburg will be the coffeeshop “Espresso House” in Gothenburg, Sweden. 
 
Such sounds as laughter, cheering or even crying, represent a rich source of information in 
order to detect human activity. Other more abstract forms of emissions such as speech 
rhythm, presence of sudden sound impulses, spectral gravity, etc., can also contribute to the 
overall understanding of the activity in a public place. Traditionally, speech recognition 
efforts have been primarily aimed at recognizing words or sentences, thus treating extra-
lingual components as unwanted residue.  
 
One of the problems with activity detection is that the cues that are necessary for proper 
detection are very subtle and in many ways speaker dependant. Further, the environment of 
the coffeeshop is such that the exclusive presence or even dominance of one sound source is 
very rare. Instead we are dealing with a sound setting where various sources (several 
speakers, music, utensil-noise, etc.) are present at the same time, making up a mixed and 
hard-to-analyze sound landscape. 
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2. Background 
 
2.1 Conditions 
The coffeeshop “Espresso House” (see fig. 1) will be the location of the informative art 
installation. The activity, that is the sound activity inside a room of this coffeeshop, will be 
analyzed and appropriately visualized. Hence, the conditions for this project are the 
following: 
 

•  Future location of the informative art installation: Room inside the coffeeshop 
“Espresso House” (Gothenburg) 

•  The analysis of the sound environment inside the room will be visualized 
•  Real time or close-to-real time performance for the activity detection module 
•  28-30 seating places 

 
The room where the activity detection will take place is, as mentioned above, found inside the 
Espresso House coffeeshop in Gothenburg. It is basically rectangular measuring 
approximately 4,5 by 6,7 m and has three windows plus two large openings towards the main 
room of the coffeeshop, one of which is also the entrance. The room is also elevated roughly 
1,5 m above the level of the main room. Eleven regular tables with chairs and one coffee table 
surrounded by armchairs create around 30 seating places at this venue.  
 
 

 
 

Figure 1. Future implementation location. Also the setting for the recordings, coffeeshop ‘Espresso 
House’ in Gothenburg, Sweden 

 
 
 



 8 

2.2 Task definition 
In order to be able to detect sound activity inside the coffeeshop solving a number of issues is 
needed: 
 

•  Defining activity 
•  What kind of activity can be detected? 
•  How to deal with the multi-speaker scenario? 
•  Audio features 
•  Detection algorithm 

 
The main problems for the present study are to define what should be considered as activity 
and which activities can be measured. A selection of what kind of activity is going to be 
detected was done in collaboration with Sara Malm and Tobias Skog at the Viktoria Institute. 
There is also an issue of dealing with the multi-speaker scenario that is found inside a 
coffeeshop. Finally the two last steps concern the type of audio features and the detection 
algorithm to be used. 
 
2.3 Previous studies 
The initial ambition of this study was to find ways to measure emotional activity at the 
coffeeshop. There are a number of studies devoted to the task of developing systems for 
emotion recognition. Unfortunately these systems are often speaker dependent [2] or speaker 
independent but aimed at recognizing emotions of a single speaker [3] not a group of speakers 
active at the same time, as is the case in this project. Therefore this initial approach was 
rejected and instead an approach towards activity detection was chosen. 
 
Systems for detecting and classifying human activity through sound are also rare. Most of the 
research is targeted at recognizing different activities of a single person [4] [5]. Although 
these research efforts present interesting information none of them treat the problem of 
activity detection in multiple speaker environments. There are also developments done in 
separating different sound classes such as speech and music [6]. The findings in that study 
reveal that sound recordings of movies and video programs can be automatically segmented 
with an accuracy that exceeds 90%. 
 
The studies and research projects that had some relevance for the present study can be divided 
into two groups: 
 

•  Single-speaker activity/emotion detection  
•  Auditory scene detection techniques. 

 
Research done on auditory scene recognition is probably the most interesting and the most 
valuable for this project. There is work done on separating sound classes in everyday 
environment [7] where scenes such as: road, nature, construction site, supermarket, pub etc. 
are classified through k-nearest neighbors (k-NN) and Gaussian mixture models (GMM). The 
features used in this recognition all utilize certain properties of the signal in order to 
discriminate between the different sound classes. Some of these features can also be useful to 
this project. 
 
Zhang and Kuo [8] try to classify different audio types: speech, music, song, speech with 
music background, sound effect with music background, harmonic sound effect and non-
harmonic sound effect for online segmentation and classification. The features used include: 
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short term energy function, short-term average zero-crossing rate, short-time fundamental 
frequency and spectral peak tracks. Recognition is done using a heuristic rule-based system 
and the achieved accuracy exceeds 90%. 
 
A dissertation about sound classification in hearing aids [9] provides a similar problem since 
the hearing aid must switch setups according to the acoustic environment (speech, speech in 
noise, alarm signals and nature). Testing was done with a wide range of audio features and 
classification algorithms (Hidden Markov Models and Artificial Neural Networks amongst 
others). The best results have a hit rate above 91% using a HMM classifier. 
 
To sum up, it is clear that activity detection, in the way it is required for this project is not a 
common research topic. It is also clear from the literature study that the preferred 
classification algorithms when treating speech or voices are HMM or ANN. Since what is 
wanted is to detect activity and not sound classes this system has different conditions than the 
studies discussed above. However, certain features like Center of Gravity Fluctuation Strength 
or Mean Level Fluctuation Strength can be modified or even directly implemented to suit the 
needs of this project. 
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3. Data 
 
The future setting of the informative art installation is a public space. Therefore it is not 
practical to provide every person present with a microphone. Placing several microphones 
around the room to capture as much of the ongoing activity as possible would be an option. 
However the computing time for handling the data recorded from such a setup would be too 
long for a close-to-real time requirement as this project has. Also there are privacy issues 
concerning the recording of conversations at close range. Instead a single microphone model 
was chosen and as much activity information as possible will be extracted from the recordings 
with a single microphone. 
 
In order to analyse and understand the sound landscape, it was necessary to gather 
information and samples from the sound activity in the coffeeshop. Recordings of the sound 
landscape used for both the development of the model and its testing and calibration were 
executed at the Espresso House coffeeshop in Gothenburg. The data acquisition was 
performed during business hours over two consecutive days and resulted in approximately 5 
hours of raw sound material. 
 
3.1 Microphone setup 
One microphone placed in the far field was used. The distance to the closest sound source was 
approximately 2 meters, which implies it was placed in the far field since [10]: 
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Equation 1. Conditions for far field 

 
The microphone placing had to be discrete in order not to draw any attention to it thus 
jeopardising the gathering of data since the process was partly unsupervised. The microphone 
was positioned well above one of the clusters of tables in the room. Using a microphone in the 
far or reverberant field implies that it will pick up total sound in the room rather than the 
direct sound. The total sound contains information about the characteristics of the room as 
well as the activity that takes place there. It is hard to identify what a particular speaker is 
saying from the total sound. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 2. Directivity of the High frequencies in voice 

High Freq
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Since the principal sound sources are the persons sitting in the coffeeshop they are located 
below the microphone. This means that a certain frequency roll off at the high end can be 
expected because high frequencies are more directional than low frequencies as indicated in 
figure 2. See also in [11] for further information. 
 
The used recording equipment with characteristics is listed below: 
 
•  1 microphone AV-JEFE TCM 110 placed in the reverberation field. The microphone is an 

Electret condenser with a frequency response of 50-18000 Hz and a sensitivity of -52 dB 
•  1 DAT recorder type CASIO DA-7 with a sampling frequency of 48 kHz and 16-bits 

linear quantising  S/N ratio 90 dB 
 
The sound recorded on the DAT is transmitted to a computer and transformed to wav-format 
and divided into files on a computer using Soundswell. This means that the sampling 
frequency is then 16 kHz (See figure 3). 
 
 

 
Figure 3. Recording setup and sampling frequencies used 

 
 
3.2 Analysis of the sound landscape and processing of the recorded sound data 
To be able to extract the most out of the environmental sounds it is necessary to determine the 
components or sources that make up the signal that is perceived. After having listened through 
the recorded material a separation into three main source groups could be established: 
 

1. Voices (including laughter, sighs, coughing, etc.) 
2. Music (very low level, two small loudspeakers) 
3. Other, non-vocal (doors closing, utensil-clatter, chairs being moved 

across the floor, air-duct noise, etc.) 
 
The recordings contain mainly, as expected what is commonly known as party or cocktail 
noise (a number of people speaking simultaneously). Some voices are more distinct than 
others and this varies over time. 
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At times distortions are present in the recorded material seemingly originating from slamming 
doors. (There are toilets placed next to the room) The probable cause of the distortion seems 
not to be a high-level sound wave but structure born vibrations. Vibrations can in many 
occasions be effectively transmitted through structures. [10] The microphone is most likely 
affected through its attachment point on the ceiling of the room. The vibrations cause 
distortion due to its sensitivity towards mechanical impulses. 
 
After further analysis of the different ongoing activities in the room, laughter stood out as a 
recurring phenomenon. Since laughter is a distinct cue for certain activities (something comic 
or unexpected has happened or someone has said something funny) it could be an appropriate 
feature to detect. Moreover, laughter is an occurrence that can be measured (as the presence or 
absence of it). Judging from the recorded material laughter is often periodic. The number of 
periodical repetitions of [ha] sounds ranges from 2 to 6, or in some cases even more. This 
makes it convenient to try and detect laughter through some kind of periodicity analysis.  
 
There are also other periodic sound patterns present in the sound environment of the café, 
which should be taken into account. Nevertheless using appropriate filters and setting a 
modulation range for laughter among other things could be performed to exclude other 
periodic sounds from being recognized as laughter. 
 
 

 
 

Figure 4. Spectrogram of a sound file containing laughter 
 
 

Due to the time limitations of this project only two hours of the recorded sound material were 
fragmented into 5 s long wave format files. These were then manually sorted into two classes: 
 

•  Laughter 
•  Non-laughter 

 
The two hours that were segmented were chosen for the presence of activity in them. Only 
clear repetitive [ha] syllables are considered as laughter in this study and therefore only such 
were marked as laughter (further discussion under 5.Laughter). Accordingly from this point 
onward only repetitive and clear laughter will be referred to as laughter. It was clear that 
laughter was not a very common phenomenon since from the two hours of revised material 
only 32 laughter files could be identified. Other files containing laughter had to be discarded 
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either because the laughter was barely audible in comparison to the background noise or 
because it was not repetitive. However it gave enough material to make one set for training 
and one for testing. The total number of files was over 1000. 
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4. Features 
 
For activity to be detected some kind of “human-activity controlled” features must be 
established. These features should support the definition of different kinds of activity. A 
feature can be described as a part of a sound signal occurring at a specific time and frequency 
or a change in a harmonic of a voiced sound. The performance of an activity measurement 
system is to a great extent dependant on the measured features and so the selection of the 
features should be the first step towards an adequate system. [9] 
 
The process of feature selection is dependent not only on the choice of features but also on the 
possibilities for practical measurements of the same. The selected features must either, each 
one by itself or grouped, be able to give an idea of the ongoing activity in the analysed room.  
 
Starting with these prerequisites, four features which describe the sound landscape in general 
were chosen (Low Frequency Modulation, Center of Gravity Fluctuation Strength, Mean 
Level Fluctuation Strength and Speech Interference Level). In addition to this, one module 
that will detect a specific activity, laughter, will be developed. This thesis will focus on this 
module. The combination of these different approaches will hopefully supply information 
about the ongoing activity in the room and give a broader view of the process. Because of the 
difficult analysis environment and the earlier-mentioned restraints in the use of multiple 
microphones, the goal of the algorithm will not be to detect all the occurring activity at the 
location. Instead the detection will be aimed at the activity that is most prominent among 
other sounds found inside the coffeeshop. 
 
 

 
 

Figure 5. Future implementation location. Also the setting for the recordings, coffeeshop ‘Espresso 
House’ in Gothenburg, Sweden 
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4.1 Low frequency modulation 
Amplitude modulation (AM) is characteristic for many natural sound sources. An important 
example is speech: The temporal envelope of speech is dominated by periodicities of less than 
20 Hz, with a maximum around 5 Hz. The modulations at this frequency are the reason why a 
rhythm is perceived in speech. Common AM is the parallel variation of a number of partials. 
Most physical processes that change the intensity of a partial will change the intensity of all 
others at the same time, which is a strong indicator that they come from the same source. The 
auditory system is able to fuse spectral components that are modulated with the same 
temporal pattern (simultaneous fusion) or segregate sounds with different patterns, if the 
modulation frequencies are below 50–100 Hz. This indicates that the auditory system can 
make comparisons across wide spectral regions and across time.  
 
The signal envelope describes the signal together with the modulation frequencies and the 
corresponding modulation depths that characterize it. The modulation frequency denotes the 
velocity of the modulations, and the modulation depth denotes the strength of the modulation. 
A signal belonging to a certain class shows certain characteristics in the modulation frequency 
spectrum typical for that class of signals. Phonemes, syllables, words, and sentences 
determine the envelope of speech. The normal articulation speed lays around 12 phonemes, 5 
syllables, and 2.5 words per second. [9] [12] 
 
Since it takes several seconds to pronounce sentences their modulation frequency lies below 1 
Hz while words have a modulation frequency of approximately 2.5 Hz as mentioned above. 
Consequently syllables have a modulation frequency of 5 Hz and phonemes around 12 Hz. 
The modulation depth of speech in the near field is large due to pauses and shifting between 
strong and weak phonemes, e.g. vowel contra clausal or nasal. The modulation spectrum 
maximum can be found between 2 and 8 Hz. That corresponds well with psychoacoustical 
findings that the human auditory system has its maximum sensitivity to fluctuation strength at 
4 Hz. There is apparently a good correlation between speech rhythm and the auditory system. 
[12] 
 
Therefore an analysis of the low frequency component in the 2-8 Hz range is performed. 
According to the principle above the result is assumed to give information about the speech 
rhythm that is the syllable frequency in speech. Since this feature can only give accurate 
results for single speakers, preferably without background noise, it will be used to give a hint 
of the general speech rhythm in the room. However since the sound landscape inside the 
coffeeshop consists mostly of speech, the results will not be completely without interest. 
 
 
4.2 Center of Gravity Fluctuation Strength 
The center of gravity gives an idea of the frequency content of the signal. It describes if the 
signal energy is predominantly low frequency or high frequency. 
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If a new element that has different frequency content is added to the existing audio scene or if 
an existing element changes in frequency content the centre of gravity will shift. This means 
that usually the center of gravity of a signal’s frequency content changes over time. The 
strength of these variations is described by the center of gravity fluctuation strength CGFS. 
CGFS is obtained from the Center of Gravity, with the help of the following equation: 
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Equation 3. Center of Gravity Fluctuation Strength 

 
 

CGFS will have large values for a stationary signal such as a sinusoid, while speech or other 
signals with large fluctuations will have small CGFS value. This implies that Center of 
Gravity Fluctuation Strength will indicate sudden changes in the frequency content of the 
audio scene. 
 
 
4.3 Mean Level Fluctuation Strength 
MLFS (Mean Level Fluctuation Strength) will give the amount of fluctuations in a signal, 
similar to CGFS. However in contrast to CGFS, MLFS describes the amount of level 
fluctuations, i.e. the logarithmic ratio of the mean magnitude of the signal to the standard 
deviation of the same as seen in equation 4. Similar to CGFS, MLFS will give small values for 
signals where the signal envelope exhibits large variations such as widely spaced pulses. 
Large values of MLFS will be obtained for smooth signals, for example sinusoids. [9] 
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Equation 4. Mean Level Fluctuation Strength 

 
 
4.4 Speech Interference Level 
Background noise has a negative effect on speech understanding. Several methods and indices 
are available for the purpose of measuring the speech intelligibility. The more advanced ones 
use test-tones as background noise specially designed for the purpose. The method used here 
is simpler and for that reason also applicable to the present setting. It is an ISO Standard for 
noise rating called Speech Interference Level (SIL) [13]. It is obtained as the arithmetic mean 
of the sound pressure levels (SPL) in the 500, 1000, 2000 and 4000 Hz bands. 
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Equation 5. Mean Level Fluctuation Strength 
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The SPL is calculated as: 
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Equation 6. Sound Pressure Level 

 
 
Figure 6 shows the space spanned by SIL. The bands used in SIL analysis are octave filters 
and have the following middle frequencies: 
 
 

Table 1. Frequency characteristics over Octave band 
filters 

Middle Low boundary High boundary 
500 355 708 
1000 708 1410 
2000 1410 2820 
4000 2820 5620 

 
 

 
 

Figure 6. Speech Interference Level. 
 
 
An interesting effect of being in a coffeeshop is that most of the background noise included in 
SIL consists of speech. More speech is a sign of more people or more ongoing activity. The 
high frequency roll off caused by the microphone placing mentioned in the Microphone setup 
section will affect the SIL calculation. Still the loss of information caused by the roll off 
should be compensated by the fact that the interesting factor here is the variation of the SIL 
over time. 
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4.5 Feature Summary 
As stated in the feature sections for CGFS and MLFS, small values can be expected for large 
gravity fluctuations and mean level fluctuations in the signal, which should be a sign of 
increasing speech activity. Furthermore, an increasing activity in the room should raise the 
values of SILM and Low Frequency Modulation. A system that detects activity could then 
decide the level of activity in the room based on the combined information from the four 
features mentioned. 
 

5. Laughter detection 
In addition to the above-mentioned features, a system for detection of laughter will be used. 
This system builds on the assumption that laughter can be seen as a sequence of breathy 
consonant-vowel syllables. According to studies the average duration of a laugh syllable falls 
in the 200-230 ms interval and the average number of syllables varies between 2 and 7 or 
more. This gives a periodicity frequency of approximately 4-5 Hz. It is also typical for 
laughter that the ratio of the voiced to unvoiced portions of the syllable is greater than that 
found in spoken words. [14] 
 
There doesn’t seem to be much periodical activity in the sound scene of the coffeeshop 
besides music being played from two small loudspeakers. In addition the music is played at a 
rather low level making speech the predominant sound source inside the room. This means 
that detecting periodicity (within a certain frequency range) should be a good way to detect 
laughter. Laughter can often be transcribed as a repetition of the phonetic sequence [ha]. The 
first and second formant of [ha] sounds is located roughly in the interval 500-1800 Hz and it 
is here we can expect to find most of the relevant acoustic information concerning laughter. 
All of the above indicates that a laughter detection system that measures periodicity could be 
successful by making use of the reiterated structure of laughter as the key function. The 
different energy levels in the alternating voiced and unvoiced portions and the periodicity of 
the alternation could be used to separate laughter from other sounds in the signal. 
 
Parallel with this process, HMM and ANN techniques were considered for use instead of 
periodicity analysis. These techniques are the most commonly used in speech recognition and 
seem to be the most efficient methods for speech detection problems. However there is a lack 
of both transcribed training material and existing models that treat extra-lingual components. 
This implies that it would be hard to find models, which could be modified to suit the present 
requirements. Instead models would have to be developed “from scratch”. In addition, 
extensive training material (speech, laughter) would have to be gathered in order to have a 
reasonably efficient model. This material would have to be processed and marked by hand. 
Consequently this would result in a time span way beyond the ambitions and possibilities of 
this project. The decision is therefore made to use a simple threshold technique for the 
detection and concentrate on the evaluation of this approach. 
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6. Methods 
 
6.1 Platform 
The platform for both the design and execution of the proposed activity detection model will 
be the mathematic analysis program MATLAB. The foremost reason for the choice of this 
program is the integrated DSP (Digital Sound Processing) toolkit, which makes it easy to 
record, process and analyze the input signal. Furthermore, the output (variables) from 
MATLAB can easily be converted into a format readable by JAVA. JAVA will be used for 
the future creation of the visualization and it can be run directly from MATLAB, enabling for 
a simple and robust model. The drawback with MATLAB is the algorithm execution 
performance. Since the program has been designed for mathematical analysis it is not optimal 
for running a fully operational long-term activity-detection model. This means that the 
algorithm cannot be run in real-time due to the characteristics of MATLAB (incapability of 
simultaneous recording of sound and processing of data) together with the limitations in the 
equations and methods used. Instead an approach is chosen where a portion of the ambient 
sound is recorded and analyzed whereupon a new portion is recorded and so on. This method 
is satisfactory since absolute real-time processing is not a requirement at this stage of the 
project and also because this model is only the first test of a sound activity detection 
algorithm for informative art displays. Moreover it is probably sufficient to record only a 
short portion of time repeatedly in order to detect the features needed. This means that only 
short portions of time will be lost in between the recordings assuming the algorithm doesn’t 
take too long to evaluate. Any future implementations of the system will probably use a 
different platform where true real-time performance will be possible. 
 
 
6.2 Design 
The principle for the design of the algorithm is programming different functions in MATLAB 
and using them as modules for the detection of the five wanted features. The execution of the 
algorithm starts off with data recording. When the desired time interval is obtained the 
recording stops and the analysis is activated. The model works sequentially which means that 
one module at a time is processing the signal in a certain order (See figure 7). When the 
analysis of a file is finished the analysis information is delivered to the visualization module 
whereupon the recording starts over. Recording 5 s of sound is sufficient to capture a burst of 
laughter and also for the analysis of the rest of the features. The length of the recorded sample 
is proportional to the time it takes to run the detection algorithm. This length also implies that 
an estimated processing time of the algorithm should be less than 15 s (depending of course 
on the processor of the PC), which is satisfactory for this application. 
 

 
Figure 7. Flow chart over the processes for the Matlab algorithm. 
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Once the model is installed at the location further tests and calibrations will be needed. 
Factors such as microphone type and placement, soundcard characteristics as well as the 
performance of the PC used for running the MATLAB algorithm, all contribute to the 
performance of the model. 
 
 
6.3 Feature extraction 
 
6.3.1 Low frequency modulation 
The modulation frequency in the 2-8 Hz interval gives a hint about speech rhythm. The first 
step of the analysis is to apply a low-pass filter on the sound file. Next the file is 
downsampled by a factor of 800 changing the samplingrate to 20 Hz. An FFT-analysis is then 
performed. This gives as a result the frequency content of the file. The maximum in the 2-8 
Hz range is taken giving the maximum of the modulation in that range. 
 
Description of the process for Low frequency modulation analysis 
 

1. The raw signal is low-pass filtered to 10 Hz with a second order Butterworth filter 
2. Downsampling of the filtered signal is carried out 
3. A 256 point FFT analysis is performed 
4. The maximum in the 2-8 Hz range is taken as the highest value for the Low Frequency 

Modulation 
 
 
6.3.2 Center of Gravity Fluctuation Strength 
The average Center of Gravity gives general information about the frequency content of the 
signal is high or low as mentioned previously. Computing is straight forward as described 
below. 
 
Description of the calculation of Center of Gravity Fluctuation Strength 
 

1. The raw signal is broken down into frames 
2. A 2048 point FFT function is applied to the frames of the raw signal 
3. Using equations 2 and 3 Center of Gravity and Center of Gravity Fluctuation Strength 

are calculated. 
 
 
6.3.3 Mean Level Fluctuation Strength 
Mean Level Fluctuation Strength is a time domain feature since it measures the fluctuations of 
the amplitude of a sound signal.   
 
Description of process for Center of Gravity Fluctuation Strength 
 

1. The raw signal is clipped to positive values only (Half-wave rectified) 
2. Standard deviation and mean of the rectified signal are calculated 
3. Mean Level Fluctuation Strength is calculated using equation 4. 
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6.3.4 Speech Interference Level  
The Sound Pressure Level (SPL) is needed in order to calculate the Speech Interference 
Level, as described in the feature section. Since SPL is difficult to obtain without proper 
measurement equipment (such as sound level meters) and no such equipment was available 
during the recording sessions a new measure is created. Instead of using the hearing threshold, 
pref (the lowest sound pressure a human ear can register) as reference level, the maximum 
value for the soundcard noise level will be used. This value is obtained by simply recording 
sound using the same levels as the ones used for the material transferred from the DAT but 
without having anything connected to the input. During the recordings the input amplifier was 
kept at a constant level. The SPL is thus replaced by the new measure, Matlab Amplitude 
Level (MAL): 
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Equation 7. Matlab Amplitude Level 

 
 

so the new SIL becomes 
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Equation 8. Matlab Speech Interference Level 

 
 

Of course, what is now obtained is different from the SPL. However the same principal is 
applied since it is a ratio that is being used and the reference level is constant. Consequently 
the new SIL equation should also be applicable.  
 
Description of process for Speech Interference Level calculation 
 

1. The raw signal is broken down into frames 
2. A 256 point FFT function is applied to the frames of the raw signal and a Power 

spectrum obtained 
3. The frequency domain is divided into the defined 4 bands 
4. The MAL of each band is calculated as a mean over the file duration 
5. The SILM is formed applying equation 8.  

 
 
6.4 Laughter detection 
The algorithm for periodicity detection is taken from Heittola and Klapuri [15]. The original 
task of this algorithm was to detect sections with drums in music signals. It will now be 
adjusted to detect the same kind of periodicity caused by laughter. The algorithm works using 
Auto-correlation functions on Band Energy Ratios (BER). The BER’s are calculated as the 
ratio between the energy in the processed band and the total energy of the treated sound file. 
Thus there will be as many BER’s as there are band-divisions of the processed sound (in 
present study three bands are used). An autocorrelation function (ACF) over each BER is 
calculated (each frequency band) using a sliding window. This means that the window, which 
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the “original” is compared to, is moved one sample at a time until the starting point of the 
comparing window reaches the end point of the original. At that moment the comparing 
window becomes an original and the process starts over again until the end of the file is 
reached. The distance between the original and the compared window gives the frequency of 
the periodicities. Each frequency band is multiplied with a weighting factor before forming 
the Summary Autocorrelation Function (SACF). 
 
 

 
 

Figure 8. ACF frame 
 
 
A method to enhance the results obtained with the ACF suggested by Tolonen and 
Karjalainen is used [16]. The SACF curve is half-wave rectified (clipped to positive values 
only) and time-scaled to remove repetitive peaks that have double the time lag of the original. 
This new waveform is then subtracted from the original (half-wave rectified) function. The 
resulting function is also half-wave rectified and an Enhanced Summary Autocorrelation 
Function (ESACF) obtained. 

 
Figure 9. ESACF versus SACF 
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In the band filtering part of the program the signal is divided into three bands: 
 

•  Band 1: 170-550 Hz 
•  Band 2: 550-1800 Hz 
•  Band 3: 1800-4000 Hz. 

 
Bands number two and three are considered to be the main bands where most of the relevant 
information should be found. Band 1 is thought to complement Band 2 and 3. All three bands 
can be weighted against each other with the aim of enhancing the detection results. 
 
Description of process for Laughter detection 
Each of the steps below is executed as a function in Matlab: 
 

1. Sampling of the signal and downsampling to 8 kHz 
2. Generation of frames 
3. FFT function is applied to the frames 
4. Band division (170-550 Hz, 550-1800 Hz, 1800-4000 Hz) 
5. Extraction of the band energy ratios for each frame 
6. Auto-correlation for each frame and frequency band (ACF) and weighting of 

the bands 
7. Summation of the ACF’s = SACF’s 
8. Enhancing of the ACFs = ESACFS’s 
9. Threshold detection of peaks in the ECAFS’s (inside the given frequency 

interval)  
 
In order for the peak detector not to miss any periodicities, two different initial positions for 
the sliding correlation window will be used. The first and obvious is located at the beginning 
of the ESCAF file. The second will be placed at ½ of the window length from the beginning 
of the same ESACF file. This will reduce the possibility of laughter to be “cut in half” due to 
the placement of the sliding window. The same principal is also used for the generation of the 
frames where a second frame set is obtained starting at ½ frame length from the start of the 
treated sound file. 
 
The maximum value generated by the four different combinations is recorded. A threshold 
method registers the peaks in the defined frequency interval of the ESACF function and 
decides if the obtained value corresponds to laughter or not. 
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6.5 Model Parameters 
Certain variables from the proposed laughter detection module affect the detection 
performance of the features. These variables should be optimized to obtain a satisfactory 
detection level. They will now be revised one by one. 
 
6.5.1 FFT points 
This is the number of frequency bins the spectrum of each frame will be divided into. More 
FFT-points will give a better frequency resolution at the cost of calculation time. Thus the 
number of FFT-points used to obtain the frequency spectrum of the sound file is a balance 
between a sufficient frequency resolution and the time it takes to perform the analysis. Since 
the laughter detection module works with the calculation of periodicity, good time resolution 
has greater priority than good frequency resolution. After informal testing with different 
values and comparing with other similar systems (hearing aids) a satisfying result was 
obtained with 256 points.  
 
6.5.2 Frame size (raw signal) 
The approximate length of the time frames the audio signal is divided into directly decides the 
outcome of the detection. The frame needs to have the proper length in order to accurately 
resolve a laughter syllable. Preliminary testing showed that reasonable detection results could 
be expected using frame values in the region of 20 – 60 ms. This frame size will in the future 
be referred to as the raw frame size.  
 
6.5.3 Frame size (ACF) 
In a similar way as the preceding variable an adequate size of the frame for the 
autocorrelation process of the BER’s is also a very important factor of the detection 
procedure. This means that the frame should be long enough to capture at least a few periods 
of the slowest laughs but short enough to avoid having too much speech mixed with laughter 
inside a frame (see figure 8). Using a frame that is too short will mean that some laughter 
syllables will be missed. On the other hand if the frame is longer than the burst of laughter it 
will probably also encompass signal portions, which are less periodic than laughter. This may 
result in a loss of correlation due to the loss of periodicity. Measuring the average duration of 
laughter bursts among the collected material showed that almost all were shorter than one 
second with an average of 0.74. Choosing a frame size of one second means that most of the 
laughter should be included without having a frame that is too long. This frame size will from 
now on be referred to as the ACF frame size. 
 
6.5.4 Threshold for Laughter detection 
It was decided to use a threshold method for the laughter detection as mentioned in the 
previous section. A more sophisticated HMM technique would probably give better results. 
However the available amount of sound material would be insufficient to train an HMM. 
Since periodicity is used as the final detection criteria, setting a reasonable threshold level 
should be enough to satisfactory differentiate the two classes laughter and non-laughter. 
 
6.5.5 Frequency Range of Laughter 
The upper and lower frequency limits for the periodicity of laughter are also an important 
factor in laughter detection. A range has to be set which will give a good representation of the 
variations in laughter periodicity while at the same time excluding other non-wanted periodic 
sounds, which can negatively influence the detection process. Since laughter is assumed to be 
periodic it is necessary to establish a frequency for its periodicity. The average size of a 
laughter syllable lies between 200 and 230 ms, which implies that laughter should have a 
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periodicity of around 5 Hz. An analysis of the training set of files with laughter, gave as a 
result a periodicity range of 4-7 Hz. 
 
6.5.6 Weighting of the frequency bands  
The ACF’s of the sound files are executed for three different frequency bands. This enables 
the enhancement of the bands, which are more important for the detection and the attenuation 
of those, which are detrimental to or of no interest for the detection. The original drums 
location system uses more bands because the drums have a wide frequency span. On the other 
hand the energy of the voice is concentrated more in the mid-frequencies, which makes it 
doubtful that better results will be achieved by using a large number of frequency bands.  
 
The frequency spectrum was divided into three bands mainly because more bands would 
increase the calculation time to unacceptable levels. The weighting factors are normalized to 
the mean making only the ratio between the factors relevant. 
 
 
6.6 Sound activity study 
It was mentioned previously in the introduction that the task of this master thesis is to produce 
a working system for activity detection. The system should be able to deliver relevant 
information to a visualization module that will present that information to the viewer.  
 
Activity in the room of the coffeshop can be detected combining the gathered information 
from the features (described in 4.Features) in the following way. The results of the different 
features can be given binary values by using the mean values over a number of sound files as 
a threshold. If a feature value at a given moment exceeds its mean value (threshold) it is given 
a value of 1 whereas if the feature value is lower than the threshold it will be set as 0. This 
implies that the activity in the room is estimated as being below or above average. The 
presence of laughter will also be considered as a sign of activity. If two or more of the four 
feature values are above average or if laughter is detected then the activity in the room can 
also be considered as being above average. This system should also be fast enough so that the 
information presented is relevant to the actual activity situation in the room.  
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7. Results 
 
7.1 Laughter detection results 
Prior to the start of the testing of the laughter detection module, all of the previously marked 
sound files were revised and two new classification groups added. The files were sorted into 
the following four categories: 
 

•  Laughter 
•  Non-laughter 
•  Laughter with door noise 
•  Non-laughter with door noise 

 
The last two categories were used for testing the influence of door noise on laughter detection. 
 
 
7.1.1 Minimization 
In order to find the best combination of the parameters/variables described above for the 
laughter detection, an effective minimization method is needed. Since there are eight linearly 
independent variables it is very difficult to find the combination that localizes the global 
minimum of the function. To come to terms with this problem the number of variables was 
brought to a minimum by locking the frequency range to 4-7 Hz and the ACF frame size to 
1.0s, see discussion in the Variables section. Also the recognition threshold was made 
redundant by minimizing the difference between correlation peaks of the two different sound 
file groups, instead of minimizing the difference between the number of detected sound files 
without laughter and the files with laughter. Two mean values were taken from all the 
maximum peaks for sound files with and those without laughter. The difference between the 
two mean values (mean value for files not containing laughter and mean values for files with 
laughter) was then minimized. This results in a total of only four independent variables to 
work with during the minimization process. 
 
The space created by the variables is large and so, three plots were produced which will make 
the choice of starting values easier. Each figure represents a surface plot where the raw frame 
size is varied along one axis and one of the three frequency band weights is varied along the 
other axis. By using this procedure it is believed that a proximity region for a minimum can 
be localized through studying the three produced plots. The detection algorithm will then be 
optimized with a starting point inside that proximity region.  
 
 
The space spanned by the variables (raw frame size and the three frequency band weights) is 
large. Covering the space entirely by plotting all of the possible combinations is not possible. 
Therefore it is necessary to construct a system that will make it possible to follow the 
development of the laughter detection results along one axis represented by the varied weight. 
The remaining two weights are in fact also varied (according to equation 9). The examined 
weight ranges from 0 to 1 and the remaining weights are calculated according to the following 
rule (in this case assuming w1 is being varied): 
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Equation 9. Weighting functions relations for the f(ESACF (non-laughter) - ESACF (laughter))  

 
 
w1, w2 and w3 being of course, the weighting factors. In this way the sum of the weights is 
always 1 and the relation between the non-treated weights always the same. 
 

 
 

Figure 10. Difference between ESACF values for non-laughter and laughter obtained. Here the results 
for band 1 are plotted. 

 
 

The first plot displaying the raw frame size versus the first weighting parameter showed that 
the function i.e. the detection algorithm, was behaving unexpectedly when the raw frame size 
is varied (see figure 10 in text and plots 1-3 in the appendix). The detection result varies very 
irregularly along the axis of the raw frame size. Nevertheless the common characteristic 
among the plots is that the value of the function doesn’t exceed 0 until the frame values reach 
about 0.05s (this means that the detection results is more favourable for the files containing 
laughter for raw frame values from 0.02s through approximately 0.05s). It is also clear that 
the best results would probably be achieved using bands 2 and 3. 
 
Despite various tests involving checking the way the energy is calculated, removing the 
element of various starting points for the raw as well as the ACF frame size, the reason for the 
rough behaviour of the ESACF difference remains unknown. When consulting with people at 
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the department of Speech Music and Hearing I was told that such behaviour could be 
expected when varying the raw frame size. Still a proper explanation could not be given. A 
small test to check the effectiveness of the ESACF algorithm was also performed at this stage. 
The results show that there is a significant gain in results using the enhanced SACF as 
opposed to the normal SACF. 
 
However a proximity region to be used in the minimization routine was obtained. The 
minimization algorithm used is a built-in feature in MATLAB, fmincon that finds a 
constrained minimum of a scalar function of several variables starting at an initial estimate. 
This is generally referred to as constrained nonlinear optimization or nonlinear programming. 
Fmincon uses a Sequential Quadratic Programming (SQP) method. In this method, a 
Quadratic Programming (QP) sub problem is solved at each iteration. An estimate of the 
Hessian of the Lagrangian is updated at each iteration using the BFGS equation. [17] The 
minimization is handy to use but it can also only give approximate results since the difference 
of the means over the maximums of the ESACF functions are used for calculation. This 
means that the minimization algorithm finds the variable combination where the difference 
over mean of the files is largest. This is of course different than the actual threshold detection 
but it gives information about the location of the function minimum. 
 
Using the values given by the minimization routine the density function was calculated. The 
density distribution shows how well the algorithm works and also which threshold should be 
used for separation of laughter from non-laughter. Having in mind that the used minimization 
is only a guide three plots were produced. Figure 11 shows the best results obtained using 
band nr 2 and nr 3. The test material consisted of 1051 files without laughter and 16 files with 
laughter. Although there is some overlap it is clear that the two classes are relatively well 
separated by the used algorithm. It is also clear that band 2 would be quite sufficient for the 
detection of laughter. However using band 3 as well provides a slight improvement in the 
detection. A somewhat unexpected result is that using only band 3 didn’t give very good 
results. This may depend on the high frequency roll off discussed in the microphone setup 
section. 
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Optimal threshold 0.2 
Detected laughter [%] 65.6 
Non-laughter detected as laughter [%] 26.1 

 
Figure 11. Density of the ESACF values for 1051 non-laughter and 16 laughter files and detection 

results for the same files 
 
 
A threshold that represents the minimum periodicity needed to judge a segment as laughter is 
set by comparing the density functions of files containing laughter with the density functions 
of files without laughter. Using a simple procedure the optimal value for the threshold is 
chosen as the one that gives the maximum difference between the density of the laughter and 
non-laughter files. The files that were not recognised as laughter showed in general a less 
prominent modulation periodicity. 
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7.1.2 Door noise test 
The two extra sound file categories (laughter with door noise and non-laughter with door 
noise) are created because of the suspicion that door noise can affect laughter detection. This 
was suspected after examining a spectrogram of a file containing the sound of slamming 
doors. Their contribution in the recorded material seriously influences laughter detection since 
the door noise manifests itself on the recordings as a constant amplitude, heavily distorted 
high level signal. The slamming door might then be detected as laughter since the BER’s are 
constant across a wide enough time space for the algorithm to draw the conclusion it is 
laughter. Since the door noise had a similar occurrence rate as laughter on the recordings, 
there is a risk that the test results for the laughter detection could be significantly affected. A 
test was performed using sound files from the coffeeshop recordings without laughter and 
files without laughter but containing noise from slamming doors. The comparison between the 
two should give an indication of the influence of the slamming doors on the laughter 
detection. 
 
The test with files with door-noise showed that there wasn’t any significant difference in the 
detection results between files not containing laughter and those also without laughter but 
containing door noise (See figure 12). Apparently the door noise did not, as was suspected, 
affect the detection of laughter 
 
 

 
 

Figure 12. Density of the ESACF values for 1051 non-laughter and 51 non-laughter files with door 
noise. 
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7.1.3 Test with laughter from CALLFRIEND 
Finally, in order to check the relevance of the laughter detection algorithm, a test was 
performed using laughter and non-laughter files obtained from a speech database, 
CALLFRIEND. [18] The corpus consists of 60 spontaneous telephone conversations, lasting 
between 5 and 30 minutes. For each conversation, both the caller and callee are native 
speakers of non-southern dialects of American English. In these conversations laughter is 
spontaneous and is often occurring in isolation, that is, it is not disturbed by background 
noises or other speakers as in the case of the coffeeshop recordings. Verifying the algorithm 
this way will ensure that it detects the characteristics of laughter and eliminate the possibility 
that some other periodicities in the signal are being detected as laughter. 
 

 
 

Figure 13. Density of the ESACF values for 16 non-laughter and 16 laughter files from the 
CALLFRIEND speech database. 

 
 

Sixteen short portions from the above-mentioned database containing laughter and the equal 
amount containing speech were selected, cut out, manually annotated and ran through the 
detection algorithm. The results can be seen in figure 13. Not surprisingly, the detection of 
CALLFRIEND samples is somewhat better than of the files from the coffeeshop recordings. 
More accurate results were expected for single speaker situations, as is the case with 
CALLFRIEND. However the model parameters used were the same as for the coffeeshop 
recordings. Readjusting them could improve results. Nonetheless the purpose of this test was 
as mentioned only to test the validity of the laughter recognition.  
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7.2 Low frequency modulation results 
An investigation was performed for the Low Frequency Modulation feature since the 
analyzed frequency could overlap the frequency range of the laughter detection. A test was 
executed running the Low Frequency Modulation module with laughter and non-laughter in 
order to detect any difference in the obtained result. The inspection showed that there seems 
to be no significant difference between laughter and non-laughter, as can be seen in table 6 of 
the appendix. 

 
 
7.3 Sound activity results 
A test was carried out for the activity study as explained in the Methods section. 1051 
laughter and non-laughter files were used in the test. The results obtained show that there is 
above average activity (as described in the Methods section) in 455 out of 1051 sound files 
(see figure 14). This means that either laughter is present or two or more of the features have 
values above the average. The results show that the features combined give good results since 
nearly half of the files are set to have an above average activity. 
 
 
 

 
 
Figure 14. Activity detection. Average taken over one minute where high activity gives a score of 1 and 

low activity a score of 0. 
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8. Future work 
In order to go forward with the investigation more sound material is needed. When more 
material is gathered and transcribed then the features proposed in this project can be used as 
entry features for a HMM model or an ANN model. The features used in the creation of this 
model are independent and can be used as features for training and detection in a system that 
uses HMM or ANN. This could improve the detection rate compared to using a threshold, as 
is the case in the present model. However such a model has to be constructed and validated 
before any conclusions can be drawn. 
 
The algorithm for sound activity detection can be used for other locations than a coffeeshop. 
It could be an aid in systems that monitor the state of mind or emotion of a user of an 
application. More research should be put into finding out exactly which parameters 
differentiate laughter and other emotions from spoken words. For instance how duration, 
pitch, intonation among other characteristics vary between a neutrally uttered phrase and an 
emotionally coloured phrase. 
 
Comparing laughter samples it was noticed that the amplitude of laughed syllables varies 
according to certain patterns. This could also be exploited in order to obtain better results. 
Additional features besides periodicity can be added to the laughter detection module in order 
to improve results. T do this large databases are essential. 
 
Towards the end of the project a thesis concerning automatic audio laughter detection was 
found. [19] This thesis handles the problem of detecting laughter for automated marking of 
good photographic opportunities for digital cameras. The results referred to in that thesis are 
very interesting but the system is a single-speaker application (the operator of the camera) and 
therefore has somewhat different conditions than this project. The speech database used for 
the training and detection was recorded in controlled settings by single speakers. From these 
files only solo laughter is picked out and the file cut to isolate only the actual bursts of 
laughter. This makes it quite different compared to the conditions and recordings in the 
present project. Still it would be interesting to test this algorithm with the recordings done at 
the coffeeshop and compare the results with the present one. 
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9. Conclusions and Discussion 
The purpose of this study was to design a system that would look for and detect changes in 
and presence of certain human activities in a room of a coffeeshop. The somewhat wide 
spectra of possible solutions to the posed task of designing an activity detection model were 
narrowed down to identifying laughter as a single concretely detectable activity. A range of 
features which will complement the activity detection by monitoring different characteristics 
of the sound landscape in the room are also supplied. 
 
In an extensive literature search only one paper dealing with detection of laughter has been 
found [4]. Detection of laughter was only a minor part in that project. The main purpose was 
audio segmentation that involved five speakers from a panel discussion using HMM’s. 
Unfortunately, since this method was designed for and limited to a small number of speakers 
it was not an appropriate method for this thesis. 
 
The results of the laughter detection obtained in this project seem encouraging enough since 
they show a clear difference between the files containing laughter and those without, 
especially considering the difficult detection environment. Even so there is still some work to 
be done to optimize the detection. Collecting more training material and using higher quality 
recordings of the sound landscape could be a way to achieve the above. In addition, 
considering the results from the activity detection, it may be possible to design an HMM to 
detect activity. However labelled sound files are needed as well as further investigations about 
the activity detection features. 
 
One of the problems encountered during this thesis is the unpredictable behavior of the 
detection results when the raw frame size is varied (as mentioned in sect 7. Results). At this 
point no explanation can be given to this phenomenon nor is it known to what extent it affects 
the detection. It was expected that the detection results would vary when varying the raw 
frame size since using a frame that is too long means that certain variations in the signal 
would be smoothed out. However such irregular variations were not expected. Further studies 
should be conducted to find out the exact cause of this phenomenon. 
 
The detection results obtained for frequency band 3 alone were not good compared to 
frequency band 2 (see plots 5 and 8 in the Appendix). This could be due to the already 
mentioned lower energy of the signal in the 1.5-4 kHz region. Nevertheless combining the 
two bands meant a considerable amount of improvement of the detection, (compared to using 
only band 3 and slight improvement of results for band 2 alone) which indicates that the two 
bands seem to complement each other. Therefore combining bands 2 and 3 into one frequency 
band should be beneficent for the results. Alternative approach may be dividing the frequency 
spectrum into considerably more than 3 bands (8-15) and comparing with the three-band 
approach.  
 
In the frequency spectrum of the recorded material from the coffeeshop a DC component was 
present as well as a large 50 Hz component. The DC-component probably originates from the 
offset in the microphone amplifier or in the PC soundcard and the second from a power 
distribution station. The 50 Hz component has an influence on other frequencies as well, due 
to harmonics of the signal. To suppress the 50 Hz component a high-pass filter was used 
where possible. In order to avoid unwanted effects the microphone and computer soundcard 
should be placed as far away as possible from strong magnetic fields sources such as a power 
distribution station. 
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Since the system works by identifying periodicity, it could be fooled by making repeated 
handclaps or any other similar periodic sounds. However it isn’t likely that the end users will 
know the operational details of the system. Non-intentional periodic sounds do occur in the 
coffeeshop environment and are unavoidable. Luckily they do not seem to be frequent 
(judging by the recorded material) and should not present a great problem 
 
Last but not least, ethical security issues when using microphones in public spaces can be a 
problem. There is a contradiction between obtaining as good sound recordings as possible and 
violating people’s privacy. This was also one of the reasons for choosing a single microphone 
in the reverberation field approach. In this way there is a loss of the intelligibility of the 
conversations in the room, but since the purpose is to detect activity and not words and 
sentences it can be tolerated. By erasing the recorded soundfile after it has been analyzed it is 
also insured the privacy of the speakers remains protected. The ethical implications 
concerning the possible infringements on the personal integrity must be carefully observed 
and the consequences discussed before installing an activity detecting system.  
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12. Appendices 
 
 
12.1 Data gathering 
 
Location: 
•  Coffeeshop “Espresso House” in Gothenburg 
•  Room: Area: 30 m2, 3 windows and 2 large orifices towards main room of the coffeeshop. 
Setup and Equipment: 
•  1 microphone type AV-JEFE TCM 110 placed in the reverberation field, Electret 

condenser, Frequency response: 50-18000 Hz, Sensitivity: -52 dB 
•  1 DAT recorder type CASIO DA-7 
•  5 DAT tapes, 124 min 
 
Signal characteristics: 

•  Sampling frequency: 48 kHz 
•  Quantising:  16-bits linear 
•  Signal / Noise ratio  90 dB   

 
 

Table 1. Overview of the DAT recordings 
Date Tape 1 Tape 2 Tape 3 Tape 4 Tape 5 
7/11 2002 12-14h     
8/11 2002  9-11h 11:15h-13:15h 

(Error on tape) 
13:45h-15:45h 
 

16:30h-17:30 h 
 

 
 
12.2 Calculations 
 

1. All calculations performed on 3 computers with 1500, 2000 and 2x2000 MHz 
processors, Linux OS and Matlab version 6.1.0 

2. Execution of the visualisation example on PC with 1700 MHz processor, Windows 
2000 OS and Matlab version 6.5.0 
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12.3 Tables 
 

Table 2. Branding of sound files 
Total nr of files 1127 
Labelled as containing laughter 
(one training set, 16 files and one testing set, also 16 files) 

32 

Labelled as containing laughter and door noise 3 
Labelled as not containing laughter 1051 
Labelled as not containing laughter but containing door noise 41 

 
 

Table 3. Test results using 1083 files with both laughter and non-
laughter 

Mean gravity  CGFS 0.94 
 Gravity [Hz] 223 
Standard deviation gravity CGFS 0.52 
 Gravity [Hz] 96.81 
Mean MLFS [MAL]  0.21 
Standard deviation MLFS [MAL]  0.062 
Mean Low frequency Modulation [Hz]  6.54 
Standard deviation for Low frequency 
Modulation [Hz] 

 1.10 

SIL [dB]    161 
 
 

Table 4. Laughter burst duration  

Files with laughter Approximate duration 
of laughter burst [s] 

Sk1 0,612 

Sk2 0,375 

Sk3 1,01 

Sk4 0,339 

Sk5 1,01 

Sk6 1,16 

Sk7 1,09 

Sk8 0,344 

Sk9 0,785 

Sk10 0,613 

Sk11 0,951 

Sk12 0,945 

Sk13 0,686 

Sk14 0,603 

Sk15 0,583 

Sk16 0,556 

Average 0,729 

Standard deviation 0,270 
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Table 5. Laughter burst periodicity 

Files with laughter 
Approximate modulation 

frequency 
of laughter burst [s] 

Number of periodicities 

Sk1 4,90 3 
Sk2 5,34 2 
Sk3 6,96 7 
Sk4 5,90 2 
Sk5 4,95 5 
Sk6 4,32 5 
Sk7 5,49 6 
Sk8 5,81 2 
Sk9 6,37 5 
Sk10 6,53 4 
Sk11 5,26 5 
Sk12 5,29 5 
Sk13 4,37 3 
Sk14 6,63 4 
Sk15 5,15 3 
Sk16 5,40 3 
Average 5,54 4 
Standard deviation 0,78 1,51 

 
 
 
 

Table 6. Results of Low Frequency Modulation analysis for laughter and non-laughter 
 Files with laughter Files without laughter 

Mean Low frequency Modulation [Hz] 6.64 6.54 
Standard Deviation for Low Frequency 
Modulation [Hz] 

1.01 1.10 

 
 
 
 

Table 7. Results obtained with the minimization algorithm 
Constants Variables SACF (no laugh) – SACF 

(laugh) 
ACF frame = 1s 
Band 1 = 0 
Band 2 = 1 
Band 3 = 1 
FreqL = 4 Hz 
FreqH = 7 Hz 

Raw frame = 0.041 s -0.17 
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Table 8. Results obtained with the minimization algorithm 
Constants Variables ESACF (no laugh) – 

ESACF (laugh) 
ACF frame = 1s 
Band 1 = 1 
Band 2 = 0 
Band 3 = 0 
FreqL = 4 Hz 
FreqH = 7 Hz 

   Raw frame = 0.040 s 
   -0.084 

ACF frame = 1s 
Band 1 = 0 
Band 2 = 1 
Band 3 = 0 
FreqL = 4 Hz 
FreqH = 7 Hz 

Raw frame = 0.040 s 
 

-0.15 

ACF frame = 1s 
Band 1 = 0 
Band 2 = 1 
Band 3 = 0 
FreqL = 4 Hz 
FreqH = 7 Hz 

Raw frame = 0.040 s 
 

-0.32 
 

ACF frame = 1s 
Band 1 = 0 
Band 2 = 1 
Band 3 = 1 
FreqL = 4 
FreqH = 7 

Raw frame = 0.040 s 
 

-0.27 
 

ACF frame = 1s 
Band 1 = 1 
Band 2 = 1 
Band 3 = 1 
FreqL = 4 
FreqH = 7 

Raw frame = 0.040 s 
 

-0.20 

ACF frame = 1s 
Band 1 = 0 
FreqL = 4 
FreqH = 7 

   Raw frame = 0.041 s   
Band 2 = 1.00 

  Band 3 = 0.33 
 

-0.30 

ACF frame =1s 
FreqL = 4 
FreqH = 7 
 

Raw frame = 0.040 s 
Band 1 = 0 

Band 2 = 1.00 
Band 3 = 0.33 

-0.30 
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Table 8. CALLFRIEND speech database 
Item Name:  CALLFRIEND American English-Non-Southern Dialect 

Authors:  Alexandra Canavan and George Zipperlen 

LDC Catalog No.:  LDC96S46 

ISBN:  1-58563-061-6 

Data Type:  speech 

Sample Rate:  8000 Hz 

Sampling Format:  2 channel ulaw 

Data Source(s):  telephone 

Project(s):  EARS, LID 

Application(s):  language identification 

Language(s):  English 

Language ID(s):  ENG 

Distribution:  3 CD(s). 

Membership Year(s):  1996, 1997 
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12.4 Plots 
 

 
Plot 1. Surface plot varying weight 1 

 
 

 
 
 

(Figure 10 in text) 
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Plot 2. Surface plot varying weight 2 
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Plot 3. Surface plot varying weight 3 
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Plot 4. Density with weighting: Band 1 = 1, Band 2 = 0, Band 3 = 0 
 

 
 

 
Table 9. Results From density plot 1 

Maximum difference between detections [%] 15.2 
Optimal threshold [Correlation] 0.1 
Detected laughter [%] 93.8 
Non-laughter detected as laughter [%] 78.6 
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Plot 5. Density with weighting: Band 1 = 0, Band 2 = 1, Band 3 = 0 
 

 

 
 

 
Table 10. Results From density plot 2 

Maximum difference between detections [%] 32.8 
Optimal threshold [Correlation] 0.20 
Detected laughter [%] 75.0 
Non-laughter detected as laughter [%] 42.2 
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Plot 6. Density with weighting: Band 1 = 0, Band 2 = 1, Band 3 = 1 
 

 

 
 

(Figure 11 in text) 
 
 
 
 
 

Table 11. Results From density plot 3 
Maximum difference between detections [%] 39.6 
Optimal threshold [Correlation] 0.20 
Detected laughter [%] 65.6 
Non-laughter detected as laughter [%] 26.1 
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Plot 8. Density for door noise files with weighting: Band 1 = 0, Band 2 = 0, Band 3 = 1 

 
 

 
 

 
 

 
Table 12. Results From density plot 

Maximum difference between detections [%] 16.1 

Optimal threshold [Correlation] 0.20 

Detected laughter [%] 59.7 

Non-laughter detected as laughter [%] 43.6 
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Plot 9. Density for door noise files with weighting: Band 1 = 0, Band 2 = 1, Band 3 = 1 
 

 
 

(Figure 12 in text) 
 

 
 
 

Table 13. Results From density plot 
Maximum difference between detections [%] 5.8 

Optimal threshold [Correlation] 0.10 

Detected laughter [%] 58.3 

Non-laughter detected as laughter [%] 52.5 

 
 
 
 



 53 

Plot 10. Density for CALLFRIEND files with weighting: Band 1 = 0, Band 2 = 1,  
Band 3 = 1 

 

 
 

(Figure 13 in text) 
 
 
 
 

Table 14. Results From density plot 
Maximum difference between detections [%] 50.0 
Optimal threshold [Correlation] 0.20 
Detected laughter [%] 56.3 
Non-laughter detected as laughter [%] 6.3 
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Plot 11. Activity detection 
 

 
 
 

(Figure 14 in text) 
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12.5 Abbreviations 
 
ACF  - Autocorrelation Function 
ANN  - Artificial Neural Networks 
BER  - Band Energy Ratio 
CGFS  - Center of Gravity Fluctuation Strength 
CV syllable - Consonant-Vocal syllable 
DAT  - Digital Audio Tape 
ESACF - Enhanced Summary Autocorrelation Function  
FFT  -  Fast Fourier Transform 
GMM  - Gaussian Mixture Models 
HMM  - Hidden Markov Modells 
k-NN  - k-nearest neighbors classification 
LFM  - Low frequency Modulation 
MLFS  - Mean Level Fluctuation Strength 
SACF  - Summary Autocorrelation Function 
SIL  - Speech Interference Level 
SILM  - Speech Interference Level (Matlab amplitude) 
SPL  - Sound Pressure Level 
 


