
 

 
 
 
 

Speech recognition and adaptation 
experiments on children’s speech 

 

 
Lena Måhl 

 
 
 
 
 
 

 
 
 
 
 
 
 
 
 

Handledare: Daniel Elenius  
Examinator: Mats Blomberg 

 
 
 

Godkänt den ........................  Examinator: ............................................ 
  (signatur) 

 

Examensarbete i talteknologi 
Institutionen för tal, musik och hörsel 

Kungliga Tekniska Högskolan 
100 44  Stockholm 

TT
Centrum för talteknologi



 2 

 
 
 

 

Examensarbete i talteknologi 
 

Taligenkännings- och adaptionsexperiment på barntal 
 
Lena Måhl 

 

Godkänt 

 

Examinator                                                                         Handledare 
Mats Blomberg                                                                        Daniel Elenius 

 

Sammanfattning 
Som en del i EU projektet PF-Star spelades en barntaldatabas med talare i åldern 
4-8 år in på Kungliga Tekniska Högskolan i Stockholm år 2003. I det här 
examensarbetet har den databasen använts till att utforska igenkänning av barntal 
och för att hitta möjliga sätt att förbättra igenkänningsresultaten för barn. Barntal 
har använts för att utvärdera taligenkänningsförmågan på både en taligenkännare 
tränad med vuxental, och en taligenkännare tränad med barntal. Båda 
taligenkännarna adapterades också till barntal med två olika adaptionsmetoder. 
 
Resultaten bekräftade att taligenkänning av barntal fungerar dåligt när en 
taligenkännare tränad med vuxental används. Det var också tydligt att lägre ålder 
ledde till sämre igenkänningsresultat. Taligenkänningsresultaten för barn 
förbättrades dock väsentligt när en taligenkännare tränades med barntal. Även 
adaption till barntal visade en tydlig förbättring i taligenkänningsresultaten för 
barn. 
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Abstract 
As a part of the EU project PF-Star a children’s speech database with speakers of 
the age of 4-8 years was recorded during 2003 at The Royal Institute of 
Technology, Stockholm. In this thesis that database was used to investigate 
recognition of children’s speech and possible ways to improve recognition 
performance for children. Children’s speech were applied to both a recognizer 
trained with adult speech and a recognizer trained with children’s speech. Both 
recognizers were also adapted to children’s speech with two different adaptation 
methods.  
 
The results confirmed that recognition of children’s speech works poorly when 
using a recognizer trained with adult speech. It was clear that the recognition 
performance is lower for younger children. The recognition rates were 
considerably improved when a recognizer was trained with children’s speech. 
Adaptation to children’s speech did also improve recognition rates for children’s 
speech remarkably.  



 4 

 

 
 
 
 
 
 
 
 
 
 
 
 
 

Acknowledgements 
 

I would like to thank my supervisors Mats Blomberg and Daniel Elenius for help 
and support during this work 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 5 

Contents 

 

1. Introduction.................................................................... 7 

1.1. Background..............................................................................................7 

1.2. Previous research.....................................................................................7 

1.3. Task specification and purpose................................................................8 

1.4. Tools ........................................................................................................8 

1.5. The outline of this report .........................................................................8 

2. The theory of automatic speech recognition (ASR) .... 9 

2.1. What is ASR? ..........................................................................................9 

2.2. Signal Processing.....................................................................................9 

2.3. Feature extraction ..................................................................................10 

2.4. Classification .........................................................................................11 

2.4.1. Hidden Markov Models (HMM) ...................................................11 

2.5. Adaptation .............................................................................................12 

2.5.1. MAP ..............................................................................................13 

2.5.2. MLLR............................................................................................13 

2.6. ASR for children’s speech.....................................................................13 

3. The speech databases................................................... 15 

3.1. The SpeeCon database...........................................................................15 

3.2. The children’s speech database .............................................................15 

3.3. The speech data used in the experiments...............................................16 

3.4. Training and evaluation sets ..................................................................16 

3.5. Adaptation sets ......................................................................................17 

4. Implementation ............................................................ 18 

4.1. Parameterization of the speech data ......................................................18 

4.2. Dictionary and grammar........................................................................18 

4.3. HMM training........................................................................................19 

4.4. HMM adaptation ...................................................................................20 

4.5. Evaluation..............................................................................................20 



 6 

5. Experiments.................................................................. 21 

5.1. Training .................................................................................................21 

5.2. Global tests ............................................................................................21 

5.3. Adaptation tests .....................................................................................21 

6. Results ........................................................................... 23 

6.1. Global recognition tests .........................................................................23 

6.2. Age ........................................................................................................24 

6.3. Height ....................................................................................................26 

6.4. Gender ...................................................................................................28 

6.5. The adapted models ...............................................................................28 

7. Discussion ..................................................................... 31 

8. Conclusions................................................................... 33 

9. References..................................................................... 34 

 
 
 



 7 

1. Introduction 

  

1.1.  Background 

 
This Master of Science thesis has been accomplished within the EU project  PF-
Star at the Department of Speech, Music and Hearing, KTH (The Royal Institute 
of Technology). One part of the PF-Star (Preparing Future Multisensorial  
Interaction Research) project is to do baseline experiments on Automatic Speech 
Recognition (ASR) for children’s speech and to investigate and evaluate methods 
to improve recognition performance (Blomberg & D. Elenius, 2003).  
 
Children could benefit from voice-based applications in a number of areas, 
especially before they know how to read or write. It could for example be used as 
a learning aid, in tools for speech and language development (Russel et al., 1996), 
for entertainment or in daily duties. It is also important that voice-based 
applications in daily life are available for children as well as adults. This is though 
not the case today and therefore it is of great interest to explore why speech 
recognition results for children’s speech are so poor and find ways to improve 
them.  
 
During 2003 a children’s speech database was recorded at KTH grasping 200 
children in the ages 4-8 years speaking in average 70 utterances each in Swedish. 
In this thesis that database was used to perform speech recognition and adaptation 
experiments on children’s speech. The SpeeCon database (Iskra et al., 2002) has 
been used for training and reference tests. 
 

1.2. Previous research 

 
The research concerning ASR has mostly focused on adult speech and today 
speech recognition for adults works fairly well. Comparatively the recognition 
results for children’s speech are disturbingly low. One obvious reason for the poor 
recognition results is that most recognizers are developed for and trained on adult 
speech. Li and Russel (2002), examined the causes of increased error rates in 
children’s speech recognition. Their conclusions were that pronunciation variation 
is a major cause for poor recognition results, and that children’s ASR performance 
has a broad range, from equivalent to adults to very poor. 
 
Other studies done in the area deal with frequency warping to compensate for 
children’s shorter vocal tracts and consequently higher fundamental and formant 
frequencies than adults (Das et al., 1998 and Guiliani & Gerosa, 2003) and  
speaker normalization and model adaptation (Narayanan & Potamianos, 2002). In 
all studies the recognition performance was improved but still not as high as that 
for adult speakers. The studies mentioned above have used speech material from 
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children of the age of seven and older. In this thesis, speech material from 
younger children, down to the age of four, has been used. 
 

1.3. Task specification and purpose 

 
The purpose with this thesis was to explore the qualities of speech recognition for 
4-8 year olds. What are the recognition results when applying children’s speech 
on a recognizer trained with adult speech and how much could the results be 
improved by training a recognizer with children’s speech? Another question to be 
answered was how children of different ages managed in the experiments. Was 
there a certain age where the results were considerably poor? The final task was to 
adapt the adult models to children’s speech and evaluate the recognition rates on 
the adapted models. 
 
The first step in the task described above consisted of the construction of a word 
recognizer. Two recognizers were trained, one with adult speech and one with 
children’s speech. The next step was to evaluate the recognition performance of 
the recognizers and to see if the result could be improved using adaptation. The 
constructed recognizer have also been used in further experiments within the PF-
Star project. 
 

1.4. Tools 

 
The experiments in this thesis are performed using tools of the Hidden Markov 
toolkit, HTK. This is a portable toolkit which contains modules for building 
Hidden Markov models (HMM). The modules in the toolkit are designed for 
speech recognition research and include tools for HMM training, adaptation and 
evaluation (Young et al. 2002). To automate training and test procedures the 
programming language Perl has been used to call the modules from HTK (Wall et 
al. 2000).  
 

1.5. The outline of this report 

 
Chapter two contains an overview of the theory of automatic speech recognition 
(ASR) with focus on HMM and adaptation and ends with a brief outline of some 
of the difficulties in children’s speech recognition. Chapter three accounts for the 
speech data used in this thesis. Chapter four describes the implementation of the 
tools needed for the experiments and chapter five gives a presentation of the 
experiments conducted. In chapter six the results can be found and the two last 
chapters include a discussion of the results and conclusions drawn by them.   
 
 



 9 

2. The theory of automatic speech recognition (ASR) 

 

2.1. What is ASR? 

 
The technology of automatic speech recognition (ASR) allows a computer to 
interpret human speech. A speech recognizer is an application that takes human 
speech as input and returns an interpretation of it. The perfect recognizer would be 
an application that could rend natural talk from any speaker talking in any 
environment.  
 
The first research on ASR was conducted in the late 1940s and the development in 
the field has closely followed the increasing capacity in computer processing. The 
research has come a long way and today voice control is found in for instance 
booking systems over the telephone, aids for disabled and dictation systems 
(Blomberg & K. Elenius, 2003).  
 
However there are some limitations that preferably should be diminished to widen 
the area of use for ASR. Occurrences that lower recognition performance are large 
vocabularies, continuous natural speech instead of isolated words and the fact that 
recognizers must be able to interpret speech from multiple users.  
 
As implied in the section above there are a lot of issues that ASR has to deal with. 
Speaker variability due to age, gender, geographical and social dialects and 
acoustic variability due to speaker environment or different transmission channels 
(Holmes & Holmes, 2001) are examples of things that increases the complexity of 
identifying the components of human speech. But how can a computer understand 
human speech? The process of ASR will be described in the following sections. 
 

2.2. Signal Processing 

 
The first step in ASR is to capture and process the sound. A microphone captures 
the audio signal and sends it to a computer where it can be processed. Today all 
signal processing is done in the digital domain which leads to the fact that the 
signal has to be sampled before being processed, i.e. transformed from a 
continuous to a discrete signal by sampling the signal in equally spaced points in 
time.  
 
When a signal is sampled the sampling frequency should exceed twice the highest 
frequency represented in the signal. This is to make sure that there will be no alias 
effect, i.e. the signal appears to be of lower frequency (Oppenheim & Willsky, 
1997). Since human speech is wide banded, the sampling frequency should be so 
high that at least the most characteristic frequencies for the speech sound are 
correctly reconstructed. Most common is to use sampling frequencies from 8 kHz 
(speech through telephone) to 32 kHz (Blomberg & K. Elenius, 2003).  
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Another factor that affects the representation of the signal is the resolution, the 
number of bits used in the digital representation. The signal is quantized with 
respect to its amplitude and the higher resolution, i.e. the more bits used, the less 
the representation of the signal will be distorted. Most common are 16 bits and 
above (Holmes & Holmes, 2001). 
 

2.3. Feature extraction 

 
Since the speech signal is a continuous process, the sequence of phonemes that 
form a word are affected by each other and co-articulation appears (Elert, 1995). 
This leads to a large variability in how a specific phoneme is pronounced and 
makes the challenge of speech recognition even bigger.  
 
To be able to process the speech signal it has to be divided into smaller parts out 
of which certain features that could be used in recognition are extracted. The parts 
consist of short time intervals of the signal, most commonly 10-20 ms and are 
called frames. Since the duration of the frames are so small, each frame is treated 
like a stationary process and is assumed to have a constant spectrum. The features 
are extracted from that spectrum and are represented by a feature vector. This step 
in the recognition process is called feature extraction or front-end analysis and 
converts the acoustic signal to a sequence of feature vectors (Holmes & Holmes, 
2001). 
 
All phonemes are characterized by their frequency spectrum, for instance formant 
frequencies for voiced sounds and high frequencies for fricatives (Elert, 1995). 
The frequency characteristics of the phonemes can be used to interpret the speech 
signal and therefore all processing from now on are done in the frequency domain. 
The transition between the time domain and the frequency domain is computed 
with the Fourier Transform.  
 
Now it is time to extract the features for every frame. This can be done using 
several different methods like for instance filter banks that take the frequency 
characteristic of the human ear into account, cepstral analysis that involve an 
inverse Fourier Transform of the logarithm of the amplitude spectra or vector 
quantization where the spectral frames are compared to a number of spectral 
prototypes. 
 
One of the most common feature extraction methods in ASR is Mel Frequency 
Cepstral Coefficients (MFFC) and that is cepstral analysis performed on a mel-
scale transformed spectrum. The number of coefficients is normally 8-16 and it is 
common to also use their first and second order time derivatives as features 
(Blomberg & K. Elenius, 2003). 
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2.4. Classification 

 
When the acoustic analysis is done and the speech signal is transformed into a 
sequence of feature vectors it is time to make a decision on what was spoken. 
There are a number of different methods that can be used, for example 
knowledge-based approaches, pattern matching techniques, artificial neural 
networks and Hidden Markov modelling. The last method mentioned is the most 
common and it is the one used in this thesis. The theory of Hidden Markov 
modelling will be described in the following section. 
 

2.4.1. Hidden Markov Models (HMM) 

 
Hidden Markov modelling is a statistical method to characterize signals. A 
Hidden Markov model (HMM) consists of a number of states which are transited 
in a probabilistic order each time unit. The run through of the model is determined 
by its transition probabilities, i.e. probabilities for moving between the states or 
remaining in the current state. The model as a function of time is described by a 
random discrete state sequence (Leijon, 2002).  
 
When modelling speech signals an HMM often represents a language unit, a 
phoneme or a word. A state is constant and can be assumed to correspond to a 
frame and the features generated by the speech sound pronounced when the frame 
was recorded. In word recognition an HMM corresponds to a word and its states 
are parts of the phonemes in the word.  
 
Each state in the model has observation probabilities for the features observed in 
that particular state. Those probabilities are often represented by Gaussian 
distributions, or mixtures of Gaussian distributions (GMM) with means and 
variances and mixture weights, which facilitate any stochastic process to be 
approximated (Holmes & Holmes, 2001).  
 
In order to model variable state duration the Markov process can either stay in the 
current state or move on to another state. An HMM is fully described by its 
number of states, their observation and transition probabilities and the state 
probability distribution at the start of the observations, see Figure 1.  
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Figure 1. A three state Hidden Markow model with initial and final state, 

observation probabilities P(Si) and transition probabilities aij  
 
The models are constructed by a training method in which the HMM parameters 
are estimated. In this training method the probability distributions and transition 
probabilities are optimized in accordance with the training data by the Baum-
Welch algorithm (Kleijn, 2000). For that purpose recorded speech is needed. The 
amount of training material depends on what task the recognizer has to cope with. 
A big dictionary or large speaker variability implies that more training material is 
needed to get models that give a good representation of the phoneme or word.  
 
The classification is done by finding the sequence of states and the  
corresponding model sequence that most likely have generated the input  
speech signal. This is done by the Viterbi algorithm (Kleijn, 2000). 
 

2.5. Adaptation 

 
If there are differences in the attributes of the training data used when constructing 
the recognizer and the test data that are to be recognized, the recognizers 
performance is considerably worsened. The differences can be due to speaker 
variability or environmental factors such as noise or the transmission channel. 
Instead of training new models the original ones can be used with an adaptation to 
the new condition.  
 
There are a number of different adaptation techniques but the purpose of them all 
is to, with a small amount of speech data that possesses the new condition, adapt 
the parameters of the models to better correspond to the new speech data (Holmes 
& Holmes, 2001). Adaptation can either be supervised, i.e. the true transcription 
of the adaptation data is known, or unsupervised, the adaptation data is unlabelled. 
 
 

a11 

a12 

a22 

a23 

a33 

P(S1) P(S2) P(S3) I F 

a13 
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2.5.1. MAP 

 
MAP stands for Maximum A Posteriori and is a direct adaptation technique that 
updates the models for the acoustic units individually. With MAP the prior 
knowledge about the model parameters is combined with information obtained 
from the adaptation data which leads to a detailed update of the parameters. This 
means that acoustic components not present in the adaptation data will not be 
updated. Therefore MAP is not preferred when a small amount of adaptation data 
is available (Siohan et al., 2001).  
 
In the formula for MAP there is a weighting parameter that determines how much 
the a priori knowledge, i.e. the original models, should be taken into respect. This 
updating parameter is a value between zero and one. 

2.5.2. MLLR 

 
Another form of adaptation is MLLR (Maximum Likelihood Linear Regression) 
where the parameters of the HMM’s are adapted by linear transformations to 
clusters of acoustic units. The linear transformations alter the means and variances 
of the Gaussian mixtures and are used across a number of distributions.  
 
Since the models are clustered all models can be adapted, not only those that are 
represented in the adaptation data. This implies that MLLR is an indirect 
adaptation technique which is effective even for small amounts of adaptation data. 
The transformations are estimated from the adaptation data and are trained to 
maximize the likelihood of the adaptation data with the transformed model set 
(Leggetter & Woodland, 1995). 
 

2.6. ASR for children’s speech 

 
The process described until this point has reached high recognition rates when 
implemented with adult speech and the technology is good enough to use in actual 
applications. But as mentioned before the recognition rate drops considerably 
when recognition of children’s speech is conducted. Then how come recognition 
doesn’t work as well with children’s speech?  
 
The answer to that question lies partly in the acoustic differences between the two 
speech groups. One big acoustic difference between adult and children’s speech is 
higher fundamental and formant frequencies due to children’s shorter vocal tracts 
and vocal folds. Since children’s vocal tracts are not fully developed they have a 
higher pitch than adults when talking, and for 5-7 year old children the first three 
formants are shifted upwards around 65 % compared to adults (Li & Russel, 
2002).  
 
Another reason for the acoustic differences is failing pronunciation in 
consequence of physical reasons like for example lack of front teeth. This occurs 
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around the age of 6 when children loose their milk teeth. Small children may also 
not yet have learnt the proper pronunciation which also complicates the task of 
recognition of children’s speech.  
 
Some of the features mentioned can be compensated for and this will improve 
recognition results assuming children use the language in the same way as adults 
do. However, this is not the case since children have a smaller vocabulary, are 
more spontaneous in their speech and probably talk less grammatically than adults 
(Blomberg & D. Elenius, 2003).  
 
According to Li & Russel (2002) one typical thing for children’s speech is the 
large spread of recognition results, from very poor to almost as good as for adults. 
This implies that the problems are difficult to solve by just adapting the 
recognizers to better fit children’s speech. The pronunciation variation will remain 
within the children’s speech corpora.  
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3. The speech databases 

 
The speech material used in this thesis comes from two different speech 
databases, one with adult speech and one with children’s speech. The adult 
material has been used in training, when building the adult speech recognizer used 
in the experiments, and in evaluation for reference results. The children material 
has been used in training, adaptation and evaluation of the recognizers used in the 
experiments. 
 

3.1. The SpeeCon database 

 
The SpeeCon database was recorded within the SpeeCon project (Speech-Driven 
Interfaces for Consumer Devices) and comprised 600 Swedish speakers. Since the 
aim of the SpeeCon project was to develop voice-driven interfaces for consumer 
applications, the database was recorded in environments in which such interfaces 
could be expected, for example a car, a public place and an office environment. 
The corpus includes both spontaneous and read speech as well as application 
commands, isolated words and digit-strings.  
 
The parts of the database used in this thesis are the digit-strings recorded in the 
office environment which corresponds to 200 adult speakers, both male and 
female, uttering 5 digit-strings each. The office environment is almost free from 
background noise and when noise is present it is mostly stationary.  
 
The speech signal was recorded in a number of channels simultaneously but the 
only recording used here is from a headset microphone positioned near the mouth, 
simulating the position of the microphone on a cellular phone. The headset 
microphone was a Sennheiser ME 104. The input speech signal was high pass 
filtered at 80 Hz and sampled at 16 kHz. It was then quantised using 16 bit linear 
coding (Iskra et al. 2002). 
 

3.2. The children’s speech database 

 
The children’s speech database used in the experiments consists of recordings 
from 200 Swedish children, 4-8 years of age. It was recorded during 2003 in 
Stockholm within the PF-Star project. The recordings share some specifications 
with SpeeCon to be compatible at some levels. The recordings were made in the 
children’s natural environment, day care and after-school centres, where a 
recording place was set up in a small room in the premises.  
 
The children were, each by each, seated next to a recording leader, an adult, and 
were told to first answer a few questions and then repeat utterances read by the 
recording leader. The utterances were digit-strings, list of names and sentences 
from children’s literature. They were picked out to make a good coverage over all 
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the Swedish phonemes. All the utterances in the database were manually 
transcribed and labelled on orthographic level according to the SpeeCon 
transcription conventions (Iskra et al., 2002). The part of the database used in this 
thesis is the digit-strings. 
 
Sound was recorded using a headset microphone and an omnidirectional 
microphone, same as were used in the SpeeCon database recordings. In this thesis 
only the recording from the headset microphone is used. The audio signal was 
sampled at 32 kHz and the resolution used was 24 bits. In combination with the 
recordings, the children were measured and their height documented in the 
database.  
 
Since the purpose of the database is to enable researchers to explore the problems 
that occur in children’s speech recognition the variabilities of the speakers have 
been minimized. All children are from a small geographic area (Stockholm) in 
order to keep the dialectal differences as small as possible. The recording 
environments are of low variation to exclude variability due to environmental 
issues (Blomberg & D. Elenius 2003).   
 

3.3. The speech data used in the experiments 

 
Since the children’s speech database recordings were not yet finished at the time 
of the experiments in this thesis, only 140 speakers were used. It was speakers 
from all the age groups, 4-8 years old, and with a gender representation of 40 % 
males and 60 % females. The digit-strings consisted of three digits from 0 to 9 
after each other and every child has uttered ten digit-strings. That gives a speech 
material of 30 digits per child.  
 
The adult speech material from the SpeeCon database used in the experiments is 
comprised of 200 adult speakers, both males and females, uttering digit-strings of 
different length consisting of the digits 0-9. The recorded material for each 
speaker amounts to 30 digits. Gender representation in the SpeeCon database is 50 
% male and 50 % female with a maximum deviation of 5 % (Iskra et al., 2002). 
Since SpeeCon was originally sampled with 16 kHz, and differences in sampling 
frequency could cause problems in training and evaluation, the SpeeCon material 
was upsampled to 32 kHz before being used in the experiments. 
 

3.4. Training and evaluation sets 

 
It is of great importance for credible results that the same speech material is not 
used in both training and evaluation. Therefore the speech data to be used in the 
experiments has to be divided into different groups for various purposes. The 
children’s speech data was divided in partitions for training and evaluation with 
regard to age and gender according to Table 1. Speech data that is neither used for 
training nor evaluation form a development set (dev set) which is used to 
experimentally choose parameters for the recognizer. 
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Partition Age 
N:o 
speakers 

Male Female 
N:o 
utterances 

N:o    
digits 

Training 4 12 5 7 120 360 
  5 12 5 7 120 360 
  6 12 5 7 120 360 
  7 12 5 7 120 360 
  8 12 5 7 120 360 
  4 – 8 60 25 35 600 1800 
Evaluation 4 10 4 6 100 300 
  5 10 4 6 100 300 
  6 10 4 6 100 300 
  7 14 6 8 140 420 
  8 10 4 6 100 300 
  4 – 8 54 22 32 540 1620 
 

Table 1: Group divisions of the children material for training and evaluation. 
 
To make an adult recognizer comparable with the children recognizer, 60 adult 
speakers uttering 30 digits each constitutes the adult training group. This equals 
the number of speakers and digits in the global children group, i.e. 4-8 years old. 
Those speakers were randomly selected out of the adult corpus. From the speakers 
that were left, another 60 speakers were randomly chosen to form an evaluation 
group. The remaining speakers from the part in SpeeCon used in this thesis were 
used to supplement the adult training group in creating a larger adult training 
group. This group was used to train a reference recognizer, in order to compare 
this recognizer’s performance with other recognizers trained with adult speech.  
 

3.5. Adaptation sets 

 
Since the small number of children speakers available in the experiments 
adaptation was made with the same material as in training. 
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4. Implementation 

 
An initial condition for the recognizer in this thesis was that it should, at as many 
levels as possible, be in accordance with the COST 249 SpeechDat reference 
recognizer (Lindberg et al., 2002). This recognizer is built in the programming 
language Perl and uses modules from the HTK toolkit for the speech recognition 
processing. The structure and parameters of the reference recognizer is taken from 
the HTK book (Young et al., 2002). The recognizer built for this thesis is 
constructed accordingly.  
 
A considerable difference is that the reference recognizer is a phoneme recognizer 
while the recognizer used in these experiments is a word recognizer. Since the 
studies in this thesis focus on children’s speech the recognizer will be optimized 
to the children corpus by use of the dev set. Besides the attributes needed for word 
recognition and some changes to better fit the children corpus, the recognizer 
described below conforms well to the reference recognizer.  
 

4.1. Parameterization of the speech data 

 
Since HTK doesn’t allow 24 bits, the resolution of the children’s speech has been 
reduced to 16 bits. As features, which will work as a representation of the signal 
(see chapter 2.3), 13 mel frequency cepstral coefficients were computed  
from a 26-channel, 16 kHz bandwidth, mel-scale filterbank. The 0:th  
coefficient corresponds to the spectral energy level. The first and  
second time derivatives of the coefficients were added, yielding a  
39-element acoustic feature vector. The frame period was set to 10ms.  
 

4.2. Dictionary and grammar 

 
The dictionary for the recognizer consists of the digits 0-9 and a silence model. 
Since the recognizer is designed to be a word recognizer, each digit corresponds 
to an HMM. The HMMs have probabilities to remain in the same state, go to the 
next state or skip a state and go to the second next state. The number of states in 
each HMM is equal to twice the number of phonemes in the digit represented and 
the silence model is allotted three states, see table 2. 
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Digit HMM N:o phonemes N:o states 
0 Noll 3 6 
1 Ett 2 4 
2 Två 3 6 
3 Tre 3 6 
4 Fyra 4 8 
5 Fem 3 6 
6 Sex 4 8 
7 Sju 2 4 
8 Åtta 3 6 
9 Nio 3 6 
 Sil  3 

  
Table 2: Number of states in the word HMM’s 
 
HTK needs a grammar which defines in what way the words in the dictionary can 
be related, and for this recognizer the grammar allows an unspecified number of 
digits in succession with optional silence between the digits. In the grammar there 
is also a silence expected in the beginning and the end of each utterance.  
 

4.3. HMM training 

 
To start with, the eleven HMM’s are initialized with the HTK tool HInit. The 
initial transition probabilities are defined so that the probability to stay in the state 
is 0.6 and the probabilities to go to next state or skip the next state and go to the 
second next state is respectively 0.2.  
 
After that, the models are re-estimated to the training material using the Baum-
Welch algorithm four times. Then, the models are successively split and re-
estimated into 2, 4, 8 and 16 Gaussian mixture components. In conclusion the 
mixture models are re-trained. The optimal number of Gaussian mixtures was 
found experimentally using the dev set. The number of Gaussian mixtures that 
were examined was 2, 4, 8, 16 and 32, and the optimal result was achieved with 
16 Gaussian mixtures. In the reference recognizer there are 32 Gaussian mixtures 
but an occurrence that can explain why 16 works better in this case is the 
proportionately small amount of training data available. 
 
In HTK a parameter called word insertion penalty balances the insertions and 
deletions of words. When the value of the word insertion penalty is low, the 
recognizer can insert words easily. A high number of insertions will decrease the 
performance of the recognizer, despite a high percentage of correct recognized 
words. In this recognizer the word insertion penalty is experimentally optimized 
to -85.0 with the dev set. 
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4.4. HMM adaptation  

 
Adaptation of the models was computed with the HTK tool HEAdapt. In MAP 
adaptation a scaling factor is needed and the optimal scaling factor was 
experimentally found to be 1.0, again with help of the dev set.  
 
In the HTK book (Young et al., 2002) MLLR has been recommended to be used 
together with MAP since this has shown to work better, but with use of the dev set 
MLLR was proven to perform best by itself in this case. 
 

4.5. Evaluation  

 
The models are evaluated using tools from the HTK toolkit. The recognition 
results are presented as a percentage of correctly recognized words, a word 
accuracy which will be defined in the result chapter and a list with the number of 
correctly recognized words, the number of deletions, substitutions, insertions and 
the total number of words to be recognized. 
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5. Experiments 

 

5.1. Training 

 
Initially a recognizer was trained with all the children training material, 60 
children in the age groups 4-8, designing a global child recognizer. Then a 
recognizer trained with adult speech, 60 speakers, was made. Those two 
recognizers are the ones used in the experiments and are therefore trained in the 
same way with the same amount of training data in order to make the results from 
the evaluation comparable. As a last step a reference recognizer was trained with 
all the adult training material available to get a reference result, and accordingly 
get a hint of how good the recognizer performs in comparison with other 
recognizers. 
 

5.2. Global tests 

 
After the creation of the two recognizers it was time to evaluate their recognition 
skills. This was done using both the adult evaluation group and a global children 
evaluation group, i.e. the evaluation groups for each age merged into one global 
group. The recognizers were evaluated by age group respectively in order to 
explore the differences in performance depending on age. Possible correlations 
between height and performance, and gender and performance were also studied. 
 

5.3. Adaptation tests 

 
Adaptation of the recognizers was conducted according to Table 3. The first 
column accounts for the recognizer that is adapted. The second column defines 
the training group/groups used as adaptation data, with “All age groups” means 
each group individually and with “4-5” means both the training groups of 4 year 
olds and 5 year olds. In column three the adaptation methods used are specified. 
After adaptation each adapted model was evaluated with the evaluation 
group/groups specified in column four. 
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Trained with: Adapted to: Adaptation method Evaluated with: 
Adult speech All age groups MAP & MLLR All age groups 
  4-5 MAP & MLLR 4-5 
  6-8 MAP & MLLR 6-8 
  4-8 MAP & MLLR 4-8 
Children's speech All age groups MAP & MLLR All age groups 
  4-5 MAP & MLLR 4-5 
  6-8 MAP & MLLR 6-8 

 
Table 3: Adaptation experiments 
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6. Results 

 
To present the results from the experiments, an evaluation value called word 
accuracy is used. Word accuracy is a representative figure of recognizer 
performance (Young et al., 2002). Word accuracy is defined as:   
 
H – number of correct words 
D – number of deletions 
S – number of substitutions 
I – number of insertions 
N – total number of words 
  

100*100*
N

IH

N

ISDN
Accuracy

−=−−−=
                        

(1)
 

 
Thus accuracy means the number of correct words minus inserted words in 
relation to the total number of words and is expressed as a percentage. 
 

6.1. Global recognition tests 

 
The recognizer trained with all the adult training material available, the reference 
recognizer (see Chapter 3.4), and evaluated with the adult speech evaluation group 
shows an accuracy of 94.27 %. That is a value which is lower than the usual for 
word recognition of adult speech. This could be explained by the fact that this 
recognizer has been optimized with respect to children’s speech. 
 
The results from the global recognition tests are presented in Figure 2 below. The 
adult recognizer is now trained with an adult training group comprising 60 
speakers which correspond to the number of children speakers available for 
training. 
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Figure 2: Recognition results from global tests. 
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As the chart in Figure 2 suggests, as well as previous studies mentioned in chapter 
one, the adult recognizer shows poor recognition results for children’s speech. 
However the results for recognition of children’s speech are remarkably improved 
when a recognizer is trained with children’s speech.  
 

6.2. Age 

 
In Figure 3 the recognition performance for each age group on both the children 
and the adult recognizer is presented. There is an obvious increase in the 
accuracies with increasing age for both the adult recognizer and the children 
recognizer. 
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Figure 3: Recognition results per age group 
 
One observation is that there is greater difference in how good each age group 
manages for the adult recognizer than for the children recognizer, a span of 26.67 
% versus 12.48 %. Another remark is that the 7 year olds have better recognition 
results than the 8 year olds on the children recognizer.  
 
In Figures 4 and 5 a scatter plot with the accuracy and age for each child is 
presented to see the span within each age group. Figure 4 corresponds to the 
children recognizer model and Figure 5 to the adult recognizer model. 
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Figure 4: Age and accuracy for every child speaker on the children recognizer 
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Figure 5: Age and accuracy for every child speaker on the adult recognizer 

 
A wide span within each age group can be seen, especially for recognition of 
children’s speech on the adult recognizer. The span varies considerably between 
the age groups and is largest for 4 year olds on the children recognizer and for 6 
year olds on the adult recognizer.  
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To get a comparable value of the relation between age and accuracy, the 
correlation is computed. This is done on the results from the children recognizer 
and the adult recognizer, see Table 4. 
 

Recognizer model Correlation age/accuracy 

Children 0,42 
Adult 0,55 

 
Table 4: Correlation age/accuracy for child speakers 

 
The correlation values imply that there is an indication of correlation between the 
two, especially when children’s speech is applied to an adult recognizer. 
 

6.3. Height 

 
In the children’s speech database the children’s height is registered. For future 
studies on for example frequency warping with respect to higher fundamental and 
formant frequencies due to children’s shorter vocal tracts, it could be interesting 
to see if there is a relationship between word accuracy and height. A scatter plot is 
made with the accuracies and the height for each child, and that would show if 
there is a connection between the two. In Figure 6 the results from children 
evaluation of the children recognizer is presented and in Figure 7 the results from 
children evaluation of the adult recognizer is presented. 
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Figure 6: Height and accuracy for every child speaker on the children recognizer 
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Figure 7: Height and accuracy for every child speaker on the adult recognizer 

 
It is difficult to see a connection so a correlation, which would give a hint about 
the possible connection, between height and accuracy was computed on the results 
from both the children recognizer and the adult recognizer. The correlations can 
be seen in Table 5. 
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Recognizer model Correlation height/accuracy 

Children 0,39 

Adult 0,55 
 

Table 5: Correlation height/accuracy for child speakers 
 

Here, as well as in Table 4, a correlation can be seen. It is though easy to imagine 
a close correlation between age and height for the children so therefore the 
correlations between those two were also computed. In the children evaluation 
group that correlation proved to be 0,89. 
 

6.4. Gender 

 
In order to explore whether gender affected the recognition results the accuracy 
per gender was computed, see Figure 8.  
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Figure 8: Recognition results per gender 

 
Males had a higher accuracy on the adult recognizer while females had a higher 
accuracy on the children recognizer. The differences are though quite small. 
 

6.5. The adapted models 

 
In this section the results from the adaptations will be accounted for. The different 
adaptation techniques as well as the two different recognizers are presented in 
separate charts. In each chart the results from the global recognition tests are 
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added for comparison, the line labelled as 4-8 year olds. In Figures 9 and 10 the 
evaluation results after adaptation on the children recognizer are shown. 
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Figure 9: Evaluation results after MAP adaptation on the children recognizer 
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Figure 10: Evaluation results after MLLR adaptation on the children recognizer  
 
Thus adaptation works poorly when adapting a recognizer trained on children’s 
speech, in some age groups it even worsens the performance. 
 
In Figures 11 and 12 the evaluation results after adaptation on the adult recognizer 
are shown.  
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Figure 11: Evaluation results after MAP adaptation on the adult recognizer  
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Figure 12: Evaluation results after MLLR adaptation on the adult recognizer  
 
In this case there are remarkable improvements using adaptation, especially with 
MLLR adaptation. The recognition performance is though still not as good as with 
the children recognizer. 
 
The results will be discussed in the following section.  



 31 

7. Discussion 

 
The results presented in the preceding section imply that there are several ways to 
improve performance in speech recognition for children’s speech. A recognizer 
trained on children’s speech improved recognition performance considerably, up 
to almost as good as for adults for the older children. To train recognizers solely 
with children’s speech, constructing children’s speech recognizers, is though not 
preferable when developing voice-based applications, since users from other 
speech categories would be excluded.  
 
More interesting is the big improvement in recognition of children’s speech when 
a recognizer trained on adult speech is adapted to children’s speech. With MLLR 
adaptation the recognition performance for children’s speech increased 
remarkably. Thus, adaptation of an adult recognizer to children’s speech could be 
very useful in expanding speech recognition to also comprise children’s speech.  
 
It was very clear that recognition rates increased by increasing age. There is one 
exception though. In Figure 3, Chapter 6, the children model shows lower 
recognition rates for eight year olds than for seven year olds. This could be 
explained by the fact that when the recognizer is trained with all the children 
training material, 4-8 year olds, the parameters of the model are in most 
accordance with the mean of the features, in this case some “mean-speaker” in the 
middle age groups.  
 
In Figures 6 and 7, Chapter 6, a relation between height and accuracy could be 
seen, in both the case with the children recognizer as well as, and even more so, 
with the adult recognizer. This implies that it would be interesting to further 
investigate frequency warping to compensate for higher fundamental and formant 
frequencies, due to shorter vocal tracts, in children’s speech. The correlations 
computed between height and accuracy and age and accuracy shows a slightly 
higher correlation due to age. 
 
Girls seem to perform better than boys on the children recognizer but this can be 
explained by the gender representation in the training material, 60 percent females 
and 40 percent males. On the other hand boys perform slightly better than girls on 
the adult recognizer but the evaluation material is too small to allow any 
conclusions and there was no time to look deeper into that phenomenon. 
 
With respect to some of the children’s inarticulate speech and the fact that many 
of the children were at unease with the recording situation and as a consequence 
of that whispered, the trained models are remarkably good. The results must 
however be taken lightly due to the small amount of training material available, 
but a tendency can be seen which was the goal with this thesis. 
 
One important thing to do to improve recognition results for children’s speech in 
voice-based applications is to look over the recording procedure when recording 
children speech material for training. Due to children’s spontaneous speech the 
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databases should not be recorded through repeated sentences. When repeating 
something the speaker, and maybe even more so a child speaker, are affected by 
the pronunciation of the speaker that reads ahead. In the recordings of the 
database used in this thesis that person was an adult. This leads to comprehensive 
differences in pronunciation between the recorded children’s speech used in 
training and the children’s spontaneous speech with the application. 
 
In this thesis the material used in evaluation was recorded in the same way as the 
training material so those eventual pronunciation differences can not be seen in 
the results.   
 
To record a database with children’s spontaneous speech would though demand a 
lot more training material to make a good coverage over all the phonemes in the 
language recorded. It would also demand a comprising amount of work to 
transcribe and label the material. When the database used in this thesis was 
recorded those resources weren’t available.  
 
A solution to make a recognizer with high enough recognition rate to be used in 
an application could be to use the corpus used in this thesis to train the recognizer. 
A corpus of more spontaneous speech can then be used to adapt the models with 
MLLR. Since MLLR is an indirect adapting technique that corpus would not have 
to cover all phonemes. 
 
The improvement of adaptation is enhanced by the initial low accuracy on  
children's speech using adult models. The absolute level of that result  
is constrained, partly by the different sampling frequencies of the two  
corpora and the wide bandwidth of the filterbank used. In perspective,  
the result would probably have been higher using 8 kHz bandwidth  
instead of 16 kHz. The conclusions in this report are still valid,  
though. The performance using adult models is still not sufficient for  
practical usage and adaptation raises the level significantly towards  
that of children-trained models. Continued experiments support this  
interpretation (Elenius 2004). 
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8. Conclusions 

 
In this thesis it was established that automatic recognition of children’s speech has 
lower performance than recognition of adult speech. A conclusion drawn from the 
experiments is that there are ways to improve recognition, for example training 
recognizers with children’s speech, or adapting the adult models to children’s 
speech.  
 
Another conclusion is that recognition performance increases with increasing age. 
An intimation that height could be correlated to recognition performance could be 
seen. 
 
Further experiments that would be of interest are normalization due to vocal tract 
length on children’s speech and examining the effects on recognition performance 
when other recording scenarios are used, better suited for children in order to get 
their spontaneous speech.  
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