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Abstract. This paper presents an evaluation method for statistically based
speech inversion, in which the estimated vocal tract shapes are classified into
phoneme categories based on the articulatory correspondence with prototype
vocal tract shapes. The prototypes are created using the original articulatory
data and the classifier hence permits to interpret the results of the inversion in
terms of, e.g., confusions between different articulations and the success in es-
timating different places of articulation. The articulatory classifier was used to
evaluate acoustic and audiovisual speech inversion of VCV words and Swedish
sentences performed with a linear estimation and an artificial neural network.

1. Introduction

Speech inversion, to estimate the articulatory configuration from the corresponding acous-
tic signal, is an underdetermined problem, as several articulations may result in the same
acoustic output. Evaluation of the inversion results is therefore a key issue. Several meth-
ods have been used, depending on if the inversion uses a generative approach (Maeda,
1994; Ouni and Laprie, 2002), in which acoustic data is inverted in a previously defined
articulatory model, or a discriminative (Yehia et al., 1998; Jiang et al., 2002; Engwall,
2005), in which acoustic and articulatory data acquired simultaneously are linked using
statistical regression.

For the generative approach, evaluation has to be based on resynthesis of the
acoustic output, since no articulatory goal is available. The resynthesized output is com-
pared with the acoustic target, either by a perceptual evaluation or by calculating the
difference between the original and synthesized formant values. This evaluation however
requires that the articulatory synthesizer is faultless (or else discrepancies may result from
the synthesis rather than the inversion), which means that it is currently mainly applicable
to vowels. It is further more difficult to interpret the evaluation results, as the evaluation
is made in a different domain than the inversion results themselves.

A better alternative for statistically based speech inversion is hence to compare
the resulting articulatory features (tongue shapes, electromagnetic coil positions etc.) to
those actually measured together with the acoustic signal. The evaluation may be based on
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the root mean squared error (RMS error) or, more commonly, the correlation coefficients
between estimated and actual articulatory features (Yehia et al., 1998; Jiang et al., 2002;
Beskow et al., 2003). This gives an overall estimation of the accuracy of the inversion,
but has mainly three problems.

The first is that such an evaluation is unbalanced, as frequently occurring articula-
tions will have a predominant impact on the score. If the inversion is performed on, e.g.,
VCV sequences with the same few vowels, but many different consonants (as in the above
cited studies), the correlation coefficients – or, for that matter, RMS error – will to a large
extent reflect the successfulness of the inversion of the vowels (which, incidentally, are
easier to invert than consonants).

The second is to define quality levels on correlation results. It is straightforward
to rank different inversion methods qualitatively using their correlation coefficients, but it
is less evident to know whether or not an inversion method is satisfactory from the level
of correlation alone.

The third is that correlation coefficients or RMS errors do not demonstrate in what
manner the inversion is good or bad. If, e.g., it is a little bit off for the entire corpus or if it
is excellent for some phonemes and abysmal for others, and how it fails, when it does. The
solution to this third problem is most often to complement the correlation coefficients with
a visual inspection of the correspondence of articulatory features frame-by-frame. Such
an analysis has however the downside that it is subjective.

This paper instead proposes to use an articulatory classifier in order to give a better
picture of how successful an inversion method is for each phoneme and in what way it
fails. An articulatory classifier relies on a prototype articulation for each phoneme and
is hence a less exact evaluation of the correspondence in all articulatory features in each
frame, as it will only find the closest prototype rather than a correlation score or an error
compared to the articulatory input data. The articulatory classifier has, on the other hand,
benefits in that it describes quantitatively what the visual inspection does qualitatively, as
confusion patterns between different phonemes may be obtained.

Moreover, for applications in computer assisted pronunciation training (Engwall
et al., 2006), the task of the speech inversion is to find the important articulatory features
(e.g., the place of articulation and the openness) rather than the entire vocal tract shape.
In this case, identifying the closest prototype articulation is not only good enough, it
is actually preferable, as articulatory feedback generated based on the prototypes will
be more distinct, and hence possibly more efficient, than if it is based on the overall
correspondence.

Several studies (Yehia et al., 1998; Jiang et al., 2002; Engwall, 2005) have investi-
gated the correlation between acoustics, vocal tract configuration and the face using linear
estimators. The articulatory-acoustic relation is however non-linear and a non-linear es-
timator, such as a neural network, may hence be more suitable. This paper compares
a linear and a neural network estimation of tongue movements from acoustic and facial
data.



2. Data acquisition
The speech acoustics and articulatory data of the tongue, jaw and face were acquired
simultaneously (Beskow et al., 2003). The movements of the tongue were recorded using
an electromagnetic articulograph (EMA), with three receiver coils placed approximately
8, 20 and 52 mm from the tip. The facial movements were captured using a stereo motion
capture system with 25 reflective markers distributed over the subject’s face. The five
markers placed at the lip corners, upper and lower lip and the chin were used in this study.

The subject, a female speaker of Swedish, spoke one repetition each of 73 VCV
words with consonants in V=[a, I, U] context and 178 short everyday sentences.

3. Data processing
The speech signal (originally recorded at 16 kHz) was divided into frames of 24 ms length
and a shift of 16.67 ms to match the 60 Hz frame rate of the motion capture system. It was
then represented in each frame by the RMS amplitude and 16 line spectrum pairs (LSP),
as these are closely related to the formant frequencies and the vocal tract shape.

The articulatory parameters jaw height (JH), dorsum raise (TD), body raise (TB),
tip raise (TT) and tip advance (TA) of a three-dimensional tongue model (Engwall, 2003)
were estimated from the EMA data. The estimation, described in Beskow et al. (2003),
tries to find the best fit between the model and the actual data, minimizing the difference
between the positions of the real EMA coils and corresponding virtual markers in the
model, while conserving the tongue volume and keeping the parameter values within the
allowed range.

The facial data consisted of five articulatory measures: the vertical position of the
chin and upper and lower lip coils and the horizontal of the two lip corner coils. These
measures were used, since they could potentially be recovered in frontal video images.

4. Statistically based speech inversion
The articulatory inversion was based on training procedures to relate the input and output
data. A jackknife procedure was used, in which the corpus was rotated so that every 10%
of the corpus was estimated from a training using the remaining 90%. In both the linear
and non-linear estimation, unseen articulatory parameters X were estimated either from
the acoustic input A or from the combined audiovisual input [A, V ]. With N being the
number of frames in the corpus, A is a N-by-17 matrix, where each row contains the 16
LSP coefficients and the RMS amplitude (the AO case), and [A, V ] is a N-by-22 matrix,
where each row in addition contains the 5 facial measures (the AV case). In the following,
Y denotes input data in general, i.e., Y = A or Y = [A, V ].

In the linear estimation the tongue parameters were estimated, following Yehia
et al. (1998), as

X̃te = T XY · Yte
′, where T XY = Xtr · Ytr

′T · (Ytr
′ · Ytr

′T )−1 (1)

Y ′ is Y augmented with a column of ones, to allow for direct prediction of non-zero-mean
vectors. Subscripts te and tr denote the test and training parts of the corpus, respectively.



The ANN estimation used a neural regressor with quadratic cost function from the
DTU Toolbox (Pedersen, 1997). The regressor is a two layer feed-forward neural network
with hyperbolic tangent sigmoidal functions for the hidden layer (five hidden units) and
a linear output layer. The weights were optimized with a maximum a posteriori approach
and the network was trained using a quasi-Newton code for unconstrained optimization.
The articulatory parameters were estimated separately using one regressor each.

5. Articulatory classification

The classifier was trained on the articulatory input data X that was labeled with an HMM-
based system for automatic segmentation of speech (Sjölander, 2003). The system aligns
the acoustic signal with written text and assigns phonetic symbols according to the text
and the spectral features of the signal. Each frame was hence classified acoustically as
belonging to a specific phoneme.

Tongue contours were calculated using the articulatory parameters for all the
frames. This led to a significant variability in contours classified as belonging to a certain
phoneme, due to transitions between articulations, coarticulation and reductions or possi-
ble mislabeling (on inspection it was found that the subject had articulated ”sj” as either
[Ê] or as [ù] depending on the vowel context, while the segmentation algorithm always
labeled it as [Ê], based on the text input) . Two articulatory classifications were therefore
performed for each set, one where all frames were included both in the generation of the
prototype tongue contours and in the evaluation, and one where outliers were removed
by manually defining the permitted range of variability in the back and front part of the
tongue for each phoneme. The target tongue contours were created as the median of the
included contours for each phoneme.

Classification categories were defined for the vowels [i/I, y/Y, 0, e, E, ø, a, o/O, U]
(for VCVs only [I, a, U]) and the consonants [t/d, s, l, r, C, Ê, k/g]. Long and short variants
of a vowel and voiced and unvoiced stops were grouped together in the classification.

The contour in each frame was classified by finding the closest target contour,
based on the summed pointwise Euclidean distance. For vowels, the summed distance
was calculated over the whole tongue contour, while it was calculated for the vicinity of
the place of articulation only for consonants, in order to allow for coarticulation of other
parts. The place of articulation in a frame was defined as the point on the tongue that
differed the most from the mean tongue shape as calculated over all frames (this mostly
corresponded to the point where the constriction between the tongue and the palate was
the narrowest, but was more robust than identifying the latter).

6. Results

6.1. Correlation coefficients & RMS error

The correlation between the original articulatory parameters and those estimated by the
two inversion methods is shown in Fig. 1. The ANN estimation outperforms the linear
and the audiovisual inversion outperforms the acoustic only for both VCVs and sentences.
It can be noted, however, that the linear estimation benefits more from complementarity



(a) Correlation (b) RMS error

Figure 1: The correlation between estimated and actual parameter val-
ues and the RMS error for the estimated tongue contours compared to
the original. Acoustic only (AO) and audio-visual (AV) input were used
for the linear and neural networks (ANN) estimations.

of the visual information for the VCVs, narrowing the gap to the ANN estimation almost
completely, with a 42% increase in correlation for the linear estimation but only a 24%
increase for the ANN. For the sentences, this is not the case, as the increase is similar,
59% for the linear and 61% for the ANN.

The RMS error gives somewhat different results for VCVs and sentences. For
VCVs, the differences are small, with the ANN estimation being slightly better than the
linear and the audiovisual slightly better than the audio-only. For sentences, on the other
hand, audiovisual input results in a much lower error than audio-only.

Overall, the correlation coefficients and the RMS error indicate that the visual
input adds important information; that the sentence corpus is more difficult; and that the
neural networks estimation is slightly better than the linear. All of these conclusions are
expected and not very informative. In order to investigate the details of the inversion,
another evaluation method is required.

6.2. Articulatory classification

The results of the articulatory classification are summarized as the percentage of correctly
classified phonemes and places of articulation (Fig. 2), as the performance for different
phoneme groups (Fig. 3) and in confusion matrices (Table 1). The results in Figs. 2(b) & 3
are based on grouping front closed (i/I, y/Y, 0, e ), front mid-open (E, ø), open (a), back
mid-open (o/O) and back closed (U) vowels and alveodental (t/d, s, l), retroflex (r), palatal
(C) and palatovelar (k/g, Ê) consonants.

The articulatory classification of the original tongue contours was, naturally, sig-
nificantly better when outliers were removed, with the the non-outlying tongue contours
correctly classified to 91% in the VCV corpus and to 62% in the sentences, compared to
71% and 36% for all frames (c.f. Fig. 2). The confusions that did occur for the original
VCVs were mainly between phonemes with the same place of articulation: [t, s, l] and
[Ê, k]. Confusions also occurred between [l] and [r] that were indeed very similar in the
articulatory data, and between [s] and [C], due to a secondary alveolar constriction for [C]



(a) Articulations (b) Place of articulation

Figure 2: The percentage of correct classifications of the original con-
tours and of the linear and neural networks (ANN) estimations, for all
frames, and for non-outliers only (NO).

in closed vowel context. For the sentences, Fig. 3 shows that the classification of the
original contours is most successful for open vowels and alveolar, front palatal and velar
consonants, and most problematic for back mid-open vowels.

The classification of the linear estimation contours is as successful as for the orig-
inal contours if all frames are included and visual data available (c.f. Fig. 2a). For the
non-outlier contours, the linear estimation is unbalanced towards front phonemes (c.f.
Table. 1), especially for the acoustic only case, with misclassifications of vowels into [I]
and of consonants into [t] and [s]. This is to some extent improved by adding the visual
data, which takes the linear estimation to the same level as for the ANN, 80%. The re-
maining important misclassifications are for [Ê], [r] and [l] ([r, l] are problematic with the
visual input, due to the combination of a lowered jaw and a raised tongue tip).

The classification of the ANN estimation contours appears to not benefit as much
from the visual input, if Fig. 2(a) is considered, but the confusion matrices for audio-visual
input in Table 1 provide a different view. The ANN estimation is better than the linear for
all phonemes but [k], which is predominantly classified as [Ê]. Except for [r], which has
the same type of misclassification spread as in the linear estimation, the ANN contours
also tend to be misclassified ”closer” to the true class than for the linear estimation (e.g.,
[s, t]→ [t, s, l] in the non-linear estimation, rather than [s, t]→ [k] in the linear). Note
also that the results are in particular better for [l], since the non-linear estimation is better
suited to handle the independent raising of the tongue tip.

Fig. 3 shows that the main improvements achieved by adding the visual data in the
VCV corpus are for palatals and velars (for both ANN and linear estimations) and for open
vowels and alveolars (for the linear). For sentences, the ANN estimation improves for the
same groups, but at the same time decreases for front and back mid-open vowels and
[r]. The performance for the linear estimation also improves for back closed vowels and
velars, and in addition for front mid-open and open vowels, but decreases for alveolars.
When going from a linear to a non-linear estimation, the main benefits are for alveolars
and retroflexes.



Linear, Acoustic only Linear, Audiovisual
I a U t s l r C Ê k I a U t s l r C Ê k

I 100 0 0 100 0 0
a 14 86 0 0 100 0
U 16 2 82 5 2 93
t 40 48 3 0 3 0 8 60 8 8 0 3 0 23
s 7 23 5 0 60 0 5 11 59 0 1 17 0 12
l 32 16 0 0 0 13 39 47 16 0 3 0 32 3
r 35 6 0 23 0 20 17 41 3 14 18 0 6 18
C 22 44 0 0 28 6 0 11 17 0 6 50 0 17
Ê 43 33 10 3 0 3 7 27 10 7 0 0 0 57
k 10 40 0 0 0 10 40 5 0 0 0 0 35 60

ANN, Acoustic only ANN, Audiovisual
I a U t s l r C Ê k I a U t s l r C Ê k

I 99 1 0 96 4 0
a 7 93 0 1 99 0
U 7 4 89 6 6 89
t 63 15 0 3 0 3 18 63 13 10 0 5 3 8
s 7 72 2 2 14 1 0 13 65 7 0 13 1 0
l 32 11 24 26 3 0 5 34 0 50 11 3 0 3
r 23 1 25 21 3 6 21 27 0 20 28 0 7 18
C 44 17 0 11 22 0 6 6 0 0 0 56 39 0
Ê 53 3 0 3 7 13 20 17 7 0 3 3 10 60
k 20 10 0 15 0 20 35 5 0 0 0 0 85 10

Table 1: Confusion matrices for the estimation of VCV corpus articula-
tions. Numbers in percent, classifications horizontally and stimuli verti-
cally. Unvoiced and voiced stops were grouped, i.e. t=[t,d] and k=[k,g].

Figure 3: The cumulative percentage of correctly classified place of
articulation for the original, linear and ANN estimations for different
phoneme groups. Maximum cumulative scores VCV=700 & Sent=900.



7. Conclusions & Discussion
An articulatory classifier permits to evaluate the inversion results in much more detail
than correlation coefficients or the RMS error. The classification score may give a more
intuitive overview of how close the reconstructed tongue contours are to the original, and
in particular the confusion matrices identify problematic phonemes and patterns that are
hidden in overall numerical scores. This evaluation has shown that a non-linear estima-
tion using neural networks is superior to a linear estimation, but that the difference in
the percentage of correct classifications becomes much smaller if visual data is added.
Confusion matrices show that the two inversion methods are nevertheless, to some extent,
different, since the non-linear estimation in general fails more gracefully than the linear.

The results of the articulatory classification presented for non-outliers are indeed
dependent on how narrowly the accepted range of variablity is defined. It is relevant to
evaluate the performance of the inversion method on articulatory ”well-defined” input
data, but it is important to find a balance between having most of the original contours
correctly classified and including most of the initial data in the evaluation.
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