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Texture-based expression modelling for a virtual 
talking head 
Abstract 
The human face plays a vital role in everyday human-to-human communication as it has the 
capability of conveying a vast amount of different social, emotional and conversational cues, 
which influence the meaning and the flow of interaction. Of particular importance is the ability 
of the face to express inner emotional states, such as emotions of happiness and anger, through 
different facial expressions. Since the human face has such an important function in 
interpersonal communication, the utilisation of expressive heads in computer-mediated 
interaction has come to be looked upon as an effective way of evolving and improving 
information exchange in the virtual domain, enriching it with new emotional and social 
dimensions. 

To date, facial expressions of emotion of virtual heads have mainly been created through 
deformation of the three-dimensional head models. A problem with this approach is that small 
facial features, such as wrinkles at the corners of the eyes and the mouth, which are vital to 
include if one wants to create natural-looking facial expressions, are difficult to model and 
control. A possible solution to this problem is to apply emotion-expressing textures, which 
contain graphical representations of these important features, to the virtual heads. In this way, 
high detail and realism can be attained without increasing the complexity of the head models 
themselves.  

This project has focused on the creation and the study of five textured virtual heads, each 
conveying a particular facial expression of emotion. These expressions of emotion were 
happiness, anger, sadness, surprise and neutrality. The emotion-expressing virtual heads were 
created by deforming an already existing virtual head with the help of facial data captured from 
a real-life actress conveying the different facial expressions of emotion. These facial data were 
recorded with Qualisys, an optical motion tracking system. In addition, digital photographs were 
taken of the actresses’ face, while conveying the facial expressions of emotion. These images 
were utilised for the creation of photo-realistic textures, which were then mapped to the 
corresponding virtual heads. 

The study of the textured virtual heads had two different purposes. The first and most important 
aim was to examine the ability of the virtual heads to convey their facial expressions of 
emotion. By adding emotion-expressive speech and movements to the virtual heads, there was 
also a wish to investigate how people’s perception of the facial expressions of the virtual heads 
would influence and also be influenced by their perception of these other emotion-expressing 
channels of information. The findings of the study indicate that the virtual heads were fairly 
efficient in conveying their facial expressions of emotion. The results also show that when 
speech and movements were added to the virtual heads, these channels of information, 
particularly the emotion-conveying speech, clearly had a dominant influence on people’s 
perception of the emotional state of the virtual heads. 



 



  

Texturbaserad emotionsmodellering för 
ansiktssyntes 
Sammanfattning 
När människor samtalar med varandra sker en stor del av informationsöverföringen på andra 
sätt än genom själva talet. Genom blickar, kroppsspråk och ansiktsuttryck sänds en mängd 
signaler ut som på olika vis påverkar hur det vi säger uppfattas av övriga samtalsdeltagare och 
som uttrycker hur vi själva upplever det som andra yttrar. Vad gäller människans ansikte så 
fyller det framförallt en viktig funktion som förmedlare av våra inre känslotillstånd. Ett hastigt 
ögonkast på en samtalspartners ansikte kan exempelvis snabbt avslöja om det som sägs tråkar 
ut, roar eller rent av upprör personen ifråga, utan att denne själva har behövt yttra ett ord om 
saken. 

Eftersom ansiktet har en sådan viktig kommunikativ funktion för människan har det också 
kommit att bli betraktat som ett effektivt redskap för att berika även den datorbaserade 
interaktionen med nya sociala och emotionella dimensioner. På senare år har därför virtuella 
ansikten exempelvis börjat användas som gränssnitt mellan olika datorsystem och deras 
användare. 

Idag skapas ansiktsuttryck hos virtuella ansikten huvudsakligen genom att ansiktsmodeller på 
olika sätt deformeras. Ett problem med detta arbetssätt är svårigheten att på ett tillfredställande 
sätt styra och återskapa små ansiktsdrag, såsom rynkor kring ögonen och i pannan. Vid 
modellering av känslouttryck i ansiktet är detta ett särskilt bekymmer, eftersom just dessa 
ansiktsdetaljer kan spela en viktig roll i förmedlingen och igenkänningen av olika 
känslotillstånd. Ett möjligt sätt att komma till rätta med detta problem är att förse 
ansiktsmodellerna med särskilda texturer som grafiskt återger dessa svårmodellerade drag. På 
detta vis kan realismen och detaljrikedomen hos de virtuella, känsloutryckande ansiktena ökas, 
utan att mer komplexa ansiktsmodeller krävs. 

Inom ramen för detta examensarbete har fem texturerade, virtuella ansikten med olika 
känslouttryck skapats och studerats. De känslouttryck som dessa ansikten förmedlade var: 
glädje, ilska, sorgsenhet, förvåning och neutralitet. Ansiktena och deras uttryck framställdes 
genom deformering av ett redan befintligt virtuellt ansikte utifrån ansiktsdata som registrerats 
på en skådespelerska med hjälp av Qualisys, ett optiskt system för mätning av rörelser. När 
skådespelerskan förmedlade de olika känslouttrycken togs också digitala fotografier och dessa 
bilder användes för att skapa realistiska texturer, vilka sedan applicerades på de skapade 
virtuella ansiktena. 

Studien av de texturerade, virtuella ansiktena hade två syften. Det första och mest huvudsakliga 
av dessa var att undersöka ansiktenas förmåga att förmedla sina känslouttryck. Genom att lägga 
till känslouttryckande tal och rörelser till de virtuella ansiktena fanns också en intention att 
studera hur människors uppfattning av ansiktenas känslouttryck påverkade och påverkades av 
deras intryck av dessa andra känslouttryckande informationskanaler. Resultaten från studien 
indikerar att de virtuella ansiktena i viss utsträckning lyckades att förmedla sina känslouttryck, 
samt att tillägget av känslouttryckande tal tydligt påverkade och styrde över betraktarnas 
tolkning av de olika ansiktenas känslouttryck. 
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Introduction 
When people interact a large part of the communicated information is conveyed through other 
channels than speech. Through gaze, body language and facial expressions a vast number of 
different non-verbal signals, all affecting the meaning and the flow of communication, are 
transmitted. Facial expressions are of particular importance as intermediaries of inner emotional 
states, e.g emotions of happiness and anger. A look at a person’s face during a conversation can 
for instance quickly reveal the person’s emotional response towards what is being 
communicated. 

As the face has such an important communicative function it has during recent years been 
looked upon as an effective tool to improve and evolve computer-based interaction, adding to it 
new social, emotional and also conversational levels. Virtual head models, using both speech 
and non-verbal cues to convey information, have therefore been incorporated in a variety of 
virtual environments, for instance as interfaces between different systems and their users. 

Research at the Department of Speech, Music and Hearing at KTH, concerning virtual talking 
heads, has to date mainly focused on different ways to model and control articulation. As a part 
of this work, several virtual heads have been created and used in a number of different projects. 
Animated virtual heads have for instance been utilised as virtual guides and tutors, and in a 
recent project, Synface, also as an aid for hearing-impaired persons during telephone 
conversations (Granström et al., 2002). To make the head models speak and move, a facial 
animation system, developed at the department, has been employed. This system is an 
implementation of the MPEG-4 facial animation standard, and it will be described more in 
depth later on in this report.  

When it comes to conveying emotional information using virtual heads, work at the Department 
of Speech, Music and Hearing has mainly concerned the emotion-expressive speech of virtual 
heads, rather than their facial expressions of emotion. In those cases facial expressions of 
emotion have been modelled, this has primarily been done by deforming virtual head models 
using the available facial animation system. A drawback of this approach to create facial 
expressions is the difficulty to model and control small facial features, such as wrinkles at the 
corners of the eyes and on the forehead. If one wants to model facial expressions of emotion this 
is a particular problem, since these features can play a significant part in the conveying and 
recognition of different emotional states. Is there then any other way in which these small 
details can be effectively included in the facial expressions of virtual heads? One possible 
solution to this problem could be to apply textures, i.e. two-dimensional images, which contain 
graphical representations of these facial characteristics, to the virtual heads. In this way, the 
complexity of the virtual head models could be kept at a minimum, while the detail and realism 
of the facial expressions of the heads could be significantly increased. It is this approach to 
create emotion-expressive virtual heads that will be the centre of this project. 

Problem formulation 
Employing the existing MPEG-4 facial animation platform at the Department of Speech, Music 
and Hearing at KTH, the first goal of this project is to find a suitable way to create emotion-
displaying virtual heads and emotion-displaying realistic textures. The second aim is then to 
study these textured virtual heads and to examine if they are able to convey their different 
expressions of emotion. It is also of interest to find out if the expressions of emotion are 
perceived as being natural and believable or if they are seen as exaggerated or even unrealistic. 
Since virtual heads often are used in different virtual environments, where facial expression is 
only one of many different carriers of information, a need is finally also felt to study how 
people’s perception of the facial expressions of the created virtual heads influences and also is 
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influenced by their perception of the emotional content of other information channels, e.g. 
added expressive speech and movements. 

Method 
In this project, five textured virtual heads, each conveying a particular facial expression of 
emotion, were created. These expressions of emotion were happiness, anger, sadness, surprise 
and neutrality. The emotion-expressing heads were created by deforming an already existing 
virtual head with the help of facial data captured from a real-life actress conveying different 
expressions of emotion. These facial data were recorded with Qualisys, an optical motion 
tracking system. In addition, digital photographs were taken of the actresses’ face, while 
conveying the facial expressions of emotion. These images were used for the creation of 
realistic textures of the actresses’ face.  

For the study of the textured emotion-displaying heads, a total number of 20 static images of the 
virtual heads and 52 video clips of the virtual heads being combined with different animations, 
consisting of speech and movements, were created. These were shown to a group of subjects, 
who indicated their perceived emotions implicitly by selecting one out of four given contexts, 
each connoting one of the four emotions of happiness, anger, sadness and surprise. 

Outline of the report 
In the first chapter of this report, the theoretical framework of this thesis will be given. A 
background on human facial expressions of emotion, animation of virtual heads, and how these 
two research fields can be combined in the making of animated virtual agents, will be presented. 
In the next chapter, the actual work of this thesis will be described. The process of creating the 
emotion-expressing virtual heads will be outlined, as well as the following study of these virtual 
heads. This is followed by a chapter where an account of the different results of the study is 
given and a chapter where these results are discussed. The report ends with a conclusion and an 
outlook into the future. 
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Theory 
In this chapter, the theoretical background of this project will be given. An introduction to the 
research on human facial expressions of emotion will be presented, as well as an overview of 
the animation of virtual heads. The chapter ends with an outline on how human facial 
expressions of emotion can be combined with virtual heads in the research field of animated 
virtual agents. 

The human face and its expressions of emotion 
The human face plays a vital part in everyday human-to-human interaction as it has the 
capability of conveying a vast amount of different non-verbal cues, which influence the 
meaning and the flow of communication. 

According to Donath (2001), the social information conveyed by the face can be categorised 
into four different types: individual identity, social identity, expression and gaze. The first type, 
individual identity, includes information that enables recognition of individual people, e.g. 
friends and family, since “[…] our notion of personal identity is based on our recognition of 
people by their faces” (Donath, 2001, p.5). The social identity type, on the other hand, 
comprises all kinds of cues that can be used to categorise people into different types or social 
groups. This includes information about gender, ethnicity, age, and social class. Both the 
individual and social identity is mainly communicated through the structure of the face, i.e. 
through the size and shape of the head and its features, the colour of the skin, and the 
occurrence of facial hair. Social and cultural identity cues can also be conveyed through 
decoration, e.g. make-up and hairstyle. The expression type includes cues about emotional state 
and the gaze type can be described as a way of controlling turn-taking in the interaction and also 
to express attention. These two types are communicated through, what Donath (2001) calls, “the 
dynamics” of the face, i.e. facial expressions and gaze direction. 

Gaze and facial expressions can also be used as back-channel responses. These responses work 
as visual feedback to the other participants in a given interaction and have the purpose of 
signalling attitudes towards what is being communicated, e.g. understanding, agreement or 
confusion (Cunningham, 2003). 

A thorough review of all the different non-verbal cues conveyed by the human face is beyond 
the scope of this report. Since the focus of this project has been on facial expressions of 
emotion, the following text will primarily concern this type of non-verbal cue. 

Facial expressions of emotion 
Morris et al. (1979) suggest that non-verbal cues are even more important than verbal 
information when it comes to expressing emotional states and changing moods. The most 
central non-verbal cue for this communication of emotions is, according to Knapp (1978), 
different facial expressions. The ability to convey facial expressions of emotions and the skill to 
interpret the emotional state of others are often looked upon as two of the basic conditions of 
human-to-human interaction. Even from an evolutionary perspective, the importance of being 
able to recognise and interpret facial expressions of others has been stressed. Dittrich et al. 
(1996) suggests that this ability is essential for survival, since the recognition of certain 
emotional states, e.g. anger and fear, in others could indicate that one is in danger. 

A much debated question over the years has been whether there exist universal facial 
expressions of emotion or whether the expressions of emotion are specific and unique for each 
culture. According to Ekman (1972), there exist two main alignments, which argue over this 
issue: the universalists and the relativists. The universalists’ opinion is, as their name suggests, 
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that there exist universal facial expressions of emotion, i.e. that the same facial expressions with 
the same emotional meaning can be observed across different cultures. This idea is based on a 
belief that facial expressions of emotion are innate processes, influenced by our biological and 
evolutionary heritage, and that over time the same facial movements have come to be associated 
with the same emotion for all peoples. Instead of viewing the facial expressions of emotion as 
having a biological origin, the relativists look upon these expressions as being mainly related to 
language. Since languages vary across different cultures, so do, as a result, the facial 
expressions of emotion. The relativists therefore hold the view that the same facial expression 
of, for instance, a Swedish and a Chinese person do not have the same emotional meaning. 

The pioneering research carried out by Ekman and his colleagues, as described by Ekman 
(1972), suggests that both the universalists and the relativists are right, i.e. that there exist both 
universal and culture-specific human facial expressions of emotion. The results of this research 
are summed up in a neuro-cultural theory, thus implying that there are two main determinants 
for facial expression. According to Ekman, the neuro-part of the theory refers to a partly innate, 
biological program, called a facial affect program, which specifies the relationships between 
different movements of the facial muscles and particular emotions. It is this determinant that is 
responsible for the existence of universal facial expressions of emotion. The cultural-part of the 
theory, on the other hand, is responsible for the differences that vary with culture, e.g. what 
types of events that elicit certain emotions. This determinant is thus linked to the relativists’ 
idea about culture-specific expressions of emotion. 

The facial expressions of emotion which Ekman (1972, 1993) found to be universal are the 
expressions of happiness, anger, sadness, surprise, fear, and disgust/contempt. 

The manifestation of facial expressions of emotion 
Having established that facial expressions are an essential means for humans to communicate 
inner emotional states, the question about how these expressions of emotion are actually 
manifested in the face still remains to be answered. For instance, which facial movements are 
characteristic for the conveying of a particular emotion? The studies by Ekman (1972), 
concerning facial expressions of emotion, indicate a number of characteristics of each of the six 
expressions, which were found to be universal. In this project, the focus has been on the facial 
expressions of happiness, anger, sadness, and surprise, and in Table 1, a selection of the 
characteristics of these expressions is presented. These findings by Ekman have had a great 
influence on the field of computer graphics and in the creation of emotion-expressive virtual 
heads and agents. 

 

EMOTION FACIAL CHARACTERISTICS 

Happiness No typical brow-forehead appearance; the eyes are relaxed or neutral; the outer 
corners of the lips are raised 

Anger The brows are pulled down and inward; no sclera is shown in the eyes; the lips are 
either tightly pressed together or the mouth is open and squared 

Sadness 
The brows are drawn together with the inner corners raised and the outer corners 
lowered or level; the eyes are glazed; the mouth is either open with partially stretched 
lips or closed with outer corners slightly pulled down 

Surprise The eyebrows are raised and curved; the forehead has horizontal wrinkles; the eyes 
are wide-open; the mouth is dropped-open 

Table 1 – A few characteristics of the facial expressions of happiness, anger, sadness and 
surprise, according to Ekman (1972) 
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Animation of virtual heads 
In the early 1970’s the first computer-generated images of faces were created by Parke, and by 
1974 he had also completed the first parameterised facial model (Parke and Waters, 1996). 
During the following years the development of facial animation techniques evolved quickly, and 
today advanced animated characters are populating such diverse settings as collaborative virtual 
environments, feature-length movies and a large variety of computer games. 

At present, there exist five main low-level techniques to simulate movement and deformation in 
facial animation. These are direct parameterisation, pseudo-muscle models, muscle models, 
performance animation and interpolation. They all use different approaches, such as key- 
framing, employment of facial measurements of real human facial movements, and simulations 
of the anatomic structure of the face, to drive animation (Beskow, 2003). To allow high-level 
animation, i.e. animation of facial expressions of emotion, there needs to exist a control 
parameterisation to control the low-level facial animation. For a long time there existed no 
standard parameterisation and each facial animation (FA) system generally employed its own 
parameterisation. 

The MPEG-4 Facial Animation Standard 
The first facial control parameterisation to be standardised was the MPEG-4 Facial Animation 
standard, developed by the Moving Picture Expert Group (MPEG) (Pandzic and Forchheimer, 
2002). This standard defines 68 different facial animation parameters (FAPs) and 84 feature 
points (FPs). The FPs represent certain key-features of a head model in a neutral state (see 
Figure 1), such as tip of nose and left corner of left eye, and are used as spatial references for the 
FAPs (Ostermann, 2002). The FAPs define particular movements and deformations of the head 
during facial animation. There exist both high-level FAPs, which for example describe the facial 
deformation of six different expressions of emotion, and low-level FAPs, that define the 
movement of individual FPs. The value of each FAP indicates the magnitude of the 
deformation, for instance how much the outer part of an eyebrow should be raised. To allow the 
FAPs to animate virtual heads of different sizes and shapes, Facial Animation Parameter Units 
(FAPUs) are computed to enable scaling of the FAPs for arbitrary head models. These FAPUs 
are computed from spatial distances between major facial key-features on a head model, such as 
eye-nose separation and mouth width (Ostermann, 2002). 

 

 
Figure 1 – The feature points defined in the MPEG-4 Facial Animation Standard 
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The MPEG4-based facial animation system at KTH 
At the Department of Speech, Music and Hearing an implementation of the MPEG-4 FA 
standard has been developed under the EU-project pf-star. Hedberg (2006) gives a detailed 
description of the structure and the functions of this MPEG-4 based FA system. The animation 
module of the system is written in the object-oriented programming language Java and is 
divided into two main parts: the Modelcreation, and the JFacePlayer. All data is stored and 
transferred as XML-files and OpenGL is used for the rendering and the displaying of the 
different head models. 

Modelcreation 

The Modelcreation-part of the animation module creates and outputs a scene graph. This is an 
XML-file, which contains all information that is needed to animate a given head model in the 
JFacePlayer. This includes information about model geometry, model hierarchy, camera and 
lighting settings, FAPs and textures. To be able to make the scene graph, the Modelcreation-
module utilises three different files as input: the model description file, the geometry file, and 
the scene specification. The creation process of the scene graph is an offline procedure, meaning 
that the user cannot interact with the Modelcreation-module, except for providing the three 
necessary files. 

The model description file contains information about the 38 FPs, which are required in this 
MPEG-4 implementation. Each vertex in the head model has an index number and these are 
used to define the different FPs. The file also contains information on the FAPUs, as well as the 
rotation centres of the eyes and the jaw. Finally, it also includes a geometry description of the 
model. The head model is also described in a separate geometry file (see below). The reason for 
the double occurrence of model geometry is, according to Hedberg (2006), that the original 
implementation of the FA system employed a 3D-software called XSI to define the FPs of the 
head model. From XSI the model description file was exported, but due to some flaws in this 
export function the indexation used by XSI to identify the vertices was not the same indexation 
as the FA system used. The model geometry description is therefore needed in the model 
description file to map the XSI-indices to the system-indices. 

The geometry file contains a complete geometrical description of the head model. This includes 
information about all the vertices and the normals of the model. Texture coordinates, needed to 
map textures to the model, are also contained in the file, as is a list of polygon faces, where each 
face is constituted by the previously mentioned vertices. For each polygon face, texture 
coordinates and normals can also be specified. Finally, this file also contains the name of the 
material library file, which holds the specifications of all the materials of the model, and 
information on which materials to use on which faces. The format used for the geometry file is 
the OBJ, a text-based standard employed for describing three-dimensional models. 

For each geometry file, there exists a corresponding material file, which contains specifications 
of each material of the head model. This information includes the specularity of each material, 
as well as the base colour, the ambient colour and the specular colour of these materials. The 
material file can also contain information on what texture to use on the model. 

The scene specification is an xml-document that specifies the structure of the scene graph and 
contains information about lighting and camera settings. 

In addition to the making and the structuring of the scene graph, the Modelcreation-part of the 
module also applies pre-defined weights maps to the specified FAPs. The weights map of each 
FAP is needed in order to make a smooth deformation of the head model. To achieve a smooth 
deformation it is essential that each FAP not only moves its targeted FP, but also affects the 
vertices surrounding this FP. In the weights map of each FAP the amount of influence of the 
FAP on every vertex in the model is specified. Each FAP also has an influence radius, which 
specifies the area in which it exercises its influence. The amount of influence exercised by the 
FAP generally decreases as the distance to the targeted FP increases. 
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JFacePlayer 

The JFacePlayer is, as described by Hedberg (2006), a graphical application, which is employed 
to playback and render a given head model, using the information contained in the scene graph 
of the model. The rendered head model is displayed in a frame in the graphical user interface 
(GUI) of the application. In the JFacePlayer it is also possible to combine the head model with 
animation data and with recorded speech sounds, and thus to create an animated virtual talking 
head. 

Expressive animated agents 
The previous sections of this chapter have focused on the human face and its capability of 
conveying a vast amount of non-verbal cues, e.g. facial expressions of emotion, and also on the 
creation of animated virtual heads. In this section these two research areas will be tied together 
and the concept of expressive animated agents will be introduced. 

The human face has, as stated above, a unique ability to convey different kinds of social, 
emotional and conversational cues and is therefore an essential channel of information in 
human-to-human interaction. Since the human face plays such an important role in interpersonal 
communication, the utilisation of faces in computer-mediated interaction has, during recent 
years, come to be looked upon as an effective way of evolving and improving the 
communication in the virtual domain, enriching it with new emotional and social dimensions. 
This line of thought is particularly of importance in the paradigm of social computing, which 
can be described as “computing that intentionally displays social and affective cues to users and 
aims to trigger social reactions in users” (Prendinger and Ishizuka, 2004, p.6). The aim of social 
computing is, according to Prendinger and Ishizuka (2004), to support humans to interact with 
computers as social actors. To be able to achieve this successfully the design and employment 
of animated agents, which display social cues and non-verbal behaviours, such as facial 
expressions of emotion, is essential. 

Virtual animated heads, as well as other virtual agents, are nowadays often employed as 
interfaces between computer systems and users, or as representations of other users in different 
virtual environments. They are for instance used as virtual tutors in interactive learning 
environments, virtual sales persona and presenters, and they also function as personal 
representatives in online communities and guidance systems (Prendinger and Ishizuka, 2004). 
At the Department of Speech, Music and Hearing at KTH a number of different projects have 
involved the design of animated agents, taking on a number of the functions stated above. As 
mentioned in the introduction to this report, one recent project, Synface, also employs a virtual 
talking head as an aid for hearing-impaired persons during telephone conversations (Granström 
et al., 2002). 

The effects of using virtual agents in computer-mediated environments 
A number of studies concerning the employment of virtual animated agents have been carried 
out during recent years and a variety of different effects on the computer-mediated interaction 
have been suggested. For instance, Haddad and Klobas (2002) propose that visual 
representations in the form of virtual agents may influence the effectiveness of information 
exchange. In addition, a number of researches claim that the mere presence of virtual agents or 
faces in virtual environments can have a number of positive effects on the users’ perception of 
the environment and their performance in it. Lester et al. (1997) calls this phenomenon “the 
persona effect” and show “[…] that the presence of a lifelike character in an interactive learning 
environment – even one that is not expressive – can have a strong positive effect on student’s 
perception of their learning experience” (Lester et al., 1997, p.359). Besides raising the users’ 
motivation, an empirical study by van Mulken et al. (1998) indicates that the presence of an 
agent also causes presented information to be experienced as less difficult and more 
entertaining. A computer-mediated environment populated with people with faces might also 
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seem more sociable and friendly than a text-based equivalent (Donath, 2001). The results of an 
experiment carried out by Prendinger and Ishizuka (2003), which measured physiological data, 
e.g. skin conductivity, on users interacting with a virtual agent, suggested that an animated 
agent, which expresses emotion and empathy, also may reduce user frustration caused by any 
deficiencies in the virtual environment. However, the study by van Mulken et al. (1998) showed 
that not all aspects of perception and performance are improved or even affected by the 
employment of virtual agents. For instance, no effect on comprehension and recall performance 
was shown in the study. 

Though the employment of virtual agents in computer-mediated interaction in many ways can 
be advantageous, it is very important to keep in mind that simply adding a virtual agent to a 
virtual environment does not per se improve information exchange. As technical advancements 
in computer graphics and computer hardware are made almost on a daily basis, enabling the 
creation of more complex and detailed virtual agents, it is easy to imagine that this would, as an 
effect, facilitate communication. However, this is not always the case. Since the face is so 
expressive and filled with different social and emotional messages, a poorly designed virtual 
face could send unintentional or inaccurate information to the users and invoke unwanted 
interpretations (Donath, 2001). It should be noted that “poorly designed” not necessarily has to 
mean that the design is simple or less advanced. On the contrary, a complex and much detailed 
virtual head can cause even more problems, since it introduces more details and facial 
parameters. Having the technical skills and equipment to create advanced virtual heads is 
therefore not enough to improve communication. As the employment of expressive virtual 
agents in a computer-mediated environment introduces new social and emotional levels to the 
interaction, an understanding of these aspects is also needed. 

Realistic vs. cartoon-style virtual agents 
Linked to the discussion above, concerning the dangers of employing too complex and detailed 
virtual agents, is the ongoing debate regarding the effectiveness of realistic and cartoon-style 
virtual agents. Though much research within the field of computer graphics aim at creating 
realistic human-like characters, this does not necessarily imply that simpler cartoon-style 
characters are less efficient when it comes to conveying non-verbal cues, such as expressions of 
emotion. Bartneck (2001) argues that emotional states can be communicated more effectively 
by exaggerated or distinctive faces and Fabri et al. (2002) suggest that the ambiguity in 
interpretation of a certain emotion can be minimised by focusing on the most characteristic 
visual cues of that emotion. In addition, Prendinger and Ishizuka (2004) suggest that realistic 
agents tend to raise users’ expectations and thus making them less tolerant with any deficiencies 
in the behaviour or appearance of the agents. All of these statements could be seen as 
advocating a cartoon-style approach or at least the creation of virtual heads with only the most 
important facial features visible. 

Emotional expressions of virtual expressive agents 
During recent years, a number of researchers have studied how the facial expressions of 
emotion of virtual animated agents are perceived by users. Many of these studies have been 
carried out using static images of three-dimensional virtual heads, and the expressions of 
emotion have generally been animated through deformation of face models. Spencer-Smith et 
al. (2001) employed Ekman and Friesen’s Facial Action Coding System (FACS), a coding 
system for cataloguing facial movements, to create the six universal facial expressions (see 
above) and also a neutral expression on a face model. A group of subjects were then asked to 
evaluate synthesised facial images of these expressions, as well as standardised photographs of 
the same emotional expressions. The general findings of this examination were that the images 
of the virtual heads were generally perceived as being less intense than the photographs, and 
that both the synthesised images and the photographs conveyed multiple expressions. The 
results also indicated that the emotion rated as the most intense generally was the intended 
emotion. 
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The FACS was also employed by Fabri et al. (2002) in a study where expressive virtual heads 
were compared with FACS photographs for the six universal expressions of emotion, as well as 
a neutral expression. The results showed that subjects were more successful at recognising the 
emotional states displayed in the photographs than the emotions conveyed by the expressive 
virtual heads. The recognition rate was 78.6 % for the FACS photographs as opposed to 62.2 % 
for the virtual heads. These results were, according to Fabri et al. attributed totally to the 
expression of disgust. For the other five emotions recognition was as successful for each virtual 
head as with the corresponding photograph. 

Creating expressions of emotion using textures 

A majority of studies concerning the facial expressions of animated agents has, as mentioned 
above, focused on animating different facial expressions of emotion using only facial 
deformation. As described in the introduction of this report, this approach has some 
disadvantages, e.g. that it can be difficult to model and control small facial features, such as 
wrinkles around the eyes and on the forehead. These characteristics can be of importance if one 
wants to create realistic and natural-looking facial expressions of emotion. One way of solving 
this problem is to employ emotion-expressive textures, which contain graphical representations 
of these small key-features. 

A texture is, as previously mentioned, a two-dimensional image, which can be applied to a 
three-dimensional model, e.g. a virtual head. The process of applying a texture to a model is 
called texture mapping. To be able to do this mapping each vertex of the model must be 
assigned a pair of texture coordinates (Lavagetto and Pockaj, 2002), which specifies what part 
of a texture that is to be associated with the particular vertex. This is for instance done in the 
geometry file, described above. The advantage of employing texture mapping is that high detail 
and realism can be achieved for a three-dimensional model without increasing the complexity of 
the model itself (Lavagetto and Pockaj, 2002). 

Although the use of textures for conveying facial expressions of emotion can be advantageous, 
research in this field is to date fairly limited. Ellis and Bryson (2005) carried out a study to 
investigate whether it was more efficient to use photo-realistic or non-photo-realistic textures on 
an animated emotion-expressing agent. The expressions of emotion that were examined were 
happiness, anger, sadness, and surprise, and the test was based on forced choice responses. The 
results from this study indicated that it was significantly easier to identify the expressions of 
emotion of the animated heads which had a photo-realistic texture. However, these results were 
mainly due to the responses concerning the emotions of anger and sadness. No significant 
differences were found for the emotions of happiness and surprise. 

A technique developed by Pighin et al. (1997) for creating realistic textured virtual faces 
employed photographs of a human face not only to generate textures, but also as a tool for 
deforming a face model and for creating facial animation. By employing cameras, placed at 
arbitrary locations, a number of different views of the face of a human subject, conveying a 
certain facial expression, were collected. Using these photographs, the camera parameters for 
each view, as well as the three-dimensional positions of a number of facial features, e.g. the tip 
of the nose, of the subject, were extracted. The positions of these facial features were then 
employed to deform a generic face model into a representation of the subject’s expressive face. 
In addition, the photographs of the subject’s face were applied as textures to the deformed 
model. When a number of face models, each conveying a particular facial expression, had been 
created using this technique, facial animation was produced by morphing between these models, 
while at the same time blending their corresponding textures. In this way, natural-looking 
transitions between different facial expressions were achieved.  

The procedure, described by Pighin et al. (1997), for creating realistic facial expressions of 
virtual heads, employing both deformation and textures, came to work as an inspiration for the 
project described in this report. 
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The importance of context 

Although many studies indicate that users are generally good at recognising and identifying the 
expressions of emotion of different virtual characters, Fernández-Dols and Carroll (1997) points 
out that many studies of facial expressions tend to forget to take one important factor into 
consideration: context. They argue that a facial expression can carry a number of different 
meanings, and that a person employs the given context to make an interpretation of it. Fabri et 
al. (2002) also hold this view and stress that a “[…] reliable interpretation of facial expressions 
cannot work independently of the context in which they are displayed” (Fabri et al., 2002, p.5). 



Daniel Höglind 

 11 

Implementation 
The goal of this project was, as mentioned previously, twofold. Employing the existing 
MPEG4-based facial animation (FA) system at the Department of Speech, Music and Hearing at 
KTH, the first aim was to find a suitable way to create emotion-displaying virtual heads and 
textures using captured facial data and images from a real human face. The second goal was to 
study the textured virtual heads and examine if they, among other things, were able to convey 
their different expressions of emotion. In this chapter, both the making of these virtual heads 
and the study of them will be described in detail. 

Deciding on a course of action 
The MPEG4-based FA system at KTH had previously been used to animate a virtual head 
model called Don (see Figure 2), and because of this there existed a model description file 
specifying a number of FPs, i.e. positions of certain facial key-features, for this head. This 
sparked the idea to record the positions of the same facial key-features on a real human, e.g. an 
actor, conveying different expressions of emotion. For each expression of emotion, the captured 
data of each key-feature could then be used to change the position of the corresponding FP on 
the head model and thus deform the facial expression of this model into virtual static 
representations of the real actor’s facial expressions of emotion. A number of static emotion-
displaying virtual heads could in this way be created. By taking multiple digital photographs of 
the actor conveying the different expressions of emotion it would also be possible to create 
realistic textures of each facial expression. Finally, when the creation of the emotion-expressing 
virtual heads was completed, the study of them could be carried out. 

 

 
Figure 2 – The head model called Don 
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Capturing facial data 
To be able to create emotion-displaying, textured virtual heads according to the chosen line of 
action, two categories of facial data had to be collected: three-dimensional data, needed for the 
deformation of the original virtual head, and image data, enabling the creation of realistic 
textures. 

Qualisys measurement system 
When looking for ways to capture the necessary facial data the idea to use the Qualisys 
measurement system came up. An early version of the system had previously been employed by 
researchers at the Department of Speech, Music and Hearing at KTH to capture motion data of 
the externally visible articulators and the facial surface in an attempt to improve and extend the 
articulation of animated talking heads (Beskow et al., 2003). As it turned out, a newer version of 
the system was also available at a biomechanics and motor control research centre, at 
Idrottshögskolan (The Swedish School of Sport and Health Sciences) in Stockholm. After being 
in contact with research assistant Toni Arndt at the university college it was agreed that the 
system at this location could be used for the data capturing. 

The Qualisys measurement system is an optical motion tracking system consisting of between 
one to 16 cameras, which each emit a beam of infra-red light (Qualisys, 2006). The particular 
measurement system at Idrottshögskolan consists of eight such cameras. By small reflective 
markers, placed on the object to be measured, this infra-red light is reflected back to the camera 
and is used to calculate two-dimensional positions of the markers. The measurements can be 
made with any integer frequency from 1 up to a 1000 Hz. The captured two-dimensional data 
from all the cameras are then combined into a three-dimensional position for each marker with 
the help of computer software. This position data can then be exported in a number of different 
formats.  

At Idrottshögskolan the Qualisys measurement system is mostly employed to collect and 
analyse data on the movement of the whole body during different forms of physical activity, e.g. 
running and skiing. According to Toni Arndt it had previously never been used to capture 
motion data in such a small and concentrated area as the human face. 

Actors 
Through a mail circular, sent out to a number of amateur actors and actresses at KTH, contact 
was established with two actresses, both involved in the Kårspexet, the student union’s farce, at 
KTH and both in their twenties. The original intention had been to use only one actor or actress 
for the recording sessions. But when only two actresses responded to the mail circular it was 
decided that both should be employed, since having data from two different faces would enable 
the creation of diverse virtual heads with different manifestations of the same emotional 
expressions. However, due to some problems with the facial markers (see below), the start of 
the recording sessions was delayed and one of the actresses had to leave because of another 
engagement before the recordings could begin. The sessions were thus carried out with only one 
actress. Both actresses, however, received payment for their participation. 

Facial markers 
In total, a number of 34 markers were applied to the actresses’ face according to a pre-selected 
pattern (see Figure 3), based on the positions of the FPs defined in the MPEG-4 standard (see 
Figure 1). 30 of the markers were placed in such a way that they directly corresponded to a 
particular FP. All these selected FPs represented positions of facial features which were 
believed to be important to register in order to do an accurate deforming of the original virtual 
head. The remaining four markers were positioned on the inside of the outer ears and on the 
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forehead and would be used later as reference points for the movements of the actresses’ head in 
order to remove global movements, such as head-turns and nods (see Figure 3). 

 
Figure 3 – The distribution of the recorded facial markers across the actresses’ face. The four 
markers used as reference points for the movements of the head have been enlarged in this 
figure 

The initial facial markers that were applied to the face had a diameter of 2.5 mm. However 
during the calibration of the Qualisys measurement system it turned out that the cameras had 
difficulties with registering these small markers. The original markers thus had to be replaced 
by larger ones with a diameter of 4.0 mm. This replacement delayed the start of the recording 
sessions. 

Choice of emotions 
The facial expressions of emotion that were selected to be captured during the Qualisys 
recording sessions were the expressions of happiness, anger, sadness and surprise. As 
mentioned above, these are all facial expressions of emotions that are considered to be universal 
and they have been used in previous research, thus enabling a chance to compare the results of 
this project with the results of other similar studies. 

Digital cameras 
For the capturing of image data from the actresses’ face five digital cameras were employed. 
The initial plan was to use five identical cameras since they would have the same optics, zoom 
and resolution. This was preferred as it would facilitate the process of matching and combining 
the images from the different cameras into complete textures. However, due to problems with 
acquiring five similar digital cameras, a selection based on two criteria was done. These criteria 
were that the cameras had to have a resolution of between 4-5 megapixels and also at least a 3x 
optical zoom. The cameras were borrowed from staff members at the Department of Speech, 
Music and Hearing at KTH. No flash was used and the cameras were fully zoomed during the 
recording sessions. See Table 2 for further details on the cameras employed. 
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CAMERA MODEL RESOLUTION 
(MEGAPIXELS) 

OPTICAL 
ZOOM 

Canon IXY Digital 500 5 3x 

Canon PowerShot S40 4 3x 

Konica Revio KD-410Z 4 3x 

Konica Minolta DiMage F200 4 3x 

Konica Minolta DiMage G500 5 3x 

Table 2 – The five digital cameras used for the capturing of image data during the Qualisys 
recording sessions 

The original intention was to use a wireless remote controller to simultaneously trigger all the 
digital cameras, but no such device could be attained. Instead the five cameras were operated 
manually; two persons triggering two cameras each and one person triggering one camera. To 
be able to synchronise the triggering a cell phone with a ring tone specially designed for the 
occasion was used. The ring tone consisted of twelve notes, all identical as far as key and 
duration, but every fourth note had an octave higher pitch. It was at these higher pitch notes that 
the digital cameras were to be triggered. 

Setup of recording equipment 
The setup and positioning of the actress, the five digital cameras and the eight Qualisys cameras 
can be seen in Figure 4. The actress was seated in a chair and the five digital cameras were 
placed on tripods in a semi-circle around her at a distance of approximately 1.60 m. One camera 
was positioned right in front of the actresses’ face and the remaining cameras were placed at 
angles of 45 degrees and 90 degrees on the right and left side of the face respectively. 
Furthermore the heights of the tripods were adjusted so that the vertical positions of the digital 
cameras were equivalent to the level of the actresses’ face. This corresponded to a height of 
about 1.15 m above the floor.  

The strict setup of the digital cameras had two basic purposes. Firstly, and most importantly, it 
made it possible to register image data of all the actresses’ facial features. Secondly, it 
facilitated the following texture creation process, since the images taken at the same, although 
opposite, angles, e.g. the two different 45 degree angles, would contain exactly the same facial 
features. For the eight Qualisys cameras the exact positioning was of a lesser importance, since 
an initial calibration of the system was made, in which the positions of the cameras were 
established and taken into account by the system itself. The only factor that was considered 
when the Qualisys cameras were placed out was that all of the markers on the actresses’ face 
had to be visible for at least one of the cameras. Two cameras were positioned right in front of 
the actress, but at different heights, and two cameras were placed next to the digital cameras at 
the 45 degree angles. The remaining four Qualisys cameras were placed in the gaps between the 
digital cameras at the 90 degree and the 45 degree angles on each side and between the front 
digital camera and the digital camera at the 45 degree angle on each side. This positioning 
resulted in a full coverage of the facial markers. 
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Figure 4 – The setup of the eight Qualisys cameras and the five digital cameras 

Recording procedure 
Each recording session of a facial expression of emotion had a length of 20 seconds and 
consisted of three stages: a neutral, a semi-emotional and an emotional state. At the onset of this 
project an idea, based on the research of Pighin et al. (1997) (see above), about being able to 
morph between different textured virtual heads with different expressions of emotion had been 
loosely discussed. To facilitate the realisation of this idea, the semi-emotional state was 
included in the Qualisys recording sessions. The whole idea of morphing was however 
discarded soon after the recording sessions were completed. 

The shifts between the different emotional stages were controlled by the cell phone signal (see 
above). The signal and the Qualisys recording were started at the same time. During the first 
three regular notes and the first note with higher pitch the actress was asked to manifest a 
neutral expression. During the following three notes she was told to make an emotional 
transition so that she on the second higher-pitched note had, what was referred to as, a semi-
emotional expression. A new transition was then made so that a full emotional expression was 
shown at the third and final high-pitched note. At each of these high-pitched notes the digital 
cameras were triggered. 

The first high-pitched note occurred about 4.1 seconds into each recording, the second at 9.7 
seconds and the third note sounded 15.2 seconds into each recording. Since the total length of 
each Qualisys session was 20 seconds and a measurement frequency of 60 Hz was used, the 
total number of recorded frames was 1200. The three moments in time, mentioned above, thus 
corresponded to the first high-pitched note occurring at frame 249, the second at frame 580 and 
the third note at frame 911. It was the recorded data in these three frames that would later on be 
used to re-create the actresses’ facial expressions of emotion. 

No specific instructions concerning the semi-emotional and the emotional expression were 
given. Thus the actress had the freedom to convey the four emotional states in any way she 
found appropriate. 

In total, 12 recording sessions were carried out: five sessions with an expression of happiness, 
two with an expression of anger, two with an expression of sadness and finally three sessions 
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with an expression of surprise. The diverse number of sessions for the different emotional states 
was due to a couple of test rounds to help the people who triggered the digital cameras and 
started the Qualisys recording to get synchronised and also to requests made by the actress, who 
wanted to experiment with the look of some of the facial expressions of emotion. 

Making the virtual heads 
In this section, the process of transforming the captured data from the Qualisys recording 
sessions into emotion-displaying virtual heads will be described. This process included the 
creation of a Java-based program, which used the recorded Qualisys data to deform the already 
existing virtual head into virtual representations of the actresses’ head. The whole workflow of 
the making of the expressive virtual heads can be seen in Error! Reference source not found., 
and each step of this process is described more in depth below. 

 
Figure 5 – The workflow of the making of the expressive virtual heads 

Processing of the recorded Qualisys data into TSV-files 
After finishing the Qualisys recording sessions, Toni Arndt examined the recorded two-
dimensional data from all the sessions. Based on the quality of this data, he then, for each 
expression of emotion, selected the session, which he perceived would be most suitable to 
continue working on. For each of these selected sessions, the recorded two-dimensional data 
from the eight cameras were processed by the Qualisys measurement system and merged into a 
TSV (Tab Separated Values) file containing three-dimensional coordinates for every facial 
marker during each frame of the specific recording session. Unfortunately, the overall quality of 
the data turned out to be rather unsatisfactory. The main issue was that the markers were quite 
unstable, especially at the lower part of the face, and they tended to jump around, change 
position and sometimes even disappear between consecutive frames in the recorded data. For a 
number of sessions some markers were even completely missing. 

Factorisation of head movements 
The TSV-files were further processed at the Department of Speech, Music and Hearing at KTH 
using two different Matlab scripts. The first script was employed to remove global movements 
of the recorded facial data, i.e. head-turns and nods, so that only the movements of the different 
facial features, such as mouth and eyebrows, remained. This was done by letting four of the 
recorded markers work as reference points for the head movements and making these markers 
constitute a coordinate system, in which the other 30 recorded markers were expressed. The 
second script plotted the data in each updated TSV-file and made it possible to preview a three-
dimensional view of the markers and their movements during each recorded session. This script 
also allowed browsing between different frames in a session. This made it possible to find the 
exact three frames corresponding to the moments the digital cameras were triggered, i.e. the 
moments the higher-pitched sound sounded, in each session. It was the coordinate data from 
these frames that were to be used in the deformation of the existing virtual head. 
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Coordinate to FP conversion 
As the recorded facial markers represented certain feature points (FPs) on the face and were to 
be used to update the positions of the corresponding FPs on the original virtual head, it was 
thought to be a good idea to process them into a text file with the same layout as a model 
description file. This new type of file was called a model deformation file, since the data in it 
would be used to deform the appearance of the original head model. The captured marker 
coordinates from each of the three frames from each of the selected recording sessions was thus 
manually processed into such model deformation files, one frame constituting one deformation 
file. 

Deformation of the original virtual head 
To do the updating of the positions of the FPs and the deforming of the original virtual head a 
Java-based computer program, which ran from the command prompt, was created. 

The end result of the deformation process would be an updated geometry file, containing a 
complete geometrical description of the deformed head. However, as the geometry file of the 
original head model did not contain any FP specifications, the deformation could not be done 
directly on the data in this file. Instead the deformation had to be done on the model geometry in 
the model description file and the deformed vertices and normals would then be transferred to 
the geometry file, and be employed to update the appearance of the virtual head in this file. 

It should be noted that although the different steps of the deformation program in this report are 
described in the order they are executed when running the program, it does not necessarily mean 
that the different parts of the program where created in that linear order. As a whole, the 
programming was a parallel and iterative process, where one step influenced the design of the 
previous and following steps. 

Importing the necessary files 

The initial step of the deformation program was to open the three files that were needed in order 
to deform the existing virtual head. These files were: the geometry file and the model 
description file of the original virtual head and also the specific model deformation file. 

Creating the index map 

As mentioned above, due to some flaws in the export function of the previously utilised 3D-
software XSI, the indexation used by XSI to identify the vertices in the model description file 
was not the same indexation as the facial animation (FA) system used (Hedberg, 2006). 
Therefore, an index mapping needed to be done between the vertex indices in the model 
description file and the indices of the corresponding vertices in the geometry file, to be able to 
update the vertices and normals in the geometry file at the later stage of the deformation 
process. This index mapping already existed in the Modelcreation-module of the FA system. 

Calculating the weights 

During the Qualisys recording sessions, a few FPs that were not defined in the FA system were 
recorded. This meant that in order to use the system for the deformation of the head, these FPs 
had to be added to the already existing list of defined FPs. In addition to this, FAPs, which 
targeted the new FPs, had to be added and weight maps and influence radius for these FAPs had 
to be manually specified. Adding these additional animation parameters to the system was a 
one-time procedure that was carried out apart from the programming and was therefore not a 
component of the actual deformation program. For the calculation of the different weights and 
for the creation of the weight maps, containing these weights, the deformation program utilised 
already existing functions in the FA system. 
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Calculating the translation scale factor 

As the FPs in the model deformation file were defined in a different coordinate system than the 
corresponding FPs in the original model description file, a translation between the two 
coordinate systems needed to be performed before the deformation could be executed. 
Therefore, a translation scale factor was calculated. 

Using the FP which represented the tip of the nose as origin, the distances between this FP and 
all the other FPs in the model description file were calculated and then added together. This was 
also done in the model deformation file. By dividing the sum of the distances in the model 
description file with the sum of the corresponding distances in the deformation file an 
approximate value of the scaling between the two different coordinate systems was given. This 
value was then used as a scale factor. 

Calculating and applying the translation vector 

The next step was now to actually translate the deformation FPs to the original coordinate 
system, i.e. the coordinate system of the original FPs. This translation procedure was carried out 
in three steps. First of all, the positions of the deformation FPs were subtracted with the position 
of the FP representing the tip of the nose and they thus came to be expressed in a new 
coordinate system with the tip of the nose as origin. By multiplying the new positions of the 
deformation FPs with the calculated scale factor, they were then translated to the original 
coordinate system, however still with the tip of the nose as origin. By finally adding the position 
of the tip of the nose in the original coordinate system to the new positions of the deformation 
FPs, the translation to the coordinate system of the original FPs was completed. 

The translation vectors with which the original FPs had to be moved in order to reach the 
positions of the corresponding deformation FPs could now be calculated by subtracting each 
original position with its corresponding new one. Moving the positions of the FPs like this could 
be seen as changing the values of the FAPs, targeting these FPs. Using the calculated weights 
map for each of these FAPs, a weighted translation vector could thus be calculated for each 
vertex affected by the deformation of the targeted FP. These translation vectors were then 
applied to all vertices and normals in the original model description file, and a smooth 
deformation across the head was created. 

Outputting the updated data to the geometry file 

In the final step of the deformation program the updated vertices and normals of the head were 
outputted to the geometry file. As other objects, e.g. the teeth and the eyes, in the original 
geometry file was not included in and thus not modified during the deformation process, they 
remained unchanged in the updated file. This was also true for the texture data and polygon data 
of the modified head model. The final result of the deformation program was thus an updated 
geometry file describing a virtual head with a certain static facial expression of emotion. 

Testing the deformation program 

When the coding of the deformation program was completed, a couple of test-rounds were 
carried out. It turned out that particularly the specified influence radius of each FAP played a 
great part in the outcome of the appearance of the deformed virtual head. A lot of manual 
experimenting therefore was done with the sizes of the different influence radiuses in order to 
get virtual heads with a good and full-covering deformation that looked realistic and natural. 
The influence radius of each FAP was lengthened and shortened and the corresponding effect 
on the virtual head was examined. 

Mark-up of new FPs and creation of new scene graph 
When it was time to finally create the different emotion-expressing virtual heads, a decision was 
made to exclude the semi-emotional expressions and to focus only on one neutral expression 
and on the four full expressions of emotion, i.e. the expressions of happiness, anger, sadness, 
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and surprise. The neutral expression that was chosen was the one from the selected recording 
session of the facial expression of happiness. The previously mentioned idea about enabling 
morphing between different models and textures was abandoned, due to an already heavy 
workload of simply creating the virtual heads. 

When the five different emotion-displaying heads had been created using the deformation 
program, the virtual heads were imported in Blender, an open source application for 3D-
modeling and animation, and a tool created by Hedberg (2006) was used to mark-up new FPs 
and to create a scene graph for each new head. The reason for the mark-up of new FPs was that 
the JFacePlayer, in which the virtual heads were to be imported, did not support all of the FPs, 
which were added during the deformation process. 

Creating and applying emotion-displaying 
textures 
After the creation of the five virtual heads was completed, work began on making the 
corresponding texture for each head. The first texture that was created was the one showing the 
neutral expression. 

Due to the fact that no images were taken of the back or upper part of the actress’ head, the 
creation of textures with a similar layout as the original texture (see Figure 6) was problematic. 
Using the same layout would have involved the recreation of a large part of the actresses’ hair 
and also the back of the head. Instead, a different approach was chosen, based on a method 
found on the Internet (WorldForge, 2006). This method generated more panorama-like textures 
and was therefore suitable for the kind of images taken at the Qualisys recording sessions. 

 

 
Figure 6 – The original texture for the head model called Don 
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For the design of the textures, Adobe Photoshop CS2, a professional image-editing and graphics 
creation software created by Adobe Systems, was employed. A description of how the textures 
were created and also how they were mapped to the virtual heads is given below. 

The making of the textures 
The texture creation process began with importing the complete set of five images, each image 
showing a different view of the neutral expression, in Adobe Photoshop CS2. These images 
were taken from the recording session of the facial expression of happiness. Unfortunately, the 
digital camera taking the front images turned out to have been out of focus during all the 
recording sessions. The first step therefore was to sharpen the front image with the Unsharpen 
Mask tool (see Figure 7:1). This was followed by a colour-correction procedure where the 
whole set of five images were colour matched to correspond to the colours in the front image. 
For this process the Color Match tool was employed. 

Next, the right 45 degree image was pasted into a new layer on top of the front image and the 
transparency of this layer was set to approximately 60% in order to make the layer underneath 
visible. The 45 degree image was then resized and moved so that the inner eye-corner 
overlapped the eye-corner underneath and it was also made sure that the hairline, the nose and 
the jaw line in the images overlapped and were of approximately the same size. The Eraser tool 
was then used on the 45 degree image to make the transition between the two images as smooth 
as possible (see Figure 7:2). 

The right 90 degree image was then pasted, fitted and edited in a similar manner as the 45 
degree image, but this time the outer eye-corner was used as a guideline instead of the inner 
eye-corner (see Figure 7:3). 

When the right side of the texture had been completed the same procedure was performed on 
the left side of the face with the help of the left 45 degree and 90 degree images (see Figure 7:4-
5). The texture image then consisted of five different layers, one for each view of the face. 
These layers were then merged together with the Merge all tool and as a next step the resulting 
image was edited with the Healing brush tool to make the markers, used for the Qualisys 
recording sessions, disappear. In addition, the edges between the merged images were quite 
rough and needed to be blended and smoothed to give the skin a more continuous appearance 
(see Figure 7:6). 
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Figure 7 – The different steps in the texture creation process 

To be able to do an accurate texture mapping of the skin area around the ears, the ears where 
edited out and put next to the face in the texture image. Also, the hair at the top of the head had 
to be digitally extended to prevent a non-textured gap at the upper part of the head from 
occurring. Since Blender only could work with square-shaped textures the complete face texture 
was finally copied and pasted into a new square-shaped image with a size of 1024 x 1024 pixels 
and a resolution of 180 dpi. Also the textures for the teeth, tongue and inner mouth from the 
original texture were re-used and pasted into this image, resulting in a finished texture (see 
Figure 8). This texture creation process was then repeated for the remaining four expressions of 
emotions and all the resulting textures can be viewed in Appendix A. 
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Figure 8 – The finished texture for the neutral facial expression 

Updating the texture mapping 
When the five virtual heads were created no attention was given to the texture mapping of each 
head. The texture coordinates of the original virtual head (see Figure 9) were simply copied to 
the new heads by the model deformation program. As the finished textures for the emotion-
expressing virtual heads did not come to have the same layout as the texture for the original 
head, this meant that the given texture coordinates for the new heads would not do a correct 
mapping between the new textures and their corresponding virtual head. A new mapping 
therefore had to be performed for each new head.  

The process of remapping the texture coordinates of the virtual heads was done manually in 
Blender with the help of its UV/Image Editor. This turned out to be quite a painstaking 
procedure since each pair of coordinates had to be individually moved to its new position. As 
with the textures, the first emotional expression to be processed was the neutral expression. 
When this mapping was completed (see Figure 9) the updated coordinates were copied to the 
model description files of the other virtual heads and were used as a basis for the new texture 
mapping of these heads. 
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Figure 9 – The texture mapping for the original head model (left) and the new texture mapping 
for the virtual head with a neutral expression (right) 

Updating the textures 
During the update of the texture coordinates it became apparent that a new texture mapping was 
not enough to achieve a proper fit between texture and virtual head. Some additional changes 
also had to be performed in the new textures.  

As the eyes in the virtual heads were separate three-dimensional objects and had their own 
textures, the eyes did not have to be visible in the textures of the different faces. As a matter of 
fact, it even complicated the new texture mapping if they were visible, since the original 
mapping and the original texture was based on the eyes being closed. Therefore it was decided 
to edit the new textures so that the eyes appeared to be closed. When doing this editing, special 
attention was given to the corners of the eyes to make sure that no wrinkles or other visible 
signs of the expression of emotion would disappear or be corrupted (see Figure 8 above). 

It also turned out to be difficult to do a correct texture mapping at the corner of the mouths for 
some of the virtual heads. This problem was solved by softening the corners of the mouth in the 
corresponding textures, without changing the overall expression of them. Furthermore, the 
noses on some of the virtual heads became somewhat crooked during the deformation process. 
To make these flaws less obvious, the nostrils and certain shadows around the noses where 
edited and made softer. 

The final image editing was again done in Adobe Photoshop CS2 with the help of the Healing 
brush tool and the Smooth tool. The end result was five textured virtual heads (see Figure 10). A 
comparison of these virtual heads with the actual facial expressions of the real-life actress can 
be viewed in Appendix B. 
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Figure 10 – The five textured virtual heads, each conveying an expression of emotion: 
happiness (upper left), anger (upper middle), sadness (upper right), surprise (lower left) and 
neutrality (lower right) 

Preparing the study of the virtual heads  
Having created the expressive virtual heads, the first thing that was of importance to examine 
was their ability to convey their expressions of emotion. It was also of interest to find out if the 
expressions of emotion would be perceived as being natural and believable or if they would be 
seen as exaggerated or even unrealistic. It was decided that this evaluation would consist of 
static images of the emotion-expressing virtual heads being shown to a group of subjects, which 
would then be asked to report their perceived emotion for each head. 

Since virtual heads are often used as agents in different virtual environments, where facial 
expression is only one of many different carriers of information, a need was also felt to add 
other channels of information, e.g. speech and head movements, to the heads and to study how 
people’s perception of the emotional content of these channels would influence and also be 
influenced by their perception of the facial expressions of the virtual heads. 
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Animating the virtual heads 
To enable the emotion-expressing virtual heads to speak and move data from the previously 
mentioned pf-star project was employed. The data from this project consisted of a large 
selection of spoken sentences in Swedish, each recorded with a number of different expressions 
of emotion, e.g. happiness, anger, sadness, surprise, and neutrality. For each of these emotion-
expressing recordings, there also existed a matching FAP animation file, enabling an arbitrary 
virtual head to utter the specific sentence with the proper emotion-expressive facial and external 
articulator movements. 

From the pf-star collection, four different sentences were selected. The motive behind choosing 
a number of sentences instead of just one was to get a more general idea on how the facial 
expressions of the virtual heads would be perceived in different kinds of contexts with diverse 
information content. The chosen sentences were: 

• “Båten seglade förbi.” (”The boat sailed by.”) 

• “Väskorna är mycket tunga.” (”The bags are very heavy.”) 

• “Snön låg metertjock på marken.” (”The snow lay thick on the ground.”) 

• “De lade färdigt pusslet.” (”They finished the puzzle.”) 

The existence of multiple recordings with diverse expressions of emotion for each sentence 
gave birth to the idea of combining the neutral and the emotion-expressive facial expressions 
with neutral and emotion-expressive animation, i.e. speech and movements, to investigate how 
these different combinations would affect people’s perception of the expressions of emotion of 
the five virtual heads. Would, for instance, a virtual head conveying a facial expression of anger 
and talking in an angry voice be perceived differently than a virtual head talking with the same 
emotion-expressing voice but having a neutral facial expression? The four combinations of 
virtual head and animation that would be used in the study were thus: 

• Expressive virtual head + expressive animation 

• Expressive virtual head + neutral animation 

• Neutral virtual head + expressive animation 

• Neutral virtual head + neutral animation 

The expressive recordings of each utterance that were chosen to be included in the study were 
the five recordings conveying an emotion of happiness, anger, sadness, surprise and neutrality. 
Since each of the five virtual heads was to be combined with each of these five chosen 
expressions of the four different utterances, the total number of different animations needed for 
the study amounted to 52. 

The tool which was used to animate the virtual heads was the JFacePlayer application, described 
earlier. The original idea was to use the JFacePlayer in the study and play the different 
combinations of virtual heads and animations in real time to a group of subjects. However, to 
import the virtual heads into the JFacePlayer turned out to be a time-consuming process and this 
initial thought was therefore abandoned. Instead an idea of making video clips of the animated 
virtual heads and showing these to the subjects was pursued. 

Creating the video clips was initially expected to be a very straight-forward procedure given the 
fact that the JFacePlayer application contained a tool for exporting animations of virtual heads 
into video clips in Quicktime or Windows Media formats. Unfortunately, it turned out that the 
animation export tool did not work and that the source of the problem could not be found. 
However, since a tool for exporting single frames of an animation still worked, the solution 
became to create a script which exported all the frames of each animation into separate jpeg-
images and then to make another script join all the images together into an animation again, 
adding the wanted sound clip. Though a bit lengthy, this procedure finally resulted in 52 
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finished video clips, one for each combination of utterance, facial expression and animation, as 
described above.  

Finally, five static images, each showing one of the five emotion-expressing virtual heads, were 
created with the help of the tool for exporting single frames of an animation. Above the head in 
each image a speech bubble was added. Four copies of each image were then made and in each 
of these copies, one of the four utterances was written. 

Creating contexts 
Having created the static images, as well as the animations needed to examine the subjects’ 
perception of the expressions of emotion of the virtual heads, the one thing that remained to be 
decided on was how the subjects were to indicate and report the emotions they would perceive. 

In previous research, two common ways of finding out which emotions people perceive when 
observing a particular facial expression of emotion has been to let the subjects either express the 
perceived emotions in their own words or to make them choose the emotion, which best 
corresponds to the perceived expression of emotion, from a list of possible choices. However, 
for this study another method, inspired by the research of Clark Elliott, was adopted.  In a study 
carried out by Elliott (1997) users’ abilities to collect enough information from different 
communication modalities, e.g. speech and music, of an animated agent to correctly assign 
intended social and emotional meanings to otherwise ambiguous statements, were examined. 
The results of the study showed that the users were highly successful at doing this, correctly 
matching the intended emotion scenarios with the animated agents in 70% of the cases. 

With Elliott’s study in mind, four different contexts were created for each of the four utterances 
(see Table 3). The aim was that each of these contexts would connote one of the four emotions: 
happiness, anger, sadness or surprise, i.e. that each context could be perceived as evoking one of 
the mentioned emotions. By choosing the context best agreeing with the overall emotional 
appearance of the virtual head, including speech, facial expression and movements, information 
on how the subjects perceived the emotional expression of the virtual heads would be given 
implicitly. 
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UTTERANCE CONTEXT CONNOTED 
EMOTION 

The man had been worried that his friends’ boat had gotten into 
trouble out to sea, but he had now seen that it was unharmed. Happiness 

The boat had not stopped at the island, as had been promised. As 
a result, the man had missed an important meeting in town. Anger 

The man had felt a bit lonely and had hoped that the boat would 
anchor at his island, so that he would get some company. Sadness 

“The boat sailed 
by.” 

The boat had always stopped at the man’s landing-stage, but it 
had suddenly and without warning changed its route. Surprise 

The man is explaining why it is funny that his ninety-year-old 
grandmother always insists on carrying the bags herself. Happiness 

The man had during a whole afternoon been teased by his fellow-
traveller about being to weak and not managing to carry his bags 
by himself. 

Anger 

The man had promised a friend to carry her bags to her apartment 
on the fifth floor, but he had now realised that he would not 
manage to carry them. 

Sadness 

“The bags are 
very heavy.” 

The man’s wife had said that she had only packed a few, light 
things in the bags. However, the weight of the bags indicated 
something else. 

Surprise 

The man is talking about a successful ski trip in the Alps. Happiness 

Due to poor snow cleaning, the man had not been able to get to 
his car, and as a result had missed the flight to Paris.   Anger 

The man is explaining how his precious flower garden was ruined 
during a nightly thunderstorm last April. Sadness 

“The snow lay 
thick on the 
ground.” 

The man has found out that the weather in Greece was somewhat 
different last week. Surprise 

The man had gotten some help with finishing the puzzle from a 
couple of friends. Happiness 

The man had forbidden his family to finish his new puzzle, but 
the family had not listened to the prohibition. Anger 

The man had hoped that he would have been allowed to help 
finish the family puzzle. However, the rest of the family had 
finished it without him. 

Sadness 

“They finished 
the puzzle.” 

The man had heard that his two five-year-old daughters had 
finished a difficult 1000-piece puzzle. Surprise 

Table 3 – The four different emotion-connoting contexts created for each of the four utterances 

Evaluating the contexts 
To examine if the four contexts constructed for each of the four utterances could be perceived 
the way intended, i.e. that each context could be perceived as connoting a particular emotion, or 
if changes needed to be done, a questionnaire investigating the connection between the contexts 
and the emotions was created (see Appendix C). 

In the questionnaire, each of the 16 contexts was matched with its corresponding utterance to 
create a specific situation. An example of one such situation can be viewed in Figure 11. For 
each situation a rating system of the four emotions happiness, anger, sadness and surprise was 
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presented and the person answering the questionnaire was asked to rate how likely it was that 
the person uttering the sentence experienced each of these emotions in the given situation. The 
rating stretched from 1-5, where 1 meant “not likely at all” and 5 corresponded to “very likely”. 
In the situation shown in Figure 11 one could for instance interpret the successful ski trip as 
being associated with happy memories and the emotion of happiness would thus get a high 
rating, while the emotions of anger and sadness would get a low rating. The persons taking the 
questionnaire were also given the chance to write down any other emotions that came to mind. 

 

 

Figure 11 – An example of a situation presented in the questionnaire concerning the 
connections between different contexts and emotions. 

The survey was created in Microsoft Word and distributed both in paper form and in digital 
form, through e-mail. In the digital version the subjects were asked to mark their ratings with 
the Microsoft Word Highlight tool, while subjects taking the paper version of the survey simply 
circled the numbers corresponding to their ratings with a pen. In total, eight subjects, four males 
and four females, answered the questionnaire and their ages varied between 23 and 52. 

The results of the questionnaire are presented more thoroughly in the result section of this 
report, but the general finding was that the majority of the subjects tended to match each context 
with its intended emotion, i.e. to give the intended emotion the highest rating. Therefore, no 
changes were made in the design of the 16 contexts. 

The study 
The subjects’ task in the study was, as previously mentioned, to examine in total 52 video clips 
and 20 static images of emotion-expressing virtual heads and match these with different 
emotion-connoting contexts. In addition, the subjects were also asked to rate how confident they 
were in their choices of context. The following section presents the design and procedure of this 
study. 

The design of the study 
To facilitate the study a computer program was designed, which presented the virtual heads, one 
by one, to the subjects and registered the subjects’ choices of context and confidence rating for 
each head. The program was run on a standard PC, equipped with headphones. The graphical 
user interface (GUI) of this program can be viewed in Figure 12. 
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Figure 12 – The graphical user interface of the computer program designed for the study of the 
virtual heads 

The upper part of the GUI displayed one of the animated or the static virtual heads uttering one 
of the four sentences. Below this head, the question “In which of the contexts below has this 
utterance been made?” was written followed by the four possible contexts for the particular 
utterance. The subjects indicated their choices of context for each virtual head by clicking on 
the radio buttons located next to the specific context. Beneath the contexts, the confidence 
rating was located. This rating was constituted by five horizontally aligned radio buttons, each 
given a number of 1 to 5. The subjects indicated how confident they were by clicking the radio 
button corresponding to the wanted rating.  

At the bottom of the GUI two buttons were located: a repeat-button, which let the subjects 
watch the video clip of a virtual head again, and a next-button to show the next virtual head. 
The GUI did not allow subjects to go back and change their previous responses. This was an 
intentional choice, since the possible influence of one virtual head on another head was tried to 
be kept to a minimum. To further avoid any effects of influence between the different virtual 
heads the order in which the 72 virtual heads were displayed was randomised for each subject. 
To prevent the subjects from associating a certain position in the order of the presented context 
with a particular emotion, e.g. that the first context in the list of contexts always connoted 
happiness, the lists of contexts were also randomised for each virtual head. 

To prevent any mistakes and indications of more than one alternative, only one context and one 
confidence rating value could be chosen for each virtual head. To make sure that the subjects 
really did chose a context and did make a confidence rating for each virtual head, the next-
button was disabled until one context and one confidence value had been picked. 

Finally, the subjects were able to see the number of the current virtual head in the header of the 
GUI. This number was incorporated to let the subjects see how far into the computer program 
they were and how much of it that remained. 
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The follow-up questionnaire 
To find out the subjects’ general feelings on the facial expressions of emotion displayed in the 
computer program and also on the program itself, a follow-up questionnaire was designed (see 
Appendix D). This questionnaire consisted of two main questions: “How did you experience the 
identification process of the different contexts?” and “How natural did you perceive the facial 
expressions of emotion to be?” Both of these questions were answered through a rating system, 
a scale between the values of 1-5. For the first question, concerning the identification of the 
different expressions, the value 1 meant “very difficult” and 5 meant “not difficult at all”. For 
the second question about the naturalness of the expressions, the value 1 corresponded to “not 
natural at all” and 5 to “very natural”. At the end of the questionnaire, there were also a few 
empty lines giving the subjects a chance to add any additional comments concerning the 
program and the virtual heads. 

Subjects 
Twelve subjects, 6 males and 6 females, participated in the study of the static and animated 
virtual heads. All subjects were students or employees at KTH and they were all in their 
twenties. 

Procedure 
The subject was placed in front of the computer, running the program, and was given a short, 
oral introduction to the purpose of the study and the project as a whole. Following this, the 
subject was shown the GUI of the program and was given an exposition of its layout and also 
instructions on what to do. The subject was told that he/she would be shown a number of 
computer-animated heads. These heads would be displayed one at a time and each of them 
would make a statement. The statements would be either oral, i.e. the utterance would be 
presented as a sound clip, or written, i.e. presented in a speech bubble above the head. For each 
utterance four different contexts, in which the utterance could have taken place, would also be 
presented. The subject was then informed that the task was to, on the basis of what was seen and 
heard, choose the context most likely related to the utterance. Directions where also given that 
the subject should rate how confident he/she was of each choice of context. The scale ranged 
from 1 to 5, where 1 meant “not confident at all”, i.e. the subject is practically guessing, to 5 
which meant “very confident”. 

The subject was then asked to start the computer program and the leader of the study stayed in 
the room during the whole session in case any questions would arise or problems would occur. 
When finished with the program, the subject was finally asked to fill in the follow-up 
questionnaire. 
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Results 
In this chapter, the results from the initial questionnaire, the main study and also the follow-up 
questionnaire to the study will be presented. 

The initial questionnaire 
The purpose of the initial questionnaire was to investigate if each of the contexts, created for the 
study of the virtual heads, were perceived as intended, i.e. that each context could be perceived 
as evoking the intended emotion within the person uttering the sentence. 

The results from the questionnaire showed that the intended emotions received the highest 
average rating for all the 16 different contexts (see Table 4). The margin to the second highest 
rated emotion was in some cases very large, e.g. a margin of 2,50; and sometimes small, e.g. a 
margin of 0,13. However, as the results mainly were looked upon as an indication of whether or 
not the different contexts generally could be perceived as intended, the exact ratings were not of 
primary importance. Based on these results the decision was made not to do any changes in the 
design of the 16 different contexts. 

 

AVERAGE RATING BY THE SUBJECTS 
(1=NOT LIKELY AT ALL, 5=VERY 
LIKELY) UTTERANCE CONTEXT 

CONNOTING... 
Happiness Anger Sadness Surprise 

OTHER 
EMOTIONS 
MENTIONED 
BY THE 
SUBJECTS 

Happiness 4,75 1,00 1,38 2,25 Relief 

Anger 1,00 4,63 2,38 4,00 - 

Sadness 1,13 2,25 4,63 3,00 Disappointment 
“The boat 
sailed by.” 

Surprise 1,88 2,63 2,63 4,50 - 

Happiness 3,13 1,13 1,25 2,88 - 

Anger 1,00 4,25 3,13 1,50 Irritation 

Sadness 1,00 2,75 3,13 2,75 Embarrassment, 
frustration 

“The bags are 
heavy.” 

Surprise 1,13 3,25 1,88 3,38 - 

Happiness 4,88 1,00 1,13 1,50 - 

Anger 1,00 4,88 3,00 1,50 Irritation 

Sadness 1,00 3,75 4,38 2,75 - 

“The snow lay 
thick on the 
ground.” 

Surprise 1,88 1,75 2,00 4,50 - 

Happiness 4,13 1,13 1,38 2,13 - 

Anger 1,25 4,25 3,25 2,50 Disappointment 

Sadness 1,25 2,38 3,63 3,13 - 
“They finished 
the puzzle.” 

Surprise 4,13 1,13 1,00 4,63 - 

Table 4 – The average likeliness that the four emotions of happiness, anger, sadness and 
surprise, were felt in each of the 16 emotion-connoting contexts. The grey areas indicate the 
emotion that for each context received the highest rating 
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The study 
The following sections present the results of the main study of the project, which aimed at 
examining the ability of the created virtual heads to convey their facial expressions of emotion. 
As described earlier, the study consisted of 20 static images of the virtual heads and 52 video 
clips of different combinations of virtual heads and animations. For both the static images and 
the video clips, the subjects indicated their perceived emotions implicitly by selecting one out of 
four given contexts, each connoting a specific emotion. 

Before the actual results are presented, some information concerning the structure of the 
subsequent sections and the terms used, will be presented. First of all, the combinations of 
virtual head and animation will throughout the section be referred to as ‘VH-A combinations’, 
where VH corresponds to the facial expression of emotion of the virtual head and A connotes 
the emotional expression of the animation, i.e. the speech and the head movements. For 
instance, the combination consisting of the virtual head with a facial expression of anger and an 
animation with a neutral expression will be referred to as the anger-neutral combination. 

What is also important to note is that although each VH-A combination and each static image 
was shown four times to the subjects, one time for each of the four utterances, the subjects’ 
choices of context for each of these appearances are not individually presented in the following 
sections. Instead a summation of the subjects’ choices across the four different utterances is 
given for each combination and each static image. The main reason behind this line of action is 
the wish to get a more general view on how the different VH-A combinations and static images 
were perceived and which contexts, i.e. emotions, they were chiefly associated with. 

Furthermore, the results of each section are presented in a table. What should be noted when 
looking at these tables is that they all contain an answer category labelled “not sure”, which was 
actually never presented to the subjects. The data in this category consists of all the choices of 
context that were given a confidence rating of less than 3. The reason why these choices of 
contexts have been placed in a separate category is that they are simply considered to be too 
uncertain. The subjects, giving a response such a low rating, could simply have been guessing 
and therefore have chosen any of the other three contexts. It should be stressed that the data 
from the “not sure” category is completely excluded from the statistical analysis of the VH-A 
combinations and the static images. It is only presented in the tables to give the reader an 
indication of the amount of unconfident responses. In Appendix E, tables displaying all the 
choices of context, regardless of their confidence rating, for each static head and each VH-A 
combination can be viewed. 

Finally, a few words also need to be said about the statistical analysis presented in the following 
sections. The basis for this analysis is the notion that if the subjects’ choices of contexts were 
completely random, i.e. if the different virtual heads and animations did not, in any way, affect 
the subjects’ responses, the total number of picks would be equally distributed across the four 
different contexts. Each context would thus be chosen in 25% of the cases. Based on this view, 
the occurrences of selection rates that differ from this 25% rate are seen as an indication that the 
virtual heads and/or the animations have affected the subjects’ choices of context. Thus, any 
conclusions drawn from the results in the following sections are based on a comparison of the 
found selection rate for each context compared to the otherwise expected 25% rate. 

Static expressive virtual heads 
The distribution of confident responses across the four emotion-connoting contexts for each 
static expressive head, as well as the amount of unsure responses, can be viewed in Table 5. 

When studying the number of confident responses, the context connoting anger was picked in 
53% of the 32 cases, when the virtual head conveying a facial expression of anger was shown. 
The context representing surprise received the second highest number of picks and was chosen 
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in 28% of the cases, while the context connoting sadness was selected in 19% of the cases. The 
context connoting happiness was not chosen at all (0%). 

Similar results were found for the static head conveying a facial expression of happiness. For 
this expression, the context connoting happiness was chosen in 61% of the 28 cases, while the 
contexts representing surprise, and sadness were chosen in 21%, and 18% of the cases. The 
context connoting anger was not selected at all (0%). 

When shown the static head displaying a facial expression of sadness, the context connoting 
sadness was chosen by the subjects in 64% of the 36 cases. Closest to this number of responses 
was the context representing anger, which was selected in 31% of the cases. After that, a jump 
in the number of responses was made: the context connoting surprise was only chosen in 6% of 
the cases and the context representing happiness was not selected at all (0%). 

The static virtual head showing a facial expression of surprise generated the most even 
distribution of responses across the four different contexts. The context representing surprise 
was chosen by the subjects in 40% of the 30 cases, while the contexts representing sadness, 
happiness and anger were picked in 27%, 20%, and 13% of the cases respectively. 

The distribution of the confident choices of context, as described above, indicates that all of the 
four static expressive heads managed to convey their facial expressions of emotion to a majority 
of the subjects. For each expressive head, the intended context, i.e. the context connoting the 
same emotion as the expression of the head, was the one most chosen and the response rate was 
in all cases higher than 25% (see above). However, as can be seen in Table 5, the amount of 
unsure responses was substantial for all of the four expressions of emotions, representing 
between 25% and 42% of the total number of responses. For the expression of happiness and 
surprise, the number of unsure responses was also higher than the number of responses picking 
the intended context. 

 

TYPE OF CONTEXT  
Anger Happiness Sadness Surprise Not sure TOTAL 

Static 
Anger 17 0 6 9 16 48 

Static 
Happiness 0 17 5 6 20 48 

Static 
Sadness 11 0 23 2 12 48 

TYPE OF 
VIRTUAL 

HEAD 

Static 
Surprise 4 6 8 12 18 48 

Table 5 – The distribution of confident responses, across the four emotion-connoting contexts, 
for each static expressive head. The “not sure” category consists of choices of contexts that 
were given a confidence rating of less than 3 

Static neutral virtual head and neutral animation 
Since there was no “neutral context” alternative included in the main study the subjects where 
forced to chose one of the emotion-connoting contexts, even for the static neutral head and the 
neutral-neutral combination. As the results show, this task proved to be rather problematic for 
the subjects (see Table 6). 

For the static neutral head, the number of unsure responses constituted 48% of the total number 
of responses, thus indicating that the subjects had a rather difficult time with matching the 
neutral expression of the head with one of the emotion-connoting contexts. A look at the 25 
confident responses shows that the subjects’ opinions about the most suitable context also were 
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quite diverse. In 40% of the cases the context connoting happiness was selected, in 28% of the 
cases the context representing sadness was chosen and the contexts connoting anger and 
surprise were each selected in 16% of the cases. 

The number of unsure responses was even higher for the neutral-neutral combination, 
constituting over 58% of the total number of responses. Of the 20 confident responses, the 
context connoting happiness was chosen in 45% of the cases, while the contexts representing 
sadness and surprise were chosen in 35% and 20% of the cases respectively. The context 
connoting anger was not selected at all (0%). 

To include the static neutral head in the study and letting the subjects associate it with the 
emotion-connoting contexts was a way to study if there were any indications that the neutral 
head could be perceived as conveying a certain expression of emotion, e.g. an expression of 
happiness or anger. If such tendencies could be found, a possibility would exist that the neutral 
virtual head had influenced the response results of the combinations in which it was included. 
However, since the number of unsure responses was so great and the confident responses did 
not indicate a significant bias towards any of the contexts, the conclusion was that the neutral 
virtual head did not express any particular emotion and consequently did not have an influence 
on the other results. 

 

TYPE OF CONTEXT  

Anger Happiness Sadness Surprise Not 
sure TOTAL 

Static 
Neutral 4 10 7 4 23 48 

TYPE OF 
STIMULUS Neutral-

Neutral 0 9 7 4 28 48 

Table 6 – The distribution of confident responses, across the four emotion-connoting contexts, 
for the static neutral head and for the neutral-neutral combination. The “not sure” category 
consists of choices of context that were given a confidence rating of less than 3 

Expressive virtual head and expressive animation 
The distribution of the subjects’ responses for each combination of expressive virtual head and 
expressive animation, excluding the unsure responses, indicated that a clear majority of the 
subjects chose the intended context, i.e. the context connoting the same emotion as both the 
virtual head and the animation (see Table 7). 

For the anger-anger combination the context connoting anger was chosen in 96% of the 45 
cases, whereas the contexts connoting sadness and surprise were considerably less selected, 
only in 2% of the cases respectively. The context connoting happiness was not chosen by the 
subjects at all (0%). A similar, but not as extensive, difference in the response distribution was 
also found when examining the results of the other three combinations. 

When shown the happiness-happiness combination the subjects chose the context connoting 
happiness in 74% of the 39 cases, while the number of picks of the other contexts was 
significantly lower: the contexts representing surprise and sadness were only chosen by the 
subjects in 21% and 5% of the cases respectively. For this combination, the context connoting 
anger was never selected (0%). 

The context connoting sadness was chosen in 67% of the 43 cases, when the sadness-sadness 
combination was presented. Closest to this number of responses was the context representing 
anger, which was selected in 30% of the cases. After that a significant jump in number of 
responses was made: the context connoting surprise was only chosen in 2% of the cases and the 
context representing happiness was not selected at all (0%). 



Daniel Höglind 

 35 

Finally, the context connoting surprise was selected in 71% of the 42 cases, when the surprise-
surprise combination was shown to the subjects. The contexts representing anger, sadness and 
happiness were chosen in 17%, 7% and 5% of the cases respectively. 

As the number of unsure responses also was generally moderate, varying between 6% and 19% 
of the total number of responses, this suggests that the subjects in general were confident in 
their choices of the intended context. This fact strengthens the view that the combinations of 
expressive head and expressive animation were successful in conveying their intended emotion. 

 

TYPE OF CONTEXT  

Anger Happiness Sadness Surprise Not 
sure TOTAL 

Anger-
Anger 43 0 1 1 3 48 

Happiness-
Happiness 0 29 2 8 9 48 

Sadness-
Sadness 13 0 29 1 5 48 

TYPE OF 
COMBINATION 

Surprise-
Surprise 7 2 3 30 6 48 

Table 7 – The distribution of confident responses, across the four emotion-connoting contexts, 
for each combination of expressive virtual head and expressive animation. The “not sure” 
category consists of choices of context that were given a confidence rating of less than 3 

Expressive virtual heads and neutral animation 
The combinations of expressive virtual head and neutral animation generated results that were 
quite different compared to the ones given by the combinations of expressive virtual head and 
expressive animation. The first thing that was apparent when looking at the distribution of the 
responses was that the number of unsure responses was extensive for this combination type, 
ranging from 40% up to 48% of the total number of responses (see Table 8). In addition, the 
distribution of the confident responses was also very different. 

When shown the anger-neutral combination the subjects only chose the intended context 
connoting anger in 8% of the 26 cases, whereas the contexts connoting sadness, surprise, and 
happiness all received higher response rates: 46%, 31%, and 15% respectively. 

The context connoting happiness was selected by the subjects in 50% of the 28 cases, when the 
happiness-neutral combination was presented. Closest to this number of responses was the 
context representing sadness, which was selected in 25% of the cases. This was followed by the 
context connoting surprise, which was chosen in 21% of the cases and the context representing 
anger, which was selected in 4% of the cases. 

When presented with the sadness-neutral combination the subjects chose the context connoting 
sadness in 72% of the 29 cases, while the number of picks of the other contexts was 
significantly lower: the contexts representing anger, surprise and happiness were only chosen by 
the subjects in 14%, 10% and 3% of the cases respectively. 

Finally, the context connoting surprise was selected in 20% of the 25 cases, when the surprise-
neutral combination was shown to the subjects. Two of the other contexts received a higher 
number of responses: the context connoting sadness was chosen in 44% of the cases and context 
representing happiness was chosen in 28% of the cases. The context connoting anger was given 
the lowest selection rate, 8%. 
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For all combinations, except the sadness-neutral combination, the number of unsure responses 
was larger than the number of responses picking the intended context. On top of this, the 
intended contexts for the anger-neutral and surprise-neutral combinations received fewer 
responses than the expected 25%. 

 

TYPE OF CONTEXT  

Anger Happiness Sadness Surprise Not 
sure TOTAL 

Anger-
Neutral 2 4 12 8 22 48 

Happiness-
Neutral 1 14 7 6 20 48 

Sadness-
Neutral 4 1 21 3 19 48 

TYPE OF 
COMBINATION 

Surprise-
Neutral 2 7 11 5 23 48 

Table 8 – The distribution of confident responses, across the four emotion-connoting contexts, 
for each combination of expressive virtual head and neutral animation. The “not sure” 
category consists of choices of context that were given a confidence rating of less than 3 

Neutral virtual head and expressive animation 
The combinations of neutral virtual head and expressive animation produced results that were 
very similar to the ones generated by the combinations of expressive virtual head and expressive 
animation as far as both the amount of unsure responses and the distribution of the confident 
responses across the four different contexts (see Table 9). 

The neutral-anger combination was matched with the context connoting anger in 98% of the 47 
cases and in the remaining 2% with the context representing sadness. The context representing 
happiness and the context connoting surprise were not selected at all (0%). 

The context representing happiness was chosen by the subjects in 78% of the 40 cases, when the 
neutral-happiness combination was shown. The corresponding response rates for the other three 
contexts were all significantly lower: 13% for the context representing surprise, 10% for the 
context connoting sadness, and 0% for the context representing anger. 

When presented with the neutral-sadness combination, the context connoting anger was selected 
in 72% of the 46 cases. Closest to this number of responses was the context representing anger, 
which was selected in 28% of the cases. The contexts connoting happiness and surprise were 
not chosen at all by the subjects (0%). 

For the neutral-surprise combination the context connoting surprise was chosen in 85% of the 
41 cases, whereas the contexts connoting happiness and anger were significantly less selected, 
only in 7% of the cases respectively. The context connoting sadness was not selected at all 
(0%). 

As stated above, the number of unsure responses for this combination type was moderate, 
ranging between 2% and 17%. Thus, the subjects were in general confident in their choices of 
context. The distribution of the subjects’ responses for each combination, excluding the unsure 
responses, also indicated that a clear majority of the subjects chose the intended context. The 
number of responses for each intended context was even higher than for the corresponding 
intended contexts, when the combinations of expressive virtual head and expressive animation 
were shown. Hence it is possible to conclude that this combination type was able to convey the 
expression of emotion of the animation. 
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TYPE OF CONTEXT  

Anger Happiness Sadness Surprise Not 
sure TOTAL 

Neutral-
Anger 46 0 1 0 1 48 

Neutral-
Happiness 0 31 4 5 8 48 

Neutral-
Sadness 13 0 33 0 2 48 

TYPE OF 
COMBINATION 

Neutral-
Surprise 3 3 0 35 7 48 

Table 9 – The distribution of confident responses, across the four emotion-connoting contexts, 
for each combination of neutral virtual head and expressive animation. The “not sure” 
category consists of choices of context that were given a confidence rating of less than 3 

The follow-up questionnaire 
The follow-up questionnaire was, as mentioned above, given to the subjects after they were 
finished with the computer program and its purpose was to gather information about the 
subjects’ general feelings on the expressions of emotions of the displayed virtual heads. The 
questionnaire consisted of two questions concerning the identification of the different contexts 
and the naturalness of the expressions of emotion and the subjects were also given a chance to 
provide supplementary comments. 

The identification of the different contexts 
The first question in the follow-up questionnaire was “How did you experience the 
identification of the different context?” As can be seen in Figure 13 below, a majority of the 
subjects found the identification process to be rather difficult. Two subjects rated it a 1, 
corresponding to “very difficult”, on the five-step scale, five subjects gave it a rating of 2, three 
subjects gave it a rating of 3, and two subjects had the opinion that the identification procedure 
was rather easy and gave it a rating of 4. The average rating of the subjects was 2.4, and thus the 
general conclusion across the subjects was that the contexts were difficult to identify and to 
connect to the different utterances. 



Texture-based expression modelling for a virtual talking head 

38 

2

5

3

2

0
0

1

2

3

4

5

6

1 2 3 4 5

Rating

N
um

be
r o

f s
ub

je
ct

s

 
Figure 13 – The distribution of ratings for the question ”How did you experience the 
identification of the different contexts?”, where 1=”very difficult” and 5=”not difficult at all”. 

The naturalness of the facial expressions of emotion 
“How natural did you perceive the facial expressions of emotion to be?” was the second 
question in the follow-up questionnaire and the results can be seen in Figure 14. The majority of 
the subjects gave the naturalness of the emotional expressions a high rating: seven subjects gave 
it a rating of 4 on the five-step scale; three subjects gave it a rating of 3, and two subjects 
perceived the naturalness to be low and gave it a rating of 2. These results generated an average 
rating of 3.4, thus the general opinion among the subjects was that the facial expressions of 
emotion conveyed by the virtual heads were fairly natural. 
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Figure 14 – The distribution of ratings for the question ”How natural did you perceive the 
expressions of emotion to be?”, where 1=”not natural at all” and 5=”very natural”.  

Additional comments by the subjects 
The follow-up questionnaire ended with a few empty lines where the subjects were encouraged 
to give additional comments on the study and all, but two, of the 12 subjects provided such extra 
information. Mainly, the comments focused on the perception of the facial expressions, but 
some subjects also gave their thoughts on the design of the computer program itself. 

A common opinion among the subjects was that certain “stronger” expressions of emotion, e.g. 
angry and sad expressions, were easier to identify, while the more “neutral” expressions were 
considered to be more difficult to recognise. One subject even expressed that the expressions of 
emotion consisting of a “neutral voice and small differences in the face” were harder to 
differentiate. These observations all agree with the thoughts of two other subjects, who stated 
that the voices and intonations of the virtual heads probably had a bigger influence on their 
perception of the different emotional states than the facial expressions of the heads. 

The possibility of two people reacting differently and therefore showing diverse expressions of 
emotion in the same context was something that was pointed out by two subjects. The context in 
which the father had hoped to finish the puzzle together with his family was taken as an 
example to show that there are many possible emotional reactions in a given situation. One 
father might have been sad, while another would have been angry to find that his family had 
completed the puzzle without him. The subjects consequently found that some utterances could 
be matched with more than one context alternative. This line of thought was also expressed by 
another subject, who remarked that the confidence rating system was difficult to use. Since 
there were many utterances where multiple contexts were possible, he suggested that 
alternatives such as “two other alternatives exist”, “one other alternative exists” and “don’t 
know at all” would have been better to use than the 1-5 confidence rating. 

Ambiguity in the meaning of some of the presented contexts was also pointed out by three 
subjects. For instance, the context about the snow in Greece was considered to be unclear and 
one subject wondered if the person uttering the sentence had been in Greece during the snowy 
weather and perhaps had gotten his vacation ruined. If that was the case the man would 
probably be sad, but if he had only heard about it on the news he might just be surprised. 
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Discussion 
In this section the results of the main study will be discussed, taking into account both the 
results of the initial questionnaire on the emotion-connoting contexts and also the results of the 
follow-up questionnaire. The discussion will focus on the two aims of the study: to examine the 
ability of the textured virtual heads to convey their facial expressions of emotion and also to 
study how the subjects’ perception of these facial expressions would influence and also be 
influenced by their perception of different added emotion-conveying animations, i.e. speech and 
head movements. Ideas on how the results of the study could have been improved are also 
incorporated in this discussion. 

The static expressive virtual heads 
An examination of the distribution of the confident responses indicates that all of the four static 
expressive virtual heads were able to convey their facial expressions of emotion to a majority of 
the subjects. For each expressive head, the intended context, i.e. the context connoting the same 
emotion as the expression of the head, was the one most chosen and the response rate for this 
context was above the expected 25% (see above). A comparison of the results of each static 
expressive head with the results of the static neutral head also shows that all the expressive 
heads had a clear effect on the subjects’ perception of emotional state. For instance, the context 
connoting sadness was confidently chosen only 7 times when the neutral expression was 
displayed, while the same context was confidently chosen 23 times when the virtual head with 
an expression of sadness was shown. The static expressive heads also generally had a lower 
number of unsure responses than the static neutral head. However, the amount of unsure 
responses was still substantial for all of the four expressions of emotions, representing between 
25% and 42% of the total number of responses. What then caused this uncertainty among the 
subjects? 

Flaws in the expressions of emotion conveyed by the actress 
One source of the subjects’ insecurity may have been the real-life actress, which was employed 
for the Qualisys recording sessions. There is a possibility that the facial expressions of emotion 
conveyed by her were not sufficiently clear or expressive. Perhaps her ideas on how the 
different emotional states should be conveyed through facial expressions did not entirely match 
the way in which the subjects were accustomed to convey and perceive the facial expressions of 
these emotions. 

One way of eliminating this potential problem could have been to let the subjects look at the 
digital photographs of the actresses’ face and let them judge which emotion they perceived from 
each of her different facial expressions. In this way, it would have been possible to determine 
whether or not the facial expressions of the actress were clear enough. 

Flaws in the design of the virtual heads and the textures 
It is possible that a number of the unsure responses also can be originated to unintentional and 
unwanted artefacts, introduced in the facial expressions of emotion during the different stages of 
the creation of the virtual heads and the textures. These artefacts could for instance be wrinkles 
and other deformations of the face caused by corrupt data from the Qualisys recording sessions 
or by insufficient choices of weights and influence areas during the making of the virtual heads. 
Any such artefacts could have influenced the subjects’ ability to interpret the expressed 
emotion, by introducing unintentional signals of other emotional states. 

The Qualisys measurement system at Idrottshögskolan had previously never been used for data 
capturing in such a confined area as the human face. Therefore, no prior knowledge existed on 
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what configurations of the measurement system to use. This was the cause to a number of flaws 
in the recorded Qualisys measurement data. In retrospect, it is clear that a larger number of 
Qualisys cameras should have been employed during the recording sessions. Particularly the 
lower part of the actresses’ face should have gotten more attention, as the captured data clearly 
showed that the data from the facial markers around the lower part of the mouth and the chin 
was the most corrupted. Perhaps a Qualisys camera placed under and in front of the actresses’ 
face, pointing up towards it, could have facilitated the capturing of data from these facial 
markers and thus prevented the data from getting distorted. A larger number of facial markers 
might also have been favourable, since this could have made the recreation of the shape of the 
actresses’ facial features more accurate during the deformation process. 

The most complicated procedure when transforming the recorded Qualisys data into actual 
expressive virtual heads was to find appropriate weights and influence areas for the different 
FAPs. This was to a large extent a trial-and-error process and if more time and effort had been 
put into adjusting these parameters, the occurrence of any visible, unwanted deformations of the 
face could perhaps have been completely prevented. 

Unintentional artefacts can also have been created during the capturing of the texture image data 
and during the texture mapping procedure. Big windows without effective curtains in the 
research centre made the lighting conditions change, according to the sun’s movements, during 
the lengthy Qualisys recording sessions and this resulted in an uneven lighting of the actresses’ 
face. The texture creation process was further complicated by the fact that a number of different 
digital cameras were used, making the colours and contrasts shift between the texture images. It 
also turned out that some of the tripods, used to stabilise the digital cameras, were not suitably 
stable and some of the pictures that were taken turned out to be blurry. In addition, some images 
were also out of focus. To conclude, the capturing of image data and the making of the textures 
had clearly benefited from a change of recording venue to a place with more controlled lighting 
conditions and also from the employment of five identical digital cameras. 

Although a lot of effort was made to make a proper texture mapping, there still were problems 
that perhaps were not sufficiently dealt with. In particular, there were difficulties with the areas 
around the mouth and eyes, which contained many creases and cavities. Perhaps the update of 
the textures, when the eyes were closed and the corners of the mouths in some cases were 
softened, also affected the expressions of emotion, in spite of the fact that special attention was 
given not to cause this effect. In all, the different steps of the texture creation and mapping 
process may have introduced unintentional artefacts, such as changes in skin colour and 
shadows, in the expressions of the virtual heads and in this way made the recognition of the 
expressions of emotion more difficult. 

Flaws in the contexts 
Another potential source of confusion for the subjects may have been the design of the emotion-
connoting contexts. Though the results from the initial questionnaire indicated that the created 
contexts mainly were perceived as connoting their intended emotions, it was clear from the 
follow-up questionnaire that the subjects had difficulties with interpreting the contexts during 
the main study. As mentioned above, the possibility of two people reacting differently and 
therefore showing diverse emotional expressions in the same context was pointed out and 
ambiguity in the meaning of some of the presented context was also expressed. 

There is a possibility that some of the subjects can have read unintentional meanings into the 
different contexts and as a result associated these contexts with other emotions than the ones 
intended. Thus it is possible that the subjects in some cases perceived the intended emotional 
state of a virtual head, but had difficulties with finding a context which they felt could be 
matched with such an expression of emotion. The subjects may also have found two or more 
different contexts to be equally suitable and because of this have given a low confidence rating. 
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The influence of the animations 
One finding in the results from the main study was that the addition of expressive animation, i.e. 
speech and movements, to the expressive static virtual heads clearly influenced the subjects’ 
responses, making their choices of context more confident and increasing the number of 
responses for the intended context. For instance, the context connoting anger was confidently 
chosen 17 times when the static head with an expression of anger was displayed, while the same 
context was confidently chosen 43 times when the anger-anger combination was shown. 

That particularly the emotion-expressive speech had a great influence on the subjects’ 
perception of the different emotional states was also expressed by the subjects themselves in the 
follow-up questionnaire. A common opinion among the subjects was also that certain “stronger” 
emotional expressions, e.g. angry and sad expressions, were easier to identify, while the “more 
neutral” expressions were considered to be more difficult to recognise. Exactly what the 
subjects meant by “stronger” and “more neutral” was not stated, but if these comments are put 
in the context of the statistical results of the study, there is a strong indication that the subjects 
actually were referring to the voices of the virtual heads. This idea is supported by another 
subject, who stated that the expressions of emotion consisting of a “neutral voice and small 
differences in the face” were harder to differentiate. 

A most noteworthy discovery is that the combinations of neutral virtual head and expressive 
animation generally generated better results than the combinations of expressive head and 
expressive animation, making the subjects’ choices of context slightly more confident and 
increasing the number of responses for the intended contexts. This is interesting to note since it 
is easy to assume that the expressive heads and the expressive animations would complement 
and reinforce each other, and thus make the expressions of emotion easier to perceive and 
interpret. So what then is the reason behind this unanticipated result? Instead of adding new 
complementary characteristics, which would facilitate the identification of the different 
expressions of emotion, it is possible that the expressive animations, particularly the expressive 
movements, simply added and reinforced characteristics of the expressions that were already 
conveyed by the static expressive heads, e.g. raised corners of the mouth for the expression of 
happiness. The result of such additions could have been the creation of exaggerated and 
unnatural expressions of emotion, which the subjects had difficulties to interpret. This could 
also explain why the combinations of neutral virtual head and expressive animation yielded 
better results. Since the neutral head itself did not display the characteristics of the different 
facial expressions of emotion, no unwanted effects, due to the combining of the same 
characteristics from the static head and the dynamic animation, could occur. With this in mind, 
it could perhaps have been more beneficial to conduct the study using only static virtual heads 
and adding only speech. 

Another possible explanation to this unexpected result has to do with the ambiguity of the 
neutral head. The distribution of confident responses for the static neutral head was quite even 
across the different contexts, hence indicating that the neutral head could be perceived as 
expressing a number of different emotions. This ambiguity combined with the strong influence 
of the expressive speech on the subjects’ perception may have influenced the subjects into 
reading the same emotional state into the neutral facial expression as were expressed by the 
speech. Since the expressive heads were not as ambiguous it is possible that the influence of the 
expressive speech was somewhat smaller on the subjects and that this enabled them to interpret 
the emotional states of the virtual heads more independently, leading to somewhat more diverse 
responses. 

Looking at the results of the combinations of expressive virtual head and neutral animation, it is 
once again clear that the animation played a significant part in the subjects’ choice of context. 
However, the addition of a neutral animation rather complicated the subjects’ task and resulted 
in higher numbers of unsure responses across all the different contexts. The distribution of 
confident responses was also altered for the contexts. The most notable of these changes was the 
distribution of the confident responses for the contexts connoting anger and surprise. When 
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shown the static virtual head with a facial expression of anger, the subjects chose the context 
connoting anger in 53% of the 32 cases, while the same context was only chosen in 8% of the 
26 cases when the anger-neutral combination was shown. The context connoting surprise was 
confidently selected in 40% of the 30 cases, when the static virtual head conveying an 
expression of surprise was displayed. This selection rate was only 20% of 25 cases, when the 
surprise-neutral combination was shown. 

When comparing the combinations of expressive virtual head and neutral animation with the 
neutral-neutral combination the most obvious difference in results was generated by the context 
connoting sadness. For the neutral-neutral combination the intended context connoting sadness 
was chosen in 28% of the 25 cases by the subjects, while the same context was chosen in 72% 
of the 29 cases, when the sadness-neutral combination was displayed. The addition of the sad 
facial expression thus had a clear effect on the subjects’ perception of the emotional state of the 
virtual head. 

The identification process and the naturalness of 
the virtual heads  
Finally, the results of the follow-up questionnaire indicate that the subjects generally found the 
different contexts to be difficult to identify and to connect to the different virtual heads. Possible 
reasons for this have been discussed above, e.g. flaws in the design of the virtual heads and the 
ambiguity of the contexts. It is however, interesting to note that the subjects, in spite of this 
general insecurity, in many cases were successful at choosing the intended contexts. It is also 
worth noting that the subjects also found the expressions of the virtual heads to be fairly natural. 
Although this does not imply that the expressions of emotion were easy to perceive, it can still 
be seen as an indication that the process, described in this report, to create virtual heads and 
textures can be an effective way of creating natural-looking virtual heads. 
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Conclusion 
This project has focused on the creation and the study of five textured virtual heads, each 
conveying a particular facial expression of emotion. These expressions of emotion were 
happiness, anger, sadness, surprise, and neutrality. 

The emotion-expressing virtual heads were created by deforming an already existing virtual 
head with the help of facial data, i.e. the positions of different facial key-features, captured from 
a real-life actress conveying different expressions of emotion. This facial data was recorded 
with the Qualisys measurement system, an optical motion tracking system, at Idrottshögskolan 
in Stockholm. In addition, digital images were taken of the actresses’ face, while conveying the 
facial expressions of emotion. These images were used for the creation of realistic textures of 
the actresses’ head. 

The study of the textured virtual heads had two purposes: to examine the ability of the virtual 
heads to convey their facial expressions of emotion and also to study how people’s perception 
of the facial expressions of these virtual heads would influence and also be influenced by their 
perception of different added emotion-conveying animations, i.e. speech and head movements. 
To carry out this study a total number of 20 static images of the expressive virtual heads and 52 
video clips of the virtual heads being combined with different animations, consisting of speech 
and movements, were created. For both the static images and the video clips, the subjects 
indicated the emotional states they perceived from the virtual heads implicitly by selecting one 
out of four given contexts, each connoting one of the four emotions of happiness, anger, sadness 
and surprise. 

One of the main findings of the study was that the static virtual heads were fairly efficient in 
conveying their facial expressions of emotion. For each of the static expressions of happiness, 
anger, sadness, and surprise, the intended context got the highest response rating. It is however 
believed that artefacts, originating from the creation process of the virtual heads, and also 
ambiguities in the different contexts, complicated the subjects’ task to identify the different 
expressions. 

When expressive animation, i.e. speech and movements, where added to the virtual heads it was 
apparent that these channels of emotional information clearly had a significant influence on the 
users’ interpretation of the emotional states of the virtual heads. Adding expressive animation 
clearly reduced the number of unsure responses as well as improved the selection rates of the 
contexts connoting the intended emotions. The addition of neutral animation had a somewhat 
opposite effect, especially for the expressions of anger and surprise. 

Outlook 
As pointed out in the discussion, there were a number of aspects concerning the Qualisys 
recording sessions, which were not optimal and were believed to have had some influence on 
the results of the main study. For instance, one or more Qualisys cameras should have been 
employed to facilitate the recording of data from the facial markers around the lower part of the 
mouth and the chin, and a change of recording venue to a place with more controlled lighting 
conditions would also have been beneficial for the texture creation process. A possible and also 
interesting continuation of this project could be to use this new knowledge and repeat the 
process from the beginning to see if the final results would be improved. It would also be a good 
idea to test the existing virtual heads with other contexts to see if and how that would influence 
the results. 

When using the deformation program, the different paths to the necessary files had to be 
explicitly written in the code of the program. In addition, the program was run from the 
command prompt. If a continuation of this work is to be done in the future, the deformation 
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program should preferably be given a more user-friendly GUI, where the user for instance can 
choose the files needed for the deformation in a file dialog box. 

Another appealing future line of work would be to examine the possibility of morphing between 
different textured emotion-expressing virtual heads. This was, as previously described, one of 
the original intentions of this project, but it was abandoned due to an already heavy workload of 
simply creating the virtual heads and their textures. By introducing morphing between virtual 
heads, and blending of their corresponding textures, it would be possible to make transitions 
between different expressions of emotion and thus to create a large variety of more complex 
facial expressions. 
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Appendix A – The five 
emotion-expressive textures 
In this section the finished textures for the facial expressions of happiness, anger, sadness, 
surprise and neutrality are displayed (see Figure 15-Figure 19). 

 

 
Figure 15 – The finished texture for the facial expression of happiness 
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Figure 16 – The finished texture for the facial expression of anger 

 

 
Figure 17 – The finished texture for the facial expression of sadness 
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Figure 18 – The finished texture for the facial expression of surprise 

 

 
Figure 19 – The finished texture for the neutral facial expression 
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Appendix B – The facial 
expressions of the actress and 
the corresponding virtual 
heads 
In this section images of the actress conveying each of the five facial expressions of emotion are 
presented together with the corresponding virtual heads (see Figure 20-Figure 24). 

 

 
Figure 20 – The facial expression of happiness conveyed by the actress (left) and the 
corresponding virtual head (right) 

 

 
Figure 21 – The facial expression of anger conveyed by the by the actress (left) and the 
corresponding virtual head (right) 
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Figure 22 – The facial expression of sadness conveyed by the actress (left) and the 
corresponding virtual head (right) 

 

 
Figure 23 – The facial expression of surprise conveyed by the actress (left) and the 
corresponding virtual head (right) 
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Figure 24 – The neutral facial expression conveyed by the actress (left) and the corresponding 
virtual head (right) 
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Appendix C – The initial 
questionnaire 

Enkät om tolkning av känslouttryck i yttranden 
Inledning 
Denna enkät är en del av ett examensarbete på Institutionen för Tal, Musik och Hörsel vid 
Kungliga Tekniska Högskolan i Stockholm. Det övergripande syftet med detta examensarbete 
är att undersöka hur människor tolkar känslouttryck hos datoranimerade, talande ansikten. 

I denna enkät presenteras ett antal uttalanden samt de sammanhang i vilka de yttrades. För varje 
yttrande anges också ett antal känslouttryck. Din uppgift är att utifrån varje situation gradera hur 
troligt det är att talaren kände respektive känsla. Skalan sträcker sig från 1-5, där 1 betyder ”inte 
alls troligt” och 5 innebär ”mycket troligt”. 

Enkäten är helt anonym och resultaten kommer endast att användas inom ramen för 
ovannämnda examensarbete. 

Personliga uppgifter 
Kön: � Man � Kvinna 

Ålder:………………. 

Yttranden 
1. ”Båten seglade förbi” - Mannen hade varit orolig över att hans vänners båt råkat illa ut ute till 
havs, men han hade nu sett att den var oskadd. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 
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2. ”Snön låg metertjock på marken” - Mannen hade på grund av dålig snöröjning inte kommit in 
i sin parkerade bil och därmed missat flyget till Paris. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 

 

3. ”De lade färdigt pusslet” - Mannen hade förbjudit sin familj att lägga klart hans nya pussel, 
men familjen hade inte lyssnat på förbudet. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 

 

4. ”De lade färdigt pusslet” - Mannen hade fått höra att hans två femåriga döttrar lagt färdigt ett 
svårt 1000-bitarspussel. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 

 

5. ”Båten seglade förbi” - Båten hade alltid lagt till vid mannens brygga, men hade nu plötsligt 
och helt utan förvarning lagt om sin rutt. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 
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6. ”Väskorna är mycket tunga” - Mannens fru hade hävdat att hon endast packat ner några få, 
lätta saker i väskorna, men väskornas vikt tydde på något helt annat. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 

 

7. ”Snön låg metertjock på marken” - Mannen förklarar hur hans älskade blomsterträdgård 
totalförstördes efter en ovädersnatt i april. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 

 

8. ”De lade färdigt pusslet” - Mannen hade hoppats att han skulle få hjälpa till med att lägga 
färdigt det gemensamma familjepusslet. Men resten av familjen hade lagt färdigt det utan 
honom. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 
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9. ”Väskorna är mycket tunga” - Mannen förklarar det komiska i att hans 90-åriga farmor alltid 
insisterar på att bära sina väskor själv. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 

 

 

10. ”Båten seglade förbi” - Skärgårdsbåten hade inte stannat till vid ön, vilket utlovats av 
rederiet. Detta ledde till att mannen missade ett mycket viktigt möte i stan. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 

 

11. ”Snön låg metertjock på marken” - Mannen berättar om en lyckad skidsemester i Alperna. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 
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12. ”Snön låg metertjock på marken” - Mannen har fått reda på att vädret i Grekland var en 
aning annorlunda i förra veckan. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 

 

13. ”Väskorna är mycket tunga” - Mannen har under en hel eftermiddag blivit retad av sitt 
ressällskap för att han är för svag och inte orkar bära sina resväskor själv. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 

 

14. ”De lade färdigt pusslet” - Mannen hade fått hjälp med att lägga klart ett svårt pussel av 
några vänliga bekanta. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 

 

15. ”Väskorna är mycket tunga” - Mannen har lovat en vän att bära upp ett antal väskor till 
dennes lägenhet på femte våningen, men har nu insett att han inte kommer att orka bära dem. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 
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16. ”Båten seglade förbi” - Mannen hade känts sig lite ensam och hade hoppats på att turistbåten 
skulle lägga till vid hans ö så att han skulle få lite sällskap. 

           Hur troligt är det att personen kände respektive känsla? 

           (Inte alls troligt)               (Mycket troligt) 

Glädje: 1 2 3 4 5 

Ilska: 1 2 3 4 5 

Sorgsenhet: 1 2 3 4 5 

Förvåning: 1 2 3 4 5 

Övrigt:………….. 

 

Tack för din medverkan! 



Daniel Höglind 
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Appendix D – The follow-up 
questionnaire 

Uppföljningsfrågor till test med talande ansikten 
Personliga uppgifter 
Kön:   Man     Kvinna 

Ålder: ______ år 

Frågor kring genomfört test 
1) Hur upplevde du identifieringen av de olika sammanhangen? 

    (Mycket svår)                            (Mycket enkel) 

              1       2 3               4              5 

 

2) Hur naturliga upplevde du att ansiktenas känslouttryck var? 

    (Inte naturliga alls)                                               (Mycket naturliga) 

                  1               2            3          4            5 

 

3) Övriga kommentarer kring testet: __________________________________________ 

_______________________________________________________________________ 

_______________________________________________________________________ 

_______________________________________________________________________ 

 

Tack för din medverkan! 
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Appendix E – The complete 
results of the study of the virtual 
heads 
In this section the complete results of the study of the virtual heads are displayed. This means 
that for each static virtual head and for each combination of virtual head and animation all the 
subjects’ choices of context are presented, regardless of their confidence rating (see Table 10-
Table 14). 

 

TYPE OF CONTEXT  
Anger Happiness Sadness Surprise TOTAL 

Static 
Anger 20 0 13 15 48 

Static 
Happiness 1 28 11 8 48 

Static 
Sadness 13 1 30 4 48 

TYPE OF 
VIRTUAL 

HEAD 

Static 
Surprise 5 7 16 20 48 

Table 10 – The distribution of responses, across the four emotion-connoting contexts, for each 
static expressive head 

 

TYPE OF CONTEXT  
Anger Happiness Sadness Surprise TOTAL 

Static 
Neutral 1 18 14 15 48 

TYPE OF 
STIMULUS Neutral-

Neutral 7 15 16 10 48 

Table 11 – The distribution of responses, across the four emotion-connoting contexts, for the 
static neutral head and for the neutral-neutral combination 

 

 

 

 

 

 

 

 



Texture-based expression modelling for a virtual talking head 

66 

TYPE OF CONTEXT  
Anger Happiness Sadness Surprise TOTAL 

Anger-
Anger 44 0 1 3 48 

Happiness-
Happiness 2 32 3 11 48 

Sadness-
Sadness 15 0 32 1 48 

TYPE OF 
COMBINATION 

Surprise-
Surprise 7 3 4 34 48 

Table 12 – The distribution of responses, across the four emotion-connoting contexts, for each 
combination of expressive virtual head and expressive animation 

 

TYPE OF CONTEXT  
Anger Happiness Sadness Surprise TOTAL 

Anger-
Neutral 5 6 22 15 48 

Happiness-
Neutral 1 23 17 7 48 

Sadness-
Neutral 9 2 30 7 48 

TYPE OF 
COMBINATION 

Surprise-
Neutral 6 12 18 12 48 

Table 13 – The distribution of responses, across the four emotion-connoting contexts, for each 
combination of expressive virtual head and neutral animation 

 

TYPE OF CONTEXT  
Anger Happiness Sadness Surprise TOTAL 

Neutral-
Anger 47 0 1 0 48 

Neutral-
Happiness 0 33 5 10 48 

Neutral-
Sadness 14 0 34 0 48 

TYPE OF 
COMBINATION 

Neutral-
Surprise 5 4 0 39 48 

Table 14 – The distribution of responses, across the four emotion-connoting contexts, for each 
combination of neutral virtual head and expressive animation 


