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Abstract
This masters thesis describes an evaluation of three speech 
recognizers for spontaneous Swedish speech. The recognizers 
are evaluated with regard to the demands of a contact center. 
They are evaluated on the Göteborg Spoken Language Corpus 
(GSLC), material previously not used for speech recognition, as 
well as data from the SpeeCon corpus and material recorded for 
speech adaptation evaluation. 

Word error rates of 80% for the GSLC data, compared to 
equivalent rates of 20% for the SpeeCon data, indicate that the 
GSLC is not suited for speech recognition evalutation. The 
spontaneous speech in combination with nonrepresentative 
speakers and technical limitations regarding recording situation 
are likely factors for the low result. 

Regarding the recognizers, Nuance and Daytona give 
comparable results with error rates around 20% for the 
SpeeCon. Daytona can however give near perfect recognition 
with acoustic adaptation. VoiceXpress showed error rates of 
5060%. 

Different performance measures for speech recognition were 
also investigated. Besides two alternatives to the common word 
error rate, a method using a spell checker to add more linguistic 
knowledge to the measures is presented.

A method for the contact center application is suggested. By 
bootstrapping a system based on a small amount of data, more 
data can be collected. The new data can be automatically 
transcribed, and where needed, manually edited. With the 
collected data it is possible to further train the system, and 
iteratively collect more data.



Utvärdering av svenska taligenkännare 
för spontant och naturligt tal

Sammanfattning
Det här examensarbetet beskriver en utvärdering av tre svenska 
taligenkännare för spontant tal. Igenkännarna ska användas i ett 
kontaktcenter och utvärderingen är anpassad därefter. De är 
utvärderade på delar av Göteborg Spoken Language Corpus 
(GSLC), taldata från SpeeCondatabasen samt inspelningar för 
utvärdering av talaradaption. GSLCmaterialet har tidigare inte 
använts för taligenkänning.

Det låga resultatet för GSLCmaterialet; en felfrekvens på 80% 
jämfört med 20% fel för SpeeCondatabaserna tyder på att 
materialet inte är lämpligt för utvärdering av taligenkänning. En 
kombination av spontant tal, ickerepresentativa talare och 
tekniska parametrar är troliga orsaker.

Angående igenkännarna så är Nuance och Daytona jämförbara 
med felfrekvenser runt 20% för SpeeCondata. Daytona kan 
dock erhålla nästintill felfri igenkänning med adaptering av 
talmodellerna. VoiceXpress får felfrekvenser på 5060%.

Olika prestandamått för taligenkänning undersöktes också. 
Förutom två alternativ till det vanliga ordfelsmåttet word error 
rate, presenteras också en metod för att utöka måtten med 
lingvistiska kunskaper med hjälp av ett stavningsprogram.

För kontaktcenterapplikationen föreslås en metod som startar 
upp ett system med lite data och samlar in mer data som 
transkriberas automatiskt. Efter eventuell manuell korrigering 
kan datat användas för att träna igenkännarna ytterligare och 
på så vis kontinuerligt förbättra igenkänningen. 
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1 Introduction
This master’s thesis is organized as follows: this chapter gives introduction and 
background to the project, and also introduces the commissioner and their interest 
in the master’s project. The next chapter discusses and investigates different 
challenges and describes previous work. Chapter three discusses the evaluation 
process and presents evaluation measures and data. Chapter four describes the 
work involved in setting up the evaluation environment and goes through practical 
details. The results and discussion are found in chapter five.

1.1 Commissioner
The master’s project is commissioned by Icepeak AB, a company involved in various 
voice driven applications. Their flagship, Icepeak Attendant is a voice driven phone 
operator, able to redirect calls, set up meetings and manage redirections. 

Icepeak AB has recently been granted support from Vinnova to develop the 
Automatic Contact Center project. 

Automatic Contact Center project

The Automatic Contact Center (ACC) is a complete system to document, classify 
and collect call data in a contact center. All the calls between agent (operator) and 
customer are recorded and stored for analysis. The calls are automatically 
transcribed to produce a textual representation of the conversations, which serves 
as documentation for the calls. The documented calls are analyzed and classified, 
extracting information regarding the customer’s request and the agent’s answer. 
Thereafter information is collected in a database, effectively building a knowledge 
database. When enough information has been collected, incoming calls can be 
automatically classified, and possible answers to customers questions can be 
presented to the agent.

The part handling the automatic transcription, the so called automatic stenographer, 
is a vital part of the ACC project. The task of the automatic stenographer is to 
transcribe as much speech as possible. Possible methods for the stenographer are: 
keyword spotting to identify semantically relevant words, phoneme recognition, or 
the use of several recognizers and voting amongst the results.

1.2 Aim of the master’s project
This master’s project aims to evaluate the Swedish speech recognizers currently 
available, from the ACC project’s and the automatic stenographer’s pointofview. 
Possible methods to be used by the automatic stenographer are also to be 
considered. 

Apart from the actual evaluation, work has been done in examining different 
evaluation measures and evaluation data.
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Evaluated Swedish speech recognizers

The three recognizers to evaluate are: Nuance’s Swedish recognizer [1], the 
Daytona recognizer from Veridict [2] and VoiceXpress from Voxit [3]. Voxi is 
another Swedish recognizer [4], not used in this project since no testable version is 
available. 

Nuance

Nuance Communications is an SRI spinoff company. Today they are market 
leading and have taken over many speech recognition related companies. The 
acquisitions surrounding Nuance are many and not easily comprehensible. Scansoft 
is the main company, who acquired Nuance, and then changed name to Nuance. 
Previously ScanSoft also acquired Lernout & Hauspie amongst others [34].

Nuance is the recognizer currently in use at Icepeak AB. It is trained for 8 kHz 
telephone speech, has support for contextfree grammars and statistical language 
models.

Daytona

Daytona is provided by the company Veridict. Veridict is a spinoff from KTH, Royal 
Institute of Technology, in Stockholm. Its acoustic models are trained for 16 kHz 
speech data, and it can use contextfree grammars as well as statistical language 
models for recognition. The system also contains functionality for speaker 
adaptation and other types of adaptation of the acoustic and language models.

VoiceXpress

VoiceXpress (VX) is packaged as a complete dictation suite and contains various 
user tools for controlling programs using speech. The package is distributed by 
Voxit, and the recognizer comes from ScanSoft, currently known as Nuance. Voxit 
distributes different sets of domainspecific language models for usage in medical, 
legal and other domains. VX is trained for 16 kHz speech using a microphone. It 
can be acoustically adapted for one specific user by reading predefined texts. 
Furthermore, it is possible to process own written documents to  train the language 
models. 

VX can be interfaced with the Microsoft Speech API [5], which allow contextfree 
grammar use.
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2 Challenges of the project
This chapter gives background to the identified challenges the project faces. 
Previous work is discussed and possible solutions are presented.

2.1 Challenges of the Automatic Contact Center

Spontaneous speech

Looking at Icepeak AB’s current commercially available products they use 
contextfree grammars, and users are restricted to say predefined commands like 
"call Bernie", "what is Davey’s number", "book a meeting at twelve". The challenge 
for the ACC project is that the stenographer has to interpret as much as possible 
from any spoken utterance, where the speaker might not be aware of a speech 
recognizer trying to recognize her utterance. In this sense the demand of the ACC 
project is more of an dictation issue −  the stenographer has to interpret as much of 
the utterances correctly since it cannot in advance guess what is likely to be said or 
know which words to look for. Dictation application have been shown to give fairly 
high results, 95% accuracy and above is not impossible [6]. However, results above 
95% requires adaptation for one specific user; a luxury not available in the ACC 
project, since the customer changes from one call to the other. Earlier research 
conducted at Icepeak AB, investigated the possibilities to dictate email over the 
phone [7]. The effort gave an accuracy of 75% correctly recognized words. This is 
not sufficient for a commercial dictation product, but it does indicate what can be 
achieved. Noteworthy is that these results are from dictation applications, where 
the user is aware of talking to a computer system, thus actively adapting his 
language thereafter. The user utters the words he wants to be written, which 
basically is read speech, i.e. not the kind of spontaneous speech occurring within 
the call center domain.

Telephone or microphone?

The recognizers evaluated are trained on different speech qualities. Nuance is 
trained on 8 kHz telephone speech, and VoiceXpress and Daytona are trained on 16 
kHz. The ACC environment consists of telephone speech, which seemingly makes 
VoiceXpress and Daytona useless in the ACC project. However, although the 
customers are using a telephone, the agent’s speech can be processed directly by a 
computer, without passing a telephone line. Cooperation between recognizers 
might be one solution. The transition to digital telephony with better audio quality 
(and higher sampling rate) such as IPtelephone solutions is another path to using 
broadband recognition systems.

2.2 Data challenge

There is nothing like more data

For spontaneous speech recognition, the use of statistical language models has been 
the most utilized, and also most successful, method [8]. These are commonly based 
on Ngrams collected from a large text corpus. Common problems with statistical 
models is to find training data. In the previously mentioned email dictation 
application the language model was trained on old email messages of 10 MB data. 
This presents an interesting method to collect training data; with the huge masses 
of written text easily available on the Internet, could relevant data be collected and 
used to get a large corpus for training the recognizer for the ACC project? 
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As stated, the speech occurring in the ACC environment is spontaneous. If a 
training material consisting of written text were to be used, can the language model 
understand spoken language? Spoken and written language not only differs in 
medium (sound producing phonemes compared to text written on paper) but also 
in language. Dahl [9] actually suggests to make a four folded distinction between, 
not only speech versus writing, but also spoken language versus written language. 
Comparing a radio news broadcast to a dialogue between two friends, displays 
great differences. On one hand there is the spoken prewritten text, and on the 
other, there is spontaneous speech put together in the moment. This clearly shows 
the distinction suggested by Dahl. Allwood’s report [10] on the differences between 
spoken and written Swedish reveals that we use about 50% of the vocabulary in 
speech compared to writing. The most common words are more common in speech 
than in writing. Using the 50 most common words one can understand 52% of the 
spoken words compared to 38% written words. This not only shows the differences 
in speech and writing, but also give less credit to collecting large text masses for 
speech recognition. It is possible to interpolate a statistical model trained on a 
smaller speech corpora with models based on a larger text corpora, like Jonsson 
[11] does, to accommodate for lack of data. However, Rosenfeld [8] and Young et 
al. [17] argues that today’s interpolation techniques are not sufficiently developed 
for this to be successful. Rosenfeld gives an example of adding 140 million words of 
written text to a 2.5 million word large speech corpora, improving recognition only 
by a few percent. 

Thus, collecting training data consisting of written text for spontaneous speech 
recognition purposes, is not advisable. The data used for training should be 
consistent with the data expected in the targeted application, i.e. transcribed 
spontaneous speech.
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3 Evaluation
When evaluating speech recognizers, a test set with sound recordings are given to 
the recognizer. The recognized text is compared to the actual transcription, which 
gives a measure of correctly recognized words. 

· The word error rate (WER) is the most common measure for speech 
recognition, but not a very good one. The reasons for this, and possible 
alternatives are discussed in chapter 3.1.

· A valuable evaluation requires that the evaluation data should be consistent 
with data occurring in the application. Instead of recording and 
transcribing this data within the project, the possibilities of using already 
available data are discussed in chapter 3.2.

3.1 Considerations regarding evaluation measure
To perform a good evaluation it is vital to have a good measurement of 
performance. A good measure must be easy to interpret, easy to compare between 
systems and mirror the application’s need. The de facto standard measure for 
speech recognition is the WER. It has however been shown that the WER is flawed 
in many ways. Not only has it been shown that it in itself is a poor measure 
[14][15], it has also been shown that better speech recognition accuracy does not 
automatically give better spoken language understanding [16].

Word error rate and other measures

The word error rate is calculated by measuring the edit distance between two 
strings, i.e., the number of insertions, deletions and substitutions required to 
transform one string into another. A dynamic programming algorithm is used to 
align the words and minimize the edit distance. 

Correct Recognized
Sub restaurangen restaurang          
Del thai             
Sub garden kajkanten                     
Cor på på                  
Cor långgatan långgatan           
Ins har
Example 1 Alignment of the correct and recognized utterance 

"restaurangen Thai Garden på Långgatan" (eng. "the restaurant Thai Garden on 
Långgatan") and "Restaurang kajkanten på långgatan har" (eng. "the restaurant 

Kajkanten on Långgatan has").

Comparing the correct transcription to the recognized text, S is the number of 
substituted words, D is deleted words, I inserted words and C is correctly 
recognized words, the WER is defined as:

WER=(S+ D+ I) /(C+S+D) (1)

The sum (C + S + D) is the number of words in the correct transcription, Nt, which 
gives:

Nt= (C+S+D) (2)
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WER = S+D+I / Nt (3)

The complement of the error rate, the word recognition rate (WRR), is defined as:

WRR = 1 WER (4)

Looking at example 1 gives: S=2, D=1, C=2, I=1, Nt=5. Inserted in (1), the WER 
for the example is thus (2+1+1)/5=4/5=0.8, and the WRR=0.2.

One problem with the WER is that it is not easily interpretable. The equation and 
its variables are easy to comprehend, the values are easily counted and discreet. 
However, by inclusion of insertions in the numerator the recognition rate can be 
negative. Not having an upper limit for the error rate makes it hard to compare 
different error rates [15]. For instance, imagine a recognizer that substitutes every 
correct word with one incorrect word, with S=Nt, D=I=C=0 giving a 
WER=Nt/Nt=1. Compare this to a recognizer that not only substitutes each word, 
but also inserts one extra word for each word, with S=Nt, D=C=0, I=Nt giving a 
WER=(Nt+Nt)/Nt=2. Which recognizer performs best? The both carry zero 
information, but the WER suggest a larger difference between them [14]. 

Another rate that is more easily comparable between results is the word correct rate 
(WCR) defined as the proportion of correctly recognized words to actual correct 
words:

WCR=C/Nt (5)

The WCR for the both recognizers described would be zero. For example 1 the 
WER=2/5=0.40. Noteworthy is that the word correct rate does not account for 
insertions at all. A measure that accounts for insertions and has an upper and lower 
limit is the word information preserved measure (WIP). It is defined as:

WIP=C2/[(C+S+D)(C+S+I)] (6)

For the two low achieving recognizer the WIP would be 0. For example 1 the 
WIP=22/[(2+2+1)(2+2+1)]=0.16. The numerical value is not to be put in 
comparison with the WER, the WIP measure being an approximation to a 
logarithmic measure [14]. However the measure is in itself more easily compared, 
since it is bound by [0, 1]. 

Lack of linguistic knowledge

The above proposed measures all give equal punishment to incorrect words. The 
word alignment process has no linguistic knowledge and can only say if two words 
are equal or not, it disregards any similar meaning the words might have. Again 
looking at example 1, the recognized word "restaurang" (eng. restaurant) differs 
only in ending from the correct word "restaurangen" and does not change the 
meaning of the utterance −  the understanding of the utterance is the same when 
recognizing "restaurang" as "restaurangen". Other examples found during this 
evaluation are words such as "thailändsk", "thailändska" and "thailändskt" (eng. 
Thai), where the recognized utterance clearly involves some kind of Thai food, but 
the measure gives no credit there of. This problem is more noticeable in Swedish 
and other inflectional language compared to English. 

The punishment for recognizing a wrong ending is the same as, for example, 
recognizing the completely wrong word "kajkanten" (eng. ~quay berth) for "garden" 
(eng. garden). This error recognizes a completely different restaurant which is far 
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more devastating compared to misrecognizing an ending. McCowan et al. [15] 
mentions methods giving different weights to different words. Named entity words 
can with this approach be given higher weight, causing the measure to correctly 
indicate that the vital information (the name of the restaurant) in the above 
recognition is lost. Another solution to accommodate for the word ending problem 
is to use stemming, thesaurus matching or homophone matching, also described by 
McCowan et al. [15]. Stemming refers to removing the word prefixes and suffixes 
and comparing only the stem. "Restaurangen" would be changed to "restaurang", 
prior the alignment. Thesaurus matching replaces words with synonyms and 
homophone matching involves replacing the word with another similar sounding 
word. 

Another error noticed in the results are wrongly identified compounds. Sometimes 
the correct transcription "informationsservice" (eng. information service) was 
recognized as the two separate words, "information service". This concern should be 
accounted for prior the actual recognition, in the training of the recognizers [35]. 
Doing this afterwards leads to the word (or actually, the restaurant name) 
"kajkanten" being divided into "kaj" and "kanten" resulting in two substitutions, "kaj" 
with "thai" and "kanten" with "garden". This gives a WIP of 0.13 compared to the 
original 0.16. If the correct restaurant name "thai garden" instead had been 
considered as one word, substituted with "kajkanten", the WIP would increase to 
0.20. Thus, splitting compounds can increase the error rate when in fact the 
original word unsplitted give a more accurate result.

Conclusions regarding evaluation measure

Although the WER and the other measures based on insertions, deletions and 
substitutions have several limitations, it is not an all bad measure. For pure 
dictation applications it is important that everything is exactly correct. However, in 
the field of speech understanding it is not vital to retrieve every single word 
onehundred percent correct. If the relevant information can be recognized, this is 
sufficient. The relevant information recognized can be calculated by cleaning the 
correct transcriptions to only contain relevant hits and aligning this with the 
recognized text, only presenting the proportion of relevant words and correct 
words.

Noteworthy is that a performance measure has to be comparable between systems. 
Since the WER is the de facto standard measure for speech recognition, it would be 
ignorant not to present it.

3.2 Considerations regarding evaluation data
The problem researcher faces when evaluating speech recognition systems is to 
gather reasonably amounts of test data. This data should not only be relevant, but 
also transcribed and processed. To get data consistent with the evaluated 
application, it is most often necessary to record the data within the evaluation. 
Sometimes data exists, for instance in a contact center with call logs, but the data 
still has to be transcribed and divided into smaller files, which is time consuming.

Availability of evaluation data

One question raised when starting this master’s project was whether there exists 
resources in form of transcribed audio files readily available for evaluation 
purposes. For AmericanEnglish there are the ARPA continuous speech recognition 
programmes which were started in 1984. Young and Chase lists several corpora in 
their review of the ARPA programme, all ranging from read texts to spontaneous 
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conversations for American speech [17]. The corpora are divided in various sets, 
evaluating different contrasts, such as microphone quality, background noise, and 
nonnative speech. Since no single participant in the programme can evaluate on all 
possible contrasts, the ARPA programme also utilizes the so called hub and spokes 
paradigm. Every participant evaluates on the hub, and this forms the basis for 
betweensystem comparison. The spokes are voluntary.

During this project no equivalent programme has been found for Swedish use. 
However the recent project, "An infrastructure for Swedish language technology" 
has been granted funds to investigate which resources are available for language 
technology [36]. Below is my humble contribution to this work; a short overview 
on some of the speech databases available for Swedish. 

Swedish speech databases

For Swedish use there is the SpeechDat and SpeeCon corpora [18]. The corpora 
material is sold by the European Language Resources Association [19]. The 
recordings consists of various utterances such as telephone numbers, sums of 
money and read sentences. Being aimed at speech recognition, the speech cannot 
be considered spontaneous. The cost for the material ranges from 9,000 to 25,000 
euro, depending on academic or commercial use and having a membership or not 
[20]. 

Another project, aimed at investigating the description of Swedish, is the Talbanken 
project started in the 1960s. The aim of the project was to collect material covering 
both spoken and written language [21]. The speech was recorded in authentic 
situations and arranged discussions from 1966 to 1968. The speakers range from 
college students to grown ups, and their social status, age and education is stated. 
The recordings are available on compact disc for researchers. In 2005, the text 
material in Talbanken was collected in a treebank, and it was made available in 
several different formats available on the Talbanken05 website [22]. 

Other resources that can be used is the SweDia project, a collection of 100 Swedish 
dialects [23]. The material was recorded in 19982000. The speakers are 
interviewed about something they could speak freely about, covering subjects such 
as the electricity coming to town, the feeling of becoming a father for the first time, 
or their hobbies. All dialects are represented by four different categories of 
speakers: young male and female, and older male and female. Being recorded in 
the interviewee’s home, the quality is not very high and contain echoes and 
crosstalking. The recordings, together with transcriptions, are available on the 
SweDia website both in MP3 and wave format in 16 kHz. This is very spontaneous 
speech and perhaps of more interest for language researcher, but it has been used 
for speaker verification evaluation [24]. 

The Göteborg Spoken Language Corpus (GSLC) consists of different social activities 
and is constantly growing [25]. Its purpose is to collect social activities with as 
much coverage of vocabulary, pronunciation and grammar as possible. Some 
activities found are discussion, interviews, taskoriented dialogues, and phone 
conversations. All in all, 27 categories totalling 180 hours of speech. The 
transcriptions are available to researchers in a corpus browser, after signing an 
agreement. The recordings exists on tape and compact disc, and can be made 
available in digital format. The data is encoded in 44.1 kHz, stereo in wave format.
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3.3 Chosen evaluation measures and test data
Word error rates are presented in the result section, as well as WCR and WIP. Also 
presented, are the stemmed and normalised results. In chapter 4.4, Evaluation 
environment, the stemming and compound splitting process is described more in 
detail. 

The evaluation data consists of three databases. The first one is based on data from 
the Göteborg Spoken Language Corpus (GSLC) from the department of linguistics 
at Göteborg University, to evaluate the ACC project’s challenges. The work involved 
in using this data for speech recognition evaluation is also described in chapter 4.4. 
Database two is based on SpeeCon data, to give good values for system comparison. 
The third database is recorded at KTH. It consists of utterances spoken by one user 
and is used to evaluate the acoustic adaptation of Daytona.

Page 9/27



4 Prework
This section describes the work done in setting up the evaluation environment. It 
describes the evaluation tools used, collecting of data and experiments regarding 
language modelling.

4.1 Evaluation process

Recognition evaluation tools

Nuance and Daytona both come supplied with evaluation tools. They behave in 
similar ways, being given audio files and correct transcriptions, producing error rate 
measures. 

VoiceXpress (VX) is supplied without evaluation software. VX can be interfaced 
using the Microsoft Speech API version 4 (MSSAPI) [5], and the MSSAPI SDK 
contains an evaluation tool. However, it was found that all of the functions in the 
MSSAPI are not implemented in the VX engine. The developer information for VX is 
scarce. Voxit, VX’s Swedish maintainor, are only concentrating on developing the 
applications using the VX engine and not the recognition engine itself, and can only 
give little support on the matter [26]. When tested with Microsoft’s supplied speech 
engine the API functions work as expected, but not with the VX engine. Several 
experiments with various lowlevel ActiveX controls were performed, but the 
possibilities to use anything other than microphone together with the controls for 
dictation or command and control are seemingly impossible. The only solution was 
to use two highlevel ActiveX controls, one that allows the recognition device to be 
redirected to a file source instead of microphone, and one that handles the 
dictation. The dictation control rejects words when the confidence level is not high 
enough. There are functions to change this rejection threshold, but these are not 
supported by the VX engine. This leads to VX only giving partial results and not 
recognizing all utterances fully.

The evaluation tool eventually used for VX, was built using VisualBasic. It takes a 
file with the sound recording and its corresponding transcription. It also takes a file 
indicating the speaker’s gender, since VX uses different language models for female 
and male speech.

Word alignment and error rate calculation

Although the Nuance and Daytona tools give error rates, the experiments with 
alternative measures demanded an external tool be used. This also makes the 
evaluation results more equal, since the alignment process might differ in the tools.

The recognized utterances were extracted from the evaluation tools and aligned 
with the correct transcriptions using a slightly modified version of an alignment 
tool found in the Microsoft Speech API. 

Adding linguistic knowledge to evaluation measures

The normalized results were created using the Stava spell checking tool developed 
by Kann et al. [27] at the department for Numerical Analysis and Computer Science 
at the Royal Institute of technology in Sweden (KTH). Stava can, besides spell 
checking, also split compound words and present the base form of words. The 
normalizing was done in three steps using regular expressions and various scripts. 
The first step added unknown words from the recognition and transcription text to 
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Stava’s lexicon. This included named entity words and a few foreign words. 
Thereafter compounded words were split, and lastly, the base forms were extracted. 
The resulting normalized texts were aligned with the alignment tool to calculate the 
new error rates.

4.2 Evaluation data

Spontaneous speech data − the GSLC test set

The data that corresponds best to the ACC project was found in the GSLC and 
consists of calls to a number service, the Yellow Pages, requesting numbers to 
different kinds of companies. These calls are classified in car hire, restaurants 
serving hot food and insurance companies. A subset of calls regarding restaurants 
was used as test data. 

All of the calls follow the same pattern; the agent answers, and the customer begins 
to ask for information on restaurants in the Gothenburg area. The utterances are 
sometimes highly spontaneous and contain repetitions and hesitations. There are 
also utterances indicating that some event is taking place, such as a whispering 
voice repeating the phone number while writing it down on paper or indicating that 
possible restaurants are being searched for with prolonged utterances ("let’s see 
here"). 

The audio is delivered on large wave files and had to be segmented to cover the 
utterances. The segmentation was done using WaveSurfer [28]. The audio is 
recorded in stereo, with one speaker in each channel, which eliminates cross 
talking. How the audio is recorded in the other GSLC material consisting of more 
than two speakers is not known.

The transcriptions are available in the corpus browser [25] in different formats 
ranging from the modified standard orthography (MSO), to cleaned up written 
forms. The MSO is a standard for writing spoken Swedish, which gives an 
approximation of the pronunciation, for instance, "I dunno" compared to the 
written form "I don’t know". The MSO transcriptions also gives indication of 
external events such as giggling and coughing sounds, and includes syntax for 
describing hesitations and repetitions. The cleaned format was used and disfluency 
markers were removed to form the correct transcriptions.

The transcriptions are anonymized, which means that some transcriptions have 
been changed, compared to what is really said. The anonymized sections in the 
phone calls were changed phone numbers to the companies. The phone numbers 
were corrected in the transcriptions during splitting.

Speech recognition sentences − the SpeeCon test set

The second test set data is collected from SpeeCon. These utterances are recorded 
in a studio environment and contain utterances with phone numbers, sums of 
money and read sentences. It is thus not very spontaneous, and basically recorded 
for speech recognition purposes.

Speaker adaptation test set − the KTH test data

The KTH data consists of data from one speaker recorded at the department for 
Speech and Hearing at KTH) The data consists of two parts, one for recognition 
evaluation and one for acoustic adaptation.
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4.3 Creating language models
Nuance and Daytona requires language models or grammars to be built for 
recognition. VoiceXpress requires this as well, although, being packaged as a 
dictation application, language models are already included.

A nonsuccessful language modelling attempt using contextfree grammar

Initially, inspired by the words of Fred Jelinek, to "put language back into language 
modelling" [8], motivated by others work involving partofspeech (PoS) class 
based grammars inferred using a text corpora [29], and ignoring the reports on 
their modest success [8], a contextfree grammar approach was tested. The idea 
was to induce a contextfree grammar using a PoS tagged corpora. A tool to collect 
PoS tags from Talbanken [22] was developed. Talbanken consists of transcribed 
spoken language tagged with both lexical and syncategorematic tags. The tool 
counts all possible Ngrams of tags. The tags are then assembled into a contextfree 
grammar, like below:

Phrase [
 (conjunction   subject   finiteverb   )
 (subject   finiteverb  [adverbial] )
] 

The language generated and understood by the example includes three phrases: 
"conjunction, subject, finite verb"; "subject, finite verb";  "subject, finite verb, adverbial". 
The underlying thought was to use the grammatical structure of Talbanken, and 
then change the vocabulary to suit the needs of the application. This would make it 
possible to use written text as vocabulary source, since the grammatical structure is 
inferred using speech.

The first tests on a small part of Talbanken showed promising results. However, the 
more data used, the grammar grew and became very complex. More data also 
resulted in the grammar becoming recursive. To be practically usable the grammar 
had had to be manually edited, which takes the point out of inducing it.  Various 
experimentation with the use of the lexical and syncategorematic categories, led to 
the grammar either generating ungrammatical sentences when ignoring some of 
the grammatical information, or being to restricted, when using too much of the 
grammatical information. Several tests using different variations of Talbanken’s tag 
details were performed, but eventually it was deemed impossible to find a good 
compromise between generation and overgeneration. 

The grammar was however tested to tag some text, and these tests showed some 
success, but when used together with a recognizer the grammar again showed its 
ambiguity − it did little to help the recognizer.

Although this attempt was a failure, the author still, perhaps naïvely, thinks that the 
basic idea of producing a general grammatical structure and then changing the 
vocabulary is pleasing. The attempt gave valuable experiences.

A more successful approach −  statistical language models

Using statistical language models has been the most successful approach for speech 
recognition [8]. For Nuance and Daytona statistical language models have to be 
built. As mentioned, VoiceXpress comes packaged with its own language models. 
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Building language models for Nuance and Daytona

The language models for Nuance and Daytona are built using the SRI Language 
Modeling toolkit (SRILM) [30]. It is a toolkit for building and applying statistical 
language models (LM). It consists of C++ classes, executable programs, and helper 
scripts. 

The ngramcount program counts Ngram from a collection of sentences (i.e. the 
training data) and estimates language models from the counts. The ngram program 
perform various operations on the LMs estimated by ngramcount. The programs 
have many options to control the generation and LM estimation. The language 
modelling experiments were performed on the GSLC data, and the options used 
were: 

· calculating perplexity. 

Performance of language models is often reported in terms of perplexity. The 
perplexity gives a value of how well the language model can estimate the 
targeted language (the lower the perplexity, the better the model). Here, the 
perplexity is based on the LM’s ability to model the test data. The perplexity is 
however not easily correlated to actual speech recognition error rates, but 
Rosenfeld [8] gives a rough approximation, where reductions of 5% in 
perplexity are insignificant, 1020% reduction is noteworthy and 30% is 
significant. 

· the order of Ngrams to use.

Trigram models (i.e. Ngrams of order 3) has been the most successful models 
for speech recognition [11]. Orders of 4 and above gave no significant changes 
in perplexity compared to order 3. 

· the discounting algorithm to use.

WittenBell and KneserNey discounting gave similar perplexity, 89.5 and 92.1 
respectively, while GoodTuring gave a significant raise in perplexity to 163.3. 
WittenBell uses Ngrams seen once to estimate the probability of seeing new 
Ngrams (Ngrams never seen). KneserNey is a backoff Ngram modelling 
technique. Backingoff means computing the likelihood of an unseen Ngram by 
using the count for a seen lowerorder Ngram. If, for instance, a bigram has 
been observed, its likelihood can be used to compute the likelihood for a 
trigram consisting of the bigram. GoodTuring is a method to revise the count 
for Ngrams seen n times by dividing the counts for Ngrams seen n+1 times 
with the count of Ngrams seen n times. Given that the GSLC corpus is relatively 
small with its 8,700 words, it is more likely that things is seen only once in this 
data, which makes GoodTuring less suitable compared to WittenBell, since 
GoodTuring tries to revise the counts by using the, likely few, higher counts. 

· handling of LMs containing disfluency events.

The GSLC data contain, like spontaneous speech often do, many disfluency 
events like "eh" and "um". These events can be accounted for using this option. 
When tested using "eh" and "um" as omitting events, i.e. the "eh" should not be 
accounted for when constructing Ngrams, led to no significant change in 
perplexity. Since GSLC has deletions and repetitions events clearly marked out, 
it might be worth to test these events further.
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· class expansion.

Classes can be added to the language model, for example by substituting actual 
street names with a StreetName tag, building a more general language model. 
Consider a training corpora consisting of the sentences below:

the number to thai garden is eh zero five twenty six
the phone number is six eleven twelve
kajkanten is on västra långgatan eighteen
er what number has göstas 

By substituting the entity names and numbers with class tags, the corpora 
becomes more general:

the number to Company is eh Number
the phone number is Number
Company is on StreetName StreetNo
er what number has Company 

The class tags can be expanded either directly in the LM or later using a context 
free grammar (CFG), letting the LM recognize the tags and expanding them 
with the CFG. Using a CFG is probably the best method, since this allows for 
easy adding of words to the classes, without the need to regenerate the LM.

From the resulting LM built with ngramcount and ngram, a probabilistic finite state 
grammar (PFSG) is generated using the helper script makengrampfsg. This PFSG is 
called from a Nuance GSL grammar, compiled together with supplied Swedish 
package into a Nuance package using the Nuance tool nuancecompile. To generate 
the Daytona image, the PFSG is converted to the AT&T finite state machine format 
(FSM) using the pfsgtofsm script. The FSM is compiled with fsmcompile from the 
AT&T FSM toolkit [31] and converted to a minimal determinable state machine. 
The state machine and Daytona’s acoustic models are combined to a Daytona image 
using DaytonaImageBuild.

4.4 Evaluation environment

Description of the test sets

The test sets were assembled, first for Nuance and then converted to Daytona and 
VoiceXpress format. All of the three test set’s audio files were converted to 8 kHz 
and 16 kHz using SoX [32]. It was also required to add silence at beginning and 
end for VoiceXpress’ audio files. The test sets are listed in table 1.

Table 1 The test sets used for evaluation

GSLC SpeeCon KTH
Utterances 471 1,760 300
Total words 3,305 14,618 4,096
Unique words 644 4,202 1,797
Speakers 11 184 1

Language modelling material

Three different language models were built for Nuance and Daytona: GSLC, 
SpeeCon and KTH, one for each test set. The training corpora are listed in table 2.
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Table 2 Training corpora for the statistical language models

GSLC SpeeCon KTH
Utterances 1,025 9,593 3,115
Total words 8,785 79,872 43,196
Unique words 1,329 5,197 3,686

The GSLC training data was class tagged by replacing company names, telephone 
numbers and street names with corresponding class label. The classes where 
assembled containing the companies available in the test and train data, as well as 
companies added by manually searching the Yellow Pages [33]. The vocabulary 
was expanded by adding words likely to occur in the test data knowing 
approximately what the calls are about. This was done to simulate the work 
involved in collecting data. All in all 604 street and company names were added to 
GSLCs original vocabulary of 724 words.

The training data for the GSLC LM is much smaller than for the other LMs. The 
entire GSLC corpus contain much more data, but as described in chapter 2, a 
smaller indomain corpus was preferred over large outofdomain data.

The GSLC LM is a trigram model, using WittenBell discounting with a perplexity of 
89.5. The SpeeCon and KTH LM are also based on trigram, without any specific 
discounting algorithm. 

The acoustic adaptation of Daytona is done for the KTH data and is based on 200 
utterances. Ofcourse, none of these utterances were present in the test data set. The 
unadapted results for Daytona uses the same acoustic models as for the SpeeCon 
test set.

VoiceXpress, not using external language models, is trained using the builtin tools, 
adding vocabulary from the training material. VX’s supplied language model has a 
vocabulary size of 50,00070,000 words [37]. 
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5 Results
The evaluation results are presented here as diagrams, the underlying data can be 
found in appendix A. Results are shown for Nuance tested with 8 kHz data and 
Daytona and VoiceXpress (VX) with 16 kHz data. 

The results for the GSLC data [Figure 1] show a very bad accuracy in recognition 
regarding word error rates. The normalized results, where compound words were 
split and stemmed, indicate that more information has been recognized than the 
unnormalized WER give credit for. The relatively small difference between the 
normalized and unnormalized figures for VoiceXpress reflects the engines rejection 
of words with low confidence as described in previous chapter −  the results from 
VoiceXpress are more confident. It is likely that if utterances below a certain 
confidence were removed, Nuance and Daytona would show similar effects.

Table 3 Relevant hits for GSLC data.

Nuance Daytona VX

Relevant hits 52% 20% 15%

Noteworthy is that although Daytona gives a higher WER compared to VoiceXpress, 
the WCR is lower for VoiceXpress. This can also be seen when looking at the 
relevant hits [Table 3] where Daytona gets 25% more hits than VoiceXpress. The 
relevant hits consists of handpicked words covering only restaurant names and 
telephone numbers. This was done to simulate a possible output from the 
recognition to, for instance, send to a search engine.  

The SpeeCon data [Figure 2] presents lower error rates. These figures give a whole 
different view on the recognizers recognition capabilities, putting Daytona in the 
"lead", followed by Nuance and VoiceXpress.
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Figure 1 Results for GSLC data.
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Figure 2 Results for SpeeCon data.
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When manually looking at the recognition results for VoiceXpress, many of the 
phone numbers are compounded, i.e. "tjugofyra" compared to the transcription’s 
split variant "tjugo fyra". This is noticeable in the normalized values, giving a higher 
decrease, compared to Nuance and Daytona. Also worth mentioning is that the 
utterances are not gender labelled, as the data for GSLC is, which also explains 
VoiceXpress’ high error rate −  when tested on the GSLC data, gender labelling 
decreased error rates by approximately ten percent.

The results for one speaker [Figure 3] give lower error rates for Nuance compared 
to Daytona using the unadapted acoustic models. The more interesting figure to 
compare is however the results when using the adapted acoustic models, where 
Daytona retrieves noticeably more content and produces near perfect automatic 
transcriptions. 

5.1 Discussion of results
The results for the GSLC data, meant to give indication regarding the ACC project’s 
challenges, do not give much support in believing in the project. The error rates 
basically show that automatic speech recognition does not work. 

Other work within the area of spontaneous speech recognition have also shown 
moderate results. In the ARPA programmes, the tasks on spontaneous speech 
presented word error rates of 30 up to 60 [17]. Nouza et al. [13] presented error 
rates around 40 for radio debate speech. Their recognizer was trained on 200 000 
words consisting of newspaper text and spoken language. Jonsson [11] reported 
word error rates in sizes of 60 for a speech driven music player tested on 
unrestricted utterances, such as requesting the player to play a certain song or to 
lower the volume. Given these low results, the best WER of 68 for the GSLC data 
can raise doubts on the ACC project’s success. However, looking at the 
improvement of recognition with the SpeeCon and KTH data, indicate that the 
GSLC result is inaccurate and might not reflect the outcome of a real world 
application. 

The purpose of GSLC is to gather social activities with as many aspects of speech as 
possible: it is not designed with speech recognition in mind. It contain very varied 
speakers, including nonnative speakers and what appears to be children speech. 
The speakers appearing in the test data are not very representative for the whole 
population, at least not distributionwise. Looking at Nuance’s recognition results 
manually, show great variance between individual utterances. Some utterances are 
recognized correctly whereas others are misrecognized completely, which shows 
this variance. Regarding Daytona and VoiceXpress this variance is not equally 
clearly identified, and their GSLC results do not correlate well with the results on 
the other test sets. The two other  test sets give overall lower error rates, which is 

Page 17/27

Figure 3 Results for KTH data. Daytona* is Daytona with acoustic 
adaptation.
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not surprising given that these test sets consist of less complicated utterances, and 
the training sets are noticeably bigger. One reasonable assumption would be that  
Daytona and VoiceXpress would, if the GSLC results are accurate, get similar results 
on all test sets. But for the two other test sets they give basically opposite results.  
This raises questions regarding the test data −  is the GSLC data technically limited? 
It is indeed not known what recording environment or microphone was used for the 
GSLC data, and the exact original encoding is not known. One possibility could be 
that the GSLC data is not suited for speech recognition, not depending on the 
spontaneous speech occurring, but on technical issues. 

The expected performance in the ACC environment most likely lies somewhere in 
between the results for the GSLC and SpeeCon data. The ACC project can only in 
rare cases produce the clean utterances evaluated in the two latter test sets, and the 
GSLC data can be regarded a worst case scenario.

Also worth pointing out, is that Daytona’s unadapted acoustic model is trained on 
data originating from SpeeCon data. The training and test data are of course not 
overlapping; no test data was used for training. But with data coming from the 
same source, the good SpeeCon result of Daytona is less of a surprise. This can also 
be seen when looking at the KTH data, where the unadapted model give a higher 
error rate compared to Nuance.

Daytona showed great improvement when acoustically adapted. VoiceXpress can 
also be trained acoustically, this has however not been evaluated here. Previous 
work has shown WERs of 20 drop to 6 for dictation when training VoiceXpress [6]. 
It is however unlikely that VoiceXpress can lower a WER of 67 down to four to 
match Daytona’s adapted result, or even the unadapted figure of 20, with the 200 
sentences used for adapting Daytona. One thing to consider when comparing 
VoiceXpress to Nuance and Daytona, is that Nuance and Daytona are specifically 
trained for each test set. VoiceXpress is using the same language model for each test 
set.

Although Daytona seems to be the best choice −  not looking at the GSLC data result 
and given the possibilities of acoustic adaptation −  it cannot be used for 8 kHz 
telephone speech. It might be possible to adapt Daytona to 8 kHz data and thus get 
better recognition. This requires training data, and for usage in the ACC project, a 
lot of acoustical data is needed. The customer most often changes from one call to 
the other, making it hard or even practically impossible to collect enough training 
data to perform adaptation for one customer. However, the agent changes less 
frequently, and can be recorded with 16 kHz quality, allowing for usage of Daytona 
or VoiceXpress. Given Daytona’s possibility of acoustic adaptation, the agent’s 
speech have good chances of being transcribed correctly.

  5.2 Conclusions

On the use of GSLC for evaluation

The GSLC recordings are not suitable for evaluating the present speech recognition 
systems −  the Swedish speech recognizers available are not up to the task. The 
spontaneous speech is one factor that makes it difficult to automatically recognize; 
this is expected and also the main reason to use it. However, the recording situation 
is not optimal with crosstalking and unknown recording equipment. The speakers 
are also not very representative for the general population, distributionwise, giving 
high emphasis on nonnative speakers. 
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Conclusions on the possibilities for the ACC project

From a starting point, the only viable solution for the automatic stenographer and 
the ACC project is to use Nuance for the telephone speech. The GSLC data result 
should not be given much weight and looking at the SpeeCon and KTH data, 
Nuance performs well. The use of Daytona for the agent’s 16 kHz speech, given its 
good results when acoustically adapted present interesting possibilities. 

Initially in a project like ACC, it is rare to have masses of data available. Data is 
needed both for the language models and for acoustic adaptation. An interesting 
method suggested by Knight et al. [12], bootstraps a system using a smaller 
indomain corpus to train a statistical model, and with aid of that, collect more data 
to further train the model. The recognition already accomplished by Nuance is 
enough to get the automatic stenographer started. Utterances can be recorded and 
automatically transcribed. Erroneous transcriptions can be manually edited, giving 
more training data to the language models and also provide acoustic adaptation 
material. A brief presentation of a prototype developed for manual editing of the 
automatic transcriptions can be found in appendix B.

5.3 Future work and recommendations

The work in acoustically training and adapting the recognizers have not been given 
much work in this evaluation. This is one area that requires more research. The first 
step would be to train Daytona with more spontaneous speech to see if those results 
are equally promising. Moreover, thought has to be given to how the training 
should be carried out practically. From the agent’s point of view the training 
process is no issue, however, if training is to be performed for the customer’s 
speech, how can this be done?

Also worth investigation, is how it might be possible to enhance recognition given 
the current context. If the agent asks: "which restaurant did you want, Thai Garden 
or Göstas?", the customer is more likely to answer "restaurant Thai Garden" than 
"restaurant Kajkanten". If confident and good recognition results for the agent’s 
speech can be achieved, these results can be used to give the recognizer hints on 
what the customer is more likely to say. This of course requires the hints to be 
confident enough, not to give the recognizer false assumptions.

The training data used in the GSLC language models is within the domain and 
consistent with the test data, however, the individual utterances are very varied in 
style. There are utterance giving the customers phone numbers as well as utterance 
describing restaurant’s opening hours. It might be worth investigating if the 
utterance could be categorized, and then train many small language models for 
each category. Not only can this decrease perplexity of the language models, this 
will also categorize the utterance directly with the speech recognizer.

Although only briefly mentioned, the work on normalizing and adding linguistic 
knowledge to the performance measures was interesting. More work can be done in 
this area, for instance can Stava be integrated with an alignment tool to produce a 
more sophisticated measurement tool. Parts of speech, likely to be important, can 
be given more weight. Less punishment could be given when only misrecognizing 
an ending or more punishment could be given to important words being 
misrecognized as another important word.
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Appendix A

Detailed results
This appendix give exact figures for the recognition results in chapter five. 

Table 1 Results for the GSLC data. The relevant words are handpicked, and only 
correct words are presented.

Nuance Norm Daytona Norm VX Norm
Transcription words 3305 3367 3305 3367 3305 3367
Recognition words 2339 2421 2885 2814 1210 1197
C Correct 955 1149 578 636 403 445
S Substitutions 1339 1199 1981 1940 792 743
I Insertions 45 73 326 238 15 9
D Deleted 1011 1019 747 791 2110 2179

WER 72.5 68.0 92.4 88.2 88.3 87.1
WCR 28.9 34.1 17.5 18.9 12.2 13.2
WIP 11.8 17.0 3.5 4.3 4.1 4.9

Relevant words 865 865 865
Relevant hits 450 174 131
WCR 52.0 20.1 15.1

Table 2 SpeeCon data. The lesser transcription words for VoiceXpress is due to 
the VoiceXpress evaluation tool not being able to recognize one recording in the 

middle of the session.

Nuance Norm Daytona Norm VX Norm
Transcription words 14617 15278 14617 15279 14608 15269
Recognition words 13990 14713 14693 15350 12994 13665
C Correct 11868 12706 13808 14540 7136 8468
S Substitutions 1937 1799 664 591 5289 4699
I Insertions 185 208 221 219 569 498
D Deleted 813 773 145 148 2183 2102

WER 20.1 18.2 7.0 6.3 55.0 47.8
WCR 81.2 83.2 94.5 95.2 48.8 55.5
WIP 68.9 71.8 88.8 90.1 26.8 34.4
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Table 3 Results for the KTH data. The Daytona* column is for Daytona with 
adapted acoustic models.

Nuance Daytona Daytona* VX
Transcription words 3945 3945 3945 3945
Recognition words 3994 3868 3947 3852
C Correct 3585 3018 3819 1595
S Substitutions 314 599 110 1974
I Insertions 95 251 18 283
D Deleted 46 77 16 376

WER 11.5 23.50 3.7 66.7
WCR 90.9 76.50 96.8 40.4
WIP 81.6 63.75 93.7 16.7
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Appendix B

Transcription tool
To collect more training data and to facilitate transcription a prototype 
transcription tool was developed. The tool uses the audio logs from Icepeak AB’s 
application Icepeak Attendant. The tool presents the automatically transcribed 
utterance from calls made to Icepeak Attendant. 

The utterance can be played back, and to aid the human transcriber, recognition 
results from Nuance, VoiceXpress and Daytona are presented.

When double clicking a word in any of the recognizers automatic transcriptions the 
word is inserted at the correct position. For the illustrated example above the 
correct transcription can be made using three mouse clicks and changing one word.

Right clicking on a selection of words allows for easy adding of identified key 
words. For instance, in the figure the words "gula sidornas informationsservice" 
could be added to a class identifying companies.

Besides editing the transcription, the utterance and call can be categorized. In the 
illustration the call is identified as a call requesting restaurant information. When 
enough transcriptions have been corrected and categorized, more training data is 
easily collected, sorted by call or utterance.
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Appendix C
Glossary of Terms and Abbreviations

bigram Ngram of order 2

corpora Pluralis for corpus

corpus Collection of text

discounting Smoothing technique that discounts nonzero counts in order to 
get the probability for zero counts. Basically, if an Ngram 
occurs zero times, its probability is based on a discount of an 
occurring Ngram.

lexical Here: the partofspeech the word belongs to, as found in a 
lexicon, i.e. not dependent on where in the sentence it is (cmp. 
syncategorematic).

LM Language Model, see statistical language model.

Ngram A collection of units, such as words. An Ngram of order 2 (a.k.a 
bigram) is the collection of two units, order 3 (trigram) is the 
collection of three units and so on.

SLM Statistical Language Model.

Statistical Language Model (SLM)

A model of a language based on counts from a text corpus. A 
model based on bigrams, counts all two words coming after 
each other. In the previous two sentences, the bigram "a model" 
occurs twice, and "a language" only once. Thus, there is a higher 
probability that an "a" precedes "model", than "language" in an 
SLM based on these two sentences.

stem The part of a word left when prefixes and suffixes are removed.

syncategorematic Having meaning only in conjunction with another word.

trigram Ngram of order 3.

WCR Word Correct Rate.

WER Word Error Rate.

WIP Word Information Preserved.

Page 27/27


