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Abstract 
In this work we extend the test utterance adaptation technique 
used in vocal tract length normalization to a larger number of 
speaker characteristic features. We perform partially joint 
estimation of four features: the VTLN warping factor, the 
corner position of the piece-wise linear warping function, 
spectral tilt in voiced segments, and model variance scaling. 
In experiments on the Swedish PF-Star children database, 
joint estimation of warping factor and variance scaling 
lowered the recognition error rate compared to warping factor 
alone. 

Index Terms: speaker normalization, adaptation, VTLN 

1. Introduction 
Mismatch between training and test data is a major cause of 
speech recognition errors. If annotated speech data exists for 
the test conditions, supervised adaptation can be performed to 
tune the models for a better match. If there is no such data, 
adaptation has to be performed in an unsupervised manner. 
This is less effective and the performance gain is not as high 
as for supervised adaptation. One explanation to this lies in 
the fact that the conventional data-driven adaptation 
algorithms impose low constraints on the transformation 
function to the updated models. This makes the process 
sensitive to recognition errors.  

Another view of the mismatch problem is the estimated 
requirement of very large amounts of training data for further 
error reduction of current state-of-the-art recognition [1]. One 
important requirement of a training corpus is to cover as 
much speaker variability as possible, i. e., to cover the most 
frequent combinations of speaker characteristic features. 
Considerable reduction should be possible if some of these 
features could be inserted artificially.  

A hypothesis in this paper is that including known theory on 
speech production in the training and adaptation procedures 
can provide a solution to these problems.  In adaptation, the 
knowledge could be used to constrain the updated models to 
be realistic. In training, the problem of missing speaker 
characteristics could be approached by predicting their 
acoustic features and including them into the trained models. 
In this way, the models are artificially extended to a larger 
training population.  

Likelihood-maximisation based estimation of speaker or 
environment properties have shown to be a powerful tool for 
speech recognition when there is no adaptation data available 
[2]. This technique is often used to reduce the mismatch 
between the models and the test data by transforming the 
acoustic features of the incoming utterance, or the trained 
models, by means of a small number of speaker- or 
environment-specific parameters to maximize the likelihood 
for the utterance having been produced by the model 
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where α is a vector of transform parameters, O is the 
utterance and λ is the set of trained models. One advantage of 
this approach compared to common techniques for speaker 
adaptation, e. g. MAP or MLLR, is the low number of 
parameters to control the adaptation. If α is one-dimensional, 
and the likelihood function is smooth, sampling over the 
whole dynamic range of the parameter is practically possible. 
A well-known example is Vocal Tract Length Normalization 
(VTLN) [3], where the effect of different length of the supra-
glottal acoustic tube is often modelled by a single frequency 
warping parameter, which expands or compresses the 
frequency axis of the input utterance or the trained models. 
The high constraints imposed on the transformed spectral 
shape makes this technique efficient when applied during 
recognition. VTLN has proven to be efficient both within 
adult speakers and, especially, for children using models 
trained on adult speakers. In the latter case with large 
mismatch between training and test data, VTLN can reduce 
the errors by around 50% [4], [5]. 

There is little work found using other speech and speaker 
properties in the same way as VTLN. In one example [4], a 
combined optimisation of frequency warping factor and a 
spectral bias vector was applied on the N-best output of a 
preliminary recognition stage. The combination showed lower 
error rate than each of the two individual factors.  

A requirement for successful transformation of a particular 
feature is that it should constrain the new models in such a 
way that the matching score of the correct identity is raised 
more than those of the top-scoring incorrect identities. 
Furthermore, the transformation should produce realistic 
models, which suggests an approach based on speech 
production theory. 

This paper looks into a few of these possibilities. We modify 
phone models of an HMM-based recogniser using transforms 
related to speaker characterisation properties. The 
transformations are evaluated in test utterance unsupervised 
adaptation in the challenging task of recognising children’s 
speech using models trained on adult speech. 

2. Studied speaker characterization 
features  

2.1. Vocal Tract Length 

VTLN can be applied in three positions in the recognition 
process. The earliest used [3] is to transform the acoustic 
features of the test utterance. This technique is quite easy to 
implement. One possible disadvantage is that if phoneme-
dependent warping would be considered, this extension is not 
straightforward to implement. 



Another possibility is to warp the training data and train 
warp-specific models. This has been tried, e. g. by [6] and [7] 
with similar or better performance compared to warping the 
input data. One advantage is that phoneme-dependent factors 
can be implemented. A disadvantage is that the computer time 
required for the training procedure is prolonged significantly. 

A third technique, which is used in this work, is to transform 
the trained models. This is a much faster process than training 
data transformation and phoneme-dependent warping is also 
allowed. If the distribution is Gaussian and the transformation 
is linear and constrained, then the transformed mean vector 
and the covariance matrix can be computed [8] as 
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where A is an n x n matrix for transformation of the input 
cepstral feature vector and n is the number of cepstral 
coefficients. 

Transformation of the delta and acceleration components are 
performed with the same matrix as the static features, since 
they are linear compositions of these. 

The most common acoustic feature representation for speech 
recognition is MFCC (Mel Frequency Cepstrum 
Coefficients). This is used in the current work. Frequency 
warping of these features involves the spectrum conversions 
MFCC-to-mel, mel-to-Herz, frequency warp, Herz-to-mel, 
and mel-to-MFCC. As shown by [9], all these steps can be 
integrated into one linear transformation, realised as a matrix 
multiplication. 

2.1.1. Piece-wise linear warping function 

The warping function applied in this report is a 2-segment 
piece-wise linear function, with two free parameters: warping 
factor, i.e., the slope of the lower line segment, and the warp 
cut-off frequency. The latter is defined as the projection of the 
corner point onto the line with slope 1.0, as in HTK [10]. 
This differs slightly from [9]. One motivation for optimising 
the cut-off frequency is that it might capture some aspect of 
different scale factors for individual formants. HTK also 
defines a lower cut-off frequency which is not used in our 
case, since the analysis frequency range extends down to 0 
Hz. Another difference to HTK is that spectral levels are 
unchanged by the warping function. In HTK, warping is 
accomplished by changing the bandwidth of the filters in the 
filterbank, thus increasing the energy for filters being 
widened and lowering the energy in filters with decreased 
bandwidth. This changes the spectral balance between the two 
segments of the function. The effect does not occur with 
matrix transformation, in which the amplitude level of the 
warped spectrum is a simple mapping of the original 
spectrum.  

We compute the transformation matrix according to [9]. By 
choosing a sufficiently small step for the discrete summation 
we can have an arbitrarily close approximation of continuous 
integration. In this paper we have quantised the intermediate 
mel-Herz and warping functions into 8192 levels. 

2.1.2. High order cepstrum coefficient problem 

One effect that has to be taken special care of during 
frequency expansion of spectral frames represented by 
cepstral coefficients is the down-shift of the coefficients. If 
the analysis bandwidth is unchanged, this will have the result 

that the values of a few high-order cepstral coefficients will 
have very low magnitude, since they depend on non-existing 
coefficients in the original cepstral vector. In order to ensure 
a certain number of coefficients during recognition, a larger 
number of coefficients has to be used during training. In a 
linear frequency scale, the ratio of remaining cepstral 
coefficients is approximately inversely proportional to the 
warping factor. In this work, we used 18 coefficients during 
training. This was reduced to 12 after transformation, 
corresponding to a maximum expansion factor around 1.5. 

2.2. Model variance 

Besides having shorter vocal tract, an additional source of 
higher error rate for children than for adults is their larger 
variability [4]. Due to growth during childhood, there is inter-
speaker variability in physical size and accordingly acoustic 
properties between individuals. Differences are also caused 
by the developing acquisition of articulation skill and 
consistency. Intra-speaker variability has been observed to be 
larger than for adults [4], possibly due to less established 
articulation patterns. For these reasons, adult models are 
judged to be narrower than those trained on child speech.  

Likelihood maximization of the model variances compensates 
not only for this variability difference but also for the 
mismatch in mean values. Accordingly, the maximum 
likelihood point is not expected to correspond to the true 
variability ratio between adults and children. The deviation 
from the mean values might be of more importance. 

2.3. Voice source spectral tilt 

Studies on the voice source of children have found that 
spectral tilt differs from that of adults [11]. Compensation for 
this effect could be performed by modifying the parameters of 
a voice source model. In this work we only perform a coarse 
approximation by adding a bias to the mean of the first static 
cepstral coefficient, C1, to voiced sounds. The variances 
remain unchanged as well as all delta and acceleration 
parameters. The transform is phoneme-dependent, since only 
voiced phone models should be modified.  

3. Experiment 

3.1. Speech data 

Speech for offline experiments was taken from the Pf-Star 
[12] and SpeeCon [13] databases. Both corpora were 
recorded through the same type of directional head-set 
microphone. 

The Pf-Star Children’s Speech Corpus consists of recordings 
of children in the countries involved in the EU project. The 
native Swedish part of 198 children from 4 to 8 years old was 
used in the current experiments. Each child was aurally 
prompted for 10 3-digit strings. Recordings were made in a 
separate room at day-care and after school centers. The 
recording specification of Pf-Star is 24 bit linear PCM @ 32 
kHz.1 Downsampling and re-quantization to 16 bits @ 16 
kHz was performed to match that of SpeeCon.  

SpeeCon contains speech by adults as well as children down 
to 8 years. In the current experiment only the adult part of 

                                                                 
 
1 Due to a hardware problem the actual sampling frequency 
was around 8% higher. The sampling frequency has recently 
been corrected. 



SpeeCon was used. Two sets of 60 speakers were used for 
training and evaluation, respectively. Each speaker had 
spoken one 10 digit-string and four 5 digit-strings. Thereby 
the number of digits was equal to that in Pf-Star, but 
distributed differently. Elicitation of the digit strings was 
conducted using text prompts on a computer screen and 
recordings were made with 16-bits @ 16 kHz.  

Training and evaluation was conducted using separate data 
sets of 60 speakers in both corpora. A total of 30 digits for 
each speaker resulted in a training and test data size of 1800 
digits in the two corpora, except for the children’s test data. 
Its size is 1650 digits due to the failure of some children to 
produce all the three-digit strings. 

3.2. Acoustic processing 

Speech was divided into overlapping segments at a frame rate 
of 100 Hz, using a 25 ms Hamming window. Static, delta and 
acceleration features of normalised log energy and MFCCs 
were computed. 12 static MFCCs were extracted in the test 
corpus. For training, two sets of feature files were used, with 
the only difference that one set, used for baseline evaluation 
uses 12 MFCCs and the second, used for testing the proposed 
approach uses 18, as discussed above. The second set was 
used in all model transformation experiments. After 
transformation, the models were reduced to 12 coefficients by 
removing the 6 upper ones. 

MFCCs were calculated by applying a cosine transform on a 
38 channel mel-spaced filterbank between 0 and 7600 Hz, 
based on a 512 point FFT for each frame of speech. 

3.3. Phone model specification 

Speech was modelled using phoneme-level HMMs (Hidden 
Markov Models) consisting of 3 states each. An utterance was 
defined as an arbitrary number of digits framed by silence. A 
digit was modelled using word-internal triphone models and 
word-boundary diphones. The transition matrix was shared 
for all contexts of a particular phone. Feature observation 
probabilities for each state were modelled using a GMM 
(Gaussian Mixture Model) of 32 terms. 

Training and recognition experiments were conducted using 
HTK 3.3 [9]. Separate software was developed for the model 
transformation algorithm. 

3.4. Performed experiments 

The baseline experiments use the VTLN algorithm 
implemented in HTK with the same analysis and acoustic 
conditions as in the experiments with the proposed approach.  

The speaker parameters were estimated for each utterance, by 
applying a grid search for score maximisation. A full 4-
dimensional search for joint optimization of all features was 
not feasible due to the extensive amount of computation 
required. We have restricted the optimisation to pair-wise full 
search, where one of the parameters is, with one exception, 
the frequency warping factor. The reason for this choice is the 
proven importance of the warping factor for child speech 
recognition using adult models. 

In order to determine if a parameter should be estimated for 
each utterance or on a larger number of utterances, we also 
compared the error rate between utterance- and test set based 
optimisation of the parameters.  

The search range for each factor was chosen based on prior 
knowledge and preliminary studies. Each feature was sampled 

in 10 values.  Warping factor and variance factors were 
evenly spaced on a logarithmic scale. The range of the warp 
factor was between 1.0 and 1.7. The variance factor was 
varied between 1.0 and 3.0. Warp cut-off frequency values 
were evenly distributed on a mel scale between 1000 and 
7600 Hz. In the baseline warping experiment, the warp cut-
off frequency was 5700 Hz, determined by a lower line 
segment slope of 0.8 and an upper line slope of 2.0. C1 was 
linearly spaced between -8 and +10. This range was chosen 
after studying typical mean values for voiced and unvoiced 
adult phone models.  

4. Results 
The results of the baseline and the experiments with the 
proposed approach are displayed in Table 1 and Table 2, 
respectively. Without any transformation of the adult models 
the word error rate is quite high, 33.0%, understandable with 
regard to the low age of the children. The standard VTLN 
algorithm in HTK roughly halves the error rate to 15.2%.  

Table 1. Baseline results for non-normalized training and test data. 

Training/Test  Adult/Adult Adult/Child Child/Child 

WER (%) 1.4 33.0 6.8 

 

Table 2. Error rates for various combinations of speaker factor 
optimization. The label ‘Opt’ indicates that this parameter has been 
optimised. Numbers within parenthesis represent the test set average 
of the utterance-optimised factor.  

Warping  
factor 

Warp  
cut-off fr. 

Variance  
factor 

C1  
bias 

WER  
(%) 

Opt HTK 5700 - - 15.2 

Opt (1.25) 5700 1.0 0.0 12.8 

1.0 - Opt (1.8) 0.0 26.4 

1.0 - 1.0 Opt (-0.7) 32.5 

Opt (1.27) Opt (4632) 1.0 0.0 13.3 

Opt (1.25) 5700 Opt (1.58) 0.0 11.0 

Opt (1.25) 5700 1.0 Opt (-0.34) 12.7 

1.25 5700 Opt Opt 11.7 

Opt 4632 1.0 0.0 13.0 

Opt 5700 1.58 0.0 11.0 

Opt 5700 1.0 -0.34 12.7 

Opt 4632 1.58 -0.34 10.8 

1.25 4632 1.58 -0.34 11.8 

 

This is further reduced by model-based VTL transformation 
to 12.8%. Single optimisation of variance scaling and C1 bias 
achieve, as expected, quite small improvement. 

Unexpectedly though, adding warp cut-off frequency for joint 
optimisation with warp factor increased the single warp factor 
error of 12.8% to 13.3%. Combining warp factor and variance 
scaling resulted in 11.0% error rate, the best result of the two-
dimensional search processes. Combined C1 and warp factor 
estimation affected the error rate to a very low degree 
compared to a single warp factor. Two-dimensional 
optimisation of variance factor and C1 bias with warping 
factor locked to its average estimate resulted in 11.7% error 
rate. 



In order to determine the importance of utterance-wise 
estimation we locked, in turn, each parameter, except warping 
factor, to the test set average over all its utterance estimates. 
The warp factor was still being utterance-optimised and the 
other two were set to their default values. There was little 
difference in error rate compared to utterance optimisation. 
Locking all parameters except warping factor resulted in the 
lowest error rate, 10.8%. Also locking the warping factor to 
its test set average instead raised the error to 11.8%, which 
indicates that this parameter should be estimated using a finer 
division than the whole test group.  

The importance of having a larger number of MFCC 
coefficients during transformation than during recognition 
was estimated in a separate test by repeating the next-to-the-
bottom experiment in Table 2 with the only change that 
training and transformation was performed with 12 MFCC 
coefficients instead of 18 and all were used for recognition. 
This resulted in an error increase from 10.8% to 15.6%, 
illustrating the amount of distortion introduced if the cepstral 
down-shift effect caused by frequency expansion is ignored.  

The proportion of utterances in the test data having parameter 
estimates equal to the minimum or maximum limit values was 
analysed. This was quite low, indicating that the search 
ranges were appropriately chosen. The largest proportion was 
found for the lower limit of the warp cut-off frequency (1000 
Hz), which occurred for 2% of the utterances.  

5. Discussion 
The results show that recognition performance is increased by 
including the variance scaling features in the likelihood 
maximization process. The warping cut-off frequency and the 
chosen representation of spectral tilt in voiced phone models 
did not improve the results though. Optimisation of the warp 
cut-off frequency had, in fact, slight negative impact on 
recognition performance. Regarding spectral tilt, a more 
accurate model of the voice source might work better than the 
simple C1 bias.  

A general problem is that the transformations can raise the 
score of incorrect identities more than that of the correct 
identity. Less realistic transformations of incorrect identities 
are not penalised. One way to achieve this could be to assign 
probabilities to the transform parameter values. It is also 
possible that a discriminative criterion could perform better 
than the maximum likelihood approach. 

It is interesting to note the positive effect of variance scaling. 
One explanation for this may be that the estimated scale 
factor maximises the likelihood of the Gaussian density 
function for the average deviation of the test data from the 
mean values. This seems more probable than the alternative 
that it should reflect the ratio in variances between children 
and adults. In any case, the result shows empirically that 
likelihood maximisation of the model variances is able to 
improve the recognition performance.  

Optimisation of the proposed speaker parameters to each 
utterance turned out not to improve performance compared to 
test set optimisation, except for the warping factor. It is 
probable that speaker specific parameter estimation over more 
than one utterance would be a better choice since it will be 
less sensitive to the phonetic contents. 

Further work will evaluate the technique on other speech 
corpora, e.g. TIDIGITS, and compare with standard 
adaptation algorithms. Methods for search space reduction, 
including PCA will also be investigated. 

6. Conclusions 
Although the proposed transforms contribute in varying 
degrees to recognition improvement, we believe that the 
approach of using explicit transformations for extending the 
properties of a given training population is a promising 
candidate for combining knowledge of speech production 
with data driven training and adaptation. The results can give 
insight in speech relations important for speech recognition. 
The search for more efficient transformations may inspire to 
increased connections between the speech recognition and the 
phonetic-acoustic research fields.  
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