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Abstract 
 
Modelling Sound Propagation in the Vocal Tract  

With a Three-Dimensional Digital Waveguide Mesh 
Recent work in voice synthesis has implemented two-dimensional digital 

waveguide-mesh models of sound propagation in the vocal tract. The present work 

explores whether extending the models into the third dimension using data from 

MRI scans increases the accuracy of the model, and whether the new model is 

computationally feasible for real-time simulation.  

It is found that when using an existing three-dimensional digital waveguide mesh 

simulation platform with uniform node density, real-time synthesis is not possible. 

Concatenated cylinder models are found to boast a level of accuracy similar to the 

MRI tracts at a significantly reduced computational cost. 

 

Sammanfattning 
 

Modellering av ljudets utbredning i ansatsröret med ett 
tredimensionellt digitalt vågledarnät 
 
Röstsyntes genom modellering av vågutbredning i ansatsröret har tidigare prövats 

med tvådimensionella digitala vågledarnät (DWM). I den föreliggande studien 

prövas huruvida en utvidgning till tre dimensioner, med data från 

magnetresonansavbildning (MRI), kan förbättra noggrannheten; och huruvida 

beräkningarna skulle kunna utföras i realtid.  

Resultaten visar att realtidssyntes inte möjlig, med ett befintligt system för 

tredimensionell DWM-simulering med likformig nodtäthet. Seriekopplade 

cylindermodeller ger en noggrannhet som motsvarar MRI-baserade modeller, men 

med betydligt mindre beräkningsarbete. 
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1. Introduction 
 
The pursuit of accurate voice synthesis has been ongoing for many years. It boasts 

numerous applications, including voice encoding for communications, human-

computer interface (especially the access enabled by text-to-speech provision for 

the vision impaired), automated telephony systems and language tuition. Existing 

solutions do exist, such as concatenative voice synthesis[30], whereby very small 

samples of speech audio are joined together to form recognisable speech. 

Fundamentally, concatenative synthesis is limited by the samples available to it. An 

alternative approach is that of physical modelling, whereby the physics of the vocal 

system themselves are modelled. This allows a far greater flexibility of synthesis, 

but is typically much more computationally demanding. A particular approach to 

physical modelling of the voice uses digital waveguides[7], a solution to the wave 

equation discretised in both space and time. A mesh, an interconnected structure of 

these waveguides can be generated to fill a space of any dimensionality. Recent 

work at the University of York, Heslington, has explored the potential of this 

approach by modelling the sound propagation in the vocal tract using a two-

dimensional digital waveguide-mesh[6].  

 

The availability of MRI (Magnetic Resonance Imaging) scans of the vocal tract at 

the department of Speech, Music and Hearing at KTH, Stockholm affords the 

opportunity to generate three-dimensional models of tract physiology within 

RoomWeaver, York University Audio Lab’s digital waveguide-mesh based room 

acoustics analysis software. This work explores whether further dimensionality, by 

means of a three-dimensional mesh offers a viable improvement to the synthesis 

technique. 

 

It is found that the three-dimensional waveguide is not feasible for real-time 

synthesis, due to the high mesh density/sampling rate and corresponding 
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computational demand generated by typical velar constrictions within the tract 

physiology. 

 

Additionally, the results of static simulation of this MRI data were not as 

convincing as simulations from concatenated tube models constructed from X-Ray 

data. This illuminates the fact that modelling the tract physiology is not as simple as 

producing a three-dimensional mesh representative of the tract geometry. There are 

other factors which demand further investigation, especially source modelling, 

acoustic coupling, data regarding tract movement during vowel formation, and 

absorbent/reflective behaviour of the tract walls. 

 

It is suggested that at this stage technologies for dynamic voice synthesis and 

detailed offline measurement should diverge.  

 

Higher dimensionality dynamic models should consider routes towards variable 

mesh density (as used in finite-element modelling) and techniques for impedance 

mapping in waveguide nodes.  

 

For accurate offline investigation of tract behaviour it is crucial that compromises 

are no longer made. For valuable results all understood aerodynamic phenomena 

and behavioural features must be modelled regardless of computational cost. 

 

This report is separated into 10 broad sections as is apparent from the table of 

contents (pages 3-4). 

 

1: Introduction 

2: Physical Modelling 

 An introduction to the philosophy and benefits of physical modelling 

synthesis. 
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3: Discrete-Time Modelling of Acoustic Systems 

A discussion of the discretisation techniques used in the present work to 

enable computed models of acoustic wave propagation. 

4: Implementing Digital Waveguide Methods 

Definition and derivation of the methods, tools and components used in 

digital waveguide (mesh) modelling of both single and hyper-dimensional 

acoustic environments. 

5: RoomWeaver 

Introduction to and testing of RoomWeaver, the software environment used 

for three-dimensional digital waveguide mesh based simulation 

6: The Voice 

Introduction to existing methods for study of the voice, and exploration of 

existing models. 

7: Simulations 

A presentation, discussion and evaluation of the results of simulation carried 

out for the present work. 

8: Conclusions 

Appraisal of the modelling technique pursued and consideration of its 

further application to the problem domain. 

9: Further Work 

Suggestions for continued research. 

10: References  

11: Appendices 

 

At the start of this project, five aims were specified: 

 

• Conversion of vocal tract data into a form which can be loaded in 

RoomWeaver 
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• Simulation of tract shapes using the 3D digital waveguide mesh in 

RoomWeaver 

 

• Assessment of the performance of the 3D digital waveguide mesh as applied 

to voice synthesis 

 

• Generating a specification for a dynamic 3D digital waveguide mesh model 

of the vocal tract. 

 

• Development and implementation of a dynamic 3D digital waveguide mesh 

model of the vocal tract. 

 

The first three of these aims are met within the present work. Code has been 

developed to allow multiple forms of RoomWeaver compatible vocal tract models 

to be produced from both MRI and X-Ray data. Simulations were carried out upon 

the models, and some interesting (and indeed unexpected) results were recorded. 

Fundamentally it became clear that a dynamic implementation of the 3D digital 

waveguide mesh model is presently beyond computational feasibility. This ruled 

out the possibility of fulfilling the final 2 aims (specifying and implementing a 

dynamic model).   
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2. Physical Modelling 
 

Physical modelling is a synthesis philosophy whereby a model is generated to 

provide a considered mathematical description of the physical behaviour of some 

system. By carefully considered parameter control of these models it becomes 

possible to reproduce the behaviour of the system, often with similar flexibility. In 

sound synthesis, physical models are well established for synthesis of string, wind 

and membrane instruments ( such as guitars[31], and drums[32] ). Physical models are 

also under development for more complicated and intricately interconnected 

systems such as pianos[33]. The flexibility of physical modelling is often its greatest 

attraction, offering sound synthesis encompassing a wide range of operating 

conditions through manipulation of a single existing model. Other techniques such 

as wavetable or frequency modulation synthesis demand extensive sample banks to 

enable this wide variation in performance. 

Of interest to the present work is the physical modelling of air pressure propagation 

within the vocal tract. There are several techniques currently used to approach this 

type of problem. Some of these are explored in section 3. Amongst these methods a 

preferred technique is discretisation of the wave equation, enabling the description 

of wave propagation within the vocal tract at various positions, discretised in space 

and time. The devices used for acoustic modelling in the present work are known as 

digital waveguides[7], or digital waveguide meshes where used in higher 

dimensionality inter-connective arrangements. These are based upon a specific 

solution for wave equation discretisation, known as the d’Alembert solution. This is 

described further in section 3 and its implementation is presented in section 4.    

Extensive research has been carried out into physically modelling the human voice.  

Works of particular importance to this thesis are those of: 

 

• Julius Orion Smith III[7] 

• Perry Cook[8] 

• Jack Mullen[6] 
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3. Discrete-Time Modelling of Acoustic Systems 
 
 
This section briefly introduces various approaches to discrete-time computational 

simulation of acoustic wave propagation. 
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3.1. The d’Alembert Solution 

The d’Alembert solution is a widely used solution to the wave equation, 

whereby propagation is described by two arbitrary waveforms travelling in 

opposite directions[5]. 

 
Considering the one-dimensional wave equation, 
 

2

2

2

2

2
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∂     (3.1.01) 

 
Smith[7] demonstrates that the following discretised form can be derived: 
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Where ),( txu  represents component displacement at position x  and time t , 

)( ctxf ±  represents the left/right-going wave components, and )(yg  represents 

),0( xut , or the initial velocity. Variable c represents the speed of sound. 

Systems are typically excited by means of an initial displacement at position x , 

described by ),0( xu  or )(xf  as appropriate. The initial velocity is typically 

zero, allowing the term of equation 3.1.02 involving )(yg  to be omitted. This 

leaves the final expression of the d’Alembert solution for pressure propagation 

in an acoustic system as: 

 

)(
2
1)(

2
1),( ctxfctxftxp ++−=        (3.1.03) 

 
When expressed in this form (equation 3.1.03 and as observed in Figure 3.1.1) 

interpretation of the d’Alembert solution becomes simple. The pressure 

propagation is described by opposite-travelling versions of some excitation 

waveform, )(xf . The pressure at any spatial or temporal sampling point is 

described by the summation of both components. This solution is often known 

as the travelling wave solution.  
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Figure 3.1.1: d'Alembert: "The Travelling Wave Solution" 

 
It is important to recognize that the travelling waves are not an exact description 

of the system physics, and they should not be interpreted as such. They are 

instead a “hypothetical consideration to facilitate propagation”[6]. 

The real beauty of the d’Alembert solution is the ease with which it can be 

implemented in the digital domain. The opposite propagation paths can be 

described by parallel digital delay lines, with phase inverting or preserving 

(depending on the nature of the boundary) connections between the two, and 

summations for calculating the output at any point: 

 

 
Figure 3.1.2: Implementation of the d'Alembert Travelling Wave Solution after [10] 

 

The bi-directional delay arrangement of Figure 3.1.2 forms the basis of one-

dimensional digital waveguide implementations. One of the great benefits of the 

approach is that delays can be commutated into single blocks, vastly reducing 

the hardware requirements of the system. Additionally, losses can be introduced 

between delay units, and then commutated in the same manner as the delay 
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units themselves. In one dimension waveguide chains are typically used to 

describe simple (or simplified) systems such as the bore of a flute, or the Kelly-

Lochbaum model introduced in section 3.2. Waveguides need not only be 

connected in a chain. It is possible to connect multiple waveguides at the same 

point, generating multi-dimensional waveguide meshes. 

 

3.2. Kelly-Lochbaum Vocal Tract Model 

 

The Kelly-Lochbaum model[39] was amongst the first, and is perhaps the most 

famous early voice synthesis technique. It is based on a series of concatenated 

cylinders, each with an area characteristic of a lengthwise section of the vocal 

tract. The cylinders are described by chains of digital waveguides (see section 

3.1). Interconnections between cylinders (and indeed the corresponding 

waveguides) are described by means of the Kelly-Lochbaum single port 

scattering junction (see section 4.2). This describes the proportions of incidental 

pressure components which are reflected back into the cylinder, or transmitted 

into the next, characterising the apparent impedance discontinuity between 

cylinders of different cross-sectional area.  

 
Figure 3.2.1: An N-Section Kelly-Lochbaum Model 

 
The effectiveness and simplicity of the Kelly-Lochbaum vocal tract model 

means it retains its relevance to this day.  

2Y  1Y   NY  
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3.3. Finite Difference Modelling 

 
Finite difference methods provide an alternative discretisation of the wave 

equation, whereby the partial derivatives are approximated by centered 

differences[9]. Karjalainen and Erkut explain the differences (and indeed 

similarities) between finite-difference and digital waveguide schemes in [9]. 

 
 

3.4. Finite Element Modelling 

 
Finite element modelling is a technique for resolving partial differential 

equations, far removed from the principles of finite-difference modelling. 

Solution points are defined within the problem space, and the equations 

resolved for each point. The solution is therefore calculated at each specified 

position. This leads to a highly customisable model, as the solutions can be 

calculated at varying spatial densities (rather than the fixed intervals of finite-

interval schemes) . Finite-element models are not explicitly explored within this 

work, although consideration is given to aspects of the approach that could be 

exploited in finite-difference modelling in sections 8 and 9. 
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4. Implementing Digital Waveguide Methods 
 
This chapter provides explanations and mathematical derivations of the 

fundamental building blocks of a digital waveguide (mesh) based modelling system. 
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4.1. Notation 
 

 
This document will follow the notation used by Mullen[6]. The same 

conventions can be followed for both pressure and velocity propagation.  

The direction of propagation is denoted by the use of superscript. The source 

and destination are determined by subscript. 

 

‘Right-going’, or incoming pressure is given the superscript +p . 
‘Left-going’, or departing pressure is given the superscript −p .  
 

If a propagating component is being described, the first subscript value 

nominates the waveguide at which the pressure value is currently present. The 

second value nominates the source if the pressure is incoming, or the destination 

if the pressure is outgoing. 

 

At waveguide J: 

- Pressure +
2,Jp  is the pressure arriving at waveguide J from waveguide 2. 

- Pressure −
2,Jp  is the pressure leaving waveguide J, towards waveguide 2. 

 
At waveguide 2: 

- Pressure +
Jp ,2  is the pressure arriving at waveguide 2 from waveguide J. 

- Pressure −
Jp ,2  is the pressure leaving waveguide 2, towards waveguide J. 

 

If the value described is component value present at a particular waveguide 

node (such as the total pressure present at a waveguide), only one subscript is 

provided, giving the index of the waveguide node. 

 

Total pressure at waveguide J:   Jp  
Incoming pressure at waveguide J:  +

Jp  
 
Temporal samples are indexed in parenthesis where applicable. 
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4.2. Kelly-Lochbaum Wave-Based Single Port 
Scattering Junction 

 

Single port scattering is a fairly straightforward process, fundamental to the 

operation of the 1-dimensional waveguide at impedance discontinuities. For this 

reason simple single-port scattering junctions (also known as Kelly-Lochbaum 

scattering junctions) are crucial to the performance of the Kelly-Lochbaum 

vocal tract mode. 

 Figure 4.2.1 shows how the scattering junction is used at the connection 

between two cylinders, where there is a step in the characteristic impedance. 

It is helpful to note that the sample indexing for ip  and 1+ip is identical since the 

junction exists between sample delays. The incoming pressure values at the 

scattering junction Jp are therefore indexed )(, np iJ
+ , and )(1, np iJ

+
+ ). 

 

 
Figure 4.2.1: KL Scattering Junction at an Impedance Discontinuity after [6] 

 

The underlying concept of single-port scattering is that due to the impedance 

discontinuity, a fraction of the immediate pressure from either direction will be 

reflected, with the remainder transmitted. This proportion can be described by a 
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reflection coefficient r, where Zi, Yi and Ai are the impedance, admittance and 

area of waveguide/tube section i respectively 

1

1

1

1

1

1

+

+

+

+

+

+

+
−

=
+
−

=
+
−

=
ii

ii

ii

ii

ii

ii

AA
AA

ZZ
ZZ

YY
YYr    (4.2.01) 

 
  

The derivation of this coefficient is described by Mullen[6]. It is based on the 

expression of 4 key continuity laws at the junction: 

 

1. The total pressure at each waveguide node is the sum of its incoming and 

outgoing pressure components: 
−+ += iJiJJ ppp ,,     (4.2.02) 

  

2. The instantaneous pressure at the junction (pJ) will appear equally at both 

connections: 

1+== iiJ ppp      (4.2.03) 

 

 and by substituting equation (4.2.02) 
−

+
+

+
−+ +=+= 1,1,,, iJiJiJiJJ ppppp    (4.2.04) 

 

3. The total velocity in each waveguide is the sum of its incoming and 

outgoing velocity components. 
−+ −= JiJii uuu ,,      (4.2.05) 

−
+

+
++ −= JiJii uuu ,1,11      (4.2.06) 

 

Note that the polarity of the outgoing components must be reversed to 

account for its opposite direction of flow. 

 

4. The instantaneous net flow is zero. The input and output velocities are 

therefore balanced: 
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01 =+ +ii uu ,     (4.2.07) 

and by substituting equation (4.2.01): 

011 =−+− −
+

+
+

−+
iiii uuuu     (4.2.08) 

 

These 4 rules and the definition of the reflection coefficient allow the 

expression of the important ‘Scattering Equations’, governing the evaluation of 

outgoing components: 
+

+
+− −+= 1,,, )1( iJiJiJ prrpp     (4.2.09) 

+
+

+−
+ −+= 1,,1, )1( iJiJiJ rpprp     (4.2.10) 

 

This can be shown diagrammatically as: 

 

 
Figure 4.2.2: Kelly-Lochbaum Scattering Junction after [6] 

 

Computational efficiency is often extremely important in waveguide 

implementations, especially where a large number of junctions are required and 

for real-time applications. To this end, Smith[7] shows that efficiency can be 

improved by the substitution: 

 

)( 1,,
+

+
+ −= iJiJ pprw    (4.2.11) 

 

)1( r+  

+
+1,iJp  

−
+1,iJp  

Σ

Σ
+

iJp ,  

−
iJp ,  

)1( r−  

r  r−
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Allowing equation (4.2.09) to be replaced by: 

 

wpp iJiJ += +
+

−
1,,      (4.2.12) 

 

And (4.2.10) to be replaced by: 

 

wpp iJiJ += +−
+ ,1,      (4.2.13) 

 

This minimised arrangement can be shown diagrammatically as: 

 

 
Figure 4.2.3: Minimised K-L Scattering Junction after [6] 
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4.3. W-DWM Multiple Port Scattering 

 

By contrast to the Kelly-Lochbaum scattering junction, multiple-port scattering 

junctions describe summation and distribution of several incoming and outgoing 

pressure components at the same temporal and spatial location. 

 

For lossless scattering, the junction is governed by the continuity laws 

established for single-port scattering. These form the basis for the derivation of 

the scattering equations: 

 

1. The pressure at the thi  waveguide connection to junction J, is the sum of the 

incoming and outgoing pressure components at that junction 
−+ += iJiJiJ ppp ,,,     (4.3.01) 

 

2. The sum of all input velocities is equal to the sum of all output velocities 

(the net flow is zero) 

∑ ∑
= =

−+ =
N

i

N

i
iJiJ uu

1 1
,,     (4.3.02) 

 

And therefore: 

∑∑
=

−

=

+ =
N

i
iJi

N

i
iJi pYpY

1
,

1
,    (4.3.03) 

 

3. The pressure at each connection to the junction is equal, and can be 

described by the junction pressure term Jp  

JNi ppppp ===== ...21    (4.3.04) 
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By rearranging (4.3.01) we find:  
+− −= iJJiJ ppp ,,     (4.3.05) 

 

By substituting equation (4.3.05) into equation (4.3.03) and rearranging we 

come to an expression for the junction pressure, Jp in terms of all incoming 

pressure components. 

∑

∑

=

=

+

= N

i
i

N

i
iJi

J

Y

pY
p

1

1
,

2     (4.3.06) 

 

Equation (4.3.05) demonstrates how we go about finding the outgoing pressure 

values for each connection. The junction pressure is calculated from equation 

(4.3.06), and the incoming pressure on that waveguide subtracted, to yield the 

outgoing pressure component at this connection: 

+

=

=

+

− −=

∑

∑
iJN

i
i

N

i
iJi

iJ p
Y

pY
p ,

1

1
,

, 2    (4.3.07) 

This arrangement can be shown diagrammatically as: 

 

 
Figure 4.3.1: Lossless Wave N-Port Scattering Junction after [10] 
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Similarly to the single-connection case, Mullen[6] demonstrates that scattering 

can be minimised in terms of computational cost by defining a reflection 

coefficient, kr  for each connection k : 

∑

∑

=

=

−
= N

i
i

N

i
ik

k

Y

YY
r

1

1
2

    (4.3.08) 

The outgoing pressure at connection k can then be described as the pressure 

reflected from the incoming pressure ( +
kk pr  in equation (4.3.09)), and an 

additional component transmitted from other connections (remainder of 

equation (4.3.09)): 

∑
≠
=

++− ++=
N

ki
i

iJikkk prprp
1

,)1(    (4.3.09) 

If a junction occurs where all connections are of equal admittance (for a 

medium assumed uniform and isotropic), Mullen[6] shows the scattering 

equations can be further simplified: 

 

∑
=

+=
N

i
iJJ p

N
p

1
,

2     (4.3.10) 

 

Once this junction pressure is calculated, the outgoing pressure components at 

each connection can be easily determined by: 

 
++ −= iJJiJ ppp ,,     (4.3.11) 

 

In the present work all simulations carried out assume a homogenous medium 

(that is, the characteristic impedance of the air is identical at all positions in the 

model). This is typically a reasonable approximation, facilitating feasible 

computation. It should be noted that this homogeneity is not always a precise 

description of the medium undergoing simulation. 
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4.4. Wave-Based One-Connection Boundary Junction 

A key function of the digital waveguide in any mesh dimensionality is the 

ability to model the reflection of propagating components at a boundary.  The 

one-connection boundary junction is typical to one-dimensional waveguide 

chains. It adapts a simple Kelly-Lochbaum scattering junction to allow non-

returnable energy transfer to a dummy waveguide, effectively within the 

bounding layer. This allows for modelling of energy absorption/loss during 

reflection.    

 
Figure 4.4.1: One-Connection Boundary Junction after [6] 

 

Figure 4.4.1 shows the typical arrangement of the one-connection boundary 

junction. Recall (from section 4.1) that in the notation used here, the upper row 

of the elements connecting the waveguides represents ‘right-going’ propagation, 

whereas the lower row represents ‘left-going’ propagation. The + and – 

symbols indicate where propagating components are incoming, or outgoing.  

 

The first thing to recognise about this junction is that there is no ‘left-going’/ 

returning propagating component beyond the boundary. In symbols: 

 

0, =+
DBp      (4.4.01) 

 

−
JBp ,  

J B D + +
+ + +i  

+
JBp ,  

−
DBp ,  +

BDp ,  

Y1 YB
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This means that any component propagating to the dummy junction does not 

return and therefore the energy is ‘lost’. If the end of the system is ‘open’, such 

as at the mouth, the transmission to the dummy junction represents the output.  

The fractions transmitted ( −
DBp , ) and reflected ( −

JBp , ) are determined by the 

reflection coefficient: 

 
+− = JBJB rpp ,,     (4.4.02) 

+− −= JBDB prp ,, )1(     (4.4.03) 

 

The pressure at the boundary junction Bp  can be found using a highly 

simplified arrangement of the two-port scattering equation, as demonstrated by 

Mullen[6]: 

 
++= JBB prp ,)1(     (4.4.04) 

 

It is helpful to note that the polarity of the reflection coefficient determines 

whether the reflection is phase preserving (positive reflection coefficient), or 

phase inverting (negative reflection coefficient). 

 

4.5. Wave-Based Multiple-Connection Boundary Junction 

The multiple-connection boundary junction is typically used where it is required 

to connect a mesh of 2 or more dimensions (or multiple single dimension 

waveguides) to a reflecting medium. It is based upon the same principles as the 

single-connection boundary junction. 
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Figure 4.5.1: Multiple Connection Boundary Junction after [6] 

 

Figure 4.5.1 shows the multiple connection boundary junction with 2 

waveguides, 1 and 2 attached. The notation is the same as for the single 

connection boundary junction.  

Similarly to the single-connection boundary junction, reflection is governed by 

a reflection coefficient assigned to each connected waveguide. Mullen[6] also 

introduces a transmission coefficient to determine transmission from waveguide 

to waveguide via the boundary junction itself. 

The scattering equation can be expressed here as: 

 

∑

∑

=

=

+

+
= N

i
Bi

N

i
iBi

B

YY

pY
p

1

1
,2

     (4.5.01) 

 

Note that additional admittance BY  is added in consideration of the dummy 

junction in the bounding layer. 

Equation (4.5.01) can be combined with equation (4.2.02) to give the outgoing 

propagating component on each of the k  waveguides. Mullen[6] shows that by 

separating reflective and transmissive elements the outgoing pressure can be 

expressed as: 

−
1,Bp  D 

+

+

+

1

+
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∑

∑ ∑
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N
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N
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i

iBikBik
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YY

pYpYYY
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1

1 1
,2)2(

   (4.5.02) 

 

Where the reflection coefficient kr  is: 

 

∑

∑

=

=

+

−−
= N

i
Bi

N

i
Bik

k

YY

YYY
r

1

1
2

    (4.5.03) 

 

And the transmission coefficient kτ  is: 

 

kk r+=1τ      (4.5.04) 

∑
=

+
= N

i
Bi

k
k

YY

Y

1

2
τ          (4.5.05) 

 

Outgoing propagating components can then be expressed as a fraction of the 

incoming value from the current waveguide (reflection) plus some amount 

transmitted from each of the remaining waveguides (transmission): 

 

∑
≠
=

++− +=
N

ki
i

iBikkk pprp
1

,τ     (4.5.06) 

 

As with multiple port scattering, it often occurs that the medium under 

simulation can be assumed homogenous. This approximation greatly simplifies 

the scattering equations, and corresponding computational demand. 
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If the N waveguides at a boundary junction are in a homogenous medium, they 

will display equal admittance: 

 

Ni YYYY ===== ......21     (4.5.07) 

 

The admittance can therefore be replaced with a single term, mY . Multiple port 

boundary scattering can now be expressed in a very similar manner to single 

port boundary scattering. As shown by Mullen[6] the pressure at the boundary 

node can be expressed as: 

r
rN

p
p

N

i
iB

B

+
−

+
=
∑
=

+

1
1

2
1

,

    (4.5.08) 

Where, 

Bm

Bm

YY
YYr

+
−

=             (4.5.09) 

And there are N  connections to the boundary node. This yields the following 

scattering equations: 

 

Single Port Boundary: ++= 1,)1( BB prp               (4.5.10) 

 

2 Port Boundary:  )(
3

)1(2
2,1,

++ +
+
+

= BBB pp
r
rp              (4.5.11) 

 

3 Port Boundary:   )(
2
1

3,2,1,
+++ ++

+
+

= BBBB ppp
r
rp              (4.5.12) 

 

4 Port Boundary:   )(
35

)1(2
4,3,2,1,

++++ +++
+
+

= BBBBB pppp
r
rp          (4.5.13) 
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Note that (4.5.10) takes the same form as the one connection boundary junction 

(4.4.04) as expected. 

 

4.6. Kirchoff Models 

 

Kirchoff-variable models present a second interpretation of Digital Waveguide 

modelling. Essentially, whereas wave-variable based digital waveguides pass 

the travelling wave component along a delay line between nodes, the Kirchoff-

variable based digital waveguide passes the actual physical variable[10] 

(typically, in this case pressure). The fundamental difference in implementation 

is that in the wave-variable based digital waveguide the delay elements are 

included in the connections between waveguide nodes. In the Kirchoff-variable 

based implementation two delay units reside within the junction, and the 

connections are delay-free.  

Each implementation offers distinct advantages. The Kirchoff-variable approach 

is less computationally intensive, since only one ‘pass’ of the waveguide node 

array is required on each temporal sampling interval, and the pointers can be 

updated directly. In contrast, the wave-based approach requires several ‘passes’ 

of the waveguide node array for each temporal sample. It is however far more 

flexible at boundaries[11], permitting the use of wave-digital-filters[5] and 

variable diffusing boundaries to be implemented[12]. The two different 

implementations can in fact be combined to good effect, using an adaptor 

known as a K/W Pipe[11] as defined in section 4.10.    

 

4.7. K-DWM Scattering 

As with the wave-variable version, the simple K-DWM scattering junction is 

defined by the travelling wave equation: 
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−+ += iJiJiJ ppp ,,,     (4.7.01) 

 

And the N-Port scattering equation is: 

 

∑

∑

=

=

+

= N

i
i

N

i
iJi

J

Y

pY
p

1

1
,2

    (4.7.02) 

 

By substituting (4.7.01) into (4.7.02) it is possible to prove that for a 

homogenous medium: 

 

∑
=

−=
N

i
iJJ p

N
p

1
,

2 ,    (4.7.03) 

 

Since, for equal admittances: 

∑
=

+=
N

i
iJJ p

N
p

1
,

2        (4.7.04) 

 

The wave update equation, describing the unit delay experienced by samples 

moving between junctions is: 

 
−−+ = JiiJ pzp ,

1
,              (4.7.05) 

 

Substituting (4.7.01) into (4.7.05) yields: 

 

)( ,
1

,
+−+ −= JiiiJ ppzp       (4.7.06) 

 

And then by considering (4.7.05) we find: 
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)( ,
11

,
−−−+ −= iJiiJ pzpzp         (4.7.07) 

−−−+ −= iJiiJ pzpzp ,
21

,            (4.7.08) 

 

By substituting (4.7.08) into (4.7.04) we find the junction pressure in a 

homogenous medium, expressed using the Kirchoff variable pressure: 

 

∑
=

−−− −=
N

i
iJiJ pzpz

N
p

1
,

21 )(2           (4.7.09) 

∑∑
=

−−

=

− −=
N

i
iJ

N

i
iJ pz

N
pz

N
p

1
,

2

1

1 22              (4.7.10) 

 

Substituting (4.7.03) into (4.7.10) then allows us to express the equivalent 

Kirchoff-variable formulation of the scattering equation for equal admittances: 

 

J

N

i
iJ pzpz

N
p 2

1

12
−= ∑

=

−        (4.7.11) 

 

This implementation can be observed diagrammatically in Figure 4.7.1. 

 

 
Figure 4.7.1: Kirchoff Variable N-Port Scattering Junction after [10] 
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4.8. K-DWM Single Connection Boundary Junctions 

The Kirchoff variable boundary junctions are significant in that boundary 

pressures can be calculated directly from the junction node pressure and the 

previous boundary pressures[6]. There are no left or right going components in 

the model, only the actual physical variables.  

As with the wave-based model, the simplest form of boundary is the one-

dimensional single connection boundary, as can be observed in Figure 4.8.1. 

 

 
Figure 4.8.1: K-DWM Single Connection Boundary Junction after [6] 

 

The derivation of the scattering equation for the single-connection boundary 

junction is based upon the expression of an admittance coefficient y , which is 

closely related to the reflection coefficient r . 

 

1Y
Yy B=                 (4.8.01) 

r
ry

+
−

=
1
1        (4.8.02) 
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YYr
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1        (4.8.03) 
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We have seen that for the wave-based single connection boundary junction: 

 
++= JBB prp ,)1(          (4.8.04) 

 

We can derive the K-variable model of the same port. We already know that: 

 
−+ += iJiJiJ ppp ,,,          (4.8.05) 

 

Substituting (4.8.05) into (4.8.04) yields an expression for −
JBp , : 

 
+− = JBJB rpp ,,       (4.8.06) 

 

As we have seen previously, the pressure at the boundary can be expressed by 
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           (4.8.07) 

Since 2=i , Bp can in this case be expressed as: 

 

1

,1, )(2
YY

pYpY
p

B

JBDBB
B +

+
=

++

     (4.8.08) 

 

Bearing in mind that 0, =+
DBp (as can be seen in Figure 4.8.1), and by 

substituting equation (4.8.01) for BY in the denominator equation (4.8.08) 

becomes: 

y
p

yYY
pY

p JBJB
B +

=
+

=
++

1
22 ,

11

,1     (4.8.09) 

 



  
- 38 - 

Now, by considering (4.8.05) and the waveguide update equation (4.7.05) we 

can express +
JBp , as: 

 
1

,
1

,
1

,
−+−−−+ −== zpzppzp BJJBJJB    (4.8.10) 

 

We are trying to find the pressure incident on boundary node B from air node J , 

in terms of node pressure values Bp  and Jp alone. To this end recognize that the 

second term of equation (4.8.10) can be expressed, as demonstrated by Mullen[6] 

as: 

21
, )1(

2
−−+ += zyprzp BBJ             (4.8.11) 

 

The pressure incident on boundary node B can then be expressed as: 

 

21
, )1(

2
−−+ +−= zyprzpp BJJB           (4.8.12) 

 

By substituting (4.8.12) into our equation for boundary node pressure (4.8.09), 

and remembering (4.8.02) we find the Kirchoff-variable formulation of a one-

dimensional boundary termination: 

 
21)1( −− −+= zrpzprp BJB             (4.8.13) 

 

 

 

 

 
 



  
- 39 - 

4.9. K-DWM Multiple Connection Boundary Junctions 

Multiple-connection Kirchoff variable boundary junctions are used similarly to 

the wave-variable implementations, except as with Kirchoff scattering and 

single-connection boundaries the delay units reside within the junction, and the 

physical variable is passed. 

The derivations of the N-port boundary junctions are particularly long, so they 

will only be stated here. For a concise treatment of the problem see Mullen[6]. 

 

The 1+M  (where 1+  refers to the boundary connection) port homogenous-

medium Kirchoff-variable digital waveguide mesh air-node (index i) pressure 

can be described by: 

)1)(1(

)(2

2
1

1

−
=

−
+

++

+
=

∑
zM

zpMp
p

M

j
jNB

i    (4.9.01) 

 

The pressure in the N-port homogenous-medium Kirchoff-variable digital 

waveguide mesh boundary-node (subscript B) is:  

 

2

1

))1(1(1)1(
)1(2

−

−

+−−−−++
+

=
zrNrrrN

zprNp i
B            (4.9.02) 

 

Note here than when N=1 (single connection), the above equation is equivalent 

to the one-dimensional boundary-node termination case of (4.8.13): 

 
21

1)1( −− −+= zrpzprp BB           (4.9.03) 
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4.10. Hybrid Modelling – The K/W Pipe 

 
Murphy/Beeson’s paper – The KW-Boundary Hybrid Digital Waveguide Mesh 

for Room Acoustics Applications[11] introduces the possibility of a KW hybrid 

system. This uses both Kirchoff and Wave variable components within the same 

system to benefit from the advantages of each, based on adaptor concepts 

introduced by Karjlainen[29] It is shown that the scattering equations for each are 

fundamentally the same, demonstrating the equivalence and compatibility of the 

Wave / Kirchoff methods. 

 The key problem in hybrid modelling is that of interface between the two 

variable forms. This is handled by means of a K-W Pipe, which processes the 

Kirchoff and Wave variables to allow them to be passed as is appropriate for 

that methodology: 

 

 
Figure 4.10.1: The K-W Pipe Hybrid Mesh Adaptor after [10] 
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4.11. Excitation 

The mesh is excited by ‘attaching’ a waveform to one or more of the waveguide 

nodes, whereby progressive samples of the waveform are assigned to the node 

variable. On each consequent update step the variables propagate across the 

mesh, and the excitation node is updated if required.  

There are two typical input types for voice simulation: 

 

• Waveforms representative of the glottal source 

• Impulses 

 

Each has a different application. As explored in section 6, classic voice 

simulation is approached by separating the voice into separate source and 

resonator (tract) models. The source waveform is typically representative of air-

flow at the glottis, or in some way indicative of glottal movement (as with 

EGGs – Electroglottograms). Alternatively, the impulse response could be taken, 

and later convolved with the source waveform. For a simple impulse, there will 

only be an input value present for one temporal sample. It is however often 

useful to band-limit the impulse, by substituting it with a windowed sinc 

function. This ensures that the input sampling rate does not exceed limits 

imposed by the sampling theorem as it applies to the mesh (which may in fact 

extend below the Nyquist frequency). 

 
 
 
 
 
 
 
 
 
 
 



  
- 42 - 

4.12. Mesh Update 

 
Increments in the time-index are implemented by shifting output components at 

each junction to the input components of its neighbours. 

 
−−+ = JiiJ pzp ,

1
,     (4.12.01) 

 

The actual mechanism used for mesh update depends on the particular approach 

pursued towards software implementation. Broadly, these can be optimised 

towards maximised memory, or processing efficiency. In a memory-optimised 

system the waveguide node structures contain variables for current and previous 

values, and pointers to neighbouring nodes are passed in by a master function. 

This limits the amount of memory required for dense meshes, but is demanding 

in terms of processing, as arrays of pointers to surrounding nodes must be 

resolved for every single temporal and spatial sampling interval. Alternatively a 

processing-optimised method could be pursued whereby both values and 

pointers reside within the waveguide node structures. This means neighbouring 

nodes are found quickly, but there is a considerably greater memory demand. 
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4.13. Mesh Validity 

 
The valid bandwidth of the mesh is limited further than the typical Nyquist 

frequency ⎟
⎠
⎞

⎜
⎝
⎛

2
sf  by a curious feature of the mesh. Consider the rectangular 

meshes of Figure 4.13.1. It can be seen that any two nodes can either be 

connected by an even number of waveguides (as with the meshes in the left 

column) or an odd number of waveguides (as with those in the right column). 

Since waveguide updates are inextricably linked to the sampling rate this means 

that between any two waveguide nodes, results will appear ‘zero-stuffed’, that is, 

a single zero is inserted between each consequent value. This halves the 

effective bandwidth of the system, so the mesh cannot be assumed valid beneath  

⎟
⎠
⎞

⎜
⎝
⎛

4
sf . This must be taken into careful consideration when choosing an input, so 

as to avoid aliasing. 

 

 
Figure 4.13.1: Even / Odd Sampling Instant Mesh Validity 
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4.14. Topologies 

 
A multi-dimensional waveguide mesh can be arranged in various different 

connective topologies. The topology chosen considerably impacts how well the 

mesh fits to particular geometries, computational demand, and dispersive 

behaviour. In both two and three dimensions, rectangular and 

triangular/tetrahedral topologies are most widely used due to the ease of their 

implementation. Two-dimensional mesh topologies can be observed in Figure 

4.14.1, and three-dimensional mesh topologies in Figure 4.14.2. Rectangular 

topologies are typically less computationally demanding than triangular and 

tetrahedral meshes due to having fewer connections. Triangular, tetrahedral (4-

port) and dodecahedral (12-port) (for example) meshes by contrast offer a far 

better ‘fit’ to irregular geometry, although rectangular meshes work very well 

for simple rectangles/cuboids and predominantly planar geometries.  

 

 
Figure 4.14.1: Rectangular and Triangular 2D Mesh Topologies 

 

 
Figure 4.14.2: 4-Port Rectangular and 12-Port Dodecahedral 3D Mesh Topologies  
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It is important to recognize that both mesh topology and mesh orientation will 

have a direct impact upon the dispersive properties of the mesh. These effects 

are investigated further in section 4.13 (mesh validity) and section 6.4.2 (mesh 

orientation).  
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5. RoomWeaver 
 
This section introduces RoomWeaver, the software used for development of three-

dimensional digital waveguide mesh models of vocal tract geometries. 
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5.1. Introduction 

 
RoomWeaver is a software tool for room acoustics analysis and simulation 

currently under development at The Audio Lab at York University, UK[1][2]. It 

provides an integrated development environment (IDE) to allow the 

investigation of room acoustics using a multi-dimensional graphical model of 

the space in question (see Figure 5.1.1). Simulation is fundamentally based 

upon the Digital Waveguide Mesh, using the graphical model as a guide to 

generating a mesh descriptive of the room geometry. The plug-in based 

architecture of the software allows the use of any topology based on wave, 

Kirchoff or hybrid mesh principles (as discussed in section 4.10). 

Graphical models are developed using surfaces, which can be interpreted as 

planes of boundary nodes connecting vertices of the model. Reflection 

coefficients can be assigned to the surfaces, determining the reflective/absorbent 

properties of the material.  

 

 
Figure 5.1.1: The RoomWeaver IDE (during simulation) 
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Excitation of the system is handled using one or more sources. These are .wav, 

or .txt files attached to a particular node in the mesh. Upon simulation the 

source node is excited according to the contents of the respective file. Similarly, 

one or more receivers can be used to record the resultant pressure changes at 

any position in the model to a .wav or .txt file. 

RoomWeaver provides an excellent platform for the purposes of this 

investigation. Using this established and reasonably stable development 

environment vastly reduces the time required for, and complexity of generating 

a multi-dimensional mesh to describe pressure propagation in the vocal tract.   

  

5.2. The Vocal Tract 

Since RoomWeaver was designed for investigating room acoustics, using it for 

analysis of the vocal tract raises some particular challenges. The vocal tract 

makes an extremely small, intricate room. A simple model of Engwall’s[13]  

MRI data requires in the order of 6000 surfaces, describing a container no 

longer than 17.5cm. This demands a precision and capability far removed from 

the large, planar-surfaced rooms RoomWeaver is proven to handle well[1].   

Upon loading the first MRI model I was pleased to find that RoomWeaver 

handles geometries with large numbers of surfaces without issue. Unfortunately, 

the meshing algorithms are often not as reliable. When attempting to mesh very 

small features, RoomWeaver struggles to position boundary nodes correctly, 

occasionally terminating the mesh prematurely. I believe this is due to limited 

precision in the graphics engine collision detection, although without particular 

knowledge of this area it is hard to be sure. Figure 5.2.1 illustrates the effect this 

has upon mesh creation. Rather than fitting the mesh to the surrounding features, 

the meshing process forms erroneous boundaries, placing boundary nodes 

(visible as red in Figure 5.2.1) where air nodes should occur.  
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Figure 5.2.1: Erroneous Boundary Placement 

 

Figure 5.2.1 shows a vocal tract model (/i/), with the front half of its geometry 

removed. We are essentially looking inside the model. The green/red shape on 

the right of the image shows the digital waveguide mesh as generated by the 

meshing algorithm. The green elements of the shape represent the digital 

waveguide ‘air’ nodes, and the red represent the boundary nodes where they are 

generated. It is clear from this figure that the boundary nodes are not generated 

at the boundaries of the model, rather at arbitrary positions at some distance 

from the tract wall. 

To avoid this problem it was decided to upsize all the models created by factors 

of 10, at which scale the boundary node placement works correctly. At this 

stage it was assumed it would be necessary to shift the frequency of the input 

and output to adjust for the increased room size. Acoustic scaling as such was 

explored as a tool for design of rooms in which acoustics were important. 

Generating scale models of a space allowed its acoustic properties to be 

investigated before construction of the room began[3][4]. The processing required 

for this technique (up/down sampling) adds additional complexity to the 

demands of the simulation as regards the sampling theorem, so it was avoided 

altogether. An alternative solution was sought.  
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5.3. Scaling 

By its derivation, the propagation distance a single waveguide element describes 

is defined by the sampling rate of the system and the speed of wave propagation 

for an N dimensional mesh: 

sf
Ncd =      (5.3.01) 

The speed of wave propagation, in turn is defined by the impedance of the 

transfer medium, and hence its temperature. The speed of sound in air, c can be 

defined as[6]: 

cTc += 27303.20     (5.3.02) 

where cT is temperature in Celsius.  In RoomWeaver the speed of sound is 

defined as: 

 
Float64 c = 20.1 * sqrt(273 + temperature); 

 

The disparity in initial room temperature (20.03 in equation 5.3.2 and 20.1 in 

RoomWeaver) introduces an error of approximately 0.35% to c. For purposes of 

resonant mode identification this can be discounted. For scaling to work in 

RoomWeaver, we need to be able to increase the propagation distance d . To 

maintain the proportionality of equation (5.3.01) the speed of sound c  can be 

increased correspondingly. RoomWeaver does not provide a means to change 

the speed of sound without recompilation. It does however allow for changes to 

the air temperature. We can take advantage of this, setting the room temperature 

to a value corresponding to an appropriate speed of sound by: 

273
03.20

343 2
2 −⎟

⎠
⎞

⎜
⎝
⎛= GTc     (5.3.03) 

Where G is the geometry scaling factor, cT is the value used for room 

temperature (in Celsius) and 343 ms-1 is assumed as the speed of sound[6]. A 

concise lookup table for various scaling factors can be found in the appendices. 
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To test these assumptions, the impulse responses of 3 containers were found. 

The first was 0.175m x 0.04m x 0.04m, the second 1.75m x 0.4m x 0.4m (scaled 

x10) and the third 17.5m x 4m x 4m (scaled x100). Room temperatures of 20, 

28591 and 2886163°C were used respectively. The same materials and mesh 

were used in all tests. As demonstrated by Figure 5.3.1, Figure 5.3.2 and Figure 

5.3.3, the three resulting impulse responses are identical. This demonstrates the 

equivalences of the models under scaling.  
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Figure 5.3.1: 1x Scaling Spectrum 
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Figure 5.3.2: 10x Scaling Spectrum 

 FFT points: 8727/16384  Bandwidth 22 Hz  Hanning window of 90 ms  

0 1000 2000 3000 4000 5000 6000 7000 8000 9000 10000 11000 120
[Hz] 

-140

-120

-100

-80

-60

-40

-20 [dB]

 
Figure 5.3.3: 100x Scaling Spectrum 
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5.4. Dispersion 

5.4.1. Frequency Dependant 
 

An unfortunate result of using discretised versions of the wave propagation 

equations is dispersion. Dispersion is the effect of different frequencies of a 

signal travelling across a medium with different wave speeds. This effect is 

common to wave propagation in solid mediums, however it does not 

typically occur in air, hence the phenomenon causes errors in acoustic 

modelling.  

In vocal tract simulation, frequency dependant dispersion manifests itself as 

a gradual drift in formant position (that is, error increasing with frequency). 

This is since changing wave speed induces the establishment of resonant 

modes at erroneous frequencies (by λfc = ). Avoidance and correction of 

dispersive error is currently an area of considerable activity within research 

of discrete-time modelling. There are various works suggesting the use of 

offline (or online for lower dimensionality) frequency warping to correct the 

effects[14][15][16]. This is useful, however it does not lend itself to 

technologies for three dimensional real-time synthesis. Another option is to 

increase the sampling rate (and hence density) of the digital waveguide-

mesh used in modelling. This is more relevant to real-time simulation 

although it does entail an increase in computational demand. 

5.4.2. Direction Dependant 

 

Problematically, dispersion in the digital waveguide mesh depends not only 

on frequency, but also on the direction of wave propagation relative to mesh 

orientation. This phenomenon is best understood by investigation of the case 

of a two-dimensional rectangular waveguide-mesh. When the direction of 

wave propagation is diagonal across the mesh, the variable propagation 

speed matches that of the medium (the speed of sound). However, when the 
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direction of wave propagation is axial, the pressure variables propagate 

faster than that in the respective medium. This modulation of variable 

propagation speed changes with the direction of modelled wave propagation.  

This issue is far more difficult to compensate than frequency-dependant 

dispersion, because the overall accumulated effect changes depending on 

each node’s position relating to the source. Some attempt may be possible 

for simple geometries (such as cuboids), however this would be a 

considerable undertaking, and for irregular geometries (with complex 

modes) it is barely worth attempting. A preferable approach is to increase 

the mesh density (through increased sample rate) to reduce the disparity in 

propagation speed for certain angles (although axial propagation will remain 

as problematic as before). Additionally different topologies offer differing 

propagational behaviour at different angles, as explored by Mullen[6]. 

 

 

 

          
Figure 5.4.1: Parallel Wave Propagation     Figure 5.4.2: 45 degree Wave Propagation 
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Figure 5.4.3: Standard Mesh Density         Figure 5.4.4: Increased Mesh Density 

    
 
Within the present work the primary interest is the identification of axial 

resonant modes (since these provide the dominant spectral features of the 

voice). To this end the mesh is often rotated to align the plane of axial 

modes with the diagonal of the mesh. This ensures that direction-dependant 

dispersive behaviour is minimised for the axial resonant modes. It must 

however be noted that this introduces more significant dispersive behaviour 

to the higher-frequency cross-tract modes. Rotating the mesh does not 

therefore solve the problem, we are simply shifting unpredictable behaviour 

into a region of lesser interest. One of the possible uses of three-dimensional 

digital waveguide mesh models of the vocal tract is the investigation of 

cross-tract modes. If this is attempted the off-axis dispersive behaviour must 

be more carefully considered. 

5.4.3. Testing 
 

Some simple investigations were carried out into the effect of variation in 

mesh sampling rate, topology and orientation using a 17.5cm x 4cm x 4cm 

cuboid (these dimensions selected because of their similarity to the average 

male vocal tract). These tests were carried out only as an investigation into 

the observed effect of varying mesh sample rate and orientation within the 

environment used for simulation in the present work. They are not intended 

to provide an accurate description of dispersive behaviour of the digital 
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waveguide mesh, rather an understanding of broad trends. For discussion of 

the effects and treatment of dispersion, the reader is referred to texts 

[14],[15] and [26]. 

Using a sinc function band-limited to 
4

sf  as the input,  (to avoid aliasing as 

explained in section 4.13) with source and receiver at either end of the test 

container, resonant mode positions were compared to those calculated using 

the universal modal equation:  
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After careful windowing of the impulse responses a Fourier transform is 

taken using a 100Hz bandwidth. The early axial resonant modes were 

identified (where possible) and compared with the positions calculated using 

equation (5.4.01). The mode positions recorded are not particularly accurate 

since the wide Fourier transform window (±50Hz) introduces a very 

significant error. For this reason the formant positions should not be 

assumed accurate. The formant behaviour is however typically well defined 

and positions can be reasonably well assumed. The data derived can be 

considered descriptive of mesh behaviour during simulation. Comparison of 

the modal frequencies allows calculation of the change of propagation speed 

from that expected (from the speed of sound). These values are normalised 

and plotted in several graphs below.  
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Normalised Propagational Speed as a Function of Frequency for Doubled Rectangular Mesh 
Sampling Rates
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Figure 5.4.5: The Effect of Doubling Mesh Sample Rate 

 

The charts are quite revealing as to the nature of the mesh topologies across 

varied sampling rates. Firstly it is clear from Figure 5.4.5 and Figure 5.4.6 

that increasing the sample rate improves dispersive behaviour. Compare the 

rectangular 96kHz axial-aligned mesh and rectangular 192kHz axial-aligned 

mesh curves. The two behave similarly up to approximately 4kHz, 

whereupon the 96kHz mesh begins to ‘drift’ (continued increase of error in 

propagation speed) significantly. At 10kHz, the 192kHz mesh boasts 

performance similar to the 96kHz mesh at 4kHz. Here, doubling the mesh 

sampling rate has led to over an octave improvement in the mesh reliability. 

The effect is also noticeable in the differences between the rectangular 

192kHz rotated (a 45° rotation in both x and y axes, indicated by x,y on the 

legend of Figure 5.4.6) and rectangular 384kHz rotated mesh, although there 

is already an initial difference in dispersion offset between the two meshes, 

and the behaviour above 10kHz was not investigated, although divergence 

of the curves is clearly less pronounced within the range shown. 
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Normalised Propagation Speed as a Function of Temporal Frequency for Early Axial Resonant Modes
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Figure 5.4.6: Comparing Mesh Rate / Topology with Dispersive Behaviour 

 
 

To investigate the effect of rotating the mesh upon direction-dependant 

dispersion similar tests were run using a 96kHz rectangular mesh. The mesh 

was rotated through various angles, and the error in variable propagation 

speed was recorded for the early axial modes. The mesh should perform best 

when at 45 degrees to the plane between source and receiver, and perform 

worst when it runs parallel, and perpendicular to the same plane. 

The results of the test can be seen in Figure 5.4.7. It is clear that the mesh 

rotated to 45 degrees outperforms all other orientations. The most 

fascinating element of these results is the behaviour of the mesh at 

intermediate angles. The meshes at 15° and 75° behave identically, as do the 

meshes at 30° and 60°, as is expected (so in this case 75° and 60° are not 

included). The dispersive behaviour of these four meshes is however erratic, 

whereas the axial mesh has a more predictable curve and better performance 

at higher frequencies. This came as a surprise to me; I had expected that a 

mesh with some arbitrarily small rotation would outperform the axial mesh.   
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Propagational Speed as a Function of Temporal Frequency for Early Axial Modes of a Test Cube
at Various Spatial Frequencies using a Rectangular Scattering Mesh at 96kHz

0.860

0.880

0.900

0.920

0.940

0.960

0.980

1.000

1.020

1.040

971 1943 2914 3886 4857 5829 6800 7771 8743 9714

Frequency (Hz)

N
or

m
al

is
ed

 P
ro

p.
 S

pe
ed

Axial 15 deg 22.5 deg 30 deg 45 deg  
Figure 5.4.7: Comparing Rectangular Mesh Orientation with Dispersive Behaviour 

 
 
It is apparent that rotating the rectangular mesh by 45° improves dispersive 

behaviour, however it is important to recognise that with arbitrary geometries 

aligning the mesh correctly is far from trivial, and can lead to unpredictable 

dispersive behaviour. 

 
 

5.5. Rectangular versus Tetrahedral 

 
The tetrahedral three-dimensional waveguide-mesh topology is proven to 

provide improved dispersive behaviour over the rectangular mesh (see section 

5.4.3). It also offers better ‘fit’ to arbitrary geometries (such as the vocal tract 

models). The topology does however to be unpredictable (as can be witnessed in 

the erratic dispersion curve of the 192k tetrahedral mesh in Figure 5.5.1).  
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Normalised Propagation Speed as a Function of Temporal Frequency for Early Axial Resonant Modes
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Figure 5.5.1: The Effect of Doubling Tetrahedral Mesh Sampling Rate 

 

During early tests the current tetrahedral mesh implementation was found to be 

unstable, crashing occasionally during simulation. For this reason, a high 

sample-rate rectangular mesh is preferred to a lower rate tetrahedral equivalent 

throughout this work. I am aware that this limits the validity of the models at 

high frequency, however for the requirements of the present work, reliability 

and predictable dispersive behaviour is preferred to the erratic performance of 

the tetrahedral mesh. 
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6. The Voice 
 
This section introduces approaches taken to modelling of the voice and methods 

used for collection of data regarding tract positioning. 
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6.1. Introduction to Voice Modelling 

Various techniques have been pursued over the last few decades towards 

realistic simulation of the voice. Human speech, as we can identify it is 

recognisable by its spectral content, and so the measure of success of a 

particular approach is defined by the accuracy with which the voice spectrum is 

reproduced. The methodologies pursued vary considerably in philosophy. 

 

• Mechanical Physical Modelling 

 

Amongst the earliest attempts at modelling the voice were mechanical 

models (such as von Kempelen’s speaking machine[34]), a direct 

approach to physical modelling whereby each part of the vocal tract is 

reproduced by some mechanical mechanism. These can be startling 

effective (for instance the Waseda Talker[17]). Although not particularly 

relevant to digital voice synthesis, it is reassuring to see the same 

concepts used in computed voice synthesis functioning in the 

mechanical domain. 

 

• Formant Synthesis 

 

Formant synthesis is a system in which the focus is on the early spectral 

formants (modal resonance frequencies – see section 6.2) up to 

approximately 4kHz are generated using a series of filter stages to 

produce an overall response similar to that of voice. This is a simple and 

often effective approach to voice synthesis, since vowels are typically 

identified by their lower formants. High frequency content is however 

typically neglected, and this content can be crucial to identification of 

other facets of voice production required for a natural sounding 

representation. 
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• Concatenative 

 

Whereas most voice simulation paradigms focus on the frequency 

domain, concatenative synthesis instead concentrates on reproduction of 

the time-domain signal, and assumes the spectrum to be reproduced 

accordingly In concatenative synthesis very small linguistic ‘building-

block’ samples of audio are (as the name suggests) concatenated, to 

produce recognisable speech. This method has been widely adopted, 

currently representing the most realistic speech synthesis that can be 

achieved in real-time[30]. It does however have serious limitations. 

Concatentative synthesis is ultimately limited by the content of its 

sample banks, which can place severe constraints upon the system. The 

computational resources required to store and manipulate such a large 

sample bank can be considerable. The approach is also fundamentally 

limited by the nature of the samples; it can only reproduce voice for 

which appropriate samples are stored. Synthesising different accents, 

languages, gender and emotion then presents a significant challenge.  

 

• Physical Modelling 

 

Physical modelling as a concept is almost the antithesis of concatenative 

voice synthesis. By producing a model reflective of the physics of the 

human voice organs, the system boasts a fundamental flexibility, 

circumventing the constraints endemic to a concatenative approach. If 

accurate enough parameters and control methods are provided, an 

accurate physical modelling system should be able to produce any sound 

(whether physically possible or not, although safeguards should be in 

place to prevent unrealistic situations such as the tongue protruding 

through the teeth or palette). This would allow synthesis of massively 
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varied speech, varying in emotion, language, accent, gender and age. It 

may also be able to model non-speech based sound, such as coughing, 

laughing, ‘tutting’ or whistling, although obviously these boast less 

practical application. The concept of physical modelling is unfortunately 

not without problems. The particular challenge becomes that of control. 

A system is required which can translate the written word into a set of 

control parameters. This has previously been approached (by 

Engwall[13]) using a training method typical to speech-recognition 

training, using a data-set such as MOCHA-TIMIT from the University 

of Edinburgh Centre for Speech Technology Research. This is by no 

means a trivial challenge, and is also of interest to the linguistics 

community.  

 

Voice modelling and particularly articulatory modelling have both long 

been informally separated into two distinct problem domains; a source 

model, and a tract resonator/filter model. The source model will 

typically describe the air-flow through the glottis, or be in some form 

descriptive of glottal movement (as is the case with electroglottograms - 

see section 6.6). The tract model then describes the filtering effect of the 

tract upon the source. This separation into source and filter simplifies the 

problem, but also means effects such as acoustic coupling between the 

two[18] (the impact of which is not yet entirely understood) are completed 

discounted.  

 

Physical modelling of the voice is itself a particularly broad discipline, 

and many different paradigms have been pursued: 
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o Kelly Lochbaum 

 

As briefly introduced in section 3.2, the Kelly-Lochbaum model was 

based on measurements of the vocal tract diameter at mid-sagittal 

intervals, as recorded by Fant in his seminal work Acoustic Theory of 

Speech Production[35]. This data is used to define the cross-sectional 

areas of a series of concatenated cylinders. The resulting tube is 

found to provide a good approximation to the acoustic behaviour of 

the vocal-tract. The Kelly-Lochbaum method introduced a modelling 

philosophy which remains to this day, and provided a concept and 

influence still very evident in recent work using the digital 

waveguide mesh. 

 

o Karplus-Strong 

 

The Karplus-Strong model[36] was not initially a physical model as 

such but it has gained significance through being, in hindsight 

similar to a digital-waveguide implementation of the Kelly-

Lochbaum method. The Karplus-Strong system uses low-pass 

filtered noise to produce recognisable vowel sounds. Other than its 

source-filter nature this bears little resemblance to a physical 

modelling system. One of the key features of the digital waveguide 

is its ability to commute losses and delays. Indeed it is this that gave 

the digital-waveguide its commercial viability, Yamaha 

implementing Smith’s algorithms in the VL1 synthesiser[37].  

An entirely commutated digital-waveguide model (of a simple 

device such as a string) would, remarkably be identical to the 

Karplus-Strong method. The scattering junctions and impedance 

discontinuities inherent to the Kelly-Lochbaum method render this 

complete commutation impossible. 
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o Digital Waveguide 

 

Digital-waveguide based models began with the digital-waveguide 

interpretation of Kelly-Lochbaum[7] and have made significant and 

rapid advances in recent years with the development of the digital-

waveguide mesh. The first steps were made by the implementation 

of a two-dimensional version of Kelly-Lochbaum, describing the 

tube cross-sectional area along a central plane. Problems were 

quickly found with this interpretation. Changing the shape of a 

digital-waveguide mesh presents a mathematical challenge. The 

movement of boundary nodes induces erroneous energy losses due to 

the manner in which variables are passed between waveguide 

nodes[6]. A solution was found to be impedance mapping, yielding 

the dynamic digital-waveguide mesh[6]. In the impedance mapped 

system the waveguide itself remains static, and the medium is 

described by dynamically mapping impedances descriptive of the 

vocal tract onto the nodes. This system lends itself well to producing 

vowel transitions (diphthongs) however the accuracy with which 

vocal tract behaviour can be modelled is limited by the use of a bell-

curve as a mapping function (although, interestingly, this could 

provide a first step towards modelling the boundary region – the area 

of increased impedance near the boundary, the spectral impact of 

which is arguable). 

The present work continues in this same vein of digital-waveguide 

modelling, although it steps away from tube-based modelling 

towards three-dimensional models afforded by data derived from 

MRI scans of the vocal tract. Further discussion of the techniques 

pursued and a comparison with simplified models can be found in 

sections 7 and 8. 
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6.2. Formants 

The spectral content of vowel sounds is dominated by a series of low frequency 

resonances known as formants. These exist within a region of frequency values, 

the exact position being determined by the speaker himself, and varying from 

person to person. Formant positions define how we interpret the sound and 

crucially for speech, which vowel it is. 

Also of importance are the formant bandwidths. These describe the distance 

between the ±3dB points of each formant with respect to its peak value, and 

while not directly involved in identification of the vowels, they are of great 

importance to the realism, or believability of the synthesised sound.  

The number of formants produced in voice is in theory limitless, although in 

practise only a small number of formants are required to approximate the tract 

transfer function. The first two formants are thought to be fundamental, 

although the first 4 formants generally require consideration, and are easily 

located on a spectrogram. 

 

6.3. Source Models 

The synthesis techniques used in this work borrow from the source-filter 

separation technique[38]. The work primarily focuses on the development of a 

new filter model for the vocal tract. There will be no formal development of a 

new source model. Established and accepted existing models (of which there are 

many) will be used here. Source models fall into two main groups; 

Aerodynamic-mechanical, in which the model is itself controlled via 

physiologically relevant parameters, or acoustic, whereby the source is a 

stylised pulse chain describing airflow or the differentiated glottal flow. 
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• Liljencrants-Fant  

 

The Liljencrants-Fant (or LF) model is one of the most widely used models 

for describing differentiated glottal flow. The model itself is composed of 

two stages. The first models the waveform from the opening of the glottis, to 

the ‘main-excitation’ (when fully open). The second stage uses an 

exponential function to model the return from fully open to fully closed. 

The parameters can be used to adjust the time spent in each stage of the 

excitation. Of particular interest is the closed quotient, used to define the 

fraction of each cycle the glottis spends effectively closed.  

 

• Electro-Glottograms  

 

Electro-glottograms (or EGGs) are a more direct form of source model. A 

tiny electric potential is positioned across the skin around the glottis, 

resulting in a small (and not harmful) current flow. The subject is then asked 

to voice a particular vowel sound. With the closing and opening of the 

glottis, the electrical resistance also changes. This results in a modulation of 

the test current representative of the glottal movement. This modulation is 

then used to describe the differentiated glottal flow in the same manner as 

the LF waveform. 

 

• Inverse Filtering 

 

Inverse filtering is a method of obtaining a source directly from recorded 

voice. The inverse of the expected formant positions are applied to the audio 

spectrum. This should result in a waveform representative of the source 

before passing through the tract. A problem with inverse filtering is that the 

process is fundamentally subjective, since the initial inverse filter formant 

positions are interpreted by the operator. In skilled hands however, it can be 
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an invaluable tool for deducing a suitable source waveform from recorded 

audio. 

 

There are many other of source models, with different inputs and different 

parameters. Which is best is often simply a matter of opinion, although there 

may well be certain circumstances necessitating or better suiting the use of a 

particular source. 

 

6.4. Other Spectral Influences 

While the emphasis is traditionally on the shape of the tract/filter used, there are 

various other factors which demand consideration when attempting to recreate 

an accurate spectrum: 

 

• Absorptive / Viscous Losses at Tract Walls  

 

The tract walls are perhaps the most crucial factor in the tract frequency 

response beyond the shape itself. It is vital to recognise that the tract walls 

do not ideally reflect all incident sound, some absorption and corresponding 

energy losses will occur. Additionally the frequency response of the tract 

walls is not flat, the transfer function diminishing considerably at higher 

frequencies[18]. 

  

• Lip Radiation 

 

The acoustic coupling between lips and air ‘beyond the model’ bears a 

considerable impact on the spectrum at higher frequencies. Similarly to the 

viscous/thermal losses the transfer function is found to be reduced at higher 

frequencies[18]. 
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• The Boundary Region 

 

Where particles pass parallel to a surface they exhibit a shear stress due to 

their viscosity. Indeed it can be easily understood that particles at the 

boundary itself must have a velocity of zero. There is therefore a transitional 

region between the boundary and the rest of the container. This is known as 

the boundary region. Stinson[27] defines the border of the boundary region as 

the point at which particle velocity reaches 99% of the normal velocity in 

the medium. This could be effectively modelled using an impedance 

gradient. Unfortunately in RoomWeaver the scattering equations used 

assume an isotropic and uniform medium to save on computational cost, 

meaning this effect in the boundary region must be disregarded.  

 

6.5. X-Ray and MRI 

 

Measurements of the vocal tract have traditionally been taken from X-Ray scans 

of the mid-sagittal plane during vowel production[6]. While this allows for 

measurement of tract diameter at set intervals, it suffers from only being able to 

describe a single plane of the tract. The diameter measurements therefore can 

rarely be used to provide a faithful representation of tract cross-sectional area. 

There are several other techniques which have been used for capturing tract 

measurements. X-Ray Computed Tomography is a system whereby an X-Ray is 

rotated a full 360° around the subject, allowing a two-dimensional image of the 

desired slice to be generated. This still suffers from limited dimensionality, but 

increased precision. Electron-Beam Computed Tomography[13] (or EBCT) is 

similar to X-Ray Computed Tomography, however using an electron beam is 

considered safer than X-Rays for the subject. EBCT also offers faster 

acquisition times, around 40s for a complete slice[13]. 

Articulatory modelling has typically been constrained to the mid-sagittal plane, 

but as explained by Badin[19], progress in this area has led to the point whereby 
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three-dimensional models are commonplace and hard to ignore. Indeed 

generating appropriate two-dimensional models from three-dimensional data 

can present more of a difficulty[19]. 

Magnetic Resonance Imaging has become the primary technology for capturing 

vocal tract data in three dimensions. It is widely used in graphical and analytical 

modelling of the tract[13], however a precise acoustic model of this tract 

geometry is yet to be investigated. MRI offers twice the resolution of EBCT[13], 

and can capture data in slices of 2-5mm at any orientation. The acquisition time 

of MRI is currently similar to EBCT (at approximately 40s), although these 

times are steadily decreasing.  

 

Ultrasound is an option for capture of tract data in three dimensions, although it 

is only really useful for identifying the outer tongue boundary, since boundaries 

with air underneath will not show up on the ultrasound scan[13].  

 

6.6. EPG / EMA 

 
It is important to recognise that static tract measurements alone are not truly 

representative of the vocal tract shape during vowel formation, since there is 

always an element of movement involved. It is helpful to have data in some way 

descriptive of tract fluctuations. Tract data can broadly be split into two groups: 

 
• Static 

• Dynamic / Kinematic 
 

Static data encompasses MRI, X-Ray, Computed Tomography and Ultrasound 

as we have seen. Ultrasound can in fact also be used for two-dimensional 

kinematic data collection. 
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There are several common methods for collecting dynamic tract data: 
 

• Electromagnetic Articulography –EMA 
 

Electromagnetic Articulography is a point-wise midsagittal measurement 

method, employing magnetic fields. Two to three transmitters are mounted 

on a helmet, or within an EMA ‘cage’ (http://www.articulograph.de/ ). 

These emit an electromagnetic field measured in small (~2mm) receiver 

coils mounted on the subject. The strength of the field recorded by the 

receivers is dependant on the distance from the transmitter coils, so once 

properly calibrated the system can give an accurate description of the 

distance between transmitter and receiver. Receivers can be mounted at 

various positions on the mouth and face. 

 

• Electropalatography – EPG 

 

Electropalatography provides point-wise binary data, describing contact 

between the tongue and the palate where it occurs, using a special plate 

specific to the test subject and electrodes. The information that can be 

extracted is limited but has applications in tongue placement and consonant 

formation[13].  

 

• Optopalatography – OPG 

 

Optopalatography is similar to EPG, although it uses light to measure the 

distance between tongue and palate, a far more useful measure than the 

binary data of EPG[13].  

 

Neither EMA, EPG nor OPG are directly used in this work, but an 

understanding of the application of kinematic data is crucial to recognising the 

limitations of simulation using static data alone. 
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7. Digital Waveguide Mesh Simulation of Vocal-Tract 
Data in Three Dimensions 

 
This section begins with the results of tests carried out to ascertain the reliability of 

methods employed. It then presents the results of simulations carried out on tract 

models constructed from MRI data, and simplified cylindrical models constructed 

from X-Ray data.  
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7.1. The Test Boxes 

Before work began simulating the MRI tract data it was vital that the validity of 

the simulation methods used could be assured. To do this several tests were 

carried out using simple constructs, the formant positions and patterns of which 

could be readily calculated. 

To maintain continuity with the vocal tract dimensions, tests were first run in a 

simple cuboid of dimensions 17.5cm x 4cm x 4cm, as can be observed in Figure 

7.1.1 (note that a rotated mesh is shown in this example, as used to minimise the 

effects of directional dispersion for axial modes – see section 5.4.2). 

 

 
Figure 7.1.1: Test Container with 96kHz Rectangular Mesh 

 

 

Using the universal modal equation it is trivial to calculate the expected formant 

positions of the test container, by: 
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Where l  is container length, w  is container width, h  is container height and c is 

the speed of sound (assumed to be 343ms-1 here). xN , yN and zN  index the 

modes which can be supported in the structure. They may not all equal zero 

simultaneously. A table of early mode positions can be found in the appendices. 

 Comparison of the expected mode positions with those achieved under 

simulation will demonstrate the accuracy of the mesh modelling techniques 

employed. A similar approach was employed to investigate the effects of 

dispersion at higher frequencies in section 5.4. 

7.1.1. Closed Cuboid 
 

The ‘closed cuboid’ is, as the name suggests an entirely closed cuboid. All 

boundaries have pressure phase preserving reflection coefficients, relating to 

air nodes in all planes. Input is a sinc function, band-limited to provide an 

impulse with a spectrum limited to a quarter of the sampling frequency (to 

avoid aliasing in the mesh – see section 4.13). The mesh used here had a 

sampling rate of 96kHz. This will display higher dispersion effects than the 

increased sample rate meshes intended for MRI tract models. It is however 

sufficient for the purposes of this test. The source was offset on two planes 

( x , y ). This means axial lengthwise modes should be found at: 

 

Hzf
x

43.9710 ≈  

xx
fNf xN 0)1( +=   

 

And axial width-wise modes should be found at: 
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Tangential modes will be found at any combination of xN  and yN as 

described by equation (7.1.01). 

 

 
Figure 7.1.2: Closed Test Cube Line Spectrum 

 

 
Figure 7.1.3: Closed Test Cube Early Modes 

 

Modal Analysis: 

 

Mode 
Index 

Measured 
Position 

(Hz) 

Calculated 
Position 

(Hz) 

Mode 
Error (%) 

Change in 
Mode Error 

Normalised 
Prop. Speed 

1,0 984 971 -1.34%   1.013 
2,0 1969 1943 -1.34% 0.00% 1.013 
3,0 2953 2914 -1.34% 0.00% 1.013 
4,0 3931 3886 -1.16% 0.18% 1.012 
5,0 4904 4857 -0.97% 0.19% 1.010 
6,0 5875 5829 -0.79% 0.18% 1.008 
7,0 6837 6800 -0.54% 0.25% 1.005 

Figure 7.1.4: Closed Cuboid - Axial Modes 
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Mode 
Index 

Measured 
Position 

(Hz) 

Calculated 
Position 

(Hz) 

Mode 
Error (%) 

Change in 
Mode Error 

Normalised 
Prop. 
Speed 

0,1 4250 4250 0.00%  1.000 
1,1 4362 4360 -0.05% -0.05% 1.000 

2,1 4658 4673 0.32% 0.37% 0.997 
3,1 5140 5153 0.25% -0.07% 0.997 
4,1 5742 5759 0.30% 0.04% 0.997 
5,1 6433 6454 0.33% 0.03% 0.997 
6,1 7188 7214 0.36% 0.04% 0.996 

Figure 7.1.5: Closed Cuboid - Cross-Tract Modes 
 

These results demand careful consideration. The most important thing to 

recognise is that the error introduced by a Fourier transform of the impulse 

response is considerable. The responses themselves are in the order of 20ms 

length. The transform window used was 100Hz. This essentially introduces 

a measurement error of ±50Hz to each recorded formant position. The 

validity of the results is maximised by windowing the response from after 

the direct sound, and centering the window on the maximum amplitude 

point.     

It is possible to observe trends in the data. It is clear that although there is 

some dispersive shift occurring (visible in the steadily increasing changes in 

mode error for axial modes), the error is very small, and modes are readily 

identified. It is also clear from Figure 7.1.5 that the dispersive behaviour of 

cross-tract modes is far more erratic than that of the axial modes. This is due 

to the mesh alignment as described in section 5.4.2.  

Overall, from the normalised propagational speeds it appears that the 

performance of the mesh is largely unvarying, the propagational speed 

changing only by fractions of a percent up to over 7kHz. This is 

encouraging, especially considering the reasonable sampling rate of the 

mesh used (96kHz). 

 



  
- 77 - 

7.1.2. Open Cuboid 
 

A crucial aspect of accurately representing vocal tract geometry is the ability 

to model an open end (an air antinode / pressure node), whether indicative 

of the mouth or the glottal opening. In RoomWeaver this is easily handled 

through the use of materials, as introduced in section 5. An air antinode 

induces a pressure node, which must be modelled with a phase inverting 

reflection coefficient of 1− . To test this implementation, the reflection 

coefficients of one end-panel of the test cuboid model used in section 7.1.1 

are adjusted, to have an ‘open-end’. The modes of this arrangement are 

again easily identified. With an air node at one end and air antinode at the 

other, the axial length-wise modes should be found at: 

 

 

Hzf
x

71.4850 ≈  

xx
fNf xN 0=   for odd numbers of x  

 

And axial width-wise modes, as before, should be found at: 

 

Hzf
y

42500 =  

yy
fNf yN 0)1( +=  

 

Further tangential modes can be easily calculated using the universal modal 

equation (equation 7.1.01). 
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Figure 7.1.6: One-End Open Test Cube Line Spectrum 

 

 

 
Figure 7.1.7: One-End Open Test Cube Early Modes 

 

Modal Analysis: 

 

Mode 
Index 

Measured 
Position 

(Hz) 

Calculated 
Position 

(Hz) 

Error 
(%) 

Change in 
Mode Error 

Normalised 
Prop. 
Speed 

1,0 486 485 -0.21%  1.002 

3,0 1453 1457 0.27% 0.48% 0.997 
5,0 2420 2428 0.33% 0.05% 0.997 
7,0 3387 3399 0.35% 0.02% 0.996 
9,0 4348 4371 0.53% 0.17% 0.995 
11,0 5309 5342 0.62% 0.09% 0.994 
13,0 6264 6314 0.79% 0.17% 0.992 
15,0 7207 7285 1.07% 0.28% 0.989 

Figure 7.1.8: Open Cuboid - Axial Modes 
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Mode 
Index 

Measured 
Position (Hz) 

Calculated 
Position 

(Hz) 

Error 
(%) 

Change in 
Mode Error 

Normalised 
Prop. 
Speed 

0,1 4250 4270 0.47% -0.60% 0.995 
1,1 4360 4353 -0.16% -0.63% 1.002 

Figure 7.1.9: Open Cuboid - Cross Tract Modes 
 

The precision of this data is affected by the Fourier transform window 

resolution in the same way as the original closed test cuboid (section 7.1.1). 

Again, despite some erratic (note the discontinuities in the changes in mode 

error of Figure 7.1.8) dispersive ‘drift’, it is clear that early modes are 

represented to within a few fractions of a percent of their precise positions. 

The use of pressure phase inverting boundaries (for air antinodes) does not 

present any problems to the system. 

 

7.1.3. Throat Materials Cuboid 
 

As discussed in section 6, the throat is not a perfectly reflecting container. 

The tract walls should have an appropriate reflection coefficient to account 

for absorption and energy losses. Increased wall absorption should lead to 

an increase in formant/mode bandwidth. A test was run with the same 

container from sections 7.1.1 and 7.1.2, with material reflection coefficients 

set to values similar to those suggested by Mullen[6]. The reflection 

coefficients were in fact very slightly increased to prolong the impulse 

response of the container. 

 
Reflection coefficients used: 
 
• Glottis  98.0=gr  
• Lips  95.0−=lr  
• Tract Walls 96.0=wr  
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Figure 7.1.10: Throat Materials Test Cube Line Spectrum 

 
 

A slight loss of resolution is apparent in the line spectrum of Figure 7.1.10, 

due to the reduced Fourier transform resolution that can be achieved with 

the impulse response shortened by increased wall absorbance. This makes 

precise measurement of the formant bandwidths more difficult. In an 

attempt to improve the models the transients were cut from the impulse 

response and the response windowed appropriately.  It is apparent, 

especially for the early modes that the formant bandwidth has been 

increased by the introduction of more realistic reflection coefficients 

(compare Figure 7.1.10 with Figure 7.1.6). 

 

Despite the dispersive errors increasing slightly at higher frequencies, these 

three tests have demonstrated that a three-dimensional digital waveguide mesh 

simulation provides a viable representation of the test container acoustics. 

Expected formants are present and appropriately positioned (with particular 

precision at low frequency) and changing reflection parameters at the 

boundaries has the desired effect.  

 

7.2. Testing Concatenated Cylinders 

 
To properly interpret the results of simulation, it is crucial to have some 

understanding (and thus expectation) of the acoustic impact of changes in tract 
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shape. Stevens[20] argues that the two lowest formant frequencies are 

fundamental in vowel identification. The effect of transition from a small tube 

to a large tube (or vice versa) upon these formants is well understood and 

mathematically established as demonstrated below. 

Simple tests were carried out using the three-dimensional digital waveguide 

mesh in these situations to ensure the results were consistent with theory and 

mathematical proof. They also serve as a useful demonstrative introduction to 

understanding the effects of vowel shape transition upon formant positions. 

As tested previously (section 7.1), the early formant positions of a cylinder are 

easily found and calculated. Modulating the shape of this cylinder will change 

the formant positions. 

 

 
Figure 7.2.1: Concatenated Tube /A/ Model 

 

Stevens[20] shows that, relative to an equivalent uniform cylinder, moving from 

a small cylinder to a large cylinder (as demonstrated in Figure 7.2.1) will lead 

to: 

 

• An increase in 1f  

 

1f is increased as a result of the shortened apparent acoustic length 

of the tube, synonymous with a shorter tube overall 

 

Equivalent Uniform Cylinder Small / Large Test Cylinders 

Pharynx Tube Mouth Tube 
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• A decrease in 2f  

 

The pharynx cylinder is effectively elongated as the pressure node 

moves closer to the open end. 

 

Overall, the result is a compacted spectrum. To quote Stevens[20]: 

 

“Pharyngeal narrowing of the vocal tract results in 1f  and 2f  moving towards 

eachother, almost becoming the same formant. In the limit, if the mouth tube 

were to have infinite area, only the pharynx tube would remain as a resonator, 

and the two formants would indeed be one and the same” 

 

Conversely, moving from a large pharynx tube to a small mouth tube (relative 

to an equivalent uniform tube) leads to: 

 

• A decrease in 1f  

 

This decrease is due to the effective acoustic elongation of the tube. 

 

• An increase in 2f  

 

2f  is increased since the half-wavelength of the mouth tube is 

shorter than the half-wavelength of the equivalent tube[20]. 

 

Stevens[20] argues that the greatest formant shift occurs when the natural 

frequencies of the mouth and pharynx tubes are equal. In this case the natural 

frequency, and its harmonics are pulled apart into separate formants, as 

described by equation (7.2.01):  
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These assertions are simple to test within RoomWeaver. Test cylinders were 

constructed reminiscent of a very simple /A/ tract shape. Two cylinders are used, 

a thin pharyngeal tube, followed by a thick mouth tube. The pipes were both of 

length 8.5cm (half the average vocal tract length) to ensure each has an identical 

natural frequency. The pharynx tube is of diameter 1cm, and the larger mouth 

tube of diameter 10cm. 

Assuming the mouth end of the construct is acoustically open, and the pharynx 

end closed, the natural frequencies of the tubes will be: 

 

kHzf 10 =  

0Nff N =  where N is odd. 

 

Using equation (7.2.01) it is possible to calculate that in their combined 

arrangement the first formants of the cylinders should now be 936Hz, and 

1064Hz, the acoustic coupling imparting a 64± Hz shift/separation upon the 

natural frequency and all subsequent harmonics. 

The simulation was run with a 768kHz rectangular mesh rotated on two 

dimensions ( x , y ) to improve dispersive behaviour for axial modes. A band-

limited sinc function was generated for used as an impulse input to avoid 

aliasing (as described in section 4.13). 
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Figure 7.2.2: Formant Seperation in Concatenated Cylinders 

 

As demonstrated in Figure 7.2.2 the spectral shifts were appropriately 

positioned and present in the results of simulation, although dispersive drift is 

strikingly apparent. 

 

7.3. Three Dimensional Simulation of MRI Data 

7.3.1. Generating Models of the Tracts 
 

The MRI data received for this project is held in Matlab files. The files 

consist of three arrays; one for x coordinates, one for y coordinates and the 

final for z coordinates. The data is fundamentally formed from 29-35 

(varying from model to model) ‘slices’, describing wall positions of cross 

sections of the tract at intervals, as shown in Figure 7.3.1. Within each slice 

there are 100 data points (called ‘samples’ here), each described with 

separate x, y and z coordinates. 
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Figure 7.3.1: Matlab Tract Data Plot 

 

 

Each array is exported from Matlab into 3 constituent text files, one for each 

axis. Within the files, data points on each slice are tab delimited, and each 

slice is delimited with a newline. 

Code was written using C++ to generate RoomWeaver geometries around 

these data points (tract2Room.cpp – see attached CDROM). The program 

ingests the three corresponding coordinate data files, and outputs an 

appropriately formatted RoomWeaver geometry file (extension .rwg).  

The models are built using triangles between sets of 3 data points. Triangles 

are used as they provide the most basic planar surface. Surfaces with more 

vertices cannot be used as it cannot be assumed that more than three data 

points will exist on the same plane. 
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Figure 7.3.2: Forming RoomWeaver Models using Triangular Surfaces 

 
 

Figure 7.3.2 demonstrates the use of four triangles to build a section of a 

slice of the vocal tract geometry. Each slice is composed of 200 triangles, 2 

connecting each complementary pair of samples. This process is repeated 

for every slice within the model, the surfaces of each slice being added to 

separate slice surface groups, allowing them to be easily enabled, disabled 

and modified within RoomWeaver. 

When the tract walls have been generated a glottal base and a mouth base 

are generated in separate surface groups. These cover the top and bottom of 

the models, providing the surfaces for description of the mouth and 

lung/glottal reflection. 

 

 
Figure 7.3.3: Tract Geometry for /i/ 

 

1 

2 

3 

4 



  
- 87 - 

 
Figure 7.3.4: Tract Geometry for /E/ 

  

 
Figure 7.3.5: Tract Geometry for /A/ 

 
Figure 7.3.6: Tract Geometry for /u/ 

 
Occasionally problems arise during model creation. Samples in the 

coordinate data files are not indexed in any way. It is assumed that 

successive samples in the separate files correspond to each other. In other 

words, the third (for example) sample in the x-coordinate data file 

corresponds to the third sample in the y and z-coordinate data files. This is 

usually the case, however sometimes the samples are offset, leading to a 
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‘twisting’ effect in the geometry file. An example of this can be seen in 

Figure 7.3.7. This effect can be resolved using shifting functions within the 

geometry generation program. 

 

 
Figure 7.3.7: Twist in Mouth Slice of /E/ Model 

 
 

7.3.2. Source Positioning 
 

Source modelling in RoomWeaver is fundamentally limited by its input 

mechanism. Input waveforms must be attached to a single waveguide node, 

and that node is chosen by the software for its proximity to the Cartesian 

position determined by the user within the graphical user interface. For 

room acoustics applications this is often not an issue because of the 

difference in size between the source under modelling and the acoustic 

environment. Within the vocal tract the shape and nature of the glottis are 

important, and whilst the experiments carried out here will use the single 
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point source, it is important to remember that this is not necessarily 

representative of correct source behaviour. It should however go some 

distance towards determining the properties of the vocal tract as a filter.  

In each MRI tract model the larynx is identified, and the source positioned 

as centrally as possible within its cross section. The source should be placed 

as close to the glottal base as possible without the software attaching the 

input to a boundary node. 

 

7.3.3. Receiver Positioning 
 

As with source modelling using a single-node receiver is not entirely 

representative of the mouth. The effect of lip-rounding particularly, is lost. 

Again, it is however suitable for investigating the filtering effects of the tract. 

7.3.4. Mesh Generation 
 

Meshing the MRI tracts often poses a problem, since, as explored in section 

5.3, when the mesh comes too close to a boundary it often terminates 

prematurely. This also occurs in the model where small constrictions 

(particularly velar constrictions) occur. As previously explored, scaling 

resolves this issue, although it causes other problems. The high mesh-

density required to model the constriction must also be applied to the 

higher-volume sections of the tract. This results in a very high mesh 

sampling rate and corresponding high node-count and memory demand. 

Mesh sampling rates are kept as multiples of 48 kHz to aid down-sampling. 

For the tract shapes explored here it was found that an extremely high mesh 

sampling rate would be required to accurately describe constrictions in the 

tract. Several mesh rates were trialled, and it was found that for the mesh 

algorithm to complete successfully (see section 5.3) and for there to be a 

reasonable number of nodes across the constrictions the sampling rate would 

need to be in the order of 1.5MHz. To aid downsampling, a sampling rate of 
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1.536MHz was used (as a multiple of 48kHz), corresponding to a waveguide 

length of 3.85mm. For consistency this sampling rate is used throughout. 

 

7.3.5. Real-Input Simulation 
 

My original intention was to use a glottal waveform (such as an EGG or LF 

function – see section 6.3), or low pass filtered noise as the input to 

RoomWeaver. This would have been especially interesting to watch during 

simulation. Unfortunately due to the high mesh-sampling rate this was 

impossible. For a typical tract shape, processing one second of audio would 

take in the order of 60 days on a computer using a 2.8GHz Intel Pentium 4 

processor. Parallel processing is yet to be investigated or implemented for 

the finite-difference based digital waveguide-mesh. 

 

7.3.6. Impulse Responses 
 

Since using voice-source modelled waveforms for input to the simulation 

was not possible, impulse responses were instead taken. To prevent 

problems with aliasing an impulse low-pass filtered to a quarter of the 

sampling rate was used.  

Individual assessment of the tract frequency responses is difficult since 

formant positions vary from subject to subject. For this reason the most 

valuable method of appraisal may be comparative analysis, as found in 

section 7.5. Assuming resonant modes are within accepted ranges, an 

appropriate movement of formants is likely to be more useful in confirming 

the validity of tract forms than absolute formant positions.  
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Figure 7.3.8: SAMPA Vowel Chart for F1, F2 Positions, after [24] 

 

For the vowel shape /A/ (see the model in Figure 7.3.5), we would expect 

the first formant to be found anywhere between 600 to 1200Hz, and the 

second formant to be found between 1000 and 1500Hz (see Figure 7.3.8).  

 

 
Figure 7.3.9: Expected Formant Positions, from [6] after [23] 

 

The response (as can be seen in Figure 7.3.10) is indeed close to what we 

would expect for early modes. The first two formants (as identified in Figure 

7.3.11) are easily within the expected ranges. Additionally, the third and 

fourth formants are close to the positions identified in Figure 7.3.9. 
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Figure 7.3.10: Frequency Response of /A/ Tract Model 

 

Formant 
Measured 

Position (Hz) 

Expected 

Position (Hz) 

1 750 673 

2 1030 1097 

3 2530 2457 

4 3700 3464 

5 5150 - 

6 6800 - 
Figure 7.3.11: Early Resonant Modes of /A/ Tract Model 

 

 
From the impulse responses recorded, the spectrum of /A/ is perhaps the 

closest to that which was expected. It is however interesting to see formants 

around 5 to 8kHz at higher amplitude than the early (0 to 4kHz) formants. 

This is most likely due to the simulation missing elements of the overall 

tract frequency response, such as lip radiation and appropriate tract wall 

frequency-dependant reflection.  It is disappointing that more accurate 

measurement of the formant bandwidths cannot be approached at the 

necessary Fourier transform resolution. Increased reflection coefficients can 

be considered as a means of generating higher resolution Fourier transforms 

(by achieving a longer response), however it may not lend itself to a realistic 

sounding simulation.  
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For /E/ (see the model in Figure 7.3.4) we would expect to see the first 

formant fall within 400 to 800Hz, and the second from 1800 to 3000Hz 

(Figure 7.3.8). Figure 7.3.9 suggests that the third formant should lie around 

2500Hz, and the fourth around 3500Hz. There is obviously some ambiguity 

between these two sources of formant data, however this is due to the wide 

range of formant positions possible. As shown in Figure 7.3.12, the first 

recorded formant falls within the stated region, and the second formant 

outside it. The third and fourth formants (as given in are much closer to their 

expected values than the first two. Perhaps of more concern is the proximity 

of the first two recorded formants, which should typically be separated by 

around 1kHz, but in fact are separated by approximately half that.  It is 

likely that this effect is caused by an incorrect step in tract cross-section, 

since, as we have seen in section 7.2, this leads to formant separation. 
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Figure 7.3.12: Frequency Response of /E/ Tract Model 
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Formant  Measured 

Position (Hz) 

Expected 

Position (Hz) 

1 650 542 

2 1220 1690 

3 2900 2456 

4 3930 3511 

5 4590 - 

6 5700 - 
Figure 7.3.13: Early Resonant Modes of /E/ Tract Model 

 

The formant positions of /i/ (see the model in Figure 7.3.3), as can be seen 

in Figure 7.3.14, are not quite as expected, although there is something 

interesting going on. The vowel chart developed by Peterson and Barney 

(Figure 7.3.8) implies that the first formant of /i/ should lie in the region 

between 200 and 400Hz, with the second between 2000 and 4000Hz. In the 

formant analysis of Figure 7.3.15, resonant modes are identified wherever 

they occur.  
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Figure 7.3.14: Frequency Response of /i/ Tract Model 
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Formant  Measured 

Position (Hz) 

Expected 

Position (Hz) 

1 560 438 

2 1170 1837 

3 2940 2482 

4 4125 3534 

5 6090 - 

6 7400 - 
Figure 7.3.15: Early Resonant Modes of /i/ Tract Model 

 
As we have seen in section 7.2, transition between two concatenated tubes 

can lead to formant separation. It is interesting that the first two pairs of 

formants are so closely related. If the centre points of the first two pairs of 

formants are taken (865Hz and 3532Hz respectively), the resulting 

frequencies are far more acceptable as formant positions, although they are 

more typical to the formant positions of /E/ than /i/. Looking more closely at 

the tract geometry (in Figure 7.3.16) reveals a particular constriction around 

the velum that does not appear relevant to tract physiology. This may have 

been caused by movement of the tract during MRI capture (as the tract 

shape cannot be perfectly maintained for 40 seconds). It is likely that this is 

the cause of the separation of the early formants.  
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Figure 7.3.16: Velar Constriction 

 

 

The frequency response of /u/ (for the model see Figure 7.3.6), as seen in 

Figure 7.3.17 appears fundamentally correct, however a formant appears to 

be missing. Mullen[6] suggests the first formant appears around 350Hz, the 

second around 1000Hz, third around 2200Hz and the fourth around 3400Hz. 

If the first resonant mode recorded in Figure 7.3.18 is assumed to be the 

second formant then all following formants are well positioned. It is likely 

that the first formant is obscured by the very high Fourier transform 

bandwidth (200Hz) required to generate a useful frequency response from 

the short impulse. 
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Figure 7.3.17: Frequency Response of /u/ Tract Model 

 

Formant Measured 

Position (Hz) 

Expected 

Position (Hz) 

1 940* 342 

2 2200 1067 

3 3560 2219 

4 4400 3342 

5 6260 - 

6 7200 - 
Figure 7.3.18: Early Resonant Modes of /u/ Tract Model 

* - First formant considered to be missing. This may be the second formant. 
 

 

7.3.7. Comparison of Vowel Forms 
 

In some respects the vowel models behave exactly as expected, such as the 

modal positions of the /A/ model. In many other cases, as explored 

previously, the responses are not quite as expected. Proving the validity of 

the models is tricky, since formant positions vary considerably from person 

to person. A better measure of the accuracy of the models is to check how 

formants move between the vowel shapes, and whether this follows trends 
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established by formant position study and basic tube-based theory (section 

7.5). 

The first transition to consider is from /E/ to /A/ (from Figure 7.3.12 to 

Figure 7.3.10). Figure 7.3.8 suggests that this transition should result in an 

increase in 1f  and a larger decrease in 2f . This is precisely what we observe, 

1f  increasing by roughly 100Hz and 2f  decreasing by around 200Hz. Next 

consider /A/ to /u/ (Figure 7.3.10 to Figure 7.3.17). This should result in a 

reduction in both 1f  and 2f . Recognising that the first formant is not 

described by the frequency response, this is indeed possible, 2f  decreasing 

from 1030Hz to 940Hz.  

The transition from /u/ to /i/ (Figure 7.3.17 to Figure 7.3.14)should result in 

a considerably increased 2f , with 1f  remaining essentially the same. 

Assuming the first formant of /u/ is missing, 2f  increases by only 230Hz. I 

am however confident that the data model of the /i/ tract is flawed, leading 

to formant separation as described earlier in this section. The centre point of 

the second pair of formants, at approximately 3532Hz is much closer to the 

figure expected, causing an increase of around 2500Hz. This conforms to 

the behaviour described by Peterson & Barney’s suggested formant regions 

(Figure 7.3.8). 

Finally, consider the transition from /i/ to /E/ (Figure 7.3.14 to Figure 

7.3.12). This should see an increase in 1f , and potentially a very slight 

decrease in 2f . The first formant changes precisely as expected, and at first 

the second also appears to be very close to the expected behaviour. It is 

important to take the effects of the proposed formant separation into 

consideration. This particular transition seems to suggest that the frequency 

response of the /i/ model is correct, whereas others (such as the /u/ to /i/ 

transition) suggest to the contrary. The best approach to determining how 

seriously accuracy of these models can be taken is perhaps by producing 
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simple audio examples. Ultimately the human ear is far better at identifying 

vowel sounds than anyone analysing a spectrum. 

 

7.3.8. Convolution 
 

There are various elements of the frequency responses in section 7.3.6 that 

don’t correlate with existing knowledge, such as the considerable high-

frequency content. Some aspects of the responses are debatable, such as the 

accuracy of the /i/ tract. To better test these audio examples are generated. 

These are produced by convolving two different types of source function 

with the tract impulse responses in Matlab. 

The first source function explored was the EGG (Electroglottogram – as 

explored in section 6.3, and shown in Figure 7.3.19). Several different 

EGGs were available for differing vowel formations, and consequently 

appropriate inputs were used for each sound. 
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Figure 7.3.19: EGG Line Spectrum 

 

The EGGs were received at a sample rate of 44.1kHz, at a 16 bit resolution. 

The EGGs vary slightly in length, but they are all approximately 4-5 

seconds long. To perform the convolution the EGGs were upsampled to 

96kHz to match the downsampled impulse responses. The impulse 

responses are all around 10ms in length, at 96kHz (downsampled from 
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1.536MHz) with a 16 bit resolution. The impulse responses are windowed 

from the direct sound to that below -140dB. 

Perhaps the most alarming outcome of convolution upon the EGG source 

models is how little the frequency response of the tract impacts upon the 

EGG spectrum. This is obvious both in the line spectra as seen in Figure 

7.3.20 and Figure 7.3.22, and in the audio examples. The convolved audio 

does not sound very different from the source models. Particularly, neither 

sound much like the vowels they are intended to model. 
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Figure 7.3.20: MRI /A/ Convolved with EGG 

 
Figure 7.3.20 shows the result of convolving the impulse response of the 

MRI-based model of /A/, downsampled to 96kHz with a 96kHz EGG signal 

recorded from a test subject voicing /A/. Peaks are evident at just below 

1kHz, at 2.5kHz, 5kHz, 6.8kHz and other positions corresponding to 

spectral peaks on the impulse response. This at least demonstrates that the 

process is working correctly, however the signal is far from representative 

of a typical spectrogram of voice. By way of example, a line spectrum of the 

original audio from which the EGG was taken is provided in Figure 7.3.21. 

It must be recognised that the subject of this figure is not the subject who 

provided the MRI vocal tract models. For this reason the formant positions 

of the two must not be compared. Figure 7.3.21 is simply provided to 

demonstrate the changes in amplitude required to properly model formant 

bandwidth. 
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Figure 7.3.21: Spectrum of EGG Capture Audio for /A/ 

 
Similar behavioural traits to the /A/ tract model can be observed in the 

convolution of the MRI-data based model of /i/ using the EGG from a test 

subject sounding /i/. These can be seen in Figure 7.3.22.  
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Figure 7.3.22: MRI /i/ Convolved with EGG 

 
Again, broad trends can be witnessed corresponding to energy peaks in the 

impulse response spectrum (such as at 3kHz, 7.4kHz and the high frequency 

content surrounding 11.5kHz). These changes are by no means significant 

enough to describe formant bandwidths of the nature required by the human 

ear for identification of the sound as a vowel. 

It was decided to repeat the experiments with a second source type, this time 

using an inverse filtered source as described in section 6.3. The spectrum of 

the source used is shown in Figure 7.3.23. 
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Figure 7.3.23: Inverse Filtered Source Line Spectrum 

 
 

The high frequency content of the inverse filtered source is strikingly lower 

in amplitude than that of the EGG. This will naturally affect the convolved 

result, but it should not affect identification from the early resonant modes. 

The spectrum of the result of convolution with the MRI data based model of 

/i/ is shown in Figure 7.3.24. Again, the impulse response has too little 

modulating effect on the source spectrum. No discernible formants are 

formed due to the low amplitude and wide bandwidth formants. The audio 

effect is similar to that of the EGG source, limited change being made to the 

source audio. The sound alone is not recognisable as a vowel. 

 
 
 FFT points: 8727/16384  Bandwidth 22 Hz  Hanning window of 90 ms  

00 1000 2000 3000 4000 5000 6000 7000 8000 9000 10000
[Hz] 

-140

-120

-100

-80

-60

-40

-20

 [dB]

 
Figure 7.3.24: MRI /i/ Convolved with Inverse Filtered Source 
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7.4. Three Dimensional Simulation of APEX Data 

 

7.4.1. Generating Concatenated Tube Models 
 

Vocal tract models have typically been constructed from concatenated tubes, 

as explored in sections 3.2 and 7.2 of this work. To provide a basis for 

comparison of the MRI tracts, concatenated tube models will be generated 

for RoomWeaver, using data extracted from APEX. APEX[25] is a program 

which uses a combination of X-Ray data and an interactive interface to 

determine the cross-sectional area of slices of the tract physiology. 

The models are quite trivial to produce. Tubes are generated by rotating 20 

surfaces around the tube circumference. Additional surfaces are used to 

connect the tubes together where one has a diameter larger than the next. 

Finally, glottal and mouth bases are generated on either end. As with the 

MRI tract models, each slice is assigned to a group, allowing easy 

manipulation of the surface reflection coefficients.  

Code for the conversion program, tract2tubes.cpp can be found on the 

attached CDROM. The program ingests a .txt file with newline-delimited 

values for tract diameter (in metres) at each slice, and outputs a 

RoomWeaver compatible .rwg (RoomWeaver geometry) file. 

Code was also developed to produce models consisting of concatenated 

cones rather than cylinders. Whilst this might provide a more realistic 

representation of the vocal tract it is also a detraction from the reproduction 

of the established concatenated cylindrical models, which provide a useful 

experimental normal for simulations. The usefulness of conical models has 

also been brought into question[28]. 

The geometries for three APEX concatenated tube models are shown below 

(Figure 7.4.1, Figure 7.4.2 and Figure 7.4.3). In each, the glottis is on the 

left, and the mouth on the right. 
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Figure 7.4.1: APEX Concatenated Tube Model of /i/ 

 

 
Figure 7.4.2: APEX Concatenated Tube Model of /A/ 

 

 
Figure 7.4.3: APEX Concatenated Tube Model of /o/ 

 

7.4.2. Source / Receiver Positioning 

 

As described in section 7.3.2, a single node source is not ideally 

representative of the glottal source. It is however a good first step towards 

investigating the frequency response of the tract. In these experiments the 

source will be positioned a very short distance from the glottal base, and the 

receiver a very short distance from the mouth base. Both will be positioned 

upon the centre axis of the tubes. 
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7.4.3. Mesh Generation 

 

For consistency with the MRI tract experiments a 1.536MHz rectangular 

mesh will be used, rotated by 45 degrees on both the x  and y axes to 

improve dispersive behaviour for the axial resonances. The mesh seed (start) 

point will be placed within the thinnest tube in the model, to ensure the 

geometry can be properly meshed (occasionally the 3D mesh will refuse to 

enter a tube if the diameter is too small, instead generating boundary nodes). 

7.4.4. Impulse Responses 

 

One of the most useful functions of APEX is its ability to predict the first 

four formant positions of the concatenated cylinder tracts by mathematical 

analysis. This makes checking the validity of the models trivial. 

Additionally, to aid identification of the modal positions it was found that by 

setting all tract walls to reflection coefficients of 1 (perfect reflection), the 

formant bandwidths became artificially reduced, and a spectrum of higher 

Fourier transform resolution could be used.  

Figure 7.4.4, Figure 7.4.6 and Figure 7.4.8 with their associated values in 

Figure 7.4.5, Figure 7.4.7 and Figure 7.4.9 demonstrate the correlation 

between the mathematically calculated formant positions and those found in 

the simulation. This does not necessarily mean the model is an accurate 

model of tract physiology. Rather, that the RoomWeaver model is an 

accurate representation of the APEX data. 
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/A/ Tract Model: (see Figure 7.4.2) 
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Figure 7.4.4: Spectrum of Concatenated Cylinder Model of /A/ 

 
Formant APEX 

Calculation (Hz) 

Recorded Value 

(Hz) 

Mode Position 

Error (%) 

1 668 665 0.45 

2 1115 1130 -1.35 

3 2644 2648 -0.15 

4 3248 3017 7.11 
Figure 7.4.5: Concatenated Cylinder Mode Positions for /A/ 
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/o/ Tract Model: (see Figure 7.4.3) 
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Figure 7.4.6: Spectrum of Concatenated Cylinder Model of /o/ 

 
 

Formant APEX 

Calculation (Hz) 

Recorded Value 

(Hz) 

Mode Position 

Error (%) 

1 479 498 -3.97 

2 868 943 -8.64 

3 2384 2479 -3.98 

4 3105 2783 10.37 
Figure 7.4.7: Concatenated Cylinder Mode Positions for /o/ 

 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



  
- 108 - 

/i/ Tract Model: (see Figure 7.4.1) 
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Figure 7.4.8: Spectrum of Concatenated Cylinder Model of /i/ 

 
Formant APEX 

Calculation (Hz) 

Recorded Value 

(Hz) 

Mode Position 

Error (%) 

1 269 258 4.09 

2 1892 1898 -0.32 

3 2304 2273 1.35 

4 3007 2818 6.29 
Figure 7.4.9: Concatenated Cylinder Mode Positions for /i/ 

 

The error percentages for each model are quite erratic, and not much can be 

drawn from them. It is however apparent that the fourth formant error is 

typically higher than that of the first three by 3-4%. This is not unexpected 

considering the increased effect of dispersion as frequency increases. 

7.4.5. Convolution 

As with the MRI tracts (see section 7.3.8), audio examples provide perhaps 

the best means of assessing the quality of vowel synthesis. The impulse 

response of each APEX model was convolved with an EGG specific to that 

particular vowel shape. The results were strikingly effective, producing 

believable vowel sounds although the results sound particularly ‘nasal’ (as 
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one might sound with a cold or blocked nose). This can easily be attributed 

to the lack of a nasal tract in the model. 

The convolution of tract shapes /A/ and /i/ with corresponding EEGs are 

shown in Figure 7.4.10 and Figure 7.4.11 respectively. Note that the 

frequency response is considerably more modulated in amplitude than those 

of Figure 7.3.20 (MRI /A/) and Figure 7.3.22 (MRI /i/). 
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Figure 7.4.10: APEX /A/ Impulse Response Convolved with EGG 
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Figure 7.4.11: APEX /i/ Impulse Response Convolved with EGG 

 
 
 
 
 
 
 



  
- 110 - 

7.5. Comparison of MRI and APEX 

 

Comparison of Figure 7.4.10 with the convolution of the MRI tract version 

(Figure 7.3.20 – using the same EGG, shown in Figure 7.3.19) reveals a 

considerable difference in the impact that the impulse response has upon the 

EGG signal. In fact, the APEX simulation results in a spectrum far more similar 

to the audio recorded during EGG capture (Figure 7.3.21) than the MRI 

simulation. This certainly comes as a surprise, since the concatenated tube 

model is fundamentally intended as an approximation to the tract physiology. 

Here the cylindrical model seems to have outperformed it, using the same 

source model and reflection coefficients. This behaviour is entirely unexpected 

and unfortunately quite difficult to justify. It is conceivable that the MRI-data 

based models are not appropriately representative of the vocal tract, because of 

flaws in the data or difficulties caused by the long MRI capture times. The 

validity of the MRI data is discussed further in section 8.1. 

Modelling the vocal tract as a series of cylinders is well established and trusted 

as a paradigm. It is possible that there are elements of these models that are 

particularly fitting to reproducing voice, such as the sharp corners of the tube 

cross-section discontinuities affecting high frequency performance. 

MRI and APEX models are each better suited to different applications. While 

MRI models could potentially offer high precision description of tract behaviour 

and cross-tract nodes, the APEX models might offer more realistic voice 

reproduction at a lesser computational cost. 
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7.6. The Effect of Increased Dimensionality 

 
To observe whether three-dimensional modelling provides a considerable 

improvement over modelling in one or two dimensions it is desirable to 

simulate the same model with one and two dimensional waveguide meshes. 

While not possible within RoomWeaver, Jack Mullen’s software VocalTract[6] 

allows both one-dimensional and two-dimensional simulation of concatenated 

tubes. It is possible to use the same cylinder cross-sectional areas, and 

bandwidth-limited input used for the 3D APEX tube simulations within 

VocalTract. VocalTract then outputs impulse responses for each simulation, 

which can be convolved with downsampled versions of the EGG from the 

original APEX tube simulations. The cylindrical model for /i/ was chosen for 

this test as the 3D model offered what was perceived as the most realistic 

reproduction of voice. 

Spectrums of the EGG convolution with one, two and three dimensional digital 

waveguide mesh models are presented below: 
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Figure 7.6.1: One Dimensional Cylinder Model of /i/ 
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Figure 7.6.2: Two Dimensional Cylinder Model of /i/ 
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Figure 7.6.3: Three Dimensional Cylinder Model of /i/ 

 
 

The differences between the three models are clear, and there are obvious steps 

in realism between the audio convolutions. As the dimensionality increases, the 

spectral impact of the formants becomes increasing apparent. This manifests 

itself as a more realistic vowel. It is interesting to compare the formant positions 

suggested by Figure 7.3.9 with the responses of Figure 7.6.1, Figure 7.6.2 and 

Figure 7.6.3. The first two formants of Figure 7.6.3 are almost precisely where 

expected (~303Hz, ~2172Hz from Figure 7.3.9). This accounts for the realistic 

nature of the vowel. It is interesting to observe that with increasing 

dimensionality the second formants tend to move closer to the intended position. 

This appears to demonstrate that a three-dimensional model allows for more 

precise positioning of the second formant. This is a very exciting prospect for 

further study, but unfortunately lies outside the scope of this project.  
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8. Conclusions 



  
- 114 - 

8.1. How Valid are the Models? 

There are several issues that bring the validity of the MRI models into question: 

 

• Incomplete Modelling 

 

Fundamentally, these models are incomplete. It is unreasonable to presume 

that convolving the tract impulse response with a source model alone will 

yield behaviour typical of the vocal tract.  There are other factors heavily 

affecting the frequency response which should not be overlooked, such as 

lip radiation and wall losses as discussed in section 6.4  

Unfortunately little is still known about the reflective behaviour of the tract 

walls. It is possible to assign reflection coefficients in some way 

representative of tract physiology of to the surfaces of the model, however 

this is a considerable simplification and will have an impact upon the 

accuracy of the model. Brutel-Vuilmet et al[18] describes the response of the 

viscous and thermal losses within the tract. These are significant, and 

without a fully impedance-mapped model the reflection coefficients provide 

the only means of modelling them.  

Throughout the project, 3 reflection coefficients are used, one for the tract 

walls, one for the glottal base and one for the mouth base. While this is 

reasonable it does not take into account the effect of changing behaviour at 

different positions in the tract. For instance the absorption / reflection of the 

tongue root cannot be assumed to be the same as the nasopharyngeal port. In 

the same way it is unreasonable to apply the same reflection coefficients to 

the corresponding parts of the model. Without comprehensive data 

regarding tract behaviour, and with the current limitations of finite-

difference schemes assuming uniform, isotropic mediums, it is difficult to 

further embellish these aspects of the model. 
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The question must, however be raised as to why the APEX concatenated 

cylinder model is so successful while using the same reflective parameters, 

and lacking the same additional features as the MRI model.  

 

• MRI capture times 

 

As explained in section 6.5, acquisition of MRI data can take up to 40 

seconds. It is impossible for the average subject to maintain a voiced vowel 

sound for the duration of the recording. During data capture the subject 

voiced the vowel for as long as possible, then attempted to maintain the tract 

position during breathing. It is highly likely that the tract changes shape 

during this transition. The tongue particularly is thought to fall backwards. 

This means the MRI scans are not necessarily accurate representations of the 

tract physiology, although they should come close. 

 

• Using Static Data Alone 

 

As described in section 6.6, the movement of the vocal tract during vowel 

formation is considerable and greatly influential in the sound produced. The 

models produced here are entirely based upon static MRI data meaning finer 

movements of the tract are lost. This however should be of little influence at 

lower frequencies. Additionally, it should not affect the MRI and APEX 

models differently, again illuminating the complex disparity between the 

two modelling methods. 

 

• The Nasal Tract 

 

The most obviously lacking element of these models is the nasal tract. The 

MRI models used don’t include a nasal tract, nor does APEX produce data 

regarding tract cross-section. This is unfortunate as from the APEX cylinder 



  
- 116 - 

models especially the lack of a nasal tract is obvious in the audio examples 

(the recordings sound like the subject has a cold). It would not be difficult to 

attach a nasal tract to either model, and the results could be interesting. 

 

Aside from these issues it is difficult to pinpoint anything fundamentally wrong 

with the MRI tract model alluding to its weaknesses when compared with the 

APEX model. The MRI RoomWeaver models appear as expected and boast 

area functions roughly characteristic of their concatenated tube equivalents 

(although it should be noted that the pharynx tubes of the MRI tracts are 

considerably further contracted than in the case of the APEX cylinders). 

 

 

8.2. Does Three-Dimensional Synthesis Offer an 

Improvement Over Lower Dimensionality Methods? 

 

In increasing the dimensionality of the waveguide-mesh representation of the 

vocal tract physiology the fundamental aim was improved reproduction of the 

geometry and therefore an improved acoustic model of the tract as a resonator. 

It is reasonable to confirm that the MRI models here provide this, they are 

undeniably a closer match to the tract physiology than concatenated cylinder 

models. A more interesting question is that of perception. With so many facets 

of the physical model missing in both approaches, it is possible that the slightly 

contrived structure of concatenated cylinders offers an influence to the 

frequency response that is not offered by the MRI models. The sharp angles 

between cylinder connections for example might manipulate the high frequency 

in such a way as to increase the ‘realism’ of the resultant sound. 

Of more interest is perhaps the variation in realism found between one, two and 

three dimensional models of the concatenated tube models as found in section 

7.6. This demonstrates that use of a higher dimensionality mesh leads to more 
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accurate formant positioning (at least for the first two formant positions, as 

demonstrated here). 

Whether three-dimensional simulation offers a true improvement over its two-

dimensional counterpart is determined by the intended purpose of the model. A 

dynamic voice synthesizer certainly has little to gain from increased 

dimensionality because of the prohibitive computational cost. Instead it would 

likely benefit more from pinpointing key spectral influences outside tract 

geometry (such as lip radiation, a nasal tract and perhaps acoustic coupling) and 

integrating these with a more basic resonator model. By contrast a full three-

dimensional MRI-based model should be a fundamental requirement of a 

system used to investigate tract behaviour in depth. 

 

8.3. How Important is the Source Model? 

 

There are two elements to source modelling here, the source waveform and the 

source physiology. As discussed previously (section 6.3), source waveforms are 

particularly subjective, although we can speculate on how appropriate they are 

here. Inverse filtering as a process typically removes modal patterns in a limited 

way, formants are reduced/removed but notches and other elements of the tract 

response remain. Inverse filtered sources are therefore suited to lower model 

dimensionality. EGGs (Electroglottograms – see section 6.3) are preferable in 

this respect as they are a representation of the glottal movement itself, and thus 

unaffected by the nature of the tract model. The concern with EGGs is that the 

waveforms describe glottal contact/opening, rather than pressure variation. The 

two can be considered to be equivalent, although this would demand serious 

consideration in a more detailed model. 

The physiological model of the source is a far more complicated issue. Within 

this project impulse responses are taken by positioning a low-pass filtered 

impulse at the glottal end of each model. The resultant impulse response is 
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perfectly valid for obtaining the frequency response of the tract. As described in 

section 7.3.2 this point source is not necessarily indicative of the manner in 

which the tract is excited. It does however provide the characteristic spectrum of 

the tract, and a reasonable source model, without straying into the further 

complication of acoustic coupling. 

 

 

8.4. Is 3D Real-Time Synthesis using MRI models 

Feasible? 

 

In its present form, real-time synthesis using the three-dimensional digital 

waveguide-mesh is not feasible. The computational demand generated by the 

high mesh sampling rates is excessive for commercial processors. Realistically, 

the only possible routes towards facilitating the three-dimensional mesh in real-

time are distribution of the processing work, or developing variable mesh 

sampling rates. Both of these are concepts already implemented in finite-

element modelling[21]. Whether they can be adapted to finite-difference schemes 

remains to be seen. 
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9. Further Work 
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9.1. What Next? 

This project has barely scratched the surface of the capabilities of the three-

dimensional digital waveguide-mesh as it can be applied to the vocal tract. 

Many additional features could be added and explored, as follows. 

 

9.2. Nasal Tract 

Easily the most fundamental flaw in both the APEX and MRI models is the lack 

of a nasal tract. This goes some way to explaining the shortcomings of the 

APEX model, and illuminates a concerning lack of study in this area of 

increasing importance. A nasal tract would not be difficult to add to either the 

APEX or MRI models, the only question arising from how best to combine the 

two separate resulting impulse responses.  

 

9.3. Improved MRI Models 

 
As described in section 7.3.1, the MRI models consist of around 30 mid-sagittal 

slices with 100 data points on each. One way of improving the accuracy of the 

models would be to increase the number of slices. While technically making the 

models more accurate this is unlikely to significantly improve the performance 

of the simulations. It might however be useful for fine-tuning high definition 

models. 

Another more obvious improvement to the MRI models would result from a 

reduction in capture times (or an alternative technique offering reduced capture 

times). This would help to improve the precision of the models. 
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9.4. Dispersion 

 

Dispersion is an unavoidable aspect of finite-difference schemes. The best 

approach is to instead consider how the effect can be compensated. Current 

work into offline correction of frequency-dependant dispersion is ongoing. It 

would be interesting to investigate whether any element of this correction could 

be carried out in real-time, or close to it. 

 Direction-dependant dispersion is far more difficult to deal with. The dispersive 

behaviour of different mesh topologies has been investigated (both here, and 

especially [22]), and it will be interesting to observe how application of these 

meshes within RoomWeaver affects the performance of the models. 

9.5. Frequency Sensitive Materials 

 
Reflection / absorption within the tract model is not uniform at all frequencies. 

Implementing frequency sensitive materials / surfaces would require active filter 

components at all boundary nodes, at considerable computational cost. This 

would be of interest to a complete, detailed model of the tract but not to a real-

time synthesis implementation. Frequency sensitive boundaries are yet to be 

implemented in RoomWeaver. 

 

9.6. Encoding EPG / EMA Data 

 

It would be interesting to investigate whether EPG and EMA data 

(Electropalatography and Electromagnetic Articulography – see section 6.6) 

could be encoded in a simple dynamic model (at lower dimensionality if 

required) to observe the effect of continuous tract movement upon resonant 

behaviour. 
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9.7. Source Modelling 

The issue with source modelling from the perspective of tract modelling is that 

it is not integrated. The source/filter theory of articulatory tract modelling has 

lead to separation of the two elements of the model. While this has helped work 

to be focussed in either direction, research into modelling the interaction of 

source and tract (acoustic coupling) has been neglected. This could be 

significant and requires serious consideration. 

Another less time-demanding yet useful investigation would be to vary the 

source shape within RoomWeaver. It would be fascinating to observe how the 

tract responds to different forms of excitation. 

 

9.8. Impedance Mapping of the Boundary Effect 

 

The impact of the boundary region upon the tract high-frequency response is not 

yet properly understood. A proper investigation of the phenomena would be 

valuable, however probably best approached using finite-element schemes since 

it is commonly encountered and handled in CFD (computational flow 

dynamics) calculations. There is some capacity for modelling the effect using 

impedance mapping. Mullen[6] used a bell curve mapping of impedance across a 

two-dimensional waveguide-mesh to approximate reflective behaviour of a two-

dimensional slice of the vocal tract. A similar approach could be used within the 

static tract to approximate reflective behaviour within the boundary region, and 

other turbulent phenomena if desired (turbulent flow, glottal flow). This would 

sacrifice computational savings from using minimised forms of the scattering 

equations (and so loses any application to the dynamic mesh), but it could be an 

interesting avenue to explore non-laminar flow without straying into finite-

element modelling.  
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9.9. Locally Improved Mesh Density 

Another advantage that finite-element modelling boasts over its finite-difference 

equivalent is the introduction of localised mesh-density increases (such as [21]). 

This could be a crucial addition to the three-dimensional mesh as we use it here. 

Having a flexible density mesh would allow the velar constrictions of the MRI 

models to be accurately described, without requiring the same high mesh 

density in larger parts of the model. This would keep the computational demand 

of the system down, and potentially allow the three-dimensional mesh model to 

run in real-time. Whether variable mesh density can be implemented using 

finite-difference methods remains to be seen. 
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11. Appendices 
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11.1. Scaling Factor Look-Up Table 
 
 Room Temperature: 20.03

Feature Speed of Sound at Room Temperature: 343.00

Scaling Factor Speed of Sound (m/s) Air Temperature (°C)  

5.00 1 715 7 058 

10.00 3 430 29 051 

15.00 5 145 65 706 

20.00 6 860 117 024 

25.00 8 575 183 003 

30.00 10 290 263 645 

35.00 12 005 358 949 

40.00 13 720 468 914 

45.00 15 435 593 542 

50.00 17 150 732 832 

55.00 18 865 886 784 

60.00 20 580 1 055 399 

65.00 22 295 1 238 675 

70.00 24 010 1 436 613 

75.00 25 725 1 649 214 

80.00 27 440 1 876 477 

85.00 29 155 2 118 401 

90.00 30 870 2 374 988 

95.00 32 585 2 646 237 

100.00 34 300 2 932 148 

150.00 51 450 6 597 675 

200.00 68 600 11 729 412 

400.00 137 200 46 918 465 

500.00 171 500 73 310 255 

1000.00 343 000 293 241 841 

2000.00 686 000 1 172 968 182 

5000.00 1 715 000 7 331 052 574 

10000.00 3 430 000 29 324 211 113 
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11.2. Early Mode Positions for Test Container 
 

Nx Ny  Mode f  Nx Ny  Mode f 
1 0  971  1 1  4360 
2 0  1943  2 1  4673 
3 0  2914  3 1  5153 
4 0  3886  4 1  5759 
5 0  4857  5 1  6454 
6 0  5829  6 1  7214 
7 0  6800  7 1  8019 
8 0  7771  8 1  8858 
9 0  8743  9 1  9721 

10 0  9714  10 1  10603 
         
0 1  4250  1 2  8555 
0 2  8500  2 2  8719 
0 3  12750  3 2  8986 
0 4  17000  4 2  9346 
0 5  21250  5 2  9790 
0 6  25500  6 2  10306 
0 7  29750  7 2  10885 
0 8  34000  8 2  11517 
0 9  38250  9 2  12194 
0 10  42500  10 2  12908 
         
1 1  4360  1 3  12787 
1 2  8555  2 3  12897 
1 3  12787  3 3  13079 
1 4  17028  4 3  13329 
1 5  21272  5 3  13644 
1 6  25518  6 3  14019 
1 7  29766  7 3  14450 
1 8  34014  8 3  14932 
1 9  38262  9 3  15460 
1 10  42511  10 3  16029 
         
2 1  4673  11 0  10686 
2 2  8719  12 0  11657 
2 3  12897  13 0  12629 
2 4  17111  14 0  13600 
2 5  21339  15 0  14571 
2 6  25574  16 0  15543 
2 7  29813  17 0  16514 
2 8  34055  18 0  17486 
2 9  38299  19 0  18457 
2 10  42544  20 0  19429 

 


