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Studies of expressive speech have shown that discrete emotions such as anger, fear,
joy, and sadness can be accurately communicated, also cross-culturally, and that each
emotion is associated with reasonably specific acoustic characteristics [8]. However,
most previous research has been conducted on acted emotions. These certainly have
something in common with naturally occurring emotions but may also be more in-
tense and prototypical than authentic, everyday expressions [6, 13]. Authentic emo-
tions are, on the other hand, often a combination of different affective states and
occur rather infrequently in everyday life. They are, moreover, often restricted to
only a few emotions, such as joy or frustration [3, 5, 7]. In the CHIL project, we are
interested in acoustic emotion recognition in two of the given scenarios: the Socially
Supportive Workspaces and the Connector agent. In the first one, we want to monitor
people attending a lecture to give the speaker feedback on the attentive states of the
audience; are they positive and laughing, ignorant and bored, or negative and irri-
tated? In the Connector scenario, in which somebody tries to reach a person on the
phone via the Connector agent, it is of interest to know whether the caller is starting
to show some frustration. Since there was no relevant CHIL material recorded and
available for our research, we decided to use two other corpora that we considered
to be rather close to what we needed. They are recorded in similar circumstances
and environments as the CHIL scenarios. For the Socially Supportive Workspaces,
we used a corpus of small-group interaction collected at CMU and known as the ISL
Meeting Corpus [2]. For the Connector agent, we used a database from the Swedish
telephone service company Voice Provider that contains recordings of people inter-
acting with automatic voice response centers [12]. The emotional context of the ISL
Corpus is human-human interaction and the emotions conveyed are mainly positive,
often associated with laughter. The emotional context of the Voice Provider Corpus
is human-machine interaction. The emotions are rather rare and mostly negative due
to frustration with the performance of the automatic voice response system. Thus,
both databases contain authentic and not acted emotions in settings similar to the
CHIL scenarios we want to explore. However, their diverse contexts make the task
for the emotion recognizer quite different. In the following, we will first describe
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work within the Socially Supportive Workspaces scenario, and then we will discuss
the work with the Connector agent scenario.

10.1 Emotion Recognition for the Socially Supportive
Workspaces Scenario

In Section 10.1.1, the ISL Meeting Corpus is presented. In Section 10.1.2, a num-
ber of emotion recognition systems are described, while Section 10.1.3 presents the
results of our experiments.

10.1.1 The ISL Meeting Corpus

The ISL Meeting Corpus [2] consists of 18 meetings, conducted in English, with an
average number of 5.1 participants per meeting and an average duration of 35 min-
utes. The audio is of multichannel close-talk microphone 16 bit with 16-kHz quality,
recorded with lapel microphones. The corpus contains a large number of partici-
pants, including nonnative speakers, and care was taken to minimize the presence of
the same speakers in the training and test portions of the data. Annotation of emo-
tion was performed by identifying a closed set of emotionally relevant behaviors [9];
three annotators were asked to apply the resulting scheme to the entire corpus at the
utterance level. Subsequently, each annotator was asked to manually classify every
utterance as expressing one of NEGATIVE, NEUTRAL, and POSITIVE speaker valence,
potentially relying on their previous emotionally relevant behavior assignment. In-
terlabeler agreement on three-way valence, between the two annotators who agreed
the most, was κ = 0.68. A single valence assignment per utterance was produced
using majority voting; the experiments presented involve inference of the correct
emotional valence class for those 12,758 utterances for which a majority label ex-
isted (a majority did not exist for 0.8% of the utterances in the complete development
and evaluation data). For our purposes, this corpus was split into a development set
and an evaluation set, as shown in Table 10.1. Each set contained roughly the same
distribution of emotion classes. Finally, for tuning of parameters, the development
set was split into two subsets that were used for twofold cross-validation.

10.1.2 Emotion Recognizers for the ISL Corpus

This section describes a set of state-of-the-art emotion recognition systems. The first
five systems were designed in order to evaluate the performance of different feature
sets separately, using no knowledge of the prior distribution of classes. This facili-
tates comparison with other work. In a real application, it is advisable to combine
systems to improve performance. It would be reasonable to add a cost function to
weight the cost of different errors. However, in our case no cost function is given,
why we decided to use the maximum accuracy as our design criterion for the com-
bined systems. This will guarantee an equal or better performance than an all-neutral
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Development Set Utterances Percentage
NEUTRAL 6544 80.9
NEGATIVE 293 3.6
POSITIVE 1255 15.5
Total 8092
Evaluation Set Utterances Percentage
NEUTRAL 3671 78.7
NEGATIVE 151 3.2
POSITIVE 844 18.1
Total 4666

Table 10.1. The distribution of emotion categories for utterances as decided by majority voting
from listeners for each set in the ISL Meeting Corpus.

classifier. It will also be conservative in the sense that a non-neutral emotion is biased
to be classified as neutral rather than a neutral one being classified as non-neutral. A
typical application using these detectors should switch from its default state and take
an appropriate action when a non-neutral emotion is detected. However, if a non-
neutral emotion is falsely detected, this response is probably more inconvenient than
a neutral response to a non-neutral emotion. This is the motivation for our choice of
a conservative detector. The combined systems are constructed using multiple least
mean square (LMS) regression, where the log-likelihoods from each individual clas-
sifier serve as input and training labels as output. Details regarding these systems are
found in [12].

System 1: GMM/MFCC. thirty-nine standard MFCCs, with 24 Mel filters in the 300-
8000-Hz region calculated every 10 ms with a 25-ms window. We also used
RASTA processing. The features were modeled by a GMM with 512 Gaussians
for each emotion.

System 2: GMM/MFCC-LOW. A Mel-filter bank in the 20-300-Hz region was used
in order to model prosody. These features were computed in the same way as the
MFCCs in System 1 except that a 64-ms window was computed every 25 ms.
These features were modeled by GMMs with 512 Gaussians.

System 3: GMM/Pitch. The algorithm for pitch tracking uses the average magnitude
difference function (AMDF). Pitch was extracted on a logarithmic scale and the
utterance mean was subtracted. Also, delta features were added. These features
are modeled with GMMs using 64 Gaussians.

System 4: Trigrams of words and human noises. In this case, we used average log-
likelihoods of trigrams, computed from manual orthographic transcriptions.
Only human noises and words from human transcriptions were included.

System 5: Naive laugh detector. A naive laugh detector was implemented as fol-
lows: If the utterance contained laughter, as specified in the manual orthographic
transcription, then the utterance was labeled as positive; otherwise, it was neu-
tral.

Combined systems. The output from several systems was combined using multiple
linear regression. The transform matrix was estimated on the training data of
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the development set. Three combined systems were compiled. The first used the
output from all three acoustic classifiers, the second also used the trigrams, and
the third used the naive laugh classifier instead of the trigrams.

10.1.3 ISL Emotion Recognition Results

Systems 1-5 used no information of the prior distribution of the emotion classes.
These systems were therefore evaluated using average recall, defined as the equally
weighted mean of the recall rate for all classes. These results are shown in Fig. 10.1.
The results of the combined systems optimized for maximum accuracy given the
priors of the emotion classes are shown in Table 10.2, along with the naive laugh-
ter detector for comparison. These results were presented at the spring 2006 CHIL
Emotion Recognition Evaluation. See Section 10.3.1 for a discussion of the results.

Fig. 10.1. Emotion recall rates and average recall for systems 1-5 for the ISL Meeting Corpus.

System Accuracy
All-neutral 79%
Acoustic 82%
Acoustic + lexical trigrams 85%
Acoustic + naive laughter classifier 91%
Naive laughter classifier 91%

Table 10.2. Accuracy given the prior distribution of emotions, for combined systems and for
a naive laugher detector for the ISL Meeting Corpus. Accuracy for an all-neutral classifier is
included for comparison.
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10.2 Emotion Recognition for the Connector Agent Scenario

As found in the literature [1, 4], emotion in spoken dialogs is not limited to human-
human interaction but is also found in human-computer interaction. An important
aspect in human-computer interaction is the naturalness of the interface. By adopting
natural human-human interaction as a gold standard in spoken dialog systems, max-
imum efficiency and user satisfaction is assumed to be achieved. If the user shows
frustration or anger, it is likely due to communication problems; it may be due to a
recognition error, a dialog system inflexibility, or the user’s inability to use the ser-
vice. In these cases, an emotion recognizer may help the Connector agent generate a
proper response.

In Section 10.2.1, we describe the Voice Provider Corpus that we used for our
work on the Connector agent. Two emotion recognizers for this corpus are presented
in Section 10.2.2, and the recognition results are found in Section 10.2.3.

10.2.1 The Voice Provider Corpus

The speech material in this study is telephone speech recorded at 8 kHz by the
Swedish company Voice Provider, which runs more than 50 different voice-controlled
telephone services, such as timetable and pricing information, travel booking, and
postal services. The large majority of utterances are neutral (nonexpressive), but
some percent show frustration, often after misrecognitions by the speech recognizer.
Parts of this corpus has been used in other studies [10, 12].

Annotation

The utterances are labeled by an experienced, senior voice researcher into neutral,
emphasized, or negative (frustrated) speech. When labeling a speaker’s dialog, it is
at times obvious that the speaker is emphasizing, or hyperarticulating, an utterance
rather than expressing frustration. This is, however, not obvious without taking the
dialog’s context into account. Other emotions than frustration are very rare and there-
fore not meaningful to handle. Since the utterances are recorded in real-life telephone
services, the emotions expressed must be regarded as natural. This means that label-
ing them is not straightforward, since it is impossible to be sure which emotion (if
any) the speaker was expressing. However, our results below indicate that the anno-
tator’s decisions were consistent with some expressive content across all utterances.
Also, a subset of the material was labeled by five different speech researchers and
the pairwise interlabeler kappa was 0.75 - 0.80.

Description of the Corpus

The corpus consists of 20,807 dialogs with 61,078 utterances, giving an average
number of 2.9 utterances per dialog. The median is two utterances and the maxi-
mum is 206 utterances. The total proportion of neutral utterances is 96.1%, while the
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Development Set Utterances Percentage
NEUTRAL 38,229 95.8
EMPHATIC 685 1.7
NEGATIVE 977 2.5
Total 39891
Evaluation Set Utterances Percentage
NEUTRAL 20,445 96.5
EMPHATIC 370 1.7
NEGATIVE 372 1.8
Total 21,187
Total 61,078

Table 10.3. The distribution of emotion categories for utterances in each set of the Voice
Provider Corpus.

number of negative and emphatic utterances is 2.2% and 1.7%, respectively. Thus,
emotional utterances are rare in our data, which may be seen as an indication that
the recorded services work reasonably well. We have chosen to classify a dialog as
follows: NEUTRAL if all turns are neutral, NEGATIVE if one or more turns are neg-
ative, and otherwise EMPHATIC. The proportion of neutral, negative, and emphatic
dialogs as a function of the number of utterances is shown in Fig. 10.2. The negative
and emphatic dialogs account for a growing proportion of utterances up to dialogs of
three utterances, after which they decrease. This is most probably because the callers
become frustrated and decide to hang up. Note that the curves for NEGATIVE and
EMPHATIC are very similar. This indicates that when there is a problem, people will
either speak louder or get frustrated. Of the negative dialogs, 5% are always negative
and 12% start with a negative utterance. Longer connected sequences of negative
utterances are rare; 77% of the negative dialogs have one negative utterance, 51%
end with one negative, 11% end with two negatives and 4% end with three negative
utterances followed by hang-up, 35% become negative and calm down to neutral,
30% are preceded by an emphatic turn somewhere in the dialog, and 13% have an
emphatic utterance immediately before a negative utterance. Although there is a ten-
dency for users to hang up after getting angry, their behavior spans a wide range of
patterns. The utterances of the corpus was split into two sets for development and
evaluation (Table 10.3). The speakers’ identities were not known and the splits were
made between dialogs.

10.2.2 Emotion Recognizers for the Voice Provider Corpus

This section describes two emotion recognition systems. More details are found in
[11].

System 6: LDA. In this system, we calculate features frequently used for emotion
recognition. The features can be categorized into the following broad classes:
pitch, intensity, formants, voice source, and duration. For the first two categories,
we used minimum, maximum, mean, range, quantiles, slope, framewise delta,
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Fig. 10.2. Relative proportion of neutral, negative, and emphatic dialogs as a function of num-
ber of utterances per speaker. Since neutral utterances constitute 96.1% of all utterances, the
distributions are normalized as described in Section 10.2.1.

framewise delta-delta, standard deviation, the relative position of the minimum
and the maximum, and the percentage of frames with rise/level/fall. For pitch,
the quantiles, the standard deviation and the range of pitch were extracted after
first subtracting the average slope of pitch over the segments. The formant fea-
tures used are the mean, standard deviation, and median bandwidth for formants
1 to 4. The duration features are silence, mean duration, mean syllable duration,
and proportion of voiced frames. For the voice source features, the following
spectral approximations are used:
• Open quotient: F0 amplitude - 2nd F0 harmonic amplitude,
• Glottal opening: F0 amplitude - F1 amplitude,
• Amplitude of voicing: F0 amplitude,
• Rate of closure: F0 amplitude - F3 amplitude,
• Skewness: F0 amplitude - F2 amplitude,
• Completeness of closure: F1 mean bandwidth,
• Logarithmic approximative normalized amplitude quotient: F3 amplitude +

20*log (F0 mean).
In addition, jitter and shimmer were added to the voice source measures. Since
the LDA model is computationally inexpensive, a brute-force forward selection
scheme to find the most discriminative features was adopted. Essentially, each
feature was tested and the one that maximized average recall was kept in an in-
cremental way. Each part of the development set was used as training and testing
material in a crosswise fashion, resulting in two ranked lists of features. Finally,
a joint list was created, where the rank of each feature was calculated as the
weighted mean rank from the two lists. The feature order in the joint list was
then used to add features one by one in crosswise tests on the development set.
As the features were added incrementally, the number of necessary features was
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determined as the number where the maximum average recall was achieved. Fi-
nally, a LDA model was trained on the full development set using these features
and tested on the evaluation set.

System 7: GMM/MFCC+MFCC-LOW We use a 24 Mel-filter bank in the 300-3400
Hz range for capturing spectral shape and formants. In addition, a filter bank
in the 20-600 Hz region is used in order to model prosody. The latter MFCCs
are computed in the same way as the MFCCs in the higher frequency region
except that a 48 Mel-filter bank is used. This is followed by a cosine transfor-
mation and truncation to 12 dimensions. Each GMM has 512 Gaussians, and the
log-likelihoods of the GMMs for each MFCC set were combined using linear
addition.

10.2.3 Voice Provider Emotion Recognition Results

For the Voice Provider Corpus, we chose to do the experiments without taking the
prior distribution of emotional categories into account. Experiments using two-fold
cross-validation on the development set showed that it was difficult to distinguish
between the emphatic and the neutral class, and therefore these two classes were
merged. For System 6, the maximum average recall on the development set was
achieved with 19 features, listed in Table 10.4. The confusion matrices for System 6
and System 7 are shown in Table 10.5 and Table 10.6. Results for different feature
sets in System 6 are shown in Table 10.7, and results for each type of filter bank in
System 6 are shown in Table 10.8. These results are discussed in Section 10.3.2.

10.3 Discussion

In this section, the results of our various experiments on emotion recognition in two
CHIL scenarios are discussed. First, we address emotion recognition for human-
human interaction in the context of Socially Supportive Workspaces. Then we ad-
dress emotion recognition for human-computer interaction in the context of the Con-
nector agent scenario.

10.3.1 The Socially Supportive Workspaces Scenario

In this human-human interaction domain, automatic emotion recognition experi-
ments were conducted using the ISL Meeting Corpus. Experiments and observations
have led to the following tentative conclusions:

1. While 16.5% of participant contributions exhibit positive emotional valence,
only a small minority (3.4%) exhibits negative emotional valence; the remaining
80.1% of participant contributions are considered neutral by a labeler majority.
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1 mean delta-delta F0
2 mean delta intensity
3 mean delta F0
4 logANAQ
5 mean delta-delta intensity
6 fraction F0 rise
7 syllable mean duration
8 relative intensity max. position
9 silence mean duration

10 F1 std.
11 F4 bandwidth median
12 fraction voiced
13 fraction intensity rise
14 F3 mean
15 F1 mean
16 intensity range
17 F2 mean
18 intensity quantile 5
19 F2 bandwidth median

Table 10.4. Ranked list of the best discriminative features, estimated on the Voice Provider
Corpus development set.

System 6: LDA
Neutral Negative

Neutral 0.73 0.27
Negative 0.20 0.80

Table 10.5. Confusion matrix for system 6, evaluated on the Voice Provider Corpus.

System 7: GMM/MFCC+MFCC-LOW
Neutral Negative

Neutral 0.87 0.13
Negative 0.22 0.78

Table 10.6. Confusion matrix for system 7, evaluated on the Voice Provider Corpus.

2. MFCC-LOW features, based on a 20-300-Hz filter bank, together with their first-
and second-order differences, led to an average recall classification rate of 46%
in the context of a GMM log-likelihood ratio classifier — similar to that of stan-
dard MFCC features; both feature sets outperformed utterance-normalized pitch
and delta pitch. These experiments suggest that there exists as much emotion
information in the 20-300-Hz region as in the 300-8000-Hz region.

3. Lexical features (words, word fragments, and nonverbal vocalizations) from
manual transcription, in the context of a trigram log-likelihood ratio classifier,
led to an average recall of 57%. It was shown that the recall of negative valence
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Feature Set Average Recall Neutral Recall Negative Recall
Pitch 0.68 0.70 0.67
Intensity 0.72 0.66 0.77
Voice source 0.74 0.70 0.78
Duration 0.69 0.73 0.65
19 Best 0.76 0.73 0.80

Table 10.7. Detailed results for system 6, evaluation set.

Filter Bank Average Recall Neutral Recall Negative Recall
MFCC 0.80 0.85 0.75
MFCC-LOW 0.83 0.85 0.81
Combined 0.83 0.87 0.78

Table 10.8. Detailed results for system 7, evaluation set.

was 55% and that the rates for the other emotions were also higher than random
(33%).

4. Combination of the MFCC, MFCC-LOW, and pitch GMM likelihoods led to an
accuracy of 82%, which is 3% higher than choosing the majority class. Note
that the recall for the positive class for this combination was 30%. Adding lexi-
cal trigrams further improved accuracy, to 85%. However, a combination of the
acoustic classifiers and the naive laugh detector did not perform better than a
naive laughter detector by itself.

5. Reliance on the presence of transcribed laughter alone led to the highest classi-
fication accuracy observed, at 91%.

10.3.2 The Connector Agent Scenario

In the Connector agent experiments, we used the Voice Provider Corpus. While nat-
urally occurring emotions are usually spare, the large amount of utterances ensured
enough emotional material for our study. In this human-computer interaction do-
main, we tested an LDA-based system and a system based on GMMs using two
different spectral inputs. The results in Section 10.2.3 led to the following observa-
tions:

1. For the LDA-based classifier, the voice set (voice source and formants) per-
formed best, followed in order by the intensity, the duration, and the pitch sets.
The order may be seen as an indication of how sensitive, the respective feature
sets are to anger; the more sensitive the better the classification. However, the
best 19 features were better than each of the four broad class feature sets.

2. Frame-based delta and delta-delta measurements of pitch and intensity were
found among the highest-ranked features in the LDA-based system.

3. MFCC-LOW features performed as well as standard MFCC features; the first
yielded an average recall of 83% and the second an average recall of 80%. These
recall rates were achived using GMMs.



10 Emotion Recognition 105

10.4 Conclusion

This chapter has explored the applicability of emotion recognition within the broader
CHIL context. We have argued that successful recognition of emotional state is pred-
icated upon the anticipated range of emotional expression and that the latter is a
strong function of the intended application scenario. Research under CHIL has there-
fore been guided by the potential for technology deployment in specific CHIL ser-
vices; we have chosen to focus on naturally occurring human-human interaction, as
observed in meetings and (interactive) seminars, and on naturally occurring human-
computer interaction, as observed in telephony services. Based on these studies, we
believe that it is possible to recognize emotions with reasonable accuracy in these
contexts.
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