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Abstract 
 

When the acoustic signal is weak or disturbed, normal hearing people as 
well as hearing impaired make use of visual information as a support for 
their interpretation of the speech. Thus, a talking head could be of great 
support for the hearing impaired when engaged in speech activities 
where no visual information is available, such as a telephone 
conversation or when listening to an audio book. SynFace, a talking head 
developed at the Royal Institute of Technology, is an application where 
the lip movements are driven by the acoustic signal and synchronized 
with the speech. Thus, it could be a valuable support since it provides 
sufficient visual information. The purpose of this project is to find an 
error metric that could be used to predict the visual intelligibility gain 
when using the SynFace application. The metric is based on visual 
similarity among Swedish vowels and consonants, respectively. The 
perceptual distances were established in an experiment where normal 
hearing subjects watched silent movie clips where nonsense words were 
presented by a synthetic as well as a natural face. Error metrics were 
calculated for three different networks using frame-by-frame 
comparison, where the perceptual distances were used as weights for the 
phoneme recognition errors. The calculated error metrics were then 
mapped to intelligibility in regard to SRT (Speech Reception Threshold) 
reduction in noise. A linear relationship between the performance of the 
network and the SRT levels was found. 
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Sammanfattning 
 

När den akustiska signalen är svag använder så väl normalhörande som 
hörselskadade personer visuell input för att tolka vad som sägs. Ett 
”talande ansikte” skulle därför kunna vara ett stort stöd för 
hörselskadade när de är involverade i talaktiviteter där visuell 
information inte finns tillgänglig, som till exempel när de pratar i telefon 
eller lyssnar till en ljudbok. SynFace, ett talande ansikte utvecklat på 
Kungliga Tekniska Högskolan, är en applikation där läpprörelserna drivs 
av, och är synkroniserade med, en talsignal. SynFace kan alltså erbjuda 
visuell information i situationer där visuellt input normalt sett saknas och 
kan således vara till stor hjälp för personer med nedsatt hörsel. Syftet 
med det här projektet är att ta fram ett felmått som kan användas till att 
förutsäga hur stor hjälp en person har av SynFace, det vill säga, hur 
mycket SynFace bidrar till att öka uppfattbarheten. Felmåttet baseras på 
visuella likheter mellan svenska vokaler respektive konsonanter. Genom 
ett experiment där normalhörande personer fick titta på korta ljudlösa 
filmklipp där nonsensord presenterades av såväl ett naturligt som ett 
animerat ansikte kunde värden för det perceptuella avståndet mellan 
olika fonem uppskattas. Ett felmått beräknades för tre olika nätverk där 
fonemigenkänningsfel viktades utifrån värdena för de perceptuella 
avstånden. Felmåtten mappades därefter till SRT (Speech Reception 
Threshold) reducering i brus. Ett linjärt samband mellan nätverkets 
prestanda och SRT-nivån kunde konstateras. 
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1 Introduction 

That people who are deaf and hard of hearing use lip reading to access acoustic 
information has been well known for quite some time (Massaro, 1998). But they 
are not the only ones that use lip reading as a valuable support. Also normal 
hearing people gain valuable information from lip reading. For example, poorly 
dubbed foreign films can be of great annoyance, as well can watching television 
if the audio signal is not synchronized with the picture on the screen. 

McGurk and MacDonald (1976) were among the first to show that the visual 
information has influence on the auditory perception. In their experiment the 
syllable [ba] had been dubbed on to lip movements for [ga]. When normal 
hearing adults reported what they were hearing their response was [da]. More 
recently, Massaro has also carried out a number of experiments showing that 
normal hearing people are greatly influenced by the visual speech. According to 
Massaro (1998) one modality does not dominate the other one. For example 
Massaro & Cohen (1990) showed, by synthesizing syllables in a five-step 
continuum along both auditory and visual dimensions, that both visual and 
auditory modalities contribute to the perception, where the least ambiguous 
source of information has the most influence on the judgement. 

As soon as the auditory signal is a little bit weak or disturbed, most people use 
lip reading as a support for their interpretation of the speech (Öhman & Salvi, 
1999). Therefore, the lip reading ability is already trained by most people, either 
directly or indirectly. Thus, using face gestures as visual code is of great 
advantage when trying to develop supportive applications for hearing impaired 
people. The purpose of the SynFace project is to develop such an application. 
The application consists of a synthetic face where the lip movements are driven 
by acoustic speech. 

1.2 Purpose and method 

When evaluating the quality of a synthetic face with an architecture similar to 
SynFace, there are two different aspects to consider (Siciliano, 2003b). The 
overall impression of the synthetic face is dependent on the automatic speech 
recognition (ASR) as well as on the articulatory performance of the face. In this 
project an attempt is made to combine these two aspects into one single error 
metric. The purpose is to find an error metric that could be used to predict the 
visual intelligibility gain when using the SynFace application. Since 
intelligibility testing is a tedious and very time consuming process it would be of 
great advantage if there was a scoring method predicting the performance of the 
application, taking both aspects into account. The idea is to find an error metric 
based on how much impact confusions between different phonemes in the 
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recognition have on the intelligibility. The hypothesis is that some confusions 
have more impact than others. For example if a /p/ is taken for a /b/ by the 
recognizer in SynFace, it will have much less impact on the intelligibility than if 
a /p/ is recognized as a /l/, since the lip movements for /p/ and /b/ are very similar 
but do not have much in common with the lip movements for /l/. The visual 
confusions of Swedish phonemes were therefore assembled in confusion 
matrices, where consonants and vowels were separated into different matrices. A 
confusion matrix gives results for all possible combinations of stimulus-
response. The matrices were created by carrying out an experiment where 
normal hearing subjects watched short silent movie clips containing visual 
speech including both a natural and a synthetic face (one of the faces used in the 
SynFace application). The task was to identify the correct phonemes by reading 
the lips. By comparing files generated by the SynFace application to original 
label files and applying the confusions from the experiment, the error metric was 
calculated. Finally, the error metrics were mapped to the intelligibility gain 
measured in SRT (Speech Reception Threshold) in noise.  

1.3 Definition of terms 

Following are definitions of a few terms used throughout the thesis that need a 
somewhat more profound explanation. 

1.3.1 Lip reading versus speech reading 

According to Jeffers & Barley (1971), lip reading is a term used for describing 
the process of gaining information about what is being said by watching the lips 
and facial expression. The term has been well established for a long time, but 
more recently many teachers and researchers have advocated the term speech 
reading instead. Speech reading connotes more explicitly the full process of 
reading speech movements, while lip reading implies only the observation of the 
lips. But in fact it’s not only the lips that supports the understanding of visual 
speech. Also, jaw and tongue movements, as well as facial expressions play an 
important role. For example, Greenberg & Bode (1968) showed that the speech 
reading performance is more accurate when the speaker’s entire face was shown 
as opposed to only the lips. However, in this thesis the term lip reading will 
mainly be used. Due to the computational complexity of implementing facial 
expressions in a real-time application, the focus in the SynFace project has been 
on realistic lip-, jaw-, and tongue-movements. Facial expressions are sparsely 
used. Thus, lip reading seems to be the most suitable term in this thesis. 

1.3.2 IPA versus SAMPA 

When referring to phonemes throughout the text, the IPA notation is used. 
However, due to technical limitations, the HTK-SAMPA alphabet is used in 
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some of the figures. The HTK-SAMPA is a modulation of the SAMPA alphabet 
constructed for use in HTK (a speech recognition toolkit). In appendix IV a table 
containing both the IPA and the SAMPA alphabet is found. 

1.3.3 Phonemes versus visemes 

The term visemes commonly occurs when discussing speech applications. A 
viseme is a group of phonemes that have very similar visual articulatory 
correlates (Beskow, 2003). Thus, the visemes are considered to be informative 
and distinguishable for the perceiver, but within the viseme confusions are 
expected. 

1.3.4 SNR versus SRT 

The SNR (signal-to-noise ratio) expresses the ratio between a signal and the 
background noise. SNR 0 indicates that the signal- and noise levels are equal. In 
intelligibility studies it is common to increase or decrease the noise level in the 
signal depending on the performance of the subject. The SRT (Speech Reception 
Threshold) is a measurement for what SNR corresponds to a specific 
intelligibility level (for example 50%). It is calculated by averaging the SNR 
over a number of trials (Hagerman & Kinnefors, 1995). 

1.4 Outline of the thesis 

The thesis begins with a review of the perception and lip reading of natural as 
well as synthetic faces. Thereafter, techniques to drive a synthetic face by an 
audio signal are reported, along with some results from intelligibility studies. 
The main focus is put on the development of the SynFace application. Included 
are also different findings related to the SynFace project. In chapter three the 
methodology of the study can be found, and in the subsequent chapters results 
and analysis of the results are presented. Also, shortcomings of the work are 
discussed. Chapter six offers the main conclusions as well as suggestions to 
future work. The thesis ends with acknowledgement (chapter seven) a reference 
list and appendix. 
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2 Theoretical Background 

Creating talking faces is an extremely cross-disciplinary task. Knowledge is 
required in areas such as human perception, signal processing, computer science, 
computer graphics and animation, artificial intelligence, and linguistics. The first 
part of this chapter covers some previous work investigating different methods 
for implementing a talking head synchronized to speech, as well as other theories 
and findings related to the talking face framework. The second part of the 
chapter focuses on the development of the SynFace application. 

2.1 Lip reading 

Among people with total hearing loss only a few master to understand speech 
fluently relying solely on lip reading. The acoustic signal contains information 
that can never be transferred using only visual perception, not even for a natural 
face. For example, lip reading does not provide any information of the activity of 
the vocal folds in the larynx (Summerfield, 1992). However, when combining 
the visual information with the appropriate acoustical signal, lip reading provides 
a basis for understanding for a majority of people. The individual differences in 
the ability to lip read are large though. According to Summerfield, in groups 
with homogenous hearing status and normal vision, the scores in sentences lip 
reading tests vary from less than 10% correct to over 70% correct. The reasons 
for this large variability have puzzled researchers and are an area of great 
interest. According to Green (1988), neither training nor experience can account 
for these large differences in lip reading skills that are found in both the group of 
hearing impaired and people of normal hearing. Also, Jeffers & Barley (1971) 
conclude that typical measures of education, training, experience, and 
verbal/language skills show little correlation with lip reading abilities. One 
explanation, suggested in several studies, is that lip reading skills are dependent 
on fast visual-neural processing (see Summerfield, 1990 for a review; Shepard et 
al., 1977; Samar & Sims, 1983). However, these findings have failed to be 
replicated (e.g. Rönnberg et al., 1989), and therefore the question remains 
whether the speed of the visual-neural processing is an explanation to superior 
ability in lip reading or not (Summerfield, 1992).  

But there is not only variability among people’s ability to lip read. Also, there 
is a variability in how easy different people are to lip read (Beskow et al., 2002). 
They suggest many factors that may affect the speakers’ readability, including 
the rate of speaking, amplitude and dynamics of the articulatory movements, 
orofacial anatomy of the speaker, presence of facial hair and so on. A synthetic 
face offers the possibility to isolate these factors, to investigate their relative 
contribution to readability. Beskow et al. (2002) studied what they called 
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articulation strength. It is a measure implemented “as a global scaling of the 
amplitude of the articulatory movements”. They found in an informal preference 
test with hearing impaired that the subjects preferred a slight over-articulation 
(on average 24% compared to default articulation strengths). Additionally, in a 
VCV(vowel-consonant-vowel)-test with normal hearing people there was a 
reduction in the intelligibility scores for consonants in rounded contexts when 
the articulatory strength was reduced by 25%. 

2.2 Intelligibility 

Several tests have been carried out to investigate the intelligibility gain when 
adding visual information, such as a natural or synthetic face, to speech. Studies 
conducted include hard of hearing persons as well as normal hearing.  

Already in early 1950s Sumby & Pollack (1954) showed that the 
intelligibility on word level improved when adding visual information to the 
audio signal in noisy environments. They found that the contribution of visual 
information to the speech functionally corresponds to an increase in the acoustic 
signal-to-noise ratio (SNR). 

MacLeod & Summerfield (1987) conducted a study using sentences presented 
for normal hearing people in a background of white noise, with and without a 
view of the talker’s face. They calculated the intelligibility as the difference 
between the SRT levels in the audio alone condition and the audiovisual 
condition. The audiovisual benefit averaged 11 dB. The study showed an 
increase in intelligibility when the talker’s face is visible compared to an audio 
alone condition. The audiovisual benefit among individuals highly corresponded 
to the performance in the visual-only condition, thus, according to MacLeod & 
Summerfield, indicating that audiovisual benefit is a measure of lip reading 
ability. 

Also, Massaro (1998) carried out a number of experiments, including one 
where natural audible syllables were presented together with synthetic visual 
speech for the same syllables. However, the visual and audible stimuli were not 
always congruent. The studies showed that the auditory source of information 
had a greater influence than did the visual. According to Massaro, the bigger 
impact of the auditory channel might partially be caused by poor quality in the 
visual speech synthesis in the study. 

Beskow et al. (1997) carried out a study where they showed an intelligibility 
gain among normal hearing people when adding a synthetic face to a natural 
voice. The test material consisted of VCV-combinations using Swedish 
consonants in a symmetric context, /a/ and /ɪ/. Since the subjects participating in 
the study had normal hearing, the audio signal was degraded by adding white 
noise. In the test, the signal-to-noise ratio was 3 dB. The audio-alone condition 
gave 63% correct responses, while adding a synthetic face increased the number 
of correct responses to 70%. A natural face gave an even higher number, 76% 
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correct responses. Beskow et al. also concluded that the visual mode is especially 
important for the front consonants (bilabials and labiodentals) since these 
phonemes received low auditory recognition but high audio-visual score. 

A similar study (Agelfors et al., 1998) investigated the support of a synthetic 
face for hearing impaired people. In the study, VCV-combinations in three 
different symmetric contexts, /a/, /ɪ/ and /ʊ/, were used. The mean hearing loss 
among the twelve people participating in the study was 88.4 dB. All of them 
were experienced hearing aid users and were allowed to adjust their hearing aid 
to a comfortable listening level during a training session. For the audio-alone 
condition (only a natural voice), the average score of number of correctly 
identified consonants was only 30%. When adding a synthetic face when 
listening to the natural voice the score increased to 55%, a significant 
improvement. When combining the natural voice with the natural face, the 
number of correct identified consonants increased to 58%. In addition to the 
VCV-combinations, the subjects were also tested for “every day sentences”. 
There were three keywords in each sentence, with the response given verbally. 
For the natural voice the number of correctly identified keywords was only 41%. 
When adding a synthetic face the score improved to 65% and when adding the 
natural face to 82%. 

The sentence part of the experiment was carried out once again in a second 
round, were mainly new subjects participated. Also, the two rounds differed in 
that the audio signal was filtered to telephone bandwidth to get test conditions 
closer to the intended use of the application. The results of this study gave a 
score for the audio-alone condition of 57% correctly identified keywords. For the 
synthetic face and the natural voice the score was 66% and for the natural face 
and the natural voice the score increased to 83%. 

2.3 Mapping techniques 

In the last two decades, lip modelling techniques have been an area for 
researchers. A number of different methods have been developed (Kakumanu et 
al., 2006). The different approaches range from display of pre-stored images 
(Kass et al., 1988, Coianiz et al., 1995) to attempts to simulate the muscles in the 
mouth region (Sifakis et al., 2006; Waters & Frisbie, 1995; Terzopoulos & 
Waters, 1990; Platt & Badler, 1981). The most suitable technique for an 
application like SynFace is a direct parameterisation approach (Beskow, 1997). 
In contrast to the muscle simulation approach, attention is only paid to the 
outside surface. Facial expressions are created by deforming the surface of the 
face by a set of observation-based parameters. One main advantage is that such a 
technique often demands only low computational complexity. 

Already in the beginning of the 1990s there were techniques proposed for the 
prospects of using an acoustic signal to drive a synthetic face. Summerfield 
(1992) states: “Real-time analysis of an accompanying speech signal can be used 
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to up-date the values of a limited set of acoustic parameters which can drive 
either a Hidden Markov Model or a neural net to generate sequences of visible 
articulatory configurations”. Among the first to develop such methods were 
Lewis & Parke (1987), Morishima et al. (1990), and Welsh et al. (1990). 

According to Kakumanu et al. (2006), work done up to this point in time on 
synchronizing lip movements to an acoustic signal could be divided into two 
major approaches. The first approach is to find acoustic parameters that 
thereafter are mapped to lip parameters by making use of key lip positions (e.g. 
visemes, action units, code words, and control parameters) or phonetic 
segmentation (Nakamura & Yamamoto, 2001; Pelachaud et al., 1996; Cohen & 
Massaro, 1993). According to Kakumanu, problems arise when using this 
technique because there is “no uniformly predictable simple correspondence 
between the phonetic-level acoustics and the commonly used visual units 
because of coarticulatory effects and the non-linear relationship between the 
phonetics of the produced speech and the perceived orofacial movements often 
influenced by prosody or mood”. Therefore, using a technique where an acoustic 
sequence is mapped to visual-phonetics units could result in less natural lip 
motion modelling because of loss of information.  

The other, and more recent, approach is to make use of direct mapping where 
sub-phonemic speech acoustics are mapped directly onto orofacial trajectories 
(Massaro et al. 1999; Hong et al., 2002, Tekalp & Ostermann, 2000, Öhman & 
Salvi, 1999). The trajectories could be modelled either by dynamic articulatory 
parameters or three-dimensional coordinates of facial points. Using this 
approach, some kind of machine learning method (e.g. a neural network) is 
applied where coarticulation is taken into account by looking at past and/or 
future frames. The drawback, according to Kakumanu, is that methods based on 
Time Delayed Neural Networks require computationally intensive training 
phases. Other drawbacks are also that it is difficult to make the application 
speaker independent since such a requirement demands a great amount of 
training data. Collecting material for training direct mapping requires much more 
effort than collecting a speech database for the training of phonetic 
segmentation. Also, there is a risk of instability and jerkiness in the trajectories 
when using direct mapping, as reported by Massaro et al. (1999) and Öhman & 
Salvi (1999). 

2.3.1 The problem of coarticulation 

One of the reasons why the task of mapping acoustics into visual facial 
parameters is so complicated is that the articulatory correlates of a phoneme 
essentially never look exactly the same. The visual execution of different 
phonemes, are for example dependent on speaker, the speaker’s mood, prosody, 
and not at least coarticulation. As Kakumanu (2006) has stated, when mapping 
acoustics to visual lip movements the process of integrating coarticulation is a 
substantial problem. Coarticulation refers to the process of how neighbouring 
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segments are influencing the current phonetic segment (Beskow et al., 2004). 
Beskow et al. refer to Lindblom (1983) when stating: “[Coarticulation] is the 
result of articulatory planning, inertia in the biomechanical structures of the 
vocal tract, and economy of production”. There are two types of coarticulation: 
backward, or carry-over coarticulation and forward, or anticipatory, 
coarticulation (Beskow et al., 2004). Backward coarticulation is the term used 
when articulation is affected by the articulation at some previous point in time, 
while forward coarticulation refers to the process where articulation is affected 
by articulations of segments yet not realized. This means that applications that 
do take forward coarticulation into account require a model where the system 
looks at future segments before being able to calculate the parameters for the 
movements at the current point in time. In real time applications such as 
SynFace, forward coarticulation poses a big problem, since only a very short 
delay could be accepted in the system. 

There are two main approaches to handle the problem of coarticulation. The 
control model handling the coarticulation could either be rule-based or data-
driven (Beskow et al., 2004). Beskow (1995) has developed a rule-based model 
where a target vector of articulatory control parameters is assigned to each 
phoneme. Coarticulation is handled by leaving some of the parameters for the 
target vector undefined in the first phase. The values for the missing parameters 
are inferred from the nearest segments using interpolation. The resulting 
trajectory is thereafter smoothed to fit into the articulatory pattern. Thus, even 
though the model is simple, it handles both backward- and forward 
coarticulation. However, the model is not fully sufficient for the SynFace 
application, because the model requires access to the full utterances before the 
coarticulation effects are calculated. Therefore, a rule-based control model which 
uses a finite time-window of articulation has been developed (Beskow et al., 
2004). This model uses a look-ahead window of 200 ms. 

Also, several data-driven (trainable) models have been subject to investigation 
during the development of the SynFace application (Beskow, 2004).  

2.3.2 Visemes 

There are some phonemes that are not possible to distinguish purely by sight, 
even in a natural face. These groups of phonemes can be put into visemes. That 
is, a group of phonemes that are considered to be significant and informative to 
the perceiver, whereas differences within visemes are not. Therefore, visual 
confusions within visemes are expected, whereas confusions between visemes 
are not. However, confusions between visemes do occur, mainly due to the fact 
that there are no sharp boundaries between phonemes and therefore the 
distinctions imposed are somewhat arbitrary (Massaro, 1998).  

The articulation in SynFace is based on visemes. That means that phonemes 
classified into the same viseme group have the same realization in the talking 
face. In table 2 the visemes for Swedish are found. 
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Table 1. The visemes for Swedish as used in the SynFace application. 

Swedish visemes:  
sil fil sp spk 
A: 
e: 
oe ox: ox oe: 
ae ae: 
O 
U u: 
a 
b m 
f v 
g 
p 
A0 

C j 
E e E: eh 
I i: 
u0 
N Q h k SJ 
S rd rn rs rt 
Y y: 
o: 
d n t 
uh: 
l rl r rx 
s 

2.4 The SynFace Application 

The roots of the SynFace application can be traced back to the TeleFace project 
at KTH (Beskow et al., 1997), which started in 1996. The idea was to develop a 
synthetic face mapped to an acoustic signal. The purpose was to evaluate the 
possibilities to give lip reading support to hearing-impaired people during for 
example a telephone conversation. Since hard of hearing people often rely on lip 
reading during a conversation, many find a telephone conversation awkward 
because of the lack of visual information. Many people with hearing 
impairments report they stop using the telephone when their hearing difficulties 
get worse (Agelfors et al., 2006). Evaluation showed that TeleFace was able to 
provide useful visual information for profoundly hearing impaired listeners 
(Agelfors et al., 1998). Because the favourable results of the evaluations of the 
TeleFace project, action was taken to develop a real time application, SynFace. 
Today, video technology could be used to solve the problem of how to gain 
access to visual information. However, video telephony requires expensive and 
compatible equipment at both users’ end (Siciliano, 2003). The immense 
advantage of the SynFace application is that only the user at the receiving end 
needs access to the equipment and the person on the other end does not even 
have to know about it. In the SynFace application, the telephone speech drives 
the synthetic face at the listener’s end so that it articulates in synchrony with the 
speech (see figure 1). The application is multilingual and has been trained for 
Swedish, English and Dutch (Beskow et al., 2004) and later on also for German 
(Beskow et al. 2008).  

The system is unique in its appearance since the recognition system demands 
an extraordinary combination of constraints. According to Beskow et al. (2004) 
the system has to be: 
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• Speaker independent – the identity of the person calling is not known  
• Task independent – there are no restrictions on the conversations 
• Narrow band – the conversation is supposed to take place across the 

telephone line 
• Low latency – if the conversation should not be restrained, only very 

short delays between the incoming speech and the lip movements are 
accepted. 

 
 

400 Recurrent
Hidden Neurons

Posterior 
Probabilities

Motion 
Generator

 
 

Figure 1. The SynFace application, from speech to a talking head. 

2.4.1 From TeleFace to SynFace 

From the outset of the TeleFace project, two different methods for mapping 
acoustic to visual speech were evaluated (Öhman & Salvi, 1999). One method 
was based on a Hidden Markov Model (HMM) where the acoustic signal, in a 
first step, was analyzed and classified by the HMMs into linguistic units. The 
second step was to convert the resulting timed aligned transcription into face 
parameter trajectories. This was done using a rule based visual speech synthesis 
system developed by Beskow (1995), described in greater detail in chapter 2.3.1. 
The other method was to use an artificial neural network (ANN). The substantial 
difference between the two methods was that by using the ANN the acoustic 
signal could be mapped directly to parameter values of the synthetic face, 
without any transcription to linguistics units.  

The evaluation was done by intelligibility tests comparing the two different 
methods to each other, as well as to an audio alone condition and a mode where 
video recordings of a natural face was used. The evaluation of the two different 
methods showed that the HMM method increased the number of correctly 
perceived keywords considerably compared to the audio alone condition. 
However, for the ANN method, where no transcription was done, the 
improvement compared to the audio alone condition was not significant. Due to 
the outcome of the experiment and also because of the constraints of building a 
fully working system imposed by the project plan, the idea of avoiding 
phonetical classification was abandoned (Beskow et al., 2004). Two different 
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methods for phonetic classification were therefore investigated; one using 
Gaussian mixture HMMs and a two pass decoder with limited look-ahead, the 
other one using recurrent neural networks (RNN). The method employing neural 
networks turned out to be the best suited method given its properties of speed 
and low latency processing and was therefore chosen as the main recognizer for 
SynFace (Karlsson et al., 2003). To obtain the best phonetic sequence for a given 
speech segment considering the time evolution, The RNN was later combined 
with a HMM based applying a Viterbi-like encoding scheme (Salvi, 2003, Salvi, 
2006).  

2.4.2 Training the network 

The RNN in SynFace has been trained for Swedish, English and Dutch using the 
SpeechDat database. The database contains recorded telephone speech from a 
large number of people, and is therefore suitable for the training since a goal is to 
make the application speaker independent. The Swedish SpeechDat corpus 
(Elenius et al, 1997) contains telephone speech at 8 kHz of 5000 speakers. In 
SpeechDat an official training and test set of 4500 and 500 speakers respectively 
is defined and also used for the training of SynFace. An important aspect when 
training RNNs is the balance between silence frames and the amount of material 
for other phonetic classes. In the SpeechDat database the number of silence 
frames is very high. However, the silence frames are concentrated to the 
beginning and the end of the utterances and could therefore partially be removed 
(Salvi, 2006). 

SpeechDat was also the corpus used when extending the SynFace application 
to also support German speech. 4000 speakers from the German SpeechDat 
database were used for training the network. The frame level phoneme 
recognition accuracy reached was 67%. 

In order to extend the scope of SynFace, trials were made on different 
bandwidths. Thus, another Swedish database with larger bandwidth than 
SpeechDat had to be applied (Moubayed et al., 2008). To train the SynFace 
recognizer for wide band data, the Speecon corpus was employed (Iskra et al., 
2002). For this data, as was the case for the SpeechDat data, silent frames 
between boundaries of the utterances had to be discarded. The NALIGN aligner 
(Sjölander, 2003), using HMM models for wideband speech, was used to align 
the training data. This aligner is more sophisticated than the one used to train the 
SpeehDat data, which might be one explanation for the differences in accuracy 
acquired in the training data, even though the data were smaller in size, 
contained less speakers and were trained for a shorter amount of time (table 2). 
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Table 2. Summary of the databases used for training the different recognizers for 
Swedish. The accuracy is the resulting network performance. (Taken from Moubayed et 
al., 2008). 

Corpus name SpeechDat(NB) Speecon(WB) 

Frames number 70 M ~15 M 

Sampling rate 8 kHz 16 kHz 

Speakers  5000 550 

Training time ~2.5 month 4 weeks 

Accuracy 54.2% 62.9% 

2.4.3 The talking head 

The face synthesis is a further development of the direct parameterized model by 
Parke (1982). It consists of a 3D-polygon surface model of a human face suitable 
for real time animation (Beskow, 1997). To make the model adequate for speech 
synthesis, a number of modifications have been added to the original model. The 
modifications include introducing a tongue and creation of a new set of 
parameters used to control lip movements (Beskow, 1995). The parameters 
controlling the movements in the face are: 
 

• jaw rotation 
• labiodental occlusion 
• bilabial occlusion 
• lip rounding 
• lip protrusion 
• mouth spread 
• tongue tip elevation 

 
Also, other shortcomings in Parke’s model have been improved. There are three 
main issues taken into account in the design (Beskow, 1997): 

 

• Predictable results of parameter combination 
• Rapid parameterization of new models 
• Computational efficiency 

 
These requirements resulted in a generalized surface deformation scheme 
(GSDS) (Beskow, 2003). Inflexibility was a big problem in Parke’s 
implementation. Any changes to the parameter set or the creation of new models 
of the face required a re-compilation of the animation engine source code. Thus, 
to increase the flexibility, the main goal of the GSDS was to separate the 
deformation parameterization from the animation engine. The fundamental entity 
in the GSDS is the deformator. It transforms the face at a number of vertices 
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according to a set of rules. The following properties determine the action of the 
deformator: 
 

• Transformation type – either rotation, non-uniform scaling, translation or 
pull 

• Influence definition – a list of vertex-weight pairs that defines which 
vertices should be affected by the transformation and to what extent 

• Pivot point – rotation and scaling operations are performed around this 
point 

• Prototype point – typically a central vertex in the influence area of the 
deformation, that acts as a “role model” for all other vertices 

• Target point – index of a vertex outside of the influence area towards 
which the prototype will move 

• Activation factor – a control parameter with a value between zero and 
one that determines the degree of deformation. 

 
Using this implementation solves the problem of inflexibility. Also, by defining 
a target point and prototype point handling the motions, the problem of 
unpredictable results of parameter combinations is avoided. The head used in 
SynFace is not the only one developed using this framework, a number of talking 
heads have been developed at KTH using the GSDS (see Beskow, 2003 for a 
selection of talking heads). 

2.4.4 Intelligibility tests for SynFace 

Siciliano et al. (2003) conducted an intelligibility study for SynFace on normal 
hearing persons including all of the three implemented languages at the time 
(Swedish, English and Dutch). The speech controlling the face was hand-
annotated, and the audio from every day sentences was degraded to simulate the 
information loss in severe-to-profound hearing impairment. Three different 
conditions were used: audio-alone, audio together with a synthetic face, and 
audio together with a video of the original talker. The scores for the audio-alone 
conditions were low on average, but when adding the synthetic face the 
intelligibility increased by 20%. However, the scores were still significantly 
lower for the synthetic face than for the natural face for both English and Dutch, 
but the test using the Swedish application did not yield the same result. 

The study was later extended by including British English speaking people 
with hearing difficulties (Siciliano et al., 2003b). The three different con-
figurations were still the same in the second round of the study, though the audio 
was not degraded but was filtered to simulate telephone speech. When looking 
only at the results for the British English normal hearing people, the average gain 
in intelligibility when adding the synthetic face was 22%. The increase in 
intelligibility for the hearing impaired was exactly the same, 22%. However, 
they showed a large variability in their perception in the audio-alone condition. 
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Also for the hearing impaired the intelligibility score for the synthetic face was 
significantly lower compared to the scores when adding the natural face. 

Beskow et al. (1998) found that subjects that had a score between 40 and 80% 
in the audio-alone condition gained the most in intelligibility when adding the 
synthetic face. However, this relation was not supported by the data from 
Siciliano et al. (2003b). Instead, Siciliano et al. found that people with low 
scores (as low as 10%) in the audio-alone condition gained the most information 
out of the synthetic face. According to Siciliano et al these results might imply 
that the target group for the SynFace application is broader than first suggested 
by Beskow et al. (at least for British English users). 

Of even more relevance to this thesis, also a visual-only condition was tested 
in the study by Siciliano et al. (2003). When showing the synthetic face alone – 
still using every day sentences – the average score was only 3% correctly 
identified keywords. When instead looking at the natural face with no audio, the 
score was 16%. 

For the German version of SynFace adopted for the Hearing at Home project, 
a small scale intelligibility test was also carried out (Beskow et al., 2008). In the 
study, short sentences (4-6 words) were spoken by a male native German 
speaker. The quality of the sound was reduced by using a 3-channel noise 
excited vocoder. Ten sentences were presented in an audio-only condition and 
ten sentences with the support of SynFace. The subjects were instructed to write 
down what they perceived, and their score was calculated as the number of 
correct identified words. As in previous studies, large inter-subject variability 
was found, but all subjects showed better scores when supported by SynFace. 
The average score increased from 2.5% to 16.7%. 

More similar to the study carried out in this master’s project, is a part of a 
study by Siciliano et al. (2003), where an intelligibility test of VCV-
combinations was conducted. 24 different British consonants were produced in 
symmetric contexts of /a/, /ɪ/ and /ʊ/. For the natural face the accuracy was 
23.4% and for the synthetic face it was only 13.6%. An analysis showed that the 
synthetic face fell short compared to the natural face with respect to both place 
and manner of articulation. 

Agelfors et al. (2006) carried out a study where especially the attitude towards 
SynFace among hearing impaired people was of interest. The evaluation 
included both a British English and a Swedish prototype. Lab-based as well as 
home-based trials were carried out. The evaluations showed that subjects had 
some benefit from using SynFace. Subjects reported that more benefit was 
gained when they accepted SynFace as a support to the audio signal and not a 
replacement. Also, several subjects reported that they found SynFace extra 
useful in perceiving specific details, such as names and numbers. 



 15

2.4.5 Extending the application to broadband speech 

In recent years, efforts have been made to extend the functionality of the 
SynFace application (Moubayed et al. 2008). As part of the Hearing at Home 
(HaH) project (Beskow et al., 2008) work has been done to increase the number 
of audio sources (other than telephone conversation) compatible with the 
SynFace application. The HaH project focuses on the needs of hearing impaired 
people in their home environments. The object is to develop an innovative 
media-center solution for the hearing impaired. Besides SynFace it also includes 
features such as individual loudness amplification, noise reduction, audio 
classification and event detection. Presently, the scope of SynFace is being 
extended to include support for audio sources such as television- and radio 
broadcasts and audio books.  

In order to evaluate the wideband recognizer, a small scale intelligibility test 
was carried out by Moubayed et al. (2008) using Hagerman lists (Hagerman & 
Kinnefors, 1995). Four different configurations were tested: audio-alone 
(no_face), narrowband (speechDat), wideband (broadband) and a second 
narrowband configuration (narrowband), see figure 2. In the latter narrowband 
configuration the same data as for the wideband was used, but first it was filtered 
to telephone bandwidth and down-sampled to 8 kHz. In the test the intelligibility 
was measured by using the Speech Reception Threshold (SRT) (Hagerman & 
Kinnefors). The SRT measure corresponds to the average SNR levels where 50% 
speech intelligibility is reached (figure 3). 

Better

Worse

 

Figure 2. The results of the study by Moubayed et al. (2008). The SRT levels are lower 
for the broadband network. 
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The test starts out at a level where the SNR is 0, that is, the signal- and noise 
levels are equal. If the words are identified correctly the noise level is increased, 
resulting in a negative SNR. For each of the four configurations, every subject in 
the study was presented to randomly selected Hagerman lists, where each list 
contained ten sets of words. Every word set contained five isolated words. If 
50% speech intelligibility was reached, more noise was added to the next signal. 
If the subject did not reach 50% speech intelligibility, the noise level was 
reduced in the following trial. 

Figure 3. The figure shows the SNR results for one subject in a study by Moubayed et 
al. The plus sign symbolizes that 50% speech intelligibility is reached; therefore more 
noise is added to the signal. The SRT is calculated by averaging the SNR over a 
number of trials. 
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3 Method 

In previous studies, where the usefulness of different networks for the SynFace 
application were examined (Salvi, 2003; Salvi, 2005; Salvi 2006), standard 
evaluation criteria such as recognition accuracy, number of correct symbols and 
percent correct frame rate have been used (Salvi, 2005). The most suitable 
method has often been frame-by-frame correct rate, calculated as the ratio 
between the number of correctly classified frames and the total number of 
frames. The correct frame rate criterion seems to be the best suited for the 
SynFace application though, since not only correct classification is a requirement 
but also segment boundary alignment in time is very important (Salvi, 2003). 
Note however, that none of the methods mentioned above are fully satisfying for 
the application, since the correct frame classification rate does not indicate the 
stability of the result (Salvi, 2006). 

Further, it does not seem fully legitimate, to assume that all errors have the 
same impact on the intelligibility. Some confusions (where a phoneme is 
mistaken for another phoneme) are probably more crucial than others; and some 
confusions, where the phonemes have very similar articulatory correlates, will 
probably not affect the intelligibility at all. Therefore, confusions in the Swedish 
language and their impact on intelligibility have been examined in this thesis.  

The work was basically divided into three parts. First, data for confusion 
matrices were collected by carrying out an experiment where subjects watched 
silent movie clips containing nonsense words. In the second part, an error metric 
was calculated by comparing files generated from the SynFace recognizer to 
original files. Third, the error metric was mapped to the intelligibility in regard 
to the SRT reduction (see chapter 2.4.5). 

3.1 Material and experiment 

To predict the visual intelligibility, a confusion matrix for Swedish phonemes 
was needed. The intention was to find out how accurate the lip movements need 
to be to supply any help to the user. An experimental setup consisting of a video 
player playing short movie clips and buttons for each possible response were 
created. The movie clips were played on a stationary computer using Windows 
XP. The subjects sat approximately half a meter from the screen during the test. 
The dimensions of the movie clips were 480 x 496 pixels and they were played 
at a speed of 1024 kbps. The script for the experimental setup was written in 
TCL/TK (www.tcl.tk). 

The experiment contained four different parts. In the first two parts a natural 
face was used (figure 4) and in the third and fourth part the movie clips 
contained a synthetic face (figure 5). In the first and third part the face was 
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saying nonsense words on the form of VCV (vowel-consonant-vowel), and in the 
second and fourth part the stimuli were nonsense CVC (consonant-vowel-
consonant)-combinations. Hence, the test contained four different configurations, 
VCV real, CVC real, VCV synthetic, and CVC synthetic. The consonants were 
presented in three symmetric vowel contexts, using /a/, /ɪ/ and /ʊ/ (e.g. appa, 
obbo and illi). The vowels were presented in two different consonant contexts: 
/p/ /k/ and /k/ /p/ (e.g. kaap, pek) (see appendix III for a complete list of the word 
material). Each word was presented once, resulting in three responses for each 
consonant (three different vowel contexts) and two responses for each vowel 
(two different consonant contexts). The movie clips containing the natural face 
were recorded by a professional female speaker in connection with the 
recordings for the material used in Beskow et al. (2003). For the synthetic face 
the movie clips were created by using forced alignment and a rule based 
articulation generator. After the alignment, not all the files were perfectly 
correct, especially there were troubles differentiating long and short vowels. The 
files that contained errors were corrected by hand. 

 

 

Figure 4. The interface for the consonant configuration with the natural face (VCV real). 

 
In the experiment, 15 Swedish normal hearing native speakers working at the 

department of Speech, Music and Hearing at KTH were used as subjects; thus 
everyone had at least some amount of linguistic training. Unfortunately, the 
gender distribution is a bit unbalanced at the department. Therefore only three of 
the subjects were females. The task was to look at the movie clips and try to 
identify the phoneme in the middle of the word, based on the visual perception 
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only. To put it clearly, there was no sound played at all. For example, the correct 
answer of the stimuli “abba” would be “B”. The subjects were able to repeat 
each movie clip as many times as they wanted. Each possible answer was 
represented by a button sorted in a pattern based on the IPA chart. However, no 
phonetic symbols were used, but the symbols were based on the regular Swedish 
alphabet. Therefore, a long vowel was represented by two symbols of the same 
vowel, for example “aa”. The subject’s response, response time and the number 
of times each clip was watched were logged. 

 

 

Figure 5. The interface for the vowel configuration with the synthetic face (CVC syn). 

3.2 Tools to analyze the material 

As a second part of the project, error metrics were calculated based on the data 
from the confusion matrices. However, the confusion matrices had to undergo 
some mathematical changes before they were useful for calculating the error 
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metrics. The tools used are described in the following parts, whereas the 
presentation of the data is subject to the subsequent chapter (chapter 4). 

3.2.1 Distance matrices 

To be able to calculate an error metric based on the confusions, a distance 
between each pair of phonemes is required. Therefore, the confusion matrices 
first had to be transformed into matrices representing distance. A formula for 
expressing the relationship between confusion and distance is the Houtgast 
procedure described by Klein et al. (1970), where the distance is expressed as the 
similarity between two phonemes. The procedure is built on the assumption that 
the more similar two phonemes are perceptually, the more similar the response 
distribution over the total set of response categories. According to Klein et al. the 
degree of similarity can be expressed by the number of times that the two 
phonemes have resulted in the same responses, summated over all the response 
categories. The formula (the Houtgast procedure) for expressing this relationship 
is 
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which is the formula that has been used in this project to transform the confusion 
matrices into similarity matrices. In the equation (i,j) corresponds to each pair of 
phonemes and n is the number of columns. When calculating the Houtgast 
procedure in this project the numbers in the confusion matrices are made up by 
fractions (instead of percentage numbers as they are when presented in appendix 
I). Therefore the result of the procedure is a similarity matrix with 1´s along the 
diagonal and all other elements less than 1 (see appendix II for the complete 
distance matrices). A list was generated for each of the four distance matrices 
containing the confusion errors for each pair of phonemes in order to calculate 
the error metric. 

At a first glance, it might seem possible to apply the confusion matrices 
straight off to calculate the error metric. This turns out not to be an appropriate 
solution. In the confusion matrix, the correct phoneme still represents a 
confusion (since no phoneme had 100% accuracy in the identification). 
However, it has to be assumed that the best intelligibility possible is achieved 
when all the phonemes are correctly classified by the recognizer. For example, 
looking at /k/ in the confusion matrix gives a good example of what would 
happen if using the confusion matrices without any transformations. /k/ was only 
identified as a /k/ 8.9% of the times (for the natural face). Using the data in the 
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confusion matrix, the best way to represent a /k/ would be if it was classified into 
a /ɡ/, since /ɡ/ was the most popular answer (17.8%). for the /k/ stimuli.  

3.2.2 Multi-dimensional scaling 

In an attempt to visualize the results in a 3D-model, multi-dimensional scaling 
(MDS) was applied. By using multi-dimensional-scaling the distance between all 
the phonemes is visualized in a 3D-space. It is not possible to perform multi-
dimensional scaling on a confusion matrix because the elements in the matrix are 
not allowed to have any relationship to themselves. Therefore, the calculated 
similarity matrices were used as the input parameter for the cmdscale-function 
(classical multi-dimensional scaling) in MATLAB (www.mathworks.com). The 
function takes an n-by-n distance matrix D, and returns an n-by-p configuration 
matrix Y. When D is specified as a similarity matrix, cmdscale transforms the 
similarity matrix to a dissimilarity matrix in such a way that distances between 
the points returned in Y equal or approximate D−1 . The Euclidean distances 
in the 3D-space were calculated and generated into a symmetry matrix for the 
four configurations (VCV real, CVC real, VCV synthetic, and CVC synthetic). 
However, using the MDS matrices instead of the similarity matrices calculated 
above, did not result in any large differences when performing the mapping 
procedure (the linear regression turned out to be about the same). Therefore, the 
similarity matrices calculated by the Houtgast procedure were used for the 
mapping procedure and the MDS were only used to visualize the data (see 
chapter 4.1.2) 

3.2.3 Mapping the error metric 

To be able to predict the intelligibility gain the error metric had to be mapped to 
some kind of intelligibility measurement, as the final part of the project. In the 
study by Moubayed et al. (2008) the SRT (chapter 1.3.4) was used to measure 
the intelligibility gain when using SynFace. Data generated from the recognizer 
from Moubayed et al. was used for calculating the error metric. Therefore, it was 
logic to map the metric to the SRT reduction reported in their study. It should be 
noted that the SRT corresponds to the SNR where 50% of the words are 
recognized correctly. Thus a better performance is related to a lower threshold 
value.  

3.2.4 Linear regression 

Unfortunately, there were only five subjects participating in the study by 
Moubayed et al. (2008). Thus, the amount of data available for the mapping 
procedure is very limited. The error metric for each of the three networks in the 
study were plotted along with the SRT reduction, and a linear regression was 
applied. 
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4 Results 

In the following chapter, the accuracy in identification of different phonemes, as 
well as visualisations of the confusion matrices for each of the four 
configurations (see chapter 3.1) are presented. 

4.1 Accuracy in identification 

An average of correct responses was calculated for each configuration. The 
highest average was found for the CVC configuration with the real face. The 
average was 34.1%, with a minimum value of 16.7% and a maximum value of 
50.0%. A comparison between the averages of corrects responses for each of the 
four configurations is shown in figure 6. 
 

 

Figure 6. The average number of percentage correct for the four configurations (VCV 
real, CVC real, VCV synthetic, and CVC synthetic) in the experiment. 

 
In table 3 there is a more detailed presentation of the resulting data from the 

different configurations. 
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Table 3. Values for the percentage correctly identified phonemes for each configuration. 

N minimum maximum mean std. deviation
vcv real 15 19.35 40.32 27.20 5.94
cvc real 15 16.67 50.00 34.07 9.82
vcv syn 15 12.70 22.22 17.04 2.71
cvc syn 15 5.56 22.22 15.00 4.30  

 
Also, the numbers of clicks each subject used for each clip were logged. In 

table 4 data for the average number of clicks per person in each configuration of 
the test is shown. 

Table 4. Values for the average number of clicks for each configuration. 

N minimum maximum mean std. deviation
vcv real 15 1.21 3.38 2.08 0.55
cvc real 15 1.17 3.78 1.99 0.66
vcv syn 15 1.16 3.87 2.13 0.81
cvc syn 15 1.22 4.75 2.31 1.06  

 
The mean value for the synthetic face is slightly higher than the values for the 

real face. This might indicate that it was harder to identify the phonemes in the 
synthetic configurations.  

Table 5 shows the average number of clicks for all the configurations of the 
test. Subject 7 hade the highest amounts of clicks, using on average 3.74 clicks 
over all four configurations before responding. Interestingly, subject number 7 
also had the highest score both for the VCV- and CVC-combinations of the real 
face. The same subject also had top scores for the synthetic face. 

Table 5. Number of clicks per person over all four configurations. 

N minimum maximum mean std. deviation

individual 15 1.32 3.74 2.13 0.68  

4.1.1 Confusion matrices 

The subjects’ responses were assembled in confusion matrices, one confusion 
matrix for each configuration of the experimental setup. The stimuli are 
presented on the y-axis, while the x-axis represents the responses. As shown in 
table 3 the vowels presented by the natural face had the highest identification 
scores. This can also be seen in figure 9 where a distinct diagonal is seen in the 
confusion matrix. In figure 7-10 an attempt is made to visualize the confusion 
matrices (the raw data can be found in appendix I). The size of the circle 
corresponds to the degree of confusion. A big circle represents a high degree of 
confusion, while empty squares means there were no confusions at all.  
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For the consonants in the natural face (figure 7), the bilabials /p/, /b/ and /m/ 
form a distinct cluster, as do the fricatives /f/ and /v/. However, the retroflexes 
/ɳ/, /ɖ/ and /ʈ/ had very low identifications scores.  
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Figure 7. Consonant identification for the natural face (VCV real). 

 
Also for the synthetic face (figure 8), the bilabials formed a distinct cluster, 

even though they also tend to be confused with the fricatives. The fricatives 
though, form an even more distinct cluster. There also seems to be a preference 
for /l/ in the synthetic face. /r/, /ɳ/, /ɖ/, /ʈ/ all seem to be mistaken for /l/.  
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Figure 8. Consonant identification for the synthetic face (VCV syn). 
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Figure 9. Vowel identification for the natural face (CVC real). 
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As mentioned earlier, the vowels presented with the natural face showed the 
highest score of correctly identified phonemes of the four configurations (see 
table 3), hence, a distinct diagonal can be seen in figure 9. Many of the 
confusions also occur between the long and short realization of the same vowel. 
For example the /i:/ is more often identified as /ɪ/, but there are very few 
confusions with other vowels. Also, there are frequent confusions between /u:/ 
and /o:/ and /ʉ:/ and /o:/. More surprisingly is the relatively large amount of 
confusions between /ɛ/ and /a/ and also /ɛ:/ and /a/. 
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Figure 10. Vowel identification for the synthetic face (CVC syn). 

 
The accuracy scores for the vowels in the synthetic face was the lowest score 

for all the four configurations, thus it is difficult to identify any diagonal in 
figure 10. There seem to be problems especially with the identification of /i:/, /ɪ/, 
/y/, and /Y/. 

4.1.2 Multi-dimensional scaling 

In figure 11-14 the results of the multi-dimensional scaling (chapter 3.2.2) is 
shown. First, the 3D-representation is shown, but since it is impossible to 
represent the depth-dimension when the figures are printed, the figures are also 
turned into 2D-representations. It should be noted that the MDS only represents 
the distances between all the phonemes. Note that their positions in space have 
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nothing to do with articulatory correlates, but are only relative to the other 
phonemes in the space. 
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Figure 11a. 3D-representation of the consonant distances in the natural face (VCV real) 
using multi-dimensional scaling. 
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Figure 11b. 2D-representation of the consonant distances in the natural face (VCV real). 

 
Figure 11a and 11b represent confusions in the VCV real configuration. As 

seen in the 3D-representation in figure 11a, /f/ and /v/ seem to be very close to 
the big cluster of phonemes. However, in the 2D-representation (figure 11b) it 
turns out that /f/ and /v/ constitute a very distinct cluster. Also, it appears even 
more clearly that the bilabials constitute their own separate cluster. 
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Figure 12a. 3D-representation of the consonant distances in the synthetic face (VCV 
syn) using multi-dimensional scaling. 
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Figure 12b. 2D-representation of the consonant distances in the synthetic face (VCV 
syn). 

 
The same pattern appears in the consonant confusion for the synthetic face. 

The cluster of /f/ and /v/ respective /p/, /b/ and /m/ are very distinct (figures 12a-
b). Also, a cluster (not as distinct though) containing the retroflexes /ʈ/, /ɖ/ and 
/ɳ/ and also /r/ and /l/ is clearly visible in the figures. 
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Figure 13a. 3D- representation of the vowel distances in the natural face (CVC real) 
using multi-dimensional scaling. 
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Figure 13b. 2D-representation of the vowel distances in the natural face (CVC real). 

 
For the CVC natural face configuration, there are basically three clusters 

(figures 13a-b). The /i:/ and /ɪ/ constitutes their own cluster. Also, /e/, /e:/, /ɛ/ and 
/ɛ:/ together with /a/ constitutes a second cluster. The rest of the vowels are found 
in a third cluster. 
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Figure 14a. 3D- representation of the vowel distances in the synthetic face (CVC syn) 
using multi-dimensional scaling. 
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Figure 14b. 2D-representation of the vowel distances in the synthetic face (CVC syn). 

 
For the vowel confusion in the synthetic face the pattern is somewhat similar 

(figures 14a-b). But here, also /i:/ and /ɪ/ are included in the cluster together with 
/e/, /e:/, /ɛ/, /ɛ:/ and /a/. Also, /ɑ:/ seems to live its own life, maybe because it is 
the single vowel that had the highest correct identification score (46.7%), except 
/o:/ (60%). 
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4.2 Calculating the error metric 

When running their experiment, Moubayed et al. (2008) calculated the number 
of frames correct for each network (table 6) to evaluate the networks (more 
details about their experiment are presented in chapter 2.4.5). Hence, it is easy to 
also calculate the number of incorrect frames. The numbers of incorrect frames 
are needed as a reference to the error metrics calculated in this thesis where each 
incorrect frame, instead of being considered completely faulty, is weighted 
according to the data in the confusion matrices. 

Table 6. The correct frame rate for the three different networks used in the SynFace 
application. The table is taken from Moubayed et al. (2008), with the author’s personal 
addition of the last column.  

speech+synface tel 51% 49%
speech+synface narrow 59% 41%
speech+synface broad 67% 33%

condition network correct 
frame rate

incorrect 
frame rate

 
 

The files from Moubayed et al. (2008) are also used to calculate the error 
metrics in this thesis. Their experiment is described in greater detail in chapter 
2.4.5. As mentioned, three different ANNs were evaluated; wideband (broad), 
narrowband (tel) and wideband data down sampled to telephone speech 
(narrow). To calculate the error metric the original label files were compared 
frame by frame to the files generated by the recognizer when running the 
experiment. The maximal error for each frame is 1 and the minimal error – if the 
two phonemes are the same – is 0. The comparison could generate three different 
cases. 

 

• The two phonemes compared were the same  correct  error = 0 
• The two phonemes were different and the combination exists in the 

confusion list  confusion  confusion error found in the list 
• Different phonemes where the combination does not exist in the list  

maximal error  error =1 
 
That the phoneme combination does not exist in the list might seem a little bit 
odd but there are several cases where this happens, for example if one of the 
frames is a silent frame or represents a non speech sound. Also, there is no 
confusion error available in the case a vowel is compared to a consonant. This 
case also leads to a maximal error. 

It should be noted that when calculating the error, the distance matrices 
(which are similarity matrices) are transformed into dissimilarity matrices by 
using the 1-complement. Since the error metric is calculated by using a 0 if the 
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two phonemes are the same, a low number has to represent similarity, which is 
the case for dissimilarity matrices. 

When the total error is calculated, the error is divided by the number of total 
frames in the comparison. Thus, a number between 0 and 1 is given to represent 
the error. The lower the number is, the better the performance of the recognizer. 

In table 7 the error metrics calculated for the networks are presented. They are 
calculated using the distance matrices as well as the distances in the MDS space 
(calculated by the Euclidean distance between each pair of phonemes). As can be 
seen, the errors calculated for each configuration are slightly higher when using 
the MDS distances.  

Table 7. Error metrics for the three different networks. The errors are calculated using 
the distance matrices as well as the MDS matrices. 

natural synthetic natural synthetic
tel 0.416 0.385 0.446 0.427

narrow 0.349 0.331 0.371 0.361
broad 0.281 0.252 0.298 0.279

distance matrix MDS

 

4.3 Mapping procedure 

As mentioned in chapter 3.2.3 the results from Moubayed et al. (2008) 
concerning the SRT levels for each subject in the study (presented in table 8) 
could be used for further analysis of the results in this thesis. 

Table 8.The results from Moubayed et al.’s study. The table contains the SRT levels 
(dB) for each subject in the study. 

s1 s2 s3 s4 s5
baseline -6.7 -6.4 -8.9 -7.1 -6.6

tel -5.8 -6.1 -8.7 -6.7 -6.2
narrow -7.9 -6.6 -9.7 -7.9 -7.7
broad -8.7 -7.5 -11.7 -8.1 -8.8

SRT/subject

 
 

Since the SRT-measurement is relative to the baseline for each subject, the 
SRT reduction for each subject and also the average reduction were calculated 
for each configuration in the experiment (see table 9). 

As table 8 shows, adding the synthetic face using the narrowband 
configuration (tel) was not of much help for the user. Instead, the subjects 
performed worse than in the audio-alone condition (the baseline). However, both 
the wideband speech and the down sampled wideband speech (narrow) were 
shown to be helpful to the users, where the broad configuration had the most 
positive effect on the SRT reduction. 
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Table 9. The average reduction in SRT (dB) was calculated for each subject using the 
data in table 7. 

s1 s2 s3 s4 s5 average reduction
tel -0.9 -0.3 -0.2 -0.4 -0.4 -0.44

narrow 1.2 0.2 0.8 0.8 1.1 0.82
broad 2 1.1 2.8 1 2.2 1.82

SRT reduction

 
 
Using SPSS (www.spss.com), a linear relationship was found between the 

error metric for the synthetic face and the SRT reduction. In figure 15, the y-axis 
represents the reduction in SRT for each subject in the study, while the x-axis 
represents the error metric. The data points to the left correspond to the broad 
configuration, the points in the middle to the narrow-, and the ones to the right to 
the tel configuration (see table 6 and table 9). 

 

Figure 15. Linear regression for the synthetic face. The x-axis corresponds to the error 
metric (performance of the networks) and the y-axis to the SRT reduction. 



 34

The correlation is high with an R2 of 0.775. The equation for the line is  
 1.67.16 +−= xy  

The same procedure was carried out using the error metrics calculated based 
on the MDS distances. However, it did not make much of an impact on the linear 
regression since the relationships between the error metrics for the three different 
networks where nearly the same for distance matrix- and the MDS distances (see 
table 6). 

The linear relationship found indicates that the equation could be used to 
predict the visual intelligibility also for other networks. 
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5 Discussion 

The purpose of this master’s project was not to do any profound statistical 
analysis, but rather to investigate the possibility of using an error metric for the 
intelligibility in the SynFace application based on perceptual confusions. In this 
chapter some of the thoughts before, during and after the study are discussed. 

5.1 Comparison to correct frame rate 

When comparing the evaluation method used by Moubayed et al. (2008) (correct 
frame rate) to the approach used in this thesis, there is a distinct difference in the 
results between the two methods (see table 10), implying that it might be useful 
to take numeric perceptual distances into account when evaluating perceptual 
accuracy.  

Table 10. Error metric compared to incorrect error frame rate. 

error 
metric

conversion to 
percentage

incorrect 
frame rate

tel 0.385 39% 49%
narrow 0.331 33% 41%
broad 0.252 25% 33%  

 
Even though it might not seem perfectly correct to convert the error metric 

into a percentage number, the comparison gives an indication that there is a 
decrease in error when including the perceived confusions (8-10% according to 
table 9). This seems to make sense, since errors occurring are no longer 
calculated as maximal errors when making use of the perceived confusions.  

The problem, however, is that the study by Moubayed et al. (2008) only 
contained five subjects and three networks, which is not enough to give reliable 
results. Since the mapping procedure in this thesis is built on the results from 
their study it should be viewed as an example of a possible way to make use of 
the calculated error metric, and not as a reliable and accurate result. The linear 
relationship found is interesting but might not be valid if there is more data 
available for the mapping procedure. However, it seems reasonable to assume 
that the intelligibility increases with the performance of the network. It is not 
possible to conclude if the relationship is always linear, based only on the results 
from this study. 

Looking at figure 15, the distribution of the subjects’ performance seems to 
increase with the performance of the network. One possible explanation might be 
that the better the network is, the more information there is to gain from the 
visual stimuli. However, not everyone has the same ability to take advantage of 
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the face. There are people who gain a lot of information from the face but there 
might be others who have not found a way to convert the information available 
into useful support. Thus, the distribution of the users’ performance becomes 
large. In a worse performing network (the tel network for example), the amount 
of correct information available is more limited and therefore the results in 
between subjects are more consistent.  

5.2 Improvement in the animations 

As mentioned in the background chapter, a study similar to the one in this 
master’s project was carried out by Beskow et al. (2004). However, it dealt with 
English consonants, and therefore a straight comparison is not possible. Still, the 
studies are consistent in that they both show that lip reading without any sound 
available is a very difficult task, even when lip reading a natural face (the 
average number of correctly identified vowels was 23.4% in Beskow et al.’s 
study, while the score in this thesis was 27.2%). Also, in both the studies, the 
scores for the synthetic face was considerably lower (13.6% in Beskow et al.’s 
study compared to 17.0% in this thesis). 

The main purpose of this project was not to evaluate the realization of the 
animated lip movements. However, the confusions matrices could be used as a 
guide to find out which particular phonemes need improved realization in the 
SynFace application. The results indicate that there is work to be done to 
improve the animations. Especially the poor results for the vowel identification 
when compared to the natural face configuration (15.0% for the synthetic face 
configuration and 34.1% for the natural face configuration) imply that 
improvements are needed. The results were for example extremely poor for /i:/ 
and /ɪ/. Together they had an accuracy score of 3.3% (0% for /i:/ and 3.3% for 
/ɪ/). For the natural face configuration the result was totally the opposite. If 
considering both /i:/ and /ɪ/ as correct answers for /i:/ the accuracy score was an 
impressive 93.3% and for /ɪ/, if using the same approach, the score was 73.3%. 

5.3 The ideal case 

When finally mapping the error metrics to the visual intelligibility gain, only the 
error metrics for the synthetic face configuration based on the distance matrices 
were used. As mentioned in chapter 4.4, using the MDS distances instead did not 
have a large impact on the results. The equation for the linear regression ended 
up about the same. Also, using the data for the natural face was not an option 
since the experiment carried out by Moubayed et al. (2008) only included a 
synthetic face. However, the results for the natural face are still of interest since 
they constitute the ideal configuration. The goal has to be to reach a level for the 
synthetic face where the intelligibility gain is the same as for the natural face.  
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5.4 Problems in the scoring method 

With the error metric used in this study a confusion that does not exist in the list 
of confusions is always calculated as a maximum error (1). However, to 
represent a confusion that has not been investigated in the study by the 
maximum error (1) might not always be sufficient. If for example a non speech 
sound is compared to a phoneme, it might be the case that the lip movements are 
quite similar. It is then inequitable to set the error to 1. But it might also be the 
case that the lip movements are not all the same, where it would be fully 
adequate to count the error as a maximal error. 

The problem above is for example demonstrated by the fact that the scoring 
method cannot handle confusions between vowels and consonants. These kinds 
of confusions rarely occur, but are still possible. If such a confusion would 
occur, the error is set to 1, that is, maximal confusion, without taking into 
account if the lip movements for the vowel and the consonant are somewhat 
similar. Since the experiment conducted did not test for confusions between 
vowels and consonants, it is impossible to say whether it is likely that a vowel 
will be perceived as a consonant or vice versa by looking at the data from the 
confusion matrices. Since there usually is an apparent difference in the visual 
(and acoustic) pronunciation of these two groups of phonemes, perceptual 
confusion between the two groups are probably not very common. Also, looking 
at the label files from the recognizer, only a few confusions between consonants 
and vowels can be found, but they are not of frequent occurrence. Therefore it 
might be plausible to count the confusion as maximal anyway, since the problem 
is not common and the confusion would probably be high anyway. 

Another problem is that the calculated error could be slightly higher than 
intended due to the resolution of the face; hence, it might be an insertion in 
between the change of two phonemes. This third inserted phoneme will not be 
visually recognizable in the face, due to the fact that its duration is not long 
enough. It is not possible to create the full lip movement in such a short time 
span. Therefore, the phoneme will basically be ignored. Thus, the insertion does 
not have any effect on the intelligibility even though it will be considered as an 
error using the scoring method developed in this thesis. 

 



 38

6 Conclusions and future work 

In this study, an attempt has been made to predict the visual intelligibility gain in 
the SynFace application. The idea was to calculate visual similarity among 
Swedish vowels and consonants, respectively. The perceptual distances were 
then used as weights when calculating the performance of different recognizers 
in SynFace. The perceptual distances were established in an experiment were 
normal hearing subjects watched silent movie clips where nonsense words were 
presented by a natural as well as a synthetic face. After calculating error metrics 
for three different networks (wideband, narrowband and down sampled 
wideband), the metrics were mapped to visual intelligibility gain in regard to 
SRT reduction in noise. A linear relationship was found between the 
performance of the networks and the SRT reduction. 

The error metric suggested in this thesis can be criticized for not taking 
coarticulation into account. Since parameters that the currently emulated visemes 
are not dependent of are left undefined until each segment in the phonetic string 
has been assigned a parameter value, the articulation in the SynFace application 
will look different depending on the surrounding visemes. The effect of this 
coarticulation is not studied in this thesis and is therefore subject to future work. 
A start could be to separate the results for each context used in this study and 
compare the groups to investigate any possible effects on the intelligibility. 

Also, synchronization has not been taken into account in this thesis. What is 
taken for an insertion does not in fact have to be an insertion but instead 
asynchrony in the recognizer. Studies show (e.g. Molander, 2003) that delays 
longer than 175 ms have a negative impact on the intelligibility. Thus, 
synchronization is a very important aspect in intelligibility evaluation. I believe 
that the next step in the evaluation, if still using the approach evaluated in this 
thesis, is to move one level higher up in the architecture of the application. Thus, 
the frame-by-frame comparison is abandoned and the evaluation is carried out at 
a symbolic level where also the synchronization aspect can be taken into 
account. 

The complexity of the task and the variety of different techniques available 
when implementing a talking head makes it very difficult to evaluate and 
compare different systems (see Bailly et al., 2003). In this thesis a new approach 
has been taken where perceptual distances are taken into account in the 
evaluation. The study shows that the approach is a promising method, though it 
has to be improved further. It would also be interesting to investigate whether the 
linear relationship found in this project between the visual intelligibility gain and 
the performance of the network is valid when using a bigger group of subjects 
and additional networks. The findings in this study suggest that the relationship 
between the performance of the network and the SRT reduction could be used as 
a tool for predicting the visual intelligibility gain for other networks as well. 
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 Appendix I  

 
Confusion matrix for the consonants in the natural face (VCV real), numbers are in % 

 
p 40.0 46.7 13.3 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

b 40.0 42.2 17.8 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

m 44.4 40.0 15.6 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

f 0.0 0.0 0.0 80.0 20.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

v 0.0 0.0 0.0 68.9 31.1 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

t 0.0 0.0 0.0 0.0 0.0 13.3 8.9 2.2 2.2 24.4 20.0 11.1 0.0 0.0 0.0 4.4 0.0 0.0 2.2 0.0 11.1

d 0.0 0.0 0.0 2.2 0.0 26.7 8.9 6.7 4.4 13.3 8.9 6.7 2.2 2.2 4.4 2.2 0.0 0.0 2.2 0.0 8.9

n 0.0 0.0 0.0 0.0 0.0 17.8 20.0 13.3 4.4 11.1 6.7 2.2 4.4 2.2 4.4 2.2 2.2 2.2 0.0 0.0 6.7

l 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 80.0 0.0 0.0 0.0 4.4 0.0 0.0 2.2 2.2 0.0 0.0 6.7 4.4

s 0.0 0.0 0.0 0.0 0.0 2.2 2.2 0.0 2.2 33.3 40.0 11.1 0.0 0.0 0.0 2.2 2.2 0.0 0.0 0.0 4.4

S 0.0 0.0 0.0 0.0 0.0 4.4 2.2 0.0 0.0 11.1 55.6 20.0 0.0 2.2 0.0 0.0 0.0 2.2 0.0 0.0 2.2

C 0.0 0.0 0.0 0.0 0.0 2.2 2.2 0.0 0.0 11.1 48.9 26.7 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 8.9

r 0.0 0.0 0.0 0.0 0.0 4.4 8.9 0.0 6.7 2.2 11.1 6.7 22.2 2.2 2.2 8.9 6.7 8.9 6.7 0.0 2.2

rn 0.0 0.0 0.0 0.0 0.0 4.4 6.7 11.1 40.0 0.0 2.2 0.0 13.3 0.0 0.0 11.1 2.2 2.2 0.0 0.0 6.7

rd 0.0 0.0 0.0 0.0 0.0 8.9 8.9 4.4 11.1 13.3 8.9 8.9 11.1 0.0 4.4 2.2 2.2 2.2 2.2 0.0 11.1

rt 0.0 0.0 0.0 0.0 0.0 0.0 3.3 3.3 6.7 13.3 30.0 13.3 6.7 0.0 6.7 0.0 3.3 0.0 6.7 0.0 6.7

k 0.0 0.0 0.0 0.0 0.0 2.2 4.4 2.2 15.6 2.2 2.2 0.0 13.3 2.2 4.4 0.0 8.9 17.8 8.9 6.7 8.9

g 0.0 0.0 0.0 0.0 0.0 8.9 8.9 8.9 15.6 0.0 0.0 0.0 8.9 4.4 2.2 2.2 2.2 11.1 6.7 8.9 11.1

N 0.0 0.0 0.0 2.2 0.0 6.7 0.0 2.2 13.3 0.0 2.2 2.2 20.0 0.0 0.0 4.4 8.9 13.3 6.7 13.3 4.4

h 0.0 0.0 0.0 0.0 2.2 0.0 2.2 2.2 11.1 0.0 2.2 0.0 6.7 0.0 0.0 0.0 6.7 4.4 4.4 55.6 2.2

j 0.0 0.0 0.0 0.0 0.0 2.2 2.2 0.0 0.0 17.8 40.0 17.8 0.0 0.0 2.2 4.4 0.0 0.0 0.0 0.0 13.3
p b m f v t d n l s S C r rn rd rt k g N h j
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Appendix I 
 
 

Confusion matrix for the consonants in the synthetic face (VCV syn), numbers are in % 
 

p 15.6 33.3 22.2 8.9 17.8 0.0 2.2 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

b 24.4 37.8 11.1 11.1 11.1 0.0 0.0 0.0 0.0 0.0 0.0 4.4 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

m 26.7 31.1 15.6 11.1 11.1 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 4.4 0.0 0.0 0.0 0.0 0.0 0.0

f 2.2 2.2 2.2 68.9 22.2 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 2.2 0.0 0.0

v 6.7 6.7 0.0 51.1 31.1 0.0 0.0 0.0 0.0 0.0 2.2 2.2 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

t 2.2 4.4 2.2 0.0 2.2 2.2 11.1 13.3 15.6 2.2 0.0 2.2 6.7 4.4 0.0 2.2 2.2 6.7 0.0 2.2 17.8

d 0.0 0.0 0.0 0.0 4.4 4.4 8.9 11.1 15.6 0.0 0.0 0.0 6.7 4.4 4.4 4.4 6.7 4.4 6.7 4.4 13.3

n 2.2 4.4 2.2 0.0 4.4 4.4 6.7 8.9 20.0 2.2 4.4 0.0 11.1 0.0 0.0 0.0 2.2 6.7 0.0 4.4 15.6

l 0.0 0.0 0.0 0.0 0.0 2.2 8.9 4.4 60.0 0.0 0.0 0.0 4.4 4.4 6.7 0.0 0.0 4.4 2.2 0.0 2.2

s 0.0 2.2 0.0 0.0 4.4 0.0 0.0 0.0 0.0 6.7 13.3 2.2 6.7 2.2 4.4 2.2 13.3 13.3 4.4 8.9 15.6

S 2.2 0.0 2.2 0.0 0.0 2.2 4.4 0.0 0.0 8.9 2.2 2.2 6.7 0.0 0.0 0.0 4.4 8.9 2.2 37.8 15.6

C 0.0 0.0 0.0 0.0 2.2 2.2 2.2 0.0 0.0 0.0 4.4 4.4 6.7 4.4 2.2 2.2 13.3 11.1 13.3 15.6 15.6

r 0.0 0.0 0.0 0.0 2.2 2.2 13.3 11.1 55.6 0.0 0.0 0.0 6.7 0.0 4.4 4.4 0.0 0.0 0.0 0.0 0.0

rn 0.0 0.0 0.0 0.0 0.0 2.2 6.7 6.7 68.9 0.0 0.0 0.0 6.7 2.2 4.4 0.0 0.0 2.2 0.0 0.0 0.0

rd 0.0 0.0 2.2 0.0 2.2 11.1 6.7 0.0 64.4 0.0 0.0 0.0 6.7 0.0 6.7 0.0 0.0 0.0 0.0 0.0 0.0

rt 0.0 0.0 0.0 0.0 0.0 2.2 8.9 6.7 62.2 0.0 0.0 0.0 4.4 0.0 8.9 6.7 0.0 0.0 0.0 0.0 0.0

k 0.0 0.0 0.0 0.0 0.0 2.2 2.2 4.4 2.2 4.4 0.0 0.0 6.7 0.0 0.0 0.0 4.4 4.4 8.9 48.9 11.1

g 0.0 0.0 0.0 0.0 2.2 4.4 6.7 2.2 4.4 4.4 2.2 2.2 6.7 0.0 0.0 2.2 4.4 8.9 6.7 28.9 13.3

N 0.0 0.0 0.0 2.2 2.2 2.2 2.2 15.6 13.3 4.4 4.4 0.0 8.9 2.2 2.2 0.0 6.7 8.9 0.0 11.1 13.3

h 2.2 0.0 0.0 0.0 0.0 4.4 0.0 0.0 0.0 2.2 4.4 0.0 2.2 0.0 0.0 2.2 2.2 11.1 6.7 46.7 15.6

j 0.0 0.0 0.0 0.0 2.2 0.0 2.2 6.7 4.4 4.4 6.7 4.4 6.7 2.2 2.2 2.2 8.9 4.4 13.3 15.6 13.3
p b m f v t d n l s S C r rn rd rt k g N h j
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Appendix I 
 
 

Confusion matrix for the vowels in the natural face (CVC real), numbers are in % 
 

i: 33.3 0.0 0.0 0.0 60.0 0.0 0.0 3.3 0.0 0.0 0.0 0.0 0.0 3.3 0.0 0.0 0.0 0.0

y: 0.0 33.3 20.0 0.0 0.0 13.3 0.0 0.0 0.0 3.3 10.0 13.3 3.3 0.0 0.0 3.3 0.0 0.0

uh: 0.0 0.0 10.0 56.7 3.3 3.3 20.0 0.0 0.0 0.0 0.0 3.3 0.0 0.0 0.0 3.3 0.0 0.0

u: 0.0 0.0 6.7 70.0 0.0 0.0 23.3 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

I 20.0 0.0 0.0 0.0 53.3 6.7 0.0 6.7 3.3 0.0 0.0 0.0 0.0 6.7 0.0 0.0 3.3 0.0

Y 0.0 23.3 10.0 0.0 0.0 30.0 3.3 0.0 0.0 13.3 0.0 16.7 0.0 0.0 0.0 3.3 0.0 0.0

U 0.0 0.0 23.3 23.3 0.0 0.0 40.0 0.0 0.0 0.0 0.0 3.3 10.0 0.0 0.0 0.0 0.0 0.0

e 6.7 0.0 0.0 0.0 13.3 0.0 0.0 16.7 16.7 0.0 0.0 0.0 0.0 16.7 3.3 0.0 26.7 0.0

e: 10.0 0.0 0.0 0.0 23.3 0.0 0.0 23.3 16.7 0.0 0.0 0.0 0.0 20.0 0.0 0.0 6.7 0.0

ox 0.0 20.0 3.3 0.0 0.0 30.0 0.0 0.0 0.0 20.0 6.7 20.0 0.0 0.0 0.0 0.0 0.0 0.0

ox: 0.0 13.3 0.0 3.3 0.0 6.7 3.3 0.0 0.0 26.7 40.0 6.7 0.0 0.0 0.0 0.0 0.0 0.0

u0 0.0 3.3 20.0 10.0 0.0 3.3 30.0 0.0 0.0 0.0 3.3 26.7 0.0 0.0 0.0 3.3 0.0 0.0

o: 0.0 0.0 3.3 40.0 0.0 0.0 13.3 0.0 0.0 0.0 0.0 0.0 30.0 0.0 0.0 13.3 0.0 0.0

E 0.0 0.0 0.0 0.0 6.7 0.0 0.0 16.7 0.0 0.0 0.0 0.0 0.0 50.0 0.0 0.0 26.7 0.0

E: 0.0 0.0 0.0 0.0 0.0 0.0 0.0 16.7 3.3 0.0 0.0 0.0 0.0 33.3 26.7 0.0 16.7 3.3

O 0.0 3.3 0.0 3.3 0.0 0.0 30.0 0.0 0.0 13.3 6.7 10.0 6.7 0.0 0.0 26.7 0.0 0.0

a 0.0 0.0 0.0 0.0 0.0 0.0 0.0 6.7 0.0 0.0 0.0 0.0 0.0 40.0 0.0 0.0 53.3 0.0

A: 0.0 3.3 0.0 0.0 0.0 0.0 10.0 0.0 0.0 10.0 20.0 0.0 6.7 0.0 0.0 6.7 6.7 36.7

i: y: uh: u: I Y U e e: ox ox: u0 o: E E: O a A:  
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Confusion matrix for the vowels in the synthetic face (CVC syn), numbers are in % 
 

i: 0.0 0.0 0.0 0.0 3.3 3.3 3.3 36.7 0.0 0.0 0.0 0.0 0.0 10.0 6.7 0.0 16.7 20.0

y: 0.0 3.3 6.7 0.0 0.0 6.7 26.7 3.3 0.0 0.0 10.0 10.0 13.3 0.0 0.0 16.7 3.3 0.0

uh: 0.0 0.0 3.3 3.3 0.0 3.3 6.7 0.0 3.3 6.7 6.7 16.7 33.3 0.0 0.0 13.3 3.3 0.0

u: 0.0 6.7 0.0 16.7 0.0 0.0 10.0 0.0 0.0 3.3 3.3 3.3 43.3 0.0 0.0 13.3 0.0 0.0

I 0.0 0.0 0.0 0.0 3.3 0.0 0.0 16.7 6.7 3.3 0.0 0.0 0.0 16.7 3.3 0.0 43.3 6.7

Y 3.3 0.0 10.0 13.3 0.0 3.3 10.0 0.0 0.0 6.7 3.3 10.0 13.3 0.0 0.0 20.0 6.7 0.0

U 0.0 0.0 3.3 6.7 0.0 0.0 3.3 0.0 0.0 0.0 10.0 6.7 26.7 0.0 0.0 40.0 0.0 3.3

e 0.0 0.0 0.0 0.0 0.0 0.0 0.0 10.0 0.0 0.0 0.0 0.0 0.0 6.7 6.7 0.0 46.7 30.0

e: 0.0 0.0 0.0 0.0 0.0 0.0 3.3 33.3 10.0 0.0 0.0 0.0 0.0 16.7 3.3 0.0 26.7 6.7

ox 0.0 0.0 6.7 13.3 0.0 3.3 30.0 0.0 0.0 0.0 6.7 10.0 6.7 0.0 0.0 23.3 0.0 0.0

ox: 0.0 0.0 3.3 10.0 3.3 6.7 10.0 0.0 0.0 0.0 10.0 3.3 26.7 0.0 3.3 16.7 3.3 3.3

u0 0.0 3.3 0.0 0.0 0.0 3.3 10.0 0.0 0.0 30.0 16.7 13.3 13.3 0.0 0.0 6.7 0.0 3.3

o: 0.0 3.3 0.0 10.0 0.0 0.0 0.0 0.0 0.0 0.0 20.0 0.0 60.0 0.0 0.0 3.3 3.3 0.0

E 0.0 0.0 0.0 0.0 0.0 3.3 0.0 10.0 0.0 0.0 0.0 0.0 0.0 23.3 6.7 0.0 53.3 3.3

E: 0.0 0.0 3.3 0.0 0.0 0.0 0.0 6.7 0.0 6.7 0.0 0.0 0.0 6.7 6.7 0.0 50.0 20.0

O 0.0 0.0 6.7 6.7 0.0 0.0 13.3 0.0 0.0 6.7 6.7 3.3 23.3 0.0 0.0 30.0 0.0 3.3

a 0.0 0.0 0.0 0.0 3.3 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 20.0 10.0 0.0 26.7 40.0

A: 0.0 0.0 0.0 0.0 0.0 0.0 3.3 0.0 0.0 6.7 6.7 0.0 0.0 6.7 23.3 0.0 6.7 46.7

i: y: uh: u: I Y U e e: ox ox: u0 o: E E: O a A:  
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Appendix II 

 
Distance matrix for the consonants in the natural face (VCV real) 

 
p 1.000 0.956 0.933 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

b 0.965 1.000 0.956 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

m 0.933 0.956 1.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

f 0.000 0.000 0.000 1.000 0.889 0.000 0.022 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.022 0.022 0.000

v 0.000 0.000 0.000 0.889 1.000 0.000 0.022 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.022 0.022 0.000

t 0.000 0.000 0.000 0.000 0.000 1.000 0.689 0.556 0.089 0.689 0.511 0.556 0.444 0.289 0.689 0.611 0.267 0.378 0.267 0.133 0.689

d 0.000 0.000 0.000 0.022 0.022 0.689 1.000 0.756 0.133 0.422 0.378 0.400 0.489 0.356 0.756 0.556 0.378 0.489 0.311 0.178 0.467

n 0.000 0.000 0.000 0.000 0.000 0.556 0.756 1.000 0.178 0.356 0.333 0.311 0.467 0.467 0.689 0.489 0.400 0.533 0.333 0.222 0.356

l 0.000 0.000 0.000 0.000 0.000 0.089 0.133 0.178 1.000 0.111 0.022 0.044 0.178 0.533 0.244 0.178 0.333 0.356 0.333 0.267 0.067

s 0.000 0.000 0.000 0.000 0.000 0.689 0.422 0.356 0.111 1.000 0.689 0.711 0.333 0.178 0.467 0.656 0.178 0.156 0.178 0.111 0.800

S 0.000 0.000 0.000 0.000 0.000 0.511 0.378 0.333 0.022 0.689 1.000 0.867 0.333 0.133 0.400 0.589 0.156 0.133 0.133 0.089 0.756

C 0.000 0.000 0.000 0.000 0.000 0.556 0.400 0.311 0.044 0.711 0.867 1.000 0.267 0.133 0.422 0.633 0.178 0.133 0.111 0.067 0.822

r 0.000 0.000 0.000 0.000 0.000 0.444 0.489 0.467 0.178 0.333 0.333 0.267 1.000 0.489 0.622 0.511 0.600 0.556 0.644 0.356 0.333

rn 0.000 0.000 0.000 0.000 0.000 0.289 0.356 0.467 0.533  0.178  0.133 0.133 0.489 1.000 0.533 0.311 0.511 0.578 0.489  0.311 0.178

rd 0.000 0.000 0.000 0.000 0.000 0.689 0.756  0.689 0.244 0.467 0.400 0.422 0.622 0.533 1.000 0.667 0.556  0.644 0.489 0.333 0.511

rt 0.000 0.000 0.000 0.000 0.000 0.611 0.556  0.489 0.178 0.656 0.589 0.633 0.511 0.311 0.667 1.000 0.444  0.378 0.344 0.300 0.678

k 0.000 0.000 0.000 0.000 0.000 0.267 0.378 0.400 0.333 0.178 0.156 0.178 0.600 0.511 0.556 0.444 1.000 0.733 0.733 0.489 0.200

g 0.000 0.000 0.000 0.000 0.000 0.378 0.489 0.533 0.356 0.156 0.133 0.133 0.556 0.578 0.644 0.378 0.733 1.000 0.667 0.444 0.200

N 0.000 0.000 0.000 0.022 0.022 0.267 0.311 0.333 0.333 0.178 0.133 0.111 0.644 0.489 0.489 0.344 0.733 0.667 1.000 0.533 0.156

h 0.000 0.000 0.000 0.022 0.022 0.133 0.178 0.222 0.267 0.111 0.089 0.067 0.356 0.311 0.333 0.300 0.489 0.444 0.533 1.000 0.067

j 0.000 0.000 0.000 0.000 0.000 0.689 0.467 0.356 0.067 0.800 0.756 0.822 0.333 0.178 0.511 0.678 0.200 0.200 0.156 0.067 1.000
� p b m f v t d n l s S C r rn rd rt k g N h j
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Appendix II 
 
 

Distance matrix for the consonants in the synthetic face (VCV syn) 
 

p 1.000 0.800 0.822 0.333 0.400 0.133 0.067 0.156 0.022 0.067 0.067 0.044 0.044 0.022 0.067 0.022 0.022 0.044 0.067 0.022 0.044

b 0.800 1.000 0.889 0.289 0.378 0.133 0.044 0.133 0.000 0.089 0.067 0.067 0.022 0.000 0.044 0.000 0.000 0.044 0.044 0.022 0.067

m 0.822 0.889 1.000 0.289 0.356 0.111 0.089 0.133 0.044 0.111 0.044 0.044 0.067 0.044 0.089 0.044 0.000 0.022 0.067 0.022 0.044

f 0.333 0.289 0.289 1.000 0.778 0.089 0.067 0.111 0.022 0.089 0.067 0.044 0.022 0.000 0.044 0.000 0.022 0.044 0.044 0.044 0.044

v 0.400 0.378 0.356 0.778 1.000 0.111 0.044 0.133 0.000 0.111 0.067 0.067 0.022 0.000 0.022 0.000 0.000 0.067 0.067 0.044 0.067

t 0.133 0.133 0.111 0.089 0.111 1.000 0.756 0.800 0.467 0.467 0.489 0.489 0.511 0.422 0.356 0.400 0.400 0.556 0.689 0.378 0.533

d 0.067 0.044 0.089 0.067 0.044 0.756 1.000 0.711 0.533 0.533 0.422 0.578 0.556 0.467 0.400 0.467 0.489 0.622 0.711 0.400 0.644

n 0.156 0.133 0.133 0.111 0.133 0.800 0.711 1.000 0.444 0.489 0.511 0.467 0.467 0.444 0.422 0.400 0.422 0.578 0.711 0.444 0.533

l 0.022 0.000 0.044 0.022 0.000 0.467 0.533 0.444 1.000 0.200 0.200 0.244 0.800 0.867 0.800 0.867 0.244 0.289 0.378 0.133 0.289

s 0.067 0.089 0.111 0.089 0.111 0.467 0.533 0.489 0.200 1.000 0.578 0.756 0.156 0.156 0.133 0.111 0.444 0.600 0.600 0.533 0.689

S 0.067 0.067 0.044 0.067 0.067 0.489 0.422 0.511 0.200 0.578 1.000 0.622 0.133 0.156 0.156 0.111 0.756 0.800 0.556 0.778 0.578

C 0.044 0.067 0.044 0.044 0.067 0.489 0.578 0.467 0.244 0.756 0.622 1.000 0.178 0.178 0.156 0.133 0.556 0.689 0.622 0.622 0.822

r 0.044 0.022 0.067 0.022 0.022 0.511 0.556 0.467 0.800 0.156 0.133 0.178 1.000 0.822 0.778 0.867 0.178 0.267 0.400 0.067 0.267

rn 0.022 0.000 0.044 0.000 0.000 0.422 0.467 0.444 0.867 0.156 0.156 0.178 0.822 1.000 0.844 0.867 0.200 0.244 0.378 0.067 0.267

rd 0.067 0.044 0.089 0.044 0.022 0.356 0.400 0.422 0.800 0.133 0.156 0.156 0.778 0.844 1.000 0.822 0.133 0.244 0.289 0.067 0.178

rt 0.022 0.000 0.044 0.000 0.000 0.400 0.467 0.400 0.867 0.111 0.111 0.133 0.867 0.867 0.822 1.000 0.156 0.222 0.311 0.067 0.222

k 0.022 0.000 0.000 0.022 0.000 0.400 0.489 0.422 0.244 0.444 0.756 0.556 0.178 0.200 0.133 0.156 1.000 0.756 0.533 0.778 0.644

g 0.044 0.044 0.022 0.044 0.067 0.556 0.622 0.578 0.289 0.600 0.800 0.689 0.267 0.244 0.244 0.222 0.756 1.000 0.644 0.733 0.733

N 0.067 0.044 0.067 0.044 0.067 0.689 0.711 0.711 0.378 0.600 0.556 0.622 0.400 0.378 0.289 0.311 0.533 0.644 1.000 0.467 0.711

h 0.022 0.022 0.022 0.044 0.044 0.378 0.400 0.444 0.133 0.533 0.778 0.622 0.067 0.067 0.067 0.067 0.778 0.733 0.467 1.000 0.533

j 0.044 0.067 0.044 0.044 0.067 0.533 0.644 0.533 0.289 0.689 0.578 0.822 0.267 0.267 0.178 0.222 0.644 0.733 0.711 0.533 1.000
p b m f v t d n l s S C r rn rd rt k g N h j
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Appendix II 
 
 

Distance matrix for the vowels in the natural face (CVC real) 
 

i: 1.000 0.000 0.033 0.000 0.800 0.000 0.000 0.267 0.400 0.000 0.000 0.000 0.000 0.133 0.067 0.000 0.067 0.000

y: 0.000 1.000 0.200 0.067 0.067 0.667 0.267 0.000 0.000 0.600 0.400 0.467 0.100 0.000 0.000 0.300 0.000 0.233

uh: 0.033 0.200 1.000 0.833 0.067 0.233 0.567 0.033 0.033 0.100 0.133 0.500 0.600 0.033 0.000 0.300 0.000 0.133

u: 0.000 0.067 0.833 1.000 0.000 0.100 0.533 0.000 0.000 0.033 0.067 0.400 0.567 0.000 0.000 0.267 0.000 0.100

I 0.800 0.067 0.067 0.000 1.000 0.067 0.000 0.400 0.533 0.067 0.067 0.033 0.000 0.233 0.200 0.000 0.167 0.033

Y 0.000 0.667 0.233 0.100 0.067 1.000 0.167 0.000 0.000 0.833 0.433 0.400 0.100 0.000 0.000 0.333 0.000 0.200

U 0.000 0.267 0.567 0.533 0.000 0.167 1.000 0.000 0.000 0.067 0.100 0.633 0.500 0.000 0.000 0.433 0.000 0.167

e 0.267 0.000 0.033 0.000 0.400 0.000 0.000 1.000 0.767 0.000 0.000 0.000 0.000 0.667 0.567 0.000 0.500 0.067

e: 0.400 0.000 0.033 0.000 0.533 0.000 0.000 0.767 1.000 0.000 0.000 0.000 0.000 0.500 0.467 0.000 0.333 0.067

ox 0.000 0.600 0.100 0.033 0.067 0.833 0.067 0.000 0.000 1.000 0.533 0.333 0.033 0.000 0.000 0.333 0.000 0.200

ox: 0.000 0.400 0.133 0.067 0.067 0.433 0.100 0.000 0.000 0.533 1.000 0.233 0.067 0.000 0.000 0.367 0.000 0.367

u0 0.000 0.467 0.500 0.400 0.033 0.400 0.633 0.000 0.000 0.333 0.233 1.000 0.300 0.000 0.000 0.533 0.000 0.200

o: 0.000 0.100 0.600 0.567 0.000 0.100 0.500 0.000 0.000 0.033 0.067 0.300 1.000 0.000 0.000 0.367 0.000 0.233

E 0.133 0.000 0.033 0.000 0.233 0.000 0.000 0.667 0.500 0.000 0.000 0.000 0.000 1.000 0.667 0.000 0.733 0.067

E: 0.067 0.000 0.000 0.000 0.200 0.000 0.000 0.567 0.467 0.000 0.000 0.000 0.000 0.667 1.000 0.000 0.567 0.100

O 0.000 0.300 0.300 0.267 0.000 0.333 0.433 0.000 0.000 0.333 0.367 0.533 0.367 0.000 0.000 1.000 0.000 0.433

a 0.067 0.000 0.000 0.000 0.167 0.000 0.000 0.500 0.333 0.000 0.000 0.000 0.000 0.733 0.567 0.000 1.000 0.067

A: 0.000 0.233 0.133 0.100 0.033 0.200 0.167 0.067 0.067 0.200 0.367 0.200 0.233 0.067 0.100 0.433 0.067 1.000

i: y: uh: u: I Y U e e: ox ox: u0 o: E E: O a A:  
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Appendix II 
 
 

Distance matrix for the vowels in the synthetic face (CVC syn) 
 

i 1.000 0.133 0.100 0.033 0.567 0.133 0.067 0.600 0.733 0.067 0.200 0.100 0.033 0.500 0.567 0.067 0.567 0.433

y: 0.133 1.000 0.600 0.467 0.067 0.667 0.533 0.067 0.100 0.767 0.667 0.567 0.333 0.100 0.100 0.600 0.033 0.133

uh: 0.100 0.600 1.000 0.667 0.100 0.667 0.633 0.033 0.100 0.533 0.700 0.567 0.500 0.067 0.133 0.667 0.033 0.200

u: 0.033 0.467 0.667 1.000 0.033 0.600 0.567 0.000 0.033 0.500 0.667 0.433 0.633 0.000 0.033 0.633 0.000 0.100

I 0.567 0.067 0.100 0.033 1.000 0.100 0.033 0.700 0.767 0.000 0.133 0.067 0.033 0.767 0.700 0.067 0.567 0.267

Y 0.133 0.667 0.667 0.600 0.100 1.000 0.567 0.067 0.100 0.733 0.667 0.533 0.333 0.100 0.167 0.700 0.067 0.200

U 0.067 0.533 0.633 0.567 0.033 0.567 1.000 0.033 0.067 0.567 0.733 0.433 0.467 0.033 0.067 0.800 0.033 0.133

e 0.600 0.067 0.033 0.000 0.700 0.067 0.033 1.000 0.533 0.000 0.100 0.033 0.033 0.733 0.867 0.033 0.700 0.500

e: 0.733 0.100 0.100 0.033 0.767 0.100 0.067 0.533 1.000 0.033 0.133 0.067 0.033 0.600 0.500 0.067 0.533 0.267

ox 0.067 0.767 0.533 0.500 0.000 0.733 0.567 0.000 0.033 1.000 0.600 0.433 0.267 0.033 0.033 0.667 0.000 0.100

ox: 0.200 0.667 0.700 0.667 0.133 0.667 0.733 0.100 0.133 0.600 1.000 0.500 0.533 0.133 0.133 0.733 0.133 0.200

u0 0.100 0.567 0.567 0.433 0.067 0.533 0.433 0.033 0.067 0.433 0.500 1.000 0.367 0.067 0.100 0.500 0.033 0.200

o: 0.033 0.333 0.500 0.633 0.033 0.333 0.467 0.033 0.033 0.267 0.533 0.367 1.000 0.033 0.033 0.400 0.033 0.100

E 0.500 0.100 0.067 0.000 0.767 0.100 0.033 0.733 0.600 0.033 0.133 0.067 0.033 1.000 0.733 0.033 0.567 0.233

E: 0.567 0.100 0.133 0.033 0.700 0.167 0.067 0.867 0.500 0.033 0.133 0.100 0.033 0.733 1.000 0.133 0.600 0.467

O 0.067 0.600 0.667 0.633 0.067 0.700 0.800 0.033 0.067 0.667 0.733 0.500 0.400 0.033 0.133 1.000 0.033 0.200

a 0.567 0.033 0.033 0.000 0.567 0.067 0.033 0.700 0.533 0.000 0.133 0.033 0.033 0.567 0.600 0.033 1.000 0.633

A: 0.433 0.133 0.200 0.100 0.267 0.200 0.133 0.500 0.267 0.100 0.200 0.200 0.100 0.233 0.467 0.200 0.633 1.000

i: y: uh: u: I Y U e e: ox ox: u0 o: E E: O a A:  
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Appendix III 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
List of the words used in the movie clips. All the words were presented of both 
the natural face and the synthetic face. 

 
 
 
 

 
 
 

appa 
atta 
acka 
arta 
affa 
assa 
atja 
asja 
amma 
arna 
alla 
arra 
abba 
adda 
agga 
arda 
avva 
ajja 
aha 
anna 
anga 
 

oppo 
otto 
ocko 
orto 
offo 
osso 
otjo 
osjo 
ommo 
orno 
ollo 
orro 
obbo 
oddo 
oggo 
ordo 
ovvo 
ojjo 
oho 
onno 
ongo 
 

ippi 
itti 
icki 
irti 
iffi 
issi 
itji 
isji 
immi
irni 
illi 
irri 
ibbi 
iddi 
iggi 
irdi 
ivvi 
ijji 
ihi 
inni 
ingi 
 

koop 
kååp 
kaap 
kiip 
keep 
kääp (som 'här') 
kyyp 
kööp 
kuup 
kopp (som 'rott')
kåpp 
kapp 
kipp 
kepp 
käpp (ej 'tjäpp') 
kypp 
köpp (som 'sött')
kupp 

pook 
pååk 
paak 
piik 
peek 
pääk (som 'här') 
pyyk 
pöök 
puuk 
pock 
påck 
pack 
pick 
peck 
päck 
pyck 
pöck 
puck 
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Appendix IV 

 
Comments to giampi@kth.se, last update February 9, 2009 


