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Abstract 
A speaker-characteristic-based hierarchic tree 
of speech recognition models is designed.  The 
leaves of the tree contain model sets, which are 
created by transforming a conventionally 
trained set using leaf-specific speaker profile 
vectors. The non-leaf models are formed by 
merging the models of their child nodes. Dur-
ing recognition, a maximum likelihood crite-
rion is followed to traverse the tree from the 
root to a leaf. The computational load for esti-
mating one- (vocal tract length) and four-
dimensional speaker profile vectors (vocal tract 
length, two spectral slope parameters and 
model variance scaling) is reduced to a frac-
tion compared to that of an exhaustive search 
among all leaf nodes. Recognition experiments 
on children’s connected digits using adult mod-
els exhibit similar recognition performance for 
the exhaustive and the one-dimensional tree 
search. Further error reduction is achieved 
with the four-dimensional tree. The estimated 
speaker properties are analyzed and discussed. 

Introduction 
Knowledge on speech production can play an 
important role in speech recognition by impos-
ing constraints on the structure of trained and 
adapted models. In contrast, current conven-
tional, purely data-driven, speaker adaptation 
techniques put little constraint on the models. 
This makes them sensitive to recognition errors 
and they require a sufficiently high initial accu-
racy in order to improve the quality of the mod-
els.  

Several speaker characteristic properties 
have been proposed for this type of adaptation. 
The most commonly used is compensation for 
mismatch in vocal tract length, performed by 
Vocal Tract Length Normalization (VTLN) 
(Lee and Rose, 1998). Other candidates, less 
explored, are voice source quality, articulation 
clarity, speech rate, accent, emotion, etc.  

However, there are at least two problems 
connected to the approach. One is to establish 
the quantitative relation between the property 
and its acoustic manifestation. The second 

problem is that the estimation of these features 
quickly becomes computationally heavy, since 
each candidate value has to be evaluated in a 
complete recognition procedure, and the num-
ber of candidates needs to be sufficiently high 
in order to have the required precision of the 
estimate. This problem becomes particularly 
severe if there is more than one property to be 
jointly optimized, since the number of evalua-
tion points equals the product of the number of 
individual candidates for each property. Two-
stage techniques, e.g. (Lee and Rose, 1998) and 
(Akhil et. al., 2008), reduce the computational 
requirements, unfortunately to the prize of 
lower recognition performance, especially if the 
accuracy of the first recognition stage is low. 

In this work, we approach the problem of 
excessive computational load by representing 
the range of the speaker profile vector as quan-
tized values in a multi-dimensional binary tree. 
Each node contains an individual value, or an 
interval, of the profile vector and a correspond-
ing model set. The standard exhaustive search 
for the best model among the leaf nodes can 
now be replaced by a traversal of the tree from 
the root to a leaf. This results in a significant 
reduction of the computational amount. 

There is an important argument for structur-
ing the tree based on speaker characteristic 
properties rather than on acoustic observations. 
If we know the acoustic effect of modifying a 
certain property of this kind, we can predict 
models of speaker profiles outside their range 
in the adaptation corpus. This extrapolation is 
generally not possible with the standard acous-
tic-only representation.  

In this report, we evaluate the prediction 
performance by training the models on adult 
speech and evaluating the recognition accuracy 
on children’s speech. The achieved results ex-
hibit a substantial reduction in computational 
load while maintaining similar performance as 
an exhaustive grid search technique. 

In addition to the recognized identity, the 
speaker properties are also estimated. As these 
can be represented in acoustic-phonetic terms, 
they are easier to interpret than the standard 
model parameters used in a recognizer. This 
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provides a mechanism for feedback from 
speech recognition research to speech produc-
tion knowledge.  

Method 

Tree generation  
The tree is generated using a top-down design 
in the speaker profile domain, followed by a 
bottom-up merging process in the acoustic 
model domain. Initially, the root node is loaded 
with the full, sorted, list of values for each di-
mension in the speaker profile vector. A num-
ber of child nodes are created, whose lists are 
achieved by binary splitting each dimension list 
in the mother node. This tree generation proc-
ess proceeds until each dimension list has a 
single value, which defines a leaf node. In this 
node, the dimension values define a unique 
speaker profile vector. This vector is used to 
predict a profile-specific model set by control-
ling the transformation of a conventionally 
trained original model set. When all child node 
models to a certain mother node are created, 
they are merged into a model set at their mother 
node. The merging procedure is repeated up-
wards in the tree, until the root model is 
reached. Each node in the tree now contains a 
model set which is defined by its list of speaker 
profile values. All models in the tree have equal 
structure and number of parameters.  

Search procedure 
During recognition of an utterance, the tree is 
used to select the speaker profile whose model 
set maximizes the score of the utterance. The 
recognition procedure starts by evaluating the 
child nodes of the root. The maximum-
likelihood scoring child node is selected for 
further search. This is repeated until a stop cri-
terion is met, which can be that the leaf level or 
a specified intermediate level is reached. An-
other selection criterion may be the maximum 
scoring node along the selected root-to-leaf 
path (path-max). This would account for the 
possibility that the nodes close to the leaves fit 
partial properties of a test speaker well but have 
to be combined with sibling nodes to give an 
overall good match.  

Model transformations 
We have selected a number of speaker proper-
ties to evaluate our multi-dimensional estima-

tion approach. The current set contains a few 
basic properties described below. These are 
similar, although not identical, to our work in 
(Blomberg and Elenius, 2008). Further devel-
opment of the set will be addressed in future 
work.  

VTLN 
An obvious candidate as one element in the 
speaker profile vector is Vocal Tract Length 
Normalisation (VTLN). In this work, a standard 
two-segment piece-wise linear warping func-
tion projects the original model spectrum into 
its warped spectrum. The procedure can be per-
formed efficiently as a matrix multiplication in 
the standard acoustic representation in current 
speech recognition systems, MFCC (Mel Fre-
quency Cepstral Coefficients), as shown by Pitz 
and Ney (2005).  

Spectral slope 
Our main intention with this feature is to com-
pensate for differences in the voice source 
spectrum. However, since the operation cur-
rently is performed on all models, also un-
voiced and non-speech models will be affected. 
The feature will, thus, perform an overall com-
pensation of mismatch in spectral slope, 
whether caused by voice source or the trans-
mission channel.  

We use a first order low-pass function to 
approximate the gross spectral shape of the 
voice source function. This corresponds to the 
effect of the parameter Ta in the LF voice 
source model (Fant, Liljencrants and Lin, 
1985). In order to correctly modify a model in 
this feature, it is necessary to remove the char-
acteristics of the training data and to insert 
those of the test speaker. A transformation of 
this feature thus involves two parameters: an 
inverse filter for the training data and a filter 
for the test speaker.  

This two-stage normalization technique 
gives us the theoretically attractive possibility 
to use separate transformations for the vocal 
tract transfer function and the voice source 
spectrum (at least in these parameters). After 
the inverse filter, there remains (in theory) only 
the vocal tract transfer function. Performing 
frequency warping at this position in the chain 
will thus not affect the original voice source of 
the model. The new source characteristics are 
inserted after the warping and are also unaf-
fected. In contrast, conventional VTLN implic-
itly warps the voice source spectrum identically 
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to the vocal tract transfer function. Such an as-
sumption is, to our knowledge, not supported 
by speech production theory.  

Model variance  
An additional source of difference between 
adults’ and children’s speech is the larger intra- 
and inter-speaker variability of the latter cate-
gory (Potamianos and Narayanan, 2003). We 
account for this effect by increasing the model 
variances. This feature will also compensate for 
mismatch which can’t be modeled by the other 
profile features. Universal variance scaling is 
implemented by multiplying the diagonal co-
variance elements of the mixture components 
by a constant factor.  

Experiments 
One- and four-dimension speaker profiles were 
used for evaluation. The single dimension 
speaker profile was frequency warping 
(VTLN). The four-dimensional profile con-
sisted of frequency warping, the two voice 
source parameters and the variance scaling fac-
tor. 

Speech corpora 
The task of connected digits recognition in the 
mismatched case of child test data using adult 
training data was selected. Two corpora, the 
Swedish PF-Star children’s corpus (PF-Star-
Sw) (Batliner et. al., 2005) and TIDIGITS, 
were used for this purpose. In this report, we 
present the PF-Star results. Results on 
TIDIGITS will be published in other reports. 

PF-Star-Sw consists of 198 children aged 
between 4 and 8 years. In the digit subset, each 
child was aurally prompted for ten 3-digit 
strings. Recordings were made in a separate 
room at day-care and after school centers. 
Downsampling and re-quantization of the 
original specification of Pf-Star-Sw was per-
formed to 16 bits / 16 kHz.  

Since PF-Star-Sw does not contain adult 
speakers, the training data was taken from the 
adult Swedish part of the SPEECON database 
(Großkopf et al, 2002). In that corpus, each 
speaker uttered one 10 digit-string and four 5 
digit-strings, using text prompts on a computer 
screen. The microphone signal was processed 
by an 80 Hz high-pass filter and digitized with 
16-bits / 16 kHz. The same type of head-set mi-
crophone was used for PF-Star-Sw and 
SPEECON. 

Training and evaluation sets consist of 60 
speakers, resulting in a training data size of 
1800 digits and a children’s test data of 1650 
digits. The latter size is due to the failure of 
some children to produce all the three-digit 
strings. 

The low age of the children combined with 
the fact that the training and testing corpora are 
separate makes the recognition task quite diffi-
cult.  

Pre-processing and model configuration 
A phone model representation of the vocabu-
lary has been chosen in order to allow pho-
neme-dependent transformations. A continu-
ous-distribution HMM system with word-
internal, three-state triphone models is used. 
The output distribution is modeled by 16 di-
agonal covariance mixture components.  

The cepstrum coefficients are derived from 
a 38-channel mel filterbank with 0-7600 Hz 
frequency range, 10 ms frame rate and 25 ms 
analysis window. The original models are 
trained with 18 MFCCs plus normalized log 
energy, and their delta and acceleration fea-
tures. In the transformed models, reducing the 
number of MFCCs to 12 compensates for cep-
stral smoothing and results in a standard 39-
element vector. 

Test conditions 
The frequency warping factor was quantized 
into 16 log-spaced values between 1.0 and 1.7, 
representing the amount of frequency expan-
sion of the adult model spectra. The two voice 
source factors and the variance scaling factor, 
being judged as less informative, were quan-
tized into 8 log-spaced values. The pole cut-off 
frequencies were varied between 100 and 4000 
Hz and the variance scale factor ranged be-
tween 1.0 and 3.0.  

The one-dimensional tree consists of 5 lev-
els and 16 leaf nodes. The four-dimensional 
tree has the same number of levels and 8192 
leaves. The exhaustive grid search was not per-
formed for four dimensions, due to prohibitive 
computational requirements.  

The node selection criterion during the tree 
search was varied to stop at different levels. An 
additional rule was to select the maximum-
likelihood node of the traversed path from the 
root to a leaf node. These were compared 
against an exhaustive search among all leaf 
nodes. 
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Training and recognition experiments were 
conducted using HTK (Young et. al., 2005). 
Separate software was developed for the trans-
formation and the model tree algorithms. 

Results and discussion 
Recognition results for the one- and four-
element speaker profiles are presented in Table 
1 for different search criteria together with a 
baseline result for non-transformed models. 
The error rate of the one-dimensional tree-
based search was as low as that of the exhaus-
tive search at a fraction (25-50%) of the com-
putational load. This result is especially posi-
tive, considering that the latter search is guar-
anteed to find the global maximum-likelihood 
speaker vector.  
Even the profile-independent root node pro-
vides substantial improvement compared to the 
baseline result. Since there is no estimation 
procedure involved, this saves considerable 
computation.  

In the four-dimensional speaker profile, the 
computational load is less than 1% of the ex-
haustive search. A minimum error rate is 
reached at a stop level two and three levels be-
low the root. Four features yield consistent im-
provements over the single feature, except for 
the root criterion. Clearly, vocal tract length is 
very important, but spectral slope and variance 
scaling also have positive contribution. 
Table 1. Number of recognition iterations and word 
error rate for one and four-dimensional speaker 
profile. 

Search 
alg. 

No. iterations WER(%) 

Baseline 1 32.2 
 1-D 4-D 1-D 4-D 
Exhaus-
tive 

16 8192 11.5 - 

Root 1 1 11.9 13.9 
Level 1 2 16 12.2 11.1 
Level 2 4 32 11.5 10.2 
Level 3 6 48 11.2 10.2 
Leaf 8 50 11.2 10.4 
Path-max 9 51 11.9 11.6 
 

Histograms of warp factors for individual 
utterances are presented in Figure 1. The distri-
butions for exhaustive and 1-dimensional leaf 
search are very similar, which corresponds well 
with their small difference in recognition error 
rate. The 4-dimensional leaf search distribution 

differs from these, mainly in the peak region. 
The cause of its bimodal character calls for fur-
ther investigation. A possible explanation may 
lie in the fact that the reference models are 
trained on both male and female speakers. Dis-
tinct parts have probably been assigned in the 
trained models for these two categories. The 
two peaks might reflect that some utterances 
are adjusted to the female parts of the models 
while others are adjusted to the male parts. This 
might be better caught by the more detailed 
four-dimensional estimation. 
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Figure 1. Histogram of estimated frequency warp 
factors for the three estimation techniques. 

Figure 2 shows scatter diagrams for average 
warp factor per speaker vs. body height for 
one- and four-dimensional search. The largest 
difference between the plots occurs for the 
shortest speakers, for which the four-
dimensional search shows more realistic values. 
This indicates that the latter makes more accu-
rate estimates in spite of its larger deviation 
from a Gaussian distribution in Figure 1. This 
is also supported by a stronger correlation be-
tween warp factor and height (-0.55 vs. -0.64). 
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Figure 2. Scatter diagrams of warp factor vs. body 
height for one- (left) and four-dimensional (right) 
search. Each sample point is an average of all utter-
ances of one speaker. 

The operation of the spectral shape com-
pensation is presented in Figure 3 as an average 
function over the speakers and for the two 
speakers with the largest positive and negative 
deviation from the average. The average func-
tion indicates a slope compensation of the fre-
quency region below around 500 Hz. This 
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shape may be explained as children having 
steeper spectral voice source slope than adults, 
but there may also be influence from differ-
ences in the recording conditions between PF-
Star and SPEECON. 
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Figure 3. Transfer function of the voice source 
compensation filter as an average over all test 
speakers and the functions of two extreme speakers. 

The model variance scaling factor has an 
average value of 1.39 with a standard deviation 
of 0.11. This should not be interpreted as a ratio 
between the variability among children and that 
of adults. This value is rather a measure of the 
remaining mismatch after compensation of the 
other features.  

Conclusion 
A tree-based search in the speaker profile space 
provides recognition accuracy similar to an ex-
haustive search at a fraction of the computa-
tional load and makes it practically possible to 
perform joint estimation in a larger number of 
speaker characteristic dimensions. Using four 
dimensions instead of one increased the recog-
nition accuracy and improved the property es-
timation. The distribution of the estimates of 
the individual property features can also pro-
vide insight into the function of the recognition 
process in speech production terms.  
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