
 

 

Ask the experts 

Part II: Analysis 

Jens Edlund & Joakim Gustafson 

The work presented here is fuelled by an urge to understand speech in its 

original and most fundamental context: conversation between people. And 

what better way to search for such an understanding than to look to the 

experts? When it comes to human conversation, authority lies with the 

speakers themselves, and asking the experts is a question of observing and 

analyzing what speakers do. Ask the experts is an overview of our endeavours 

to apply a speech technologist’s view of observation and analysis to linguistic 

research. 

 

Ask the experts is a two-part paper. In the first part, Elicitation, we discuss 

methods of capturing what people do when they talk to each other. In the 

second part, Analysis, we discuss methods of extracting useful information 

from the raw data so captured, with a special focus on raw sound. Data 

capturing and its analysis are often bridged by annotation, a topic which is 

largely left out here. A discussion of principles and methods for annotation, 

however, provides scope for a future third part. Both Elicitation and Analysis 

is illustrated with examples, primarily from our own work and from that of our 

colleagues at KTH Speech, Music and Hearing. 

 

Once we have recorded people talking to each other, we are left with the 

question of how to extract relevant information from these recordings. In 

fields such as conversational analysis and discourse analysis, there is a strong 

tradition of investigating in detail selected interactions in order to find 

phenomena that might generalize. These methods, albeit successful at times, 

are so labour intensive and time consuming that analysis is limited to small 

amounts of data – oftentimes conversations of a mere few minutes receive a 

lot of attention. This requires faith in researchers’ ability to select 



 

 

representative materials and to make objective observations, unbiased by for 

example their linguistic theory of choice.  

 

With the tremendous success of statistical methods in speech technology over 

the past decades (e.g. for automatic speech recognition), new paradigms have 

emerged. Machine learning and statistical analysis not only permits us to make 

classifiers and describe data within speech technology, but can be used for 

exploration, hypothesis testing, and demonstration of linguistic theory. Speech 

technology tools that automatically and programmatically analyse raw data 

allow us to find coherent categories and to ensure that experiments are 

repeatable. Unquestionably, linguistic theory still enters the picture: automatic 

analysis involves a selection of what to analyse and how – a selection which is 

often guided by a wish to test a specific hypothesis or to lend support to a 

theory. 

 

Each of the following two-page spreads contains a condensed summary of a 

study designed to extract specific information about human interaction. Our 

focus is speech, but face-to-face conversation is characterised not only by its 

vocalizations per se, but by gesture, movement, and inter-speaker dynamics. 

Hence, we have selected studies of different nature to illustrate what can be 

done with automatic analysis and modern visualisation techniques. We start 

out with three studies that extract information from raw audio alone: a study 

of pitch contours in the vicinity of silences and a study of loudness co-

variation between interlocutors, and a study of co-variation in pause and gap 

durations. Next, we go on to two studies in which analysis of textual content is 

combined with acoustic analysis: the first concerns pitch contours in 

clarification requests and the second is a demonstration of the effects of 

filtering out “uninteresting” parts of dialogue. We conclude with a study of 

co-variation in motion. Each summary starts with a brief motivation, followed 

by a condensed description of the method. Finally, results are visualized and 

summarized.  



 

 

Example 1: pitch in the vicinity of silence 

This example is an extract of a study published in full in Heldner et al. (2009).  

Motivation 

This study concerns interaction control and what happens just before silences 

within a speakers vocalization as opposed to silences between the vocalization 

of one speaker and that of another – in the terminology of Sacks et al. (1974), 

what happens just before pauses and gaps, respectively. Although the study 

lends support to previous findings, it is in essence aimed at exploration.  

We know that pitch movements preceding pauses look different than those 

preceding gaps. Specifically, a flat pitch contour in the centre of the speaker’s 

range is likely to be followed by more speech from the same speaker (see 

Edlund & Heldner, 2005 and references therein). What the pitch movements 

look like before speaker changes is less clear, and we are looking for ways to 

quickly get an overview of contrasting data as an aid for generating 

hypotheses.  

Method 

For this study, we designed bitmap clustering – a method to visualize, in a 

single picture, a large number of contours. The basis of the method is to plot 

each contour with a degree of transparency, so that many contours can be seen 

through each other. Areas that are traversed by large numbers of contours are 

darker in the plots, whereas areas where only a few contours pass through are 

lighter. Before plotting, the data may be filtered and normalized in different 

ways, depending on what kind of patterns we are interested in or expect to 

find.  

In this study, we use data from the Swedish Map Task Corpus (Helgason, 

2006). The Map Task defines two roles – followers and givers. We show only 

data from followers here, due to space restrictions. First, we split the audio 

from each speaker into chunks that contain speech and those that contain 

silence. We then focus on the silences in the follower’s channel, and divide 

these into two groups, depending on whether the next person to speak is again 



 

 

the follower (making the silence a pause) or the giver (in which case we have 

a gap). We then extract the last 500 ms of audio in the follower’s channel. 

This corresponds roughly to a few syllables. A standard pitch extractor is used 

to find the pitch contour. The contours are transformed into the semitone 

scale, and plotted semi-transparently, with each contour starting at the same 

point in the left edge of the plot. The resulting bitmap clusters should give us 

an idea about how common for example rises, falls, and flat contours are 

immediately before pauses and gaps. 

 

 
 

Fig. 1. Bitmap clusters of the last 500 ms of speech preceding gaps (left pane) and 
pauses (right pane) The X axis represents time. The Y axis represents F0 excursion 
from the median of the first three voiced frames in the 500 ms stretch, in semitones. 

Results  

Figure 1 shows that excursions from the median is uncommon in the speech 

preceding pauses, as expected. We also see that such excursions are 

considerably more common in speech preceding gaps. In particular, a late rise 

seems to be common, and there is a suggestion at an earlier fall starting as far 

back as the full 500 ms before the silence also occurs with some regularity. 

Conclusions 

The study is an example of how visualization of data can assist us in our 

search. Naturally, it is not a replacement for other research methods, nor does 

it – thankfully – relieve us from the task of figuring out where to look. Used 

judiciously it can, however, be a very powerful tool both for testing our 

intuitions and for guiding our ideas. 



 

 

Example 2: Lombard effects and synchrony  

This section presents preliminary work done together with Jonas Beskow. 

Motivation 

As ambient noise around people engaged in conversation increases, 

interlocutors increase their loudness, among other things. This effect –the 

Lombard effect – is near-automated: speakers cannot easily suppress it. This 

makes it a potential tool to measure other effects. Here, we investigate the 

claim that interlocutors are more similar to each other than to others in many 

respects, including loudness. This tendency to mimic goes under a great many 

names, and three of the studies presented here are related to it. We opt to call 

it synchrony here (for the reasoning behind this, see Edlund et al., 2009). 

Method 

We placed four pairs of interlocutors face-to-face at one to two metres 

distance, and equipped them with a pair of high quality head phones allowing 

almost sounds from outside the head phones through; their dampening effect 

was negligible. Interlocutors were equipped with close talking microphones 

allowing us to measure with some reliability their loudness of speech.  

 

Each pair was asked to talk freely for ten minutes, during which each 

participant was subjected to white noise episodes that increased continuously 

for 30 seconds and then dissipated for another 30 seconds until completely 

gone. Each interlocutor experienced four noise episodes, arranged so that 

interlocutors experienced them simultaneously twice, each interlocutor 

experienced noise while the other did not twice, and each interlocutor 

experienced no noise while the other heard noise twice. 

Results 

We note in Fig. 2 that under condition 1-1, when both speakers experience 

noise simultaneously, they increase their voices the most. This represents the 
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Fig. 2. The relative average loudness (Y axis) of all speakers during all noise 
episodes. The X axis represents time into the noise episode: the first 10s are plotted 
to the left, the last 10s to the right, with the intermediate segments chronologically in 
between. Each condition is plotted on a separate line: 1-1 means that both 
interlocutors experienced noise; 1-0 is the loudness of interlocutors experiencing 
noise while the other did not; and 0-1 the loudness of speakers that did not 
experience noise while the other did. 

expected Lombard effects, and any synchrony is masked as it would pull the 

speakers’ loudness in the same direction as the Lombard effects. In 1-0, the 

increase in loudness is smaller. This is what one would expect from a speaker 

affected by Lombard effects pulling towards a loudness increase, but also by 

synchrony, pulling towards the other speakers unaltered (but see below) voice 

strength. In the third case, 0-1, we still see an increase in loudness. Lombard 

effects cannot explain this increase – the setting was checked so that no white 

noise could not be heard from the other speaker. The increase is likely a result 

of synchrony: the speaker raises her voice because her interlocutor does so. 

Conclusions 

The study presented is a preliminary proof-of-concept study, and we have yet 

to do statistics on the data. It is likely that more subjects are needed to 

quantify the effects properly, but the preliminary results give good hope that 

controlled Lombard effects can be used as relatively affordable method to 

measure the strength of other effects. 



 

 

Example 3: synchrony in pause and gap durations  

This is an excerpt of work published in full in Edlund et al., (2009). 

Motivation 

This is another study that aims at investigating the claim that interlocutors are 

more like each other than others. The claim has previously mainly been tested 

as it was just stated – a static fact. Studies have showed that if one compares 

averages of for example pitch height between two interlocutors with those of 

others, people talking to each other are more similar. This has been taken, 

reasonably enough, to indicate that interlocutors become more similar during a 

conversation. This stronger statement has also been tested, by showing that 

speakers in the first second half of a conversation are more similar to each 

other than they were in the first half. In this study, we were interested in 

exploring the dynamics of this similarity with a higher granularity than first 

half/second half. 

Method 

We measured automatically, using standard speech detection software, the 

length of each pause and gap in six 20 minute long dialogues taken from the 

Spontal material (Edlund et al., in press). From this, we interpolated a 

smoothed average pause and gap duration for each speaker at each occurrence 

of a pause or gap, respectively. The resulting data was then plotted and tested 

for correlations.  

Results 

The resulting plots can be seen in Figure 3. We note that several dialogues 

seem to show clearly that the speakers co-vary, whereas others, such as the 

gap length in D2, seem to show the opposite. Most of the dialogues show 

significant correlations (see Edlund et al., 2009). 



 

 

Conclusion 

Previous studies of synchrony have 

stopped at showing either that the 

speakers involved in a dialogue are 

more similar to each other than to 

others by looking at an average of the 

whole dialogue, entirely losing ay 

dynamics, or by comparing the first 

and the second half of the dialogue, 

reducing the dynamics to two data 

points. The study we have described 

here shows that, even with such a 

irregularly updated value as average 

pause and gap duration, we can capture 

the dynamics of synchrony with a 

much higher granularity. The graphs in 

Figure 3 also show that we can 

illustrate these phenomena in a manner 

that can lead us to interesting points in 

a dialogue – what, for example, 

happens about a quarter into D3? 

 

 

 

 

 

 

 

 Figure 3. Left column shows gaps, right 
column shows pauses. Each row is a 
dialogue. Each pane shows 20 minutes 
of dialogue ion the X axis, and the 
logarithm of average silence duration 
for each speaker on the Y axis. 



 

 

Example 4: pitch contours in clarification requests 

The work presented in this section was done together with David House. 

Motivation 

Pitch contours are associated with different meanings in feedback and 

grounding (see e.g. Skantze et al., 2006 for an overview). We have tied 

grounding level (Allwood et al., 1992; Clark, 1996) to position of pitch peak 

in single monosyllabic content words (Edlund et al., 2005; Skantze et al., 

2006). The range of pitch variation on such words is limited, and systematic 

parameter variation suffices to create stimuli. For complex stimuli, systematic 

variation is intractable, and we need another means of stilmuli creation. 

Method 

We acquired acted readings intended to be one-word paraphrases of “OK, X” 

(acceptance) “What do you mean by X?” (clarify understanding) and “Did you 

say X?” (clarify perception), where X is a colour. We used the method 

described in Part 1, this volume, to get stereotypical readings: the subjects 

listened to resynthesized versions of their own readings with their own pitch 

contour – as captured by our software. Phoneme timing was extracted 

automatically and transplanted onto the synthesized versions. Recordings 

which sounded as intended to their readers when resynthesized were used in 

subsequent analyses. Each subject produced three acceptable readings of each 

paraphrase, one for each of the colour words: “röd”, “grön” and “blå”.  

Results  

Acceptance       Clarify perception       Clarify understanding

 
Figure 4. Pitch contours from all subjects, with regression lines showing the 5% 

confidence interval of a two-legged segmented linear regression. 
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Figure 5. Pitch contours of readings from 9 subjects reading the words “röd” (red), 

“grön” (green) and “blå” (blue).  

The plots in Figure 4 and Figure 5 confirm our previous findings: an early 

peak is associated with acceptance, a late rise is associated with clarification 

of perception, and a mid peak indicates a request for clarification of 

understanding.  

Conclusion 

In this study we combined human linguistic competence (when the subjects 

speak and when they judge the analysed results) with speech technology (to 

analyse and resynthesize) to create stimuli for the next iteration of study. The 

graphs meet our expectations on the same words as previous studies, and a 

relatively cheap process resulted in fairly strong evidence. We can go forth 

and record stimuli that we can use for investigating more complex utterances 

(bisyllabic, polysyllabic, multiword, etc.) using the same method.  



 

 

Example 5: effects of dialogue distillation 

The material presented here is part of Anna Hjalmarsson’s thesis work. 

Motivation 

This is an example of an analysis intended to make a point of what to include 

in dialogue analyses. It is common, at least within speech technology, to 

discard a number of events pre-analysis, on the assumption that the events are 

uninformative, uninteresting, or simply not part of the dialogue proper. In 

speech technology, the label garbage is often applied . There is a (hidden) 

underlying assumption that discarding these events has little or no effect on 

the essential dialogue. The method of distilling dialogues (Jönsson & 

Dahlbäck, 2000) is but one example. It is a method of compressing dialogue 

transcription to keep only the information rich parts. The transcription “uh 

well I would like to go to um Stockholm <cough> this weekend... on 

Thursday” would for example become “I would like to go to Stockholm on 

Thursday”. This transformation looks, perhaps, harmless enough in writing.  

Method 

To fully see the effects of distilling, Anna Hjalmarsson presented a few 

minutes of undistilled dialogue next to the distilled dialogue in two graphs. 

The graphs show speech as horizontal blocks, one speaker above the other, 

line by line, visualizing both the durations of speech segments and the pauses 

in between.  

Results 

In Figure 6, we see the undistilled dialogue in the left square, and the distilled 

to the right. We note that the right square is very empty in comparison. We 

note also that in the right square, there are several silences in excess of three 

or four seconds – silences that are likely to be perceived as awkward or 

strange. What we can conclude from this is that if the dialogue is distilled, it 

will be changed considerably from a temporal and rhythmical point of view. 



 

 

Either we leave the durations as they were in the original, resulting in many 

long silences that were not there to begin with, or we remove the silences as 

well as the words that do not make it through distilling, resulting in a dialogue 

that is not only much shorter than the original, but that also has a rhythm that 

has nothing to do with the original dialogue. In either case, the effect on the 

dialogue is much greater than what one might believe having looked only at 

the textual representation. 

 

 
Figure 6. The left pane shows the undistilled dialogue, the right pane show the same 
dialogue, distilled. Each row represents 16 seconds of dialogue (the vertical lines 
denote seconds). Each row contains blocks representing speech from the first 
speaker (high) and the second speaker (low). The dialogues should be read row by 
row, from left to right. 

Conclusions 

With this experiment, we return to the power of visualizations. The fact that 

temporal aspects get distorted when words are removed may seem trivial, yet 

it is very easy to forget when working with representations that hide temporal 

aspects. A simple graph like the one in Figure 6 can reveal mistakes and 

highlight effects that we may otherwise overlook. 



 

 

Example 6: synchrony in motion 

The recording process and data treatment resulting in the graphs presented 

here are published in detail in Beskow et al. (in press). 

Motivation  

This final study is similar to Example 3, but here, we are looking to describe 

co-variation in amount of movement between interlocutors. 

Method 

We used motion capture data collected in the Spontal project (Edlund et al., in 

press). The motion capture data holds three-dimensional coordinates 

describing 12 points on each interlocutor’s upper body at a frame rate of 

100Hz. For each sequence of two frames, the Euclidean distance between each 

points in the first and the second frame was calculated. Points belonging to the 

same speaker were averaged. The result is a measure of average marker 

movement in the time between the two adjacent frames, per speaker. The two 

resulting time series of speaker average marker movement were down-

sampled and smoothed using a 3000 frames (30s) long median filter with a 

step-length of 100 frames, resulting in heavily smoothed 1Hz data. Finally, the 

data was Z-normalized over speaker to facilitate comparison. 

Results 

We note in that the speakers show synchrony over a couple of segments, for 

example the first few minutes and in the bottom panel. When comparing to the 

video and audio, we note that the higher activity for one speaker between 3 to 

10 minutes into the dialogue, approximately, corresponds to a segment where 

she narrates a connected story, after which the other speaker takes over the 

narration. 



 

 

 

 

 

 

 
Figure 7. Plot of Z-normalized average marker movement per speaker over time for 
the entire dialogue. One speaker is represented by a solid line, the other by a dashed 
line. The graph should be read row by row, from left to right. Each row contains 7.5 
minutes of dialogue. The gap in the fourth row is a result of the speakers being too 
close to each other to safely assign speaker identity to the points. 

Conclusions 

This study shows, again, that we can capture the dynamics of synchrony with 

a much higher granularity than what is commonly done. It further provides an 

example of what can be done with data of other modalities than speech, and 

how we may use such data to look for interesting events in dialogues. 



 

 

Summary 

In this chapter, we have provided a small smorgasbord of titbits intended to 

tease the reader’s appetite for studies of raw acoustic data. Although the 

studies we have described here are merely a cross-section of our own work, 

and a very small part of the collected work of our research community, we 

hope to have demonstrated that the stretch between raw sound and linguistic 

theory is rich and interesting, and that one way of harvesting its fruits is to 

harness methods used in speech technology. Three of the studies we have 

presented here are based wholly on automatic analysis of raw sound. Two of 

them combine such analysis with human annotation of words, and the last one 

contains no analysis of sound whatsoever – it investigates motion. We feel 

that this is representative for how we must go forth in our investigations of 

human speech in general and face-to-face dialogue in particular – without 

looking at all the modalities involved, we are unlikely to ever see the whole 

picture. 
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