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Abstract  

We present MMAE – Massively Multi-component Audio Environments – a new concept in auditory presentation, and Cocktail – a 
demonstrator built on this technology. MMAE creates a dynamic audio environment by playing a large number of sound clips 

simultaneously at different locations in a virtual 3D space. The technique utilizes standard soundboards and is based in the Snack 
Sound Toolkit. The result is an efficient 3D audio environment that can be modified dynamically, in real time. Applications range from 
the creation of canned as well as online audio environments for games and entertainment to the browsing, analyzing and comparing of 

large quantities of audio data. We also demonstrate the Cocktail implementation of MMAE using several test cases as examples. 

 

1. Introduction 

In general, there are few methods for impressionistic 
inspection of large speech corpora around, although 
investigating such corpora is becoming increasingly 
important in many fields. There are few examples of 
techniques for overviewing large speech corpora, but an 
attempt worth mentioning is tap2talk (Campbell, 2003), 
which uses an entirely different approach than what we 
present here. One problem involved in immediate 
perceptualization of large amounts of speech, is that 
speech, as opposed to visual data, is transient and must be 
inspected in real time – we cannot easily listen to a static 
version, or a snapshot, of speech.  

We are currently developing MMAE (Massively 
Multi-component Audio Environments), which offers a 
solution where large quantities of audio is inspected using 
simultaneous and dynamic playback of large numbers of 
distinct soundbites, creating a 3D soundscape reminiscent 
of a cocktail party. Here, we present Cocktail, the first 
version of a perceptualization engine based on this 
technique, to showcase some of its potential. 

2. Background and motivation 

MMAE has several uses. Here, we will talk about using it 
to mitigate the difficulties involved in perceptualizing 
large speech corpora, about using it as a tool for 
experimental analysis and comparison of speech, and 
about using it to create soundscapes that can be used in 
research as well as in entertainment. 

2.1 Hearing the big picture  

Getting a general feel for what a large speech corpus 
sounds like is useful both to researchers and service 
developers. Researchers are increasingly working on 
corpora that are so large the time required to listen 
through it sequentially could take more than a life-time. 
Moore (2003), for example, argues that given current 
development, error free ASR would require between 100 
and 1000 years of acoustic training data. Although that is 
clearly not a feasible project, current ASR training 
routinely involves thousands of hours of acoustic data. 
And as automated speech services are becoming 
mainstream for customer care, the amount of speech data 

that must be analyzed to ensure quality of service is 
exploding. Many of these qualitative assessments require 
manual inspection, making exercises such as tracking 
quality of service and evaluating the effect of system 
changes an overwhelming task for service providers. 

By playing a large number of sound clips from 
customers simultaneously, but at different locations in a 
virtual 3D space, researchers and developers can make 
judgments about the overall makeup of large databases 
quickly and get a feel of the mood of the simulated crowd. 
In addition, we are hoping to capitalize on the cocktail 
party effect, as described by Cherry (1953), who 
demonstrated that in settings such as a cocktail party, 
people are able to follow a conversation of their choice 
while ignoring others. This cocktail party effect can be 
utilized by listeners, who can focus on a particular speaker 
of the many simultaneous speakers for just as long as it 
takes to make a judgment, and then instantly skip to some 
other speaker. The effect is not created by the technology, 
but rather a case of technology taking advantage of how 
human speech perception works. In these ways, MMAE 
based perceptualization engines may provide 
near-instantaneous impressionistic inspection of large 
speech corpora. 

In addition to the need to get a general impression of large 
speech corpora, there is a pressing need to be able to 
compare different speech corpora, or different subsets of 
the same corpus. The need arises for many reasons. We 
may want to compare 

• sets of speech picked from different places in a 
dialogue – a serial comparison of data from different 
contexts that can potentially show problematic places.  

• speech taken from the same context but different 
system versions - showing the effects of design choices; 

• compare data collected at different times for 
regression and quality-of-service testing; 

• compare perceived emotional state and user 
satisfaction to verify the soundness of new automatic 
methods to assess such subjective measures; 

One way of achieving this would be to first listen to one 
subset, then to the next. As MMAE creates a 3D 
soundscape, we can aim for a more direct and efficient 

2.2 Comparisons and analyses  



method by offsetting one set of data to the left and the 
other to the right, and playing them simultaneously. Care 
must be taken to control for perceptual left/right ear 
differences, so each test should be conducted in both 
directions and experiment questionnaires should include 
questions about hearing left/right ear hearing 
impairments.  

We have conducted pilot studies where listeners were 
asked to judge the ratio of males/females and speakers of 
two different dialects using cocktail vs. listening to short, 
sequential sound clips, we found the proposed method 
more accurate. The same tests indicate that the proposed 
cocktail method is considerably less stressful and 
cognitively more ergonomic to judges. 

The third and final motivation we will discuss here is 
further removed from pure speech technology. There are 
many cases where researchers and developers have a need 
to simulate acoustic environments involving huge 
numbers of sound sources: the noises of the jungle in a 
computer game, the boiling crowd of a football game, an 
audience clapping hands during a performance, or indeed 
the buzz of the participants of a cocktail party. Current 
auralization systems are generally not used to model such 
large quantities of sound sources. One reason is that it is 
computationally expensive to track and control great 
numbers of sound objects, another that it is easier to 
pre-record these soundscapes and place use them as 
backdrop for the more “important” foreground noises – a 
moving car or the main character speaking. 

MMAE, however, can generate these soundscapes at 
relatively low computational cost. As a result, we can 
produce soundscapes that can be changed 
near-instantaneously, dynamically and online. The buzz 
of the cocktail party can increase and diminish, the crowd 
can grow silent in anticipation and burst into cheering at a 
goal, and the monkeys of a jungle can decide to become 
more or less noisy at any given time.  

It is easy to see how these properties makes MMAE 
interesting from an entertainment industry point of view – 
gamnes could potentially be provided with a more flexible 
sound environment at low cost. More static media, such as 
film and television, may also benefit from rapid and 
dynamic creation of complex soundscapes, for prototype 
pruoses if nothing else. As we expect to see an increasing 
presence  of spoken dialogue systems in games, there 
might be a certain overlap with speech technology 
applications here. Finally, MMAE simulations could 
provide very useful and realistic dynamically controllable 
crowd sounds for masking of speech in perception tests. 

3. Technology 

The Cocktail implementation of MMAE uses the Snack 
Sound library (http://www.speech.kth.se/snack/) as its 
backbone. The soundscapes consist of hundreds or even 
thousands of sounds played simultaneously and 
independently. This is made possible by relinquishing 
control over the individual sound objects on a number of 
levels, and even of their composition as a whole to some 
extent. For example, each sound is played fire-and-forget 
style – once playback has started, the sound is left to 
finish and disappear. Similarly, the composition of sounds, 
and the selection of what sound will be fired next, are not 

controlled in detail, nor do we keep track of it. Instead, 
sounds are selected from a repository using weighted 
random selection. The contents of the repository is 
configurable at initialization. The probabilities for a 
certain sound or class of sounds to be played is 
configurable during runtime, as is the probabilities of 
different positions in 3D space for each sound. Further, 
cocktail aims at keeping a certain number of sounds 
playing at any given time; this number is also 
configurable during runtime. 

As an effect of the fire-and-forget policy, runtime 
changes of the soundscape – for example the composition 
of sounds, the number of sounds or their positioning – is 
not instantaneous. When a change is made to the 
configuration, it is applied only to sounds that are played 
after the change occurred. Sounds that are already playing 
are unaffected. For this reason, the latency of changes is 
dependant on the length of the sounds included in the 
repository: the shorter the sounds, the more responsive the 
changes. For this reason, applications such an applause 
machine are implemented using one single clap for each 
sound, making for very dynamic control. Similarily, 
babble simulations work better with short utterances or 
fragments than with longer utterances.  

The most time consuming part of creating an 
experiment or a simulation, then, is to cut the sound into 
small enough pieces and label these, and then to describe 
the target composition of the soundscape. In the easiest 
case – say we only want to listen to a large amount of data 
quickly to get a first impression of it – this can be fully 
automatized. In more complex cases this work requires 
both thought and manual effort. We’re currently 
developing tools to make the manual effort less taxing. 

4. Summary 

We have presented MMAE, a powerful and versatile 
technique for building dynamic, near-instantaneous 3D 
soundscapes by playing simultaneously and in chorus 
large numbers of short sounds. We have demonstrated a 
few of its applications in the Cocktail demo 
implementation, and discussed others. We believe that the 
technique can be a useful and valuable contribution, by 
itself or as a compliment to other techniques, in a large 
number of fields, including the getting the big picture of 
speech or other acoustic databases; analyzing and 
comparing large sets of sounds; browsing and sorting 
speech and sound data; and creating dynamic simulations 
of environments with large numbers of sound sources 
such as cocktail parties, sports events, jungles, applause 
or traffic. 
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