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Abstract 
This paper summarizes a flora of explorative visualization techniques for prosody 
developed at KTH. It is demonstrated how analysis can be made which goes 
beyond conventional methodology. Examples are given for turn taking, affective 
speech, response tokens and Swedish accent II.   
 
Introduction 
The ability to empirically extracting the essence 
of a phenomenon is a prerequisite for 
understanding in natural sciences. The concept 
of essence originates from Aristotle’s essentia, 
originally phrased as “to ti ên einai”, literally 
“the what it was to be” (Cohen, 2011). It refers 
to the attribute or set of attributes that make an 
object or substance what it fundamentally is, and 
which it has by necessity, and without which it 
loses its identity. In phonetics, the prosodic 
essence is usually attributed to the average, 
standard deviation or slope of fundamental 
frequency, intensity or duration for specific 
segments of speech. The usefulness of such 
analysis is not only motivated by its success, but 
also to the acceptance within the community and 
compliance with the current paradigm of 
thought.  

In recent years, a number of explorative 
visualization techniques of fundamental 
frequency (F0) and intensity have emerged. The 
common idea is to generate a single instance 
contour or density cloud out of many instances. 
Applications include exploring the prosody of 
backchannels and in the vicinity of thereof, turn-
taking and variation of accent between dialects. 
As pointed out, the different techniques can be 
divided into methods which are intended to 
produce prosodic density maps and methods 
which are intended to produce contours. The 
underlying machinery can then roughly be 
divided into segment based vs. instantaneous 
approaches and parametric vs. non-parametric. 
Another division can made between generic 
approaches which takes an arbitrary feature as 
input vs. those which targets a specific part of 
the signal. A summary of these techniques are 
shown in Table 1. 

This article briefly describes each of these 
techniques and gives examples. Finally, the 
usefulness and drawbacks are discussed. 

Non-parametric Density Generating 
Methods 
The Bitmap technique uses contours of F0 (in a 
semitone scale) or intensity and plots these with 
partially transparent dots. The accumulation of 
these dots from multiple instances forms a 
density cloud. Prior to plotting, the F0 or 
intensity is typically aligned to the start or end 
of a speech segment. 

The technique was introduced in (Edlund, et 
al., 2009; Heldner, et al. 2009), and an example 
is given in Figure 1. Variations of the same 
technique has been explored by (Schötz, et al., 
2010; Ward, et. al., 2010). 

The Bitmap technique is a non-parametric 
density generating method, which is also generic 
in the sense that any acoustic feature can be used 
for input. 

 
 

Figure 1. Bitmap plot of the 1000ms of the 
interlocutor’s speech preceding each of 3054 
backchannels as approximated by VSU-Low. 
The line shows the 26th percentile of the 
speakers’ pitch from 860 to 700ms prior to the 
VSU-Low, which is an elicitation cue. 
Reproduced from (Edlund, et al., 2009) with 
permission. 

TMH - QPSR Vol. 51

57



 

 

Parametric Density Generating Methods 
Parametric density methods introduce 
assumptions via a parametric model. Two main 
themes are identified: segment based and 
instantaneous approaches. 

In the instantaneous approach, the target is 
the frame-by-frame variation of fundamental 
frequency. This variation can be computed 
directly by the Fundamental Frequency 
Variation spectrum (FFV) without using a 
conventional pitch tracker. By applying a 
Hidden Markov Model (HMM), sequences of 
FFV can be learned for the speech segments of 
interest. Such an approach has adopted in 
(Laskowski, et al. 2008) to discover sequences 
which trigger turn-taking. The same approach 
was also adopted in (Heldner, et al. 2009) to 
investigate prosody in different types of 
overlapped speech. 

 

 
Figure 2. Spectral densities from each generated 
from affective speech from 40 speakers: Neutral 
on the top and Anger on the bottom. The dashed 
line is an arbitrary chosen mean F0. 

 

Figure 3. Three types of attitudes in response 
tokens. F0 is shown as densities relative to 
average F0 stretched to average duration. 
Dashed lines are normalized intensity. LDA 
analysis of the underlying TVCQCC gave that 
these attitudes can be classified based on 
prosody. 

 
In the segmental approach, examined targets 

are the segmental variation of either the entire 
F0 normalized spectrum or the region around 
F0.  The entire F0 normalized spectrum was 
explored as Time Varying Constant-Q Cepstral 
Coefficients (TVCQCC) for affective speech in 
(Neiberg, et al., 2010a). Two examples for 
Neutral and Anger are given in Figure 2, where 
each prototypical spectrogram is computed from 
40 speakers. The time varying parameterization 
is based on a length invariant discrete cosine 
transform (LI-DCT). Since the basis functions 
are periodic, the interpolation in time gives good 
interpolation of the syllabic rhythm is speech. 
Further, the length invariance allows for 
separation of duration or speaking rate. The 
spectrograms are derived by taking the average 
of multiple instances in the TVCQCC domain, 
followed by inverse transformation. The 
procedure involves a compression by only 

Method Shows Feature/target Parameterization/model References 

Bitmap Density Generic None (Edlund, et al., 2009; Heldner, et al. 2009; 
Schötz, et al., 2010; Ward, et. al., 2010) 

TVCQCC Density Full spectra 2D LI-DCT (Neiberg, et al., 2010a) 
FFV Density F0 delta spectra HMM (Laskowski, et al. 2008, Heldner, et al. 2009) 
TVCQCC Density F0 spectra 2D LI-DCT (Neiberg, et al., 2010b) 
LI-DCT Contour Generic 1D LI-DCT (Gustafson, et al. 2010) 
minJerk Contour F0 2D LI-DCT / minJerk (Neiberg, et al. 2011) 

Table 1. Summary of methods for visualizing one density or contour from multiple instances.
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keeping the higher order coefficients where 
most of the variation is found. 

A special case of TVCQCC was used to 
explore the prosody of conversational grunts, i.e. 
non-lexical conversational tokens such as filled 
pauses and backchannels in (Neiberg, et al., 
2010b). This time only the part located ± 8 
semitones from the per segment average F0 was 
kept. The procedure is shown in Figure 3, where 
news receiving responses and dispreference 
responses are contrasted to general responses. 

These parametric approaches are not generic, 
but are rather specialized towards specific parts 
of the speech signal. 

Parametric Contour Generating Methods 
In contour generating methods, one single 

contour is generated out of many. In (Gustafson 
et al., 2010) a generic contour generating 
method was introduced to visualize the prosody 
of “mhm” as spoken by the radio host Täppas 
Fogelberg. The procedure uses the same length 
invariant DCT (LI-DCT) as for TVCQCC, but it 
is applied to F0 or intensity from a pitch tracker, 
which makes the method generic. This 
procedure is schematically sketched in Figure 4. 
By assigning each “mhm” a variable x which is 
the relative position of the token in each call, the 
contours in Figure 5 was obtained. The variation 
of the contours as a function of x was interpreted 
as the degree of engagement.  

As pointed out earlier, the LI-DCT has many 
useful properties: 1) The DCT basis functions 
are periodic which allows good interpolation of 
syllabic rhythm in speech. 2) The length-
invariance gives normalization for duration or 
speaking rate. This allows for separation of this 
feature in the analysis. 3) The 0’Th coefficient is 
equal to the arithmetic average, which means if 
it is omitted, and then only the relative shape of 
a trajectory is parameterized. This property is 
useful for parameterizing features such as F0 
(which has a speaker dependent additive bias), 
Intensity (which is dependent on the distance to 
the microphone). It should be pointed out that 
the author has not been able make polynomials 
to work for this type of visualization. 

A completely different contour generating 
approach was introduced in (Neiberg, 2011). 
Based on the prosodic densities obtained 
through the special case of TVCQCC, the 
contour is generated by letting a particle move 
forward in time though the density. The path is 
chosen by maximising the voicing amplitude 

while minimizing the jerk, which is the derivate 
of acceleration. These criteria simulate the hand 
motor-movement used when a trained 
phonetician is sketching the F0 contour from left 
to right on a paper. 

 

 
Figure 4. Estimation procedure for a generic 
and parametric contour generating method used 
in (Gustafson et al., 2010). 

 

 
 

Figure 5. Täppas Fogelbergs “mhm” as a 
function of relative position “x” in each call. 
Two observations are 1) average F0 drops and 
curve becomes falter with respect to the second 
syllable 2) average intensity drops and the peak 
of the second syllable drops. 
 

As an application, this model was applied to 
accent II in Swedish long compound words. By 
geographically selecting the speech material 
according to four dialect areas, the assignment 
and the number of speakers per type became 
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South: Type1A (N = 12); Gotland: Type1B (N = 
4); East: Type2A (N = 24) and West: Type2B 
(N = 24). Figure 6 shows a comparison between 
the manually sketched pitch tracks for the four 
types suggested by (Gårding and Lindblad, 
1973) and the automatically generated contours. 
One can see that the estimates from the 
proposed algorithm are close to the original 
sketched pitches. Finally, it should be pointed 
out that the resulting minimum jerk trajectory is 
not parametric, although the spectral density for 
which it travels through is parametric. 
 

Figure 6. To the left: automatic F0 sketches 
and models for each dialect area. Speakers per 
type are N = 12 for Type1A, N =4 for Type1B, N 
= 24 for Type2A and N = 24 for Type2B. To the 
right, the corresponding manual sketches by 
(Gårding and Lindblad, 1973),reproduced with 
presmission. 

Discussion 
The survey shows that different types of 
methods are useful for different needs and 
applications. The non-parametric methods 
clearly have the advantage of using fewer 
assumptions than the parametric methods. On 
the other hand, the parametric approaches allows 
for the use of machine learning, clustering and 
distance calculations between discovered 
categories. The two types of generic approaches, 
the bitmap and the LI-DCT are least 
complicated to implement while still being 
generic and should be expected to gain some 
spread. It is not obvious to choose between 
density and contour generating approaches. 
Contour generation implies that the variance 
shown in the density generating methods is 
ignored. Thus, the choice must be up to proper 
judgment. Possibly, a hybrid method such as the 
“minJerk” approach might offer a solution if the 

resulting contour is overlaid on top of the 
density cloud. 

Conclusions 
This survey has categorized explorative 
visualization methods for prosody. Examples 
have been given, and strengths and drawbacks 
have been discussed. Based on the results these 
tools have produced, they seem to offer good 
opportunities for phonetic research, in particular 
for prosody. 
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