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Abstract

This paper presents a real-time method for Spoken Language Identification based on
the entropy of the posterior probabilities of language specific phoneme recognisers.
Entropy based discriminant functions computed on short speech segments are used to
compare the model fit to a specific set of observations and language identification is
performed as a model selection task. The experiments, performed on a closed set of
four Germanic languages on the SpeechDat telephone speech recordings, give 95%
accuracy of the method for 10 seconds long speech utterances and 99% accuracy for
20 seconds long utterances.

Introduction
Spoken Language Identification (LID) has long
been a topic of interest in speech technology. In
a multilingual world, speech applications are in
many cases required to automatically select the
appropriate language when a new user interac-
tion is initiated. Recently, the multilingual aspects
of speech applications have gained focus, e.g., in
speech translation and international call and infor-
mation services. Furthermore, large multilingual
speech databases are now available, allowing for
more advanced LID systems to be developed and
properly tested.

Some of the methods proposed to solve the
language identification task make use of low level
acoustic features. In Lamel and Gauvain (1994),
e.g., the acoustic likelihoods of phoneme recog-
nisers for each language are used.

Other methods are based on modeling longer
context in speech by means of language models
(LM). These may make use of a single set of pho-
netic acoustic models followed by language spe-
cific models (PRLM, e.g., Glembek et al. (2008)),
or employ parallel phoneme recognisers for each
language (PPRLM, e.g., Zissman (1996); Zhu and
Adda-Decker (2006)). The language models may
consist of large vocabulary recognisers, or, more
commonly, of N-grams at the phonetic level as in
Zissman (1996).

This paper proposes an alternative way of us-
ing the output of the language specific acoustic
models. The frame-based class entropy of the
posterior probabilities for each phoneme is used

as a measure of uncertainty of each language-
specific phoneme recogniser. This score is lo-
cal in time and does not use any phonotactic
or higher level linguistic information, making it
more suitable to generalise to applications where
the utterances may differ considerably from the
data used during training. Another advantage
over PPRLM methods, is that computing the en-
tropy locally does not need a Viterbi like de-
coder, thus simplifying the LID task and allowing
for faster detection of a language change. This
is particularly interesting in applications such as
lip-synchronisation systems Salvi et al. (2009),
where the phonotactic information is not available
or of any interest.

We test the method on a close set of four
Germanic languages (Swedish, German, Flemish
and English) and using recurrent neural networks
as phoneme posterior probability estimators, and
compare it to a PPRLM baseline using the same
PPRs.

Method
The problem of language identification can be
seen as a standard classification problem. Given
an observation o, typically an acoustic feature
vector in a d-dimensional space, we want to in-
fer the true identity l∗ of the language out of a set
of possible languages L. The solution to the prob-
lem can be formulated in general terms by defin-
ing a set of real valued discriminant functions gl,
one for each class (language), on the observation
space Rd. Depending on the definition of the gl,
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the classification problem is then casted into a
minimisation or maximisation problem, e.g.:

l̂ = arg min
l∈L

gl(o); gl : Rd → R (1)

Our method is based on the assumption that,
for each language l, we can compute estimates
of the posterior probabilities p(ci|o,Ml) of each
phoneme ci ∈ Cl, given an observation o and a
statistical model Ml. Typically, Ml is a phoneme
recogniser used in the application for which we
want to determine the identity of the language.
The feature extraction procedure used to extract
the observations o from the speech samples is as-
sumed to be identical in each language, whereas
the modelMl and the set of possible phonemes Cl
vary with l (Parallel Phoneme Recognisers).

We propose to use the entropy of the posterior
probabilities p(ci|o,Ml) of the phonemic classes
as a measure of mismatch between the model Ml

and the observation o. The higher the entropy, the
higher the uncertainty of the model in describing
the observation o. Comparing entropy measures
obtained with different models Ml, we can se-
lect the model that best fits the observation o and
therefore the most likely language o belongs to.

Formally, we define the entropy of the current
observation given the model Ml as:

H(o,Ml) = −
Nl∑
i=1

p(ci|o,Ml) logNl
p(ci|o,Ml)

(2)
Where Nl is the number of phonemes for lan-
guage l. We choose to compute the logarithm in
basis Nl to ensure that H(o,Ml) ranges from 0
to 1 regardless of the size of the phonemic inven-
tory of language l, thus simplifying the compari-
son between different models Ml.

The distribution of H(o,Ml) varies, not only
based on the mismatch between the input lan-
guage and model language, but also depending
on the performance of each model Ml. In case
of matching input language and model language
(l = l∗), more discriminative models will give
more picky distributions of the posterior probabil-
ities for each input and, therefore, lower entropy.
Another effect is the mismatch between training
and test data. Each model Ml is likely to give
lower values for the entropy on the training data
compared to data that is unseen during training.
In order to compare the entropy across language
models, it is necessary to normalise for the effect
of intrinsic performance of each model. This can
be done by using a global estimate of the mean
and standard deviation of H(o,Ml):

H̄G(o,Ml) =
H(o,Ml)− µ̂l

σ̂l
(3)

Where µ̂l and σ̂l should be computed on data that
is unseen during training in order to normalise for
the mismatch between training and test set as well
as for the intrinsic performance of the model.

Another source of variation for the entropy
is the phonetic content of the acoustic observa-
tion. This is because the classifiers Ml, used
as posterior probability estimators, have an ac-
curacy that is strongly dependent on the phone-
mic class. A more efficient normalisation method
would, therefore, be phoneme dependent, i.e., by
estimating the mean µil and standard deviation σil
for each phoneme i in language l. A possible
way to estimate these parameters is by referring
to the true phoneme labels. A limitation of this
method is that the identity of the true phoneme is
not known during testing, therefore questioning
the validity of this normalisation. Another possi-
bility is to use the winner phoneme obtained by
maximising the posterior probability p(cj |o,Ml)
in the estimation of µil and σil. In this case the
statistics are computed on the set of observations
such as Oi = {o : arg maxj p(cj |o,Ml) = i}.

When computing the normalised entropy for
a new observation, we perform a weighted aver-
age of the phoneme normalised entropy, using the
posterior probability of each phoneme as weight.

H̄P (o,Ml) =

Nl∑
i=1

p(ci|o,Ml)
H(o,Ml)− µ̂il

σ̂il
(4)

This constitutes our best estimate of the belief a
certain phoneme was uttered at a certain moment
in time.

Summarising, the discriminant functions in
Eq. 1 are defined as average over time of the en-
tropy measures defined above:

gl(o) =
1

T

T∑
t=1

H̄(ot,Ml) (5)

The length T of this average can be varied and is
one of the experimental factors. We tested four
methods: the first is based on the raw entropy
H(ot,Ml) defined in Eq. 2 This method will be
referred to as RAWE. The second, uses the glob-
ally normalised entropy H̄G(o,Ml) (Eq. 3) and
will be referred to as GNE. The last two meth-
ods use phoneme based normalisations defined in
Eq. 4. In the first case, named CPNE, the pa-
rameters in the formula are estimated by using
the correct phoneme for each frame as given by
the phonemic annotations. In the second case the
parameters are estimated according to the winner
phoneme (WPNE).
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Experiments
Data
The experiments in this paper are based on
the SpeechDat databases for Swedish, German,
Flemish and English Elenius (2000). The
databases contain recordings over the fixed tele-
phone line sampled at 8 kHz. The content ranges
from read sequences of digits, and phonetically
rich sentences to spontaneously uttered names.

The test sets for each language included up to
about 30 minutes of speech.

Baseline model
In order to compare our method with a stan-
dard implementation of PPRLM, we tested the
same phoneme recognisers in combination with
N-grams models as in Zissman (1996). The lan-
guage dependent N-gram models were estimated
by decoding the training data for each language
with all the available phoneme recognisers. A
total of 16 bi-grams were estimated for each
combination of training language and language-
specific phoneme recogniser. During testing, the
log-likelihoods obtained with different phoneme
recognisers and language models were averaged
in order to select the best language for each
speech chunk.

Experimental settings and Evalua-
tion
The phoneme recognisers used in this paper to
estimate the posterior probabilities are based on
recurrent neural networks (RNNs) Salvi (2006).
The input to the networks are Mel Frequency
Cepstral Coefficients (MFCCs) extracted on 10
ms spaced frames of speech samples. The net-
works are trained using Back Propagation through
time Werbos (1990) with a cross entropy error
measure Bourlard and Morgan (1993). This en-
sures an approximately linear relation between
the output activities of the RNN and the poste-
rior probabilities of each phonetic class, given
the input observation Ström (1992). The tran-
scriptions used as targets to train the neural net-
works were obtained by force alignment using the
orthographic transcriptions and the lexica in the
SpeechDat databases.

Performance is computed for the four meth-
ods described in Section and for the baseline sys-
tem on a close set of the four target languages.
Results are computed as in Caseiro and Trancoso
(1998) as Identification Rate, i.e., as percentage
of the test chunks that are correctly classified.

Table 1: Identification rates (%) for SpeechDat
tests

window length (sec)
Method 1 2 5 10 20
RAWE 45.0 41.0 42.5 39.0 43.0
GNE 47.5 47.2 51.5 54.2 55.5
CPNE 53.0 55.5 64.7 66.2 69.5
WPNE 70.5 78.5 89.5 94.5 99.0
baseline 59.3 69.7 80.0 86.9 90.7

Table 2: Language dependent identification rates
(%) on the SpeechDat database for the WPNE
condition

window length (sec)
Language 1 2 5 10 20
Swedish 68 80 88 92 98
German 52 64 88 92 100
Flemish 76 82 88 98 98
English 86 88 94 96 100

The test set consists, for each of the four
target languages of 100 non-overlapping speech
chunks for a total of 400 speech chunks. The
length of the speech chunks is varied from 1 to
20 seconds. The silence segments were automat-
ically removed in the entropy estimation. This is
because silence is irrelevant to the problem and
might introduce artifacts that depend on the char-
acteristics of the channel or the performance of
the phoneme recogniser, rather than on the iden-
tity of the test language.

Results
Table 1 summarises the results obtained on the
SpeechDat data with the four methods defined in
Section and for the baseline system. Results are
shown in terms of average identification rate (IR)
computed over the four test languages. The test
are performed with speech chunks of 1, 2, 5, 10
and 20 seconds.

All methods perform largely above chance
level (25%). The method based on the raw en-
tropy RAWE has the lowest IR. Normalising the
entropy globally (GNE) brings an improvement
on the IR and so does the phoneme dependent nor-
malisation with normalisation parameters based
on the correct phoneme identity (CPNE). Finally,
the WPNE method outperforms consistently the
PPRLM based baseline system with a relative im-
provement of about 19% for the 1 second test and
9% for the 20 second test. The same information
is plotted in Figure 1 for varying length of the in-
put speech chunks (with 1 second steps). The re-
sults for the WPNE method are also detailed for
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Figure 1: Identification rate versus length of the
test speech chunks. The plot shows results for
the four methods defined in Section , the PPRLM
based baseline system and the chance level con-
sidering the four target languages.

each target language in Table 2. Although the per-
formance varies for each language, this effect is
mostly evident for short speech chunks, below 5
seconds.

Discussion and Conclusions
This paper describes a method for language iden-
tification based on the entropy of the poste-
rior probabilities estimated by language specific
phoneme recognisers. We showed that comparing
the raw entropy of the model gives results above
chance. We also showed that different methods of
normalisation of the entropy give increasing iden-
tification rates.

The identification rate increases in general
with the length of the speech chunks considered
in the classification. The best method, based
on phoneme dependent normalisation (WPNE)
gives a 95% identification rate (IR) with 10 sec-
onds speech chunks and 99% IR with 20 seconds
speech chunks. This overperforms the baseline
system based on bi-gram language models. The
performance increase is larger for shorter speech
chunks, making this method particularly appeal-
ing for applications where the language may be
changing rapidly, or when the system should re-
act in short time to language changes.

We experimented with Germanic languages in
this paper because the phoneme recognisers are,
at the moment, only available in those languages.
Although this could be seen as a limitation to this
study, we believe that showing that phonetically
similar languages can be discriminated on the ba-
sis of acoustic properties alone, is a strong indica-
tion of the validity of our method. We therefore
believe that the results will hold when other lan-
guages are added to the problem.

Future work will be dedicated to studying
how this results are dependent on the intrinsic
performance of the phoneme recognisers. Also
we will investigate if the performance can be im-
proved by feeding the entropy measures in a more

complex classifier, e.g. based on Support Vector
Machines.

Finally, we plan to adapt the model to open-
set tests where we consider the possibility of re-
jecting an input language that does not correspond
to any of the available recognisers.
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