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Abstract 
Spoken face to face interaction is a rich and complex form of 
communication that includes a wide array of phenomena that 
are not fully explored or understood. While there has been 
extensive studies on many aspects in face-to-face interaction, 
these are traditionally of a qualitative nature, relying on hand 
annotated corpora, typically rather limited in extent, which is a 
natural consequence of the labour intensive task of multimodal 
data annotation. In this paper we present a corpus of 60 hours 
of unrestricted Swedish face-to-face conversations recorded 
with audio, video and optical motion capture, and we describe 
a new project setting out to exploit primarily the kinetic data in 
this corpus in order to gain quantitative knowledge on human 
face-to-face interaction.  
Index Terms: motion capture, face-to-face conversation, 
multimodal corpus. 

1. Introduction 
The importance of the visual modality in speech perception 
and spoken interaction is well known, and the last decade has 
seen tremendous advances in modelling of facial and bodily 
motion and e.g. visible speech, to a large degree thanks to an 
increasing number of multimodal corpora involving audio, 
video, motion capture and other modalities. While such 
corpora have been recorded predominantly with single 
speakers, and often under highly controlled conditions, there is 
an increasing demand for multimodal corpora that include 
natural unrestricted face-to-face interaction that makes it 
possible to study a wide range of phenomena related to 
interaction control, turn-taking and feedback, inter-speaker 
synchrony etc in a quantitative, data-driven manner. Video 
recordings of varying quality have been available, but these 
are often lacking in the temporal and spatial resolution needed 
to enable investigators to carry out a fine-grain analysis. The 
availability of affordable high-definition video and motion 
capture equipment has now made it feasible to collect large 
databases of spontaneous speech recorded in high-quality 
audio and video plus the addition of motion capture. 
Recordings of this type will enable us to further our 
understanding of human-human talk in interaction and also 
help in the development of dialogue systems that are intended 
to be modeled on human-human interaction, for example 
interaction between humans and humanlike robots. 

Our own research context is rooted in the technical 
development of audio-visual synthesis and the deployment of 
talking head agents in experimental dialogue systems [1,2]. 
Fundamental research goals for this kind of application are to 
increase our understanding of how visual expressions are used 
to convey and strengthen the functions of spoken language and 
to further our understanding of interactions between visual 
expressions, dialogue functions and speech acoustics. The 

technological application of such knowledge is to be able to 
create an animated talking agent displaying realistic 
communicative behavior using multimodal speech synthesis. 
There has been very little data with which we can measure 
with precision multimodal aspects such as the timing 
relationships between vocal signals and facial and body 
gestures, but also acoustic properties that are specific to 
conversation, as opposed to read speech or monologue, such as 
the acoustics involved in floor negotiation, feedback, 
grounding and resolution of misunderstandings. We have now 
remedied this in part by the completion of the Spontal 
database project in which more than 60 hours of unrestricted 
conversation comprising in excess of 120 dialogues between 
pairs of speakers has been recorded.  

The Spontal corpus is rich enough to capture 
important variations among speakers and speaking styles to 
meet the demands of current research of conversational 
speech. In addition to comprising a resource for traditional 
audio and video conversational and phonetic analyses, the 
addition of motion capture data is expected to contribute to 
new ways of analyzing conversational behavior on both the 
macro (global) and micro (local) levels. On the macro level, 
automatic data processing enables us to look at properties of 
entire dialogues such as general participant movement and 
gesture patterns and how movement interactions may change 
over the course of the dialogue. On the micro level the motion-
capture data combined with high-definition video and high-
quality audio enables us to measure multimodal interactions 
such as between gesture and intonation with a much greater 
temporal and spatial resolution than with previously available 
video data. Furthermore, the size of the database enables us to 
study variability in the macro and micro dimensions.  

One example of the previous use of motion capture 
in the analysis of the interaction between facial gestures and 
prosody is reported in [3]. In this study, the data was limited to 
scripted speech produced by an actor [4] rather than 
spontaneous dialogue, but the study is methodologically 
relevant for the Spontal data. Results of an analysis of markers 
located on the face indicated that all markers underwent 
greater movement in syllables having prosodic prominence 
than in non-prominence bearing syllables. We thus found a 
clear correlation between facial movement and prosody. 
Moreover, the speaker varied expressive mode, and this was 
also evident from the movement data, for example more lip 
corner movement was associated with the happy mode and 
more head movement was associated with the confirming 
mode. 

The paper presents the Spontal database project, 
with a particular emphasis on the kinetic/motion capture part 
of the data, and outlines the types of processing and analysis 
that has to be performed on the data in order to make it useful 
for further modelling.  It starts by first describing a new 



project at KTH that has the goal of analysing and modelling in 
particular the kinetic aspects of the Spontal dataset.  

2. Multimodal modelling of non-verbal 
behaviour in spontaneous dialogue 

In a new project entitled Large-scale massively multimodal 
modelling of non-verbal behaviour in spontaneous dialogue, 
or Massive for short, we set out to process, clean up and 
analyse the kinetic data recorded within the Spontal project, 
and use it in data-driven modelling of kinetic and multimodal 
patterns in face-to-face conversation. The scientific goals of 
the project are 1) to provide data for research on human 
interaction behaviour, in a way that has been previously 
infeasible and 2) to use statistical approaches and machine 
learning techniques to analyse the data and to build 
quantitative, predictive models of multimodal non-verbal 
behaviour in dialogue. Quantitative kinematic data of human-
human interaction in these amounts provides a resource that 
would allow gesture- and interaction research on a large 
number of topics in linguistics, cognitive science, computer 
science and human communication engineering, for example: 

• Turn-taking, feedback, interaction control – how do 
we use gesture and facial expression to manage the 
flow of interaction? 

• Relation between speech and gesture; timing, 
synchrony, complementarity – what is the correlation 
and the low-level timing relationships between 
acoustic and gestural events?  

• Inter-speaker synchrony/entrainment – how are 
people’s gestures influenced by the other party in a 
dialogue? 

• Focus of attention, head and body orientation – how do 
we signal interest 

• Studies on verbal- and non-verbal facial motion in 
spontaneous interaction 

• Gender and familiarity perspective on gesture and 
interaction – how does the type and amount of gestures 
depend on gender and whether the parties are familiar 
or unfamiliar to each other? 

• Computational models for generation of gesture and 
interactive behaviour in embodied conversational 
agents (ECAs) 

3. The Spontal Corpus 
Spontal: Multimodal database of spontaneous speech in 
dialogue is a Swedish speech database project which began in 
2007 and was concluded in 2010. It was funded by the 
Swedish Research Council, KFI - Grant for large databases 
(VR 2006-7482). The point of departure for planning the 
project stemmed from the fact that both vocal signals and 
facial and body gestures are important for communicative 
interaction and that signals for turn-taking, feedback giving or 
seeking, and emotions and attitudes can be both vocal and 
visual. Our understanding of vocal and visual cues and 
interactions in spontaneous speech is growing, but there is a 
great need for data with which we can make more precise 

measurements. A large Swedish multimodal database freely 
available for research will serve to enable researchers to test 
hypotheses covering a variety of functions of visual and verbal 
behavior in dialogue, and the overall goal of the project was to 
create a Swedish multimodal spontaneous speech database rich 
enough to capture speaker and speaking style variation 
comprised of high-quality audio and video recordings (high 
definition) and motion capture for body and head movements 
for all recordings. Previous reports from the Spontal project 
can be found in [5] and [6]. 

In addition to the main corpus, a number of smaller, 
specialized corpora have been recorded using basically the 
same configuration. This includes non-Swedish corpora, such 
as Spontal-N [7], a number of English recordings and single 
recordings in several other languages (e.g. Arabic and Italian); 
a number of dialogues where additional sensors are used to 
capture more data are in the planning. Part of the configuration 
was also used in the recording of the d64 database in Dublin 
[8].  

3.1. Database design and recording scenario 

The specification of subjects and conversational task is a 
balance and trade-off between planning and spontaneity. As 
we wanted to collect recordings that were as spontaneous as 
possible, no initial task was demanded of the participants. 
Subjects were told that they were allowed to talk about 
absolutely anything they want at any point in the session, 
including meta-comments on the recording environment and 
suchlike, with the intention to relieve subjects from feeling 
forced to behave in any particular manner. They were also told 
to not feel any pressure to keep the conversation going at all 
times, and that in case they felt like it, it would be fine to sit in 
silence as well. The recording studio is equipped with an 
intercom system which subjects were instructed to use to 
contact the recording staff should they feel inconvenienced. 
They were also told that they could stand up and leave at any 
point, should they feel the need to. No subject felt the need to 
use the intercom system, nor did anyone leave prematurely. 

To place a minimum structure on the dialogues, the 
recordings were formally divided into three 10 minute blocks, 
although the conversation was allowed to continue seamlessly 
over the blocks, with the exception that subjects were 
informed, briefly, about the time after each 10 minute block. 
After 20 minutes, they were also asked to open a wooden box 
which has been placed on the floor beneath them prior to the 
recording. The box contained objects whose identity or 
function was not immediately obvious. The subjects could 
hold, examine and discuss the objects taken from the box, but 
they could also choose to continue whatever discussion they 
were engaged in or talk about something entirely different. 

The main corpus contains 60 hours of dialogue 
consisting of 120 half-hour sessions. The subjects are all 
native speakers of Swedish. We wanted to keep subject 
variability as open as possible but still exert some control to 
ensure subject and dialogue variation. We therefore balanced 
the subjects (1) for gender, (2) as to whether the interlocutors 
are of opposing gender and (3) as to whether they know each 
other or not. This balance resulted in 15 dialogues of each 
configuration: 15x2x2x2 for a total of 120 dialogues.  



3.2. Subject recruitment and ethics and privacy 

Subjects for the recordings were recruited from friends, 
colleagues and through advertisements. The creating and 
maintenance of a booking system for scheduling recording 
sessions was a necessity especially concerning the balance of 
the subjects. All subjects signed a written agreement (1) that 
the recordings are to be used for scientific analysis, (2) that the 
analyses will be published in scientific writings and (3) that 
the recordings can be replayed in front of audiences at 
scientific conferences for illustration and demonstration 
purposes. Each subject was rewarded with two cinema tickets 
per recording session. 

3.3. Technical specifications 

In the base configuration, the recordings are comprised of 
high-quality audio, high-definition video, and motion capture 
data. Figure 1 shows two subjects in the recording studio, in 
the view of the two video cameras. Each subject is recorded on 
two microphones – a Bruel & Kjaer 4003 omni-directional 
goose-neck at a distance of one meter, and a head-mounted 
Beyerdynamic Opus 54 cardioid, which was replaced by a 
head-mounted Sennheiser ME 3-ew cardoid for the final 40 
recordings. This combination of microphones is used to 
achieve optimal recording quality (Bruel & Kjaer), while 
ensuring that we have recordings with a high degree of 
speaker separation (Beyerdynamic/ Sennheiser). The 
microphones are connected via mixer consoles to an M-Audio 

 
 

Figure 1. Example showing one frame from the two video cameras taken from the SPONTAL database. 
 

        
Figure 2: Each subject wears markers on hands, wrists, elbows, shoulders, sternum, and three markers mounted on a head-worn 

tiara (left). 3D traces of the markers on the two subjects plotted for a 60 second interval (right). 



interface and recorded in 4 channels 48 KHz/24 bit linear 
PCM wave files on a 4 x Intel 2.4 MHz processor PC. Two 
JVC HD Everio GZ-HD7 high definition video cameras 
(1920x1080i resolution, 26.6 MBps bitrate) were placed with a 
good view of each subject, approximately level with their 
heads. The cameras are set so that the capture in full view a 
person with arms reaching out to each side. In addition, six 
infrared OptiTrack FLEX:V100 cameras from Naturalpoint 
capture the participant’s head, torso, and arm movements. 
Figure 2 (left) shows the placement of motion capture markers 
in detail.  

4. Motion data processing 

4.1. Synchronisation 

As each of the three systems used is susceptible to timing 
differences, we take measures to ensure that the recordings can 
be synchronized even if frames are dropped or recordings 
partially lost due to for example hardware failure. A record 
player is included in the setup, and placed between the 
subjects and to the side, in full view of both video and motion 
capture cameras. A marker is placed on the turntable, which 
rotates with a constant speed (33 rpm). An LP record is also 
placed on the turn-table. The record has been deliberately 
scratched at such a place that the pickup will hit the scratch 
each time the marker passes the pickup. The sound from the 
turntable is recorded on a separate fifth channel on the M-
Audio interface. This setup enables high-accuracy 
synchronization of the frame rate of each of the systems in 
post processing (Edlund & Beskow 2010). 

4.2. Motion capture labelling 

Each captured frame of motion data from the OptiTrack 
system can be thought of as a point cloud, where each 
reflective marker corresponds to a point. However, which 
point in the cloud that corresponds to a specific marker is not 
known in the raw data. Thus the motion capture data has to be 
labelled before it can be used to do analyses of the motion of 
specific markers. The labelling process can be time-consuming 
and typically involves lots of manual intervention. We are 
currently developing a highly automated iterative procedure 
that exploits the temporal as well as the spatial structure of the 
data in this setting. The procedure supports incremental 
training, so when the labelling of a sequence of data has been 
approved by the human operator, this sequence is added to the 
training material which improves the labelling of the 
remaining data.  Figure 2 (right) shows 3D traces of the 
markers for 60 seconds worth of motion capture data.  

4.3. Facial video processing 

While the motion capture recordings provide the core 
kinematic data in the database – head, torso, arm and hand 
movement – it does not provide any information on facial 
motion. To this end, we are using different facial analysis 
software packages such as FaceAPI from Seeing Machines1. 
We have written a program that uses FaceAPI to analyse the 
HD video recordings of the two speakers, and track a number 
of facial features such as several points on eyebrows and lips 
in addition to global head orientation and position, and store 
these in data files which can then be used in a similar manner 
as the labelled motion capture data. While some of the data is 
redundant as it is also given by the motion capture system, it 

                                                                    
 
1 http://www.seeingmachines.com/product/faceapi/ 

can still be useful for checking the synchronisation and 
consistency of the data set.   

5. Conclusions 
We have described Spontal – a dataset of 60 hours of Swedish 
face-to-face conversation, containing audio, video and motion 
capture – as well as the new project Massive taking departure 
in the Spontal dataset. The new project has the goal of 
statistically analysing the kinetic data in relation to the other 
modalities, in order to gain new insights into human face-to-
face conversational behaviour. One of the applications of this 
knowledge will be to build computational models for 
generation of gesture and interactive behaviour in embodied 
conversational agents (ECAs).  

6. Acknowledgements 
The work presented here is funded by the Swedish Research 
Council, KFI - Grant for large databases (VR 2006-7482) and 
Large-scale massively multimodal modelling of non-verbal 
behaviour in spontaneous dialogue (VR 2010-4646). 

7. References 
[1] Granström, B., & House, D. (2005). Audiovisual representation 

of prosody in expressive speech communication. Speech 
Communication, 46, 473-484. 

[2] Beskow, J., Granström, B., & House, D. (2007). Analysis and 
synthesis of multimodal verbal and non-verbal interaction for 
animated interface agents. In Esposito, A., Faundez-Zanuy, M., 
Keller, E., & Marinaro, M. (Eds.), Verbal and Nonverbal 
Communication Behaviours (pp. 250-263). Berlin: Springer-
Verlag.  

[3] Beskow, J., Granström, B., & House, D. (2006). Visual 
correlates to prominence in several expressive modes. In 
Proceedings of Interspeech 2006 (pp. 1272–1275). Pittsburg, PA. 

[4] Beskow, J., Cerrato, L., Granström, B., House, D., Nordstrand, 
M., & Svanfeldt, G. (2004). The Swedish PF-Star multimodal 
corpora. In Proc LREC Workshop on Models of Human 
Behaviour for the Specification and Evaluation of Multimodal 
Input and Output Interfaces (pp. 34-37). Lisboa. 

[5] Beskow, J., Edlund, J., Granström, B., Gustafson, J., & House, 
D. (2010). Face-to-face interaction and the KTH Cooking Show. 
In Esposito, A., Campbell, N., Vogel, C., Hussain, A., & Nijholt, 
A. (Eds.), Development of Multimodal Interfaces: Active 
Listening and Synchrony (pp. 157 - 168). Berlin / Heidelberg: 
Springer. 

[6] Edlund, J., Beskow, J., Elenius, K., Hellmer, K., Strömbergsson, 
S., & House, D. (2010). Spontal: a Swedish spontaneous 
dialogue corpus of audio, video and motion capture. In Calzolari, 
N., Choukri, K., Maegaard, B., Mariani, J., Odjik, J., Piperidis, 
S., Rosner, M., & Tapias, D. (Eds.), Proc. of the Seventh 
conference on International Language Resources and Evaluation 
(LREC'10) (pp. 2992 - 2995). Valetta, Malta.  

[7] Sikveland, R-O., Öttl, A., Amdal, I., Ernestus, M., Svendsen, T., 
& Edlund, J. (2010). Spontal-N: A Corpus of Interactional 
Spoken Norwegian. In Proceedings of LREC. Valetta, Malta.  

[8] Oertel, C., Cummins, F., Campbell, N., Edlund, J., & Wagner, P. 
(2010). D64: A corpus of richly recorded conversational 
interaction. In Kipp, Michael, Martin, Jean-Claude, Paggio, 
Patrizia, & Heylen, Dirk (Eds.), Proceedings of LREC 2010 
Workshop on Multimodal Corpora: Advances in Capturing, 
Coding and Analyzing Multimodality. (MMC 2010) Valetta, 
Malta. 

[9] Edlund, J. & Beskow, J. (2010): Capturing massively 
multimodal dialogues: affordable synchronization and 
visualization. In Kipp, Michael, Martin, Jean-Claude, Paggio, 
Patrizia, & Heylen, Dirk (Eds.), Proceedings of LREC 2010 
Workshop on Multimodal Corpora: Advances in Capturing, 
Coding and Analyzing Multimodality (MMC 2010) (pp. 160 - 
161). Valetta, Malta. 

 


