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Abstract 
This paper explores the use of lips movements 
for the purpose of speaker and voice activity 
detection, a task that is essential in multi-modal 
multiparty human machine dialogue. The task 
aims at detecting who and when someone is 
speaking out of a set of persons. A multiparty 
dialogue consisting of 4 speakers is audio-
visually recorded and then annotated for 
speaker and speech/silence segments. Lips 
movements are tracked using the real-time 
FaceAPI face tracking commercial software. 
The paper reports on results from 3 
classification techniques, namely: neural 
networks, naïve Bayes classifiers, and 
Mahalanobis distance. In speech/ silence 
detection, the experiments show promising 
results using lips movements with an optimal 
accuracy of 78.31%. The results also show that 
the neural network classifier has better results 
than other techniques in speaker dependent and 
hybrid method. However in speaker 
independent method the results show that the 
naïve Bayes classifier has the best result with 
accuracy of 64.56%. 

Introduction 
Building a conversational system that is able to 
carry out dialogue with multiple humans (a 
multiparty dialogue system) brings about 
several complexities compared to a dyadic 
human-machine dialogue. An essential 
requirement for such a system to operate is the 
need to know when and which person is 
speaking to the system. This ability allows the 
system to coordinate the dialogue to 
accommodate the different interlocutors. This 
becomes even more demanding if the dialogue 
system is an embodied system – 
communicating with the subjects using a 
human-like face and/or body, such as the KTH 
Furhat robot head (Al Moubayed et al. 2012), 
shown in Figure 1, that is specifically designed 
for multimodal multiparty dialogue. In 

multimodal multiparty interactions, the system 
then needs to generate multimodal output 
depending on who the speaker is and in turn 
whom the system is talking to: this includes, for 
example, the system targeting its attention to 
the speaker in real-time (orienting the eyes and 
head towards the speaker).   

In this paper, a solution for identification of 
a speaker in a human-machine multiparty 
dialogue is presented that helps controlling the 
dialogue management and multimodal output 
of the robot in multiparty settings. 

 

Related Work 
Voice Activity Detection (VAD) or speech 
activity detection systems are used to 
discriminate between speech and non-speech 
segments in an audio/video signal. 

The use of facial features (such as the 
features extracted from the mouth region) to 
support a VAD system can improve its 
performance in noisy environment since it does 
not only rely on acoustic features. Several 
studies have already targeted the integration of 
facial features into audio VADs. In (Takeuchi 
et al. 2009), a system based on audio and visual 
features is proposed. The audio and visual 
features have been fused by using two methods. 
The first one (feature fusion method) is to 

Figure 1. The Furhat robot head in multiparty 
dialogue. 
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combine the audio and visual features for a 
single classifier. The second one (decision 
fusion method) is to classify based on audio 
and visual features separately and then fuse the 
results of both audio and visual classifiers. The 
results show that the performance of the feature 
fusion method is typically better than the 
decision fusion method. 

In (Sodoyer et al. 2006), an automatic lip-
reading system is proposed, using the 
coherence between the audio signal and lips 
movements. The lips movements assist the 
VAD system to classify speech parts or 
particularly silence parts. 
In multiparty dialogue, the problem of voice 
activity detection (VAD) is naturally extended 
to a problem of speaker detection. Speaker 
Detection (SD) systems are used to detect a 
speaker among multiple subjects from the 
incoming audio or video signal at every point in 
time. The task of speaker detection becomes 
even less accurate and increasingly complex if 
to depend merely on the audio signal, since the 
detection of “speech” is not sufficient enough, 
but techniques such as speaker identification or 
localisation need to be in place. However, 
similarly to VAD systems, visual information 
such as lips movements might provide a 
feasible and relatively more practically 
solution. 

Data Collection and Annotation 
A video of four speakers speaking in a task free 
dialogue, to a fifth speaker through video 
conferencing, is recorded. To simulate a 
multiparty human-machine dialogue, the fifth 
person communicated with the 4 speakers 
through video conferencing and the video is 
recorded from the perspective of the remote 
person (simulating the view point of the 
machine). One restriction was imposed on the 
participants, which is not to talk to each other 
but rather address the remote speaker in their 
dialogue. However, they could smile, move 
their heads and may not look into the camera 
during the dialogue. 

The video was recorded using a high 
definition JVC video camera and the duration 
of the resulted video is 21 minutes with a frame 
rate of 25 frames/second. 

The recorded video is then annotated using 
the ELAN annotation software (Brugman et al. 
2004). All speakers are annotated for segments 
of speech, silence, smile and laughter. As a 

result, each speaker provided around 70 speech 
segments on average. 

For the annotation, a “speech” frame is 
defined as when any subject is talking while 
other subjects are silent. However, a “silence” 
frame is defined as when subjects are not 
smiling, laughing or speaking. 

Features Extraction 
The commercial real-time face tracking 
software FaceAPI 1 is used to track the facial 
markers of every speaker. An example frame 
with overlaid markers is shown in Figure 2. 

FaceAPI is capable of estimating the head 
pose and the location of the lips, jaw, 
eyebrows, and the eyes in real-time and to a 
high accuracy. The limitation however is that, 
at the moment, it only works on one face at a 
time. Since there are four subjects present in 
our case, the images of each person are 
automatically cropped by manually selecting 
the subject face area. 

All the speech and silence data are 

concatenated. For classification, different 
window-sizes are applied on the features (lips 
movements). 

The features and their identification 
numbers are shown in Figure 3. Features used 
in this study are the lips inner height, outer 
height and width calculated by the position of 
face landmark ID numbers 101, 104, 202, 206, 
200 and 204. 
 

                                                        
1 http://www.seeingmachines.com/product/faceapi/ 

Figure 2. A frame of the dialogue video showing 
the FaceAPI tracking on the speakers. 

 

Figure 3. Identification numbers of lips 
landmarks ( tracked by faceAPI) 
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Classification Methods 

Baseline  
For the baseline, we use the temporal derivative 
of tracked features. This is done by calculating 
the difference between every two consecutive 
frames and averaged over the size of the 
window. This derivative value represents the 
average rate of movement of each feature under 
the time window it is calculated over. 

Using the average derivative value, the 
speaker is detected by selecting the subject with 
highest derivative value. This means that the 
subject who moves the lips most is considered 
the speaker. Here, hundred frames of speech 
and silence are considered as training data. 

For the detection of speech/silence using 
this baseline, the average derivative value for 
speech and silence is calculated using the 
training data (hundred frames of speech and 
silence), and then compared to the testing data. 
If the difference between the mean of speech 
derivative value and testing data is less than the 
difference between the mean of silence 
derivative value and testing data then the frame 
is classified as speech frame. 

Mahalanobis Distance 
Mahalanobis distance is a measure of the 
distance between a value and an estimate 
distribution. For this, the distribution of the 
different lips features is calculated for speech 
and non-speech segments for each speaker. 
During testing, the distance between the feature 
and the distribution is calculated, and the 
distribution that provides the shortest distance 
corresponds to the distribution (speech/non-
speech) that feature belongs to. Speaker 
detection is performed by selecting the speaker 
with minimum average Mahalanobis distance 
using the speech distributions of all speakers. 

For speech activity detection, done on each 
speaker separately, the Mahalanobis distance is 
calculated between the feature and the speech 
distribution calculated over the training data, 
and the silence distribution. The one that 
provides the shorter distance is the distribution 
the feature belongs to. 

Naïve Bayes Classifier 
Lips movements are assumed as normal process 
and naïve Bayes classifier is applied. During 
training, the classifier is trained using 70% of 
the available data to estimate the mean and 
variance of the normal distribution and 30% is 
used for testing. 

Neural Network Classifier 
The single-layer feed-forward neural network is 
applied on the lips features for speaker and 
speech/silence detection. The MATLAB neural 
network tool box is used for simulation of 
network. Neural network is trained, using 60% 
of the data and validated with 20% of the data. 
20% is used for testing. 

Results 
In this study, speaker dependent, speaker 
independent and hybrid methods are 
investigated for SD and VAD systems. In the 
speaker dependent method, data from each 
speaker is used as part of the training and 
testing, which means that all subjects have been 
already seen in the training and only models 
trained on that speakers are used in the testing. 
The speaker dependent method hence requires 
an identification of the speaker to run his own 
associated models. However, in the speaker 
independent method, training and testing is 
performed on the different speakers. We also 
tested the classifier using a hybrid method, 
where the models are estimated using data from 
all the subjects and testing is done on one of the 
speakers. 

The results from the training for voice 
activity detection and speaker detection, using 
the 4 different classifiers, and the different 
training methods are shown in Table 1. 

In speaker dependent and hybrid voice 
activity detection, the neural network classifier 
shows better results than other classifier 
reaching an accuracy of 71.29%, 78.31% for 
the speaker dependent voice activity detection 
and 70.85% for the hybrid voice activity 
detection. However, for the speaker 
independent voice activity detection, the results 
of naïve Bayes classifier are better than other 
classifier with an accuracy of 64.56%, 
considerably below the accuracies reached with 
speaker dependent training, as one would 
expect. 
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Conclusion 
This paper proposes speaker detection and 
voice activity detection systems in the context 
of human-machine multiparty dialogue.  

The naïve Bayes and neural network 
classifiers provide promising results. The 
results show that the performance of naïve 
Bayes classifier is less affected in speaker 
independent method as compared to neural 
network classifier. It also raises the point that 
movements of lips may vary from speaker to 
speaker.  

Previous work done on facial voice activity 
detection has usually been using full face high 
quality videos with almost constant 
environment conditions such as lighting and 
illumination. In this work we tried to push the 
boundary and really try to test the approaches 
using a more ecological multiparty multimodal 
setup, simulating a task free multiparty 
dialogue with far field microphone and one 
video camera. To do this however, we had 
decided to use a proprietary real-time face 
tracker (FaceAPI). Although FaceAPI provides 
relatively accurate tracking, it is however 
difficult to get insights on how quantitatively 
good it is, and whether its performance can be 
increased by providing context dependent 
training data. A future work we envision is to 
try out state-of-the-art research methods for lip 
tracking. 

Results from research also show that other 
facial parameter might help regulate multiparty 
interaction, signals such as gaze direction, head 
orientation, and eyebrows movements might be 
useful parameters to include in future studies.  

In this work we also avoided using facial 
data when subjects were smiling and laughing, 
due to the difficulty to visually distinguish a 
smile or laughter from speech. A possible 

future work can be the detection of smile and 
laughter in voice activity detection systems.  

In this study, commercially available 
software namely FaceAPI is used to extract the 
features. FaceAPI works for only one face at a 
time thus making the speaker detection system 
unrealisable for real time applications and so 
algorithms are required for multiple faces 
tracking out of a video, to make the system 
realisable for real time applications.  
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Method Baseline Mahalanobis 
distance 

Naïve Bayes 
Classifier 

Neural network 
Classifier 

Speaker dependent VAD  49.95% 42.49% 76.95% 78.31% 

Speaker independent VAD  49.86% 52.43% 64.56% 52.17% 

Hybrid VAD 49.86% 55.61% 66.61% 70.85% 
 

Speaker dependent SD 26.85% 29.68% 58.28% 71.29% 

 

Table 1. Results of SD and VAD Systems (percentage of correct detection) 
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