
Pronunciation analysis by acoustic-to-articulatory
feature inversion

Olov Engwall
Centre for Speech Technology, CSC, KTH, Stockholm, Sweden

engwall@kth.se

Abstract—Second language learners may require assistance
correcting their articulation of unfamiliar phonemes in order
to reach the target pronunciation. If, e.g., a talking head is
to provide the learner with feedback on how to change the
articulation, a required first step is to be able to analyze the
learner’s articulation. This paper describes how a specialized
restricted acoustic-to-articulatory inversion procedure may be
used for this analysis. The inversion is trained on simultane-
ously recorded acoustic-articulatory data of one native speaker
of Swedish, and four different experiments investigate how it
performs for the original speaker, using acoustic input; for the
original speaker, using acoustic input and visual information; for
four other speakers; and for correct and mispronounced phones
uttered by two non-native speakers.

I. INTRODUCTION

In recent years, several different research teams have investi-
gated the use of animated talking heads displaying additional
information on the intra-oral articulation, to either support
speech perception or to practice pronunciation [1]–[5].

The underlying idea is that second language learners,
hearing-impaired persons and children with speech disorders
may have difficulties aquiring the correct articulation of unfa-
miliar phonemes and that a display showing and describing
tongue positions and movements could contribute to their
learning of the correct pronunciation. Instead of showing a
normal face view, parts of the skin of the talking head is
removed or made transparent, in order to make the intra-
oral articulation visible (c.f. [6] for an overview of different
alternatives for the display), as examplified in Fig. 1.

However, both perception and production studies using such
displays indicate that it is initially difficult for the learners
to extract information from animations of tongue movements.

Fig. 1: Talking head display showing tongue articulations
by making parts of the skin transparent. The figure further
illustrates the articulatory feature measures defined in Sec. II.

The pronunciation training studies with quantitative evaluation
[3], [4] did not find any significant additional improvement
for leaners who were shown animations of tongue movements
to imitate, compared to control groups that did not. It has
therefore been suggested [5], [6] that it is essential that the
visualizations provide feedback related to the learner’s own
articulation, rather than general advice that is unrelated to
the learner’s attempt. Audiovisual feedback that describes the
required articulatory change relative to the learner’s tongue
position (e.g., ”Try to raise the front part of your tongue
slightly” accompanied by an animation illustrating the move-
ment and the part of the tongue involved, for the change
from [e:] to [i:]) may be more effective than displaying the
target tongue position and shape. We have previously found [6]
some short time improvement in the learner’s articulation (and
hence pronunciation) when a virtual teacher instructed French
speakers how to change their articulation to produce unfamiliar
Swedish phonemes. A pre-requisite for such feedback is that
the learner’s articulation can be estimated, in order to generate
instructions on how to change it. This is the topic of the
present paper: acoustic-to-articulatory inversion in the setting
of pronunciation training.

Acoustic-to-articulatory inversion normally signifies that
one uses the produced speech sound to estimate either the
vocal tract shape or specific marker positions (most com-
monly Electromagnetic Articulography – EMA – coils, placed
on relevant articulators). Acoustic-to-articulatory inversion is
problematic, since several different combinations of articulator
positions may produce the same speech sound and there are
too few parameters in the speech signal to fully estimate the
vocal tract configuration. In this paper, two different paths are
used to alleviate these problems. The first, already suggested
in [6], is to restrict the sought articulatory information to only
those features that are important for pronunciation training.
The second is to add visual information from the speaker’s
face to obtain more input features to the estimation [7], [8].

The simplification of the inversion problem is based on
how pronunciation training is carried out with the virtual
teacher: The expected correct input from the learner is known
(because the practise is based on e.g., repetitions of teacher
utterances, reading a text out loud, or eliciation of specific
utterances), and it can therefore be automatically segmented
and transfered to an automatic pronunciation analyzer that
uses hypotheses about probable errors to judge if the learner’s
production was correct or not. The hypotheses are founded



on linguistic knowledge about frequently occurring errors for
the particular target phoneme, taking into account the learner’s
first language.

This paper is divided into three different sub-topics with
separate experiments and results, and a common discussion
of the findings and possible future work. The first part sum-
marizes the proposition made in [6] to define a restricted
articulatory inversion (Sec. II), and extends the experiments
of that article by investigating how added visual information
of lip movements contribute to the estimation of the underlying
articulation (Sec. III). The second part (Sec. IV) addresses the
problem of speaker dependence of articulatory inversion, by
investigating the estimation of articulations for four speakers
that the inversion algorithm had not previously been trained
on. The third part (Sec. V) is a preliminary investigation of
to what extent a general articulatory inversion, trained on a
native speaker can separate correctly and incorrectly uttered
phonemes by non-native speakers in the articulatory space,
using only acoustic input.

II. ACOUSTIC-TO-ARTICULATORY FEATURE INVERSION

As an alternative to pronunciation error detection/analysis
based on standard automatic speech recognition, we have
proposed [6] to use acoustic-to-articulatory inversion with re-
strictions to estimate the required information on the learner’s
articulation. The output from such an inversion is to some
extent similar to feature detection [9], [10], which is focused
on finding articulatory information (of e.g., place and manner
of articulation) in the acoustic signal. However, whereas fea-
ture detection results in separation into distinct classes (’front’,
’central’ or ’back’ articulation), articulatory inversion can
potentially provide information on articulator position within
the classes. For pronunciation training with a virtual teacher
these two aspects may be important to adjust the feedback
instruction depending on how large the learner’s articulatory
change needs to be, and on improvements in the articulation
compared to the previous attempts (an articulatory change in
the correct direction should be acknowledged by the teacher,
even if the correct place of articulation was not yet reached).

The method used here relies on training Gaussian Mixture
Models (GMM), using simultaneously collected acoustic and
articulatory data. It differs from standard articulatory inversion
by three main simplifications:

The articulatory information is restricted to the position of
the most constricted part in the oral cavity and the vertical
distance between the tongue and the palate at this point, rather
than the entire vocal tract shape.

The inversion is performed using a separate articulation
analyzer for each target phoneme, with the training material
consisting of correct target phones plus phones illustrating
frequently occurring pronunciation errors for that target, rather
than one general inversion trained on the entire corpus.

The targeted pronunciation training only focuses on static
articulations, and the analyzer therefore only uses the stable
part of the acoustic signal for training and analysis, rather than
the entire recording.

A. Data and experimental set-up

The articulatory feature inversion is currently trained on si-
multaneously recorded acoustic and articulation data from one
female speaker of Swedish, but future use of the method would
require a database of several native and non-native speakers,
in order to create a more adequate mapping between the
acoustics of correct and incorrect phones on the one hand
and their corresponding articulation on the other. However,
for demonstration of the method, the available data can be
used with the approximation that the mispronunciation of one
phoneme makes it similar to another in the same language.

The database used consists of simultaneous acoustic, video,
optical motion capture, EMA and acoustic recordings of 135
symmetric VCV words and 180 simple Swedish noun-verb-
object sentences [8], [11]. The current experiments use data
from two EMA coils glued midsagittally on the tongue, the
first close to the tip and the second 30 mm further back, and
four optical motion capture markers, placed at the left and
right mouth corners and the upper and lower lips. The data of
EMA coil positions, captured with the Movetracksystem [12],
was down-sampled to 60 Hz to correspond to the frame-rate
of the MacReflex optical motion capture system, resulting in
23,409 frames of data.

Two measures were defined to describe the articulation of
the tongue [6]:
Cz the minimal vertical linguopalatal distance.
Cx the horizontal distance between the upper incisor and the

point at the palate for which the minimal distance Cz
occurs.

In addition, two measures describe the articulation of the lips:
Lx the summed protrusion of the mouth corners.
Lz the summed vertical position of the lips.

The underlying idea is that Cx and Cz describe the place
(front-back) and manner (open-close) of articulation effi-
ciently, that Lx captures errors in lip rounding and Lz the
difference between bilabials and labiodentals. The measures
are illustrated in Fig. 1 and their derivation is described in de-
tail in [6]. This paper concentrates on estimation of the tongue
features (τ = Cx, Cz) and instead use the motion capture data
for the lips as input to the audiovisual-to-articulatory inversion.

The acoustic signal was a) divided into frames (length
24 ms, shift of 16.67 ms) to correspond to the articulation data
frame rate of 60 Hz, b) pre-emphasized and multiplied by a
Hamming window, and c) transformed into 16 line spectrum
pairs (LSP), using a covariance-based LPC algorithm [13].
This resulted in acoustic data a consisting of 23,409 frames
with 16 LSP coefficients and the RMS amplitude.

Each frame was assigned a phonetic label, using an HMM-
based automatic aligner [14], and all frames labeled as belong-
ing to a phoneme p were grouped as (ap, τp), after removing
initial and final transitions in each sequence

A Gaussian Mixture Regression (GMR) [15] is used to
estimate the articulatory measures Cx, CZ from the acoustic
data, employing an Expectation-Maximization (EM) algorithm
and k-means clustering initialization. A mapping function is



first defined between the articulatory features τ training and
acoustic data atraining, by training a set of GMMs on the
joint probability density function of the articulatory-acoustic
training material. This mapping function is then used to
estimate the corresponding articulatory features τ test for given
acoustic data atest, for a test material not included in the
training.

In the following sections, four different sets of training and
test material were used for each analyzed phoneme T :

1) The training material was 9/10th of the acoustic-
articulation data for the original speaker SO for the tar-
get phoneme T and another phoneme M that constitutes
a frequently occurring mispronunciation of T . The test
material was the remaining 1/10th of the data. Training
and test parts were rotated in a jack-knife procedure, so
that all parts were used for training and test.

2) The training and test material was the same as above,
with the exception that the data for the lips (MCx,y,z)
was used as input to the regression, in order to investi-
gate audiovisual-to-articulatory inversion for the tongue
measures. The experiments using these two sets are
described in Sec III.

3) The training material was all the data (10/10th) for the
original speaker SO for phonemes T and M , as de-
scribed above. The input test material was acoustic data
for T and M for four other speakers (as described further
in Sec IV), in order to investigate speaker independent
inversion that used a regression model trained on SO.

4) The training material was again all the data for the
original speaker SO for phonemes T and M . The test
material was correctly and incorrectly produced acoustic
data for T and M for two non-native speakers, again us-
ing GMR trained on SO. These experiments are further
described in Sec. V.

This paper concentrates on vowel targets, while [6] in
addition addresses a number of problematic phonemes. The
evaluation corpus consisted of ten vowel pairs (T and M ) that
are frequently confused by non-native speakers of Swedish:
[A:-A, e:-E:, e:-i:, 0:-y:, U-Y, ø:-o:, ø:-E:, ø-E, ø-U].

III. AUDIOVISUAL-TO-ARTICULATORY INVERSION

This section compares the inversion results obtained without
(i.e., using the training and test set described under 1. above)
and with visual information (i.e., using set 2 above). For the
audiovisual inversion, late fusion was employed, signifying
that acoustic and visual data was first used separately to make
two estimations of the articulatory features of the tongue, and
that these were then combined into the final estimation, using
a weighted sum. The weights for the fusion are defined by
the correlation between the true data and the respective recon-
structions from acoustic and visual information, as described
in more detail in [8].

Three different measures were used to evaluate the inversion
results, Pearson’s correlation coefficients (CC) and the root
mean squared error (RMSE) between the estimated and true
articulatory features at each time frame; and the percentage

of correct classifications, i.e., if the estimated articulations
mapped onto the articulation cluster of the correct phoneme.

The results, summarized in Fig. 2, show that adding visual
information leads to a 13% mean increase of the correlation
coefficients (from 65% to 78%) for the (Cx, Cy) estimation,
a mean reduction of the RMSE of 0.3 mm (from 2.84 to
2.54 mm) for Cx (no change for Cz), and a slight mean
increase of 1.6% for correct classifications (from 96.4 to
98.0%). These findings are in line with previous studies
comparing general acoustic only and audiovisual articulatory
inversion [7], [8] in that the correlation between facial and
tongue movements can be used to improve the estimation of
the latter. The change is not dramatic, but could be important
to avoid erroneous feedback to the learner in pronunciation
training.
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Fig. 2: Results of the articulatory feature inversion for different
pairs of confusable vowels, when based on acoustic only data
(red, dashed line) and supported by visual information of lip
movements (blue, solid line).

IV. SPEAKER INDEPENDENCE

This section investigates if GMR trained on one, female,
speaker can be used to estimate the articulation of four other,
male, speakers (i.e., using data set 3). The data for the four
other speakers consisted of acoustic recordings of 118 Swedish
one- or two-syllable words constituting minimal pairs only
differing in the middle vowel (e.g. ”rita” - ”ryta” - ”ruta”
- ”röta”, draw - roar - window pane - rot) . The corpus was
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Fig. 3: Estimated point of articulation for four speakers (empty ellipses), compared to the actual and estimated point of
articulation for the original speaker. The ellipses are centered on the mean of the articulatory features, with axes corresponding
to the standard deviation in the x- and z-directions. The filled ellipses describe the actual data and the estimation for the
original speaker. For each vowel, the actual data is represented by the darker filled ellipse and the estimation by the lighter.
For the other speakers, the first vowel is plotted in dotted blue (white for [a]) and the second in solid red.

chosen to include all 18 Swedish long and short vowels in
different contexts, and was collected to be used as a basis
for experiments on vowel mispronunciation detection [16].
Two of the speakers were native and two were non-native
at different levels of proficiency and native language (one
French speaker, without any previous training in Swedish and
one Indian speaker, at an intermediate level of Swedish). For
the non-native speakers, two recordings were made. In the
first, the speaker read the word presented on the screen, while
in the second, the word was in addition first spoken by a
native speaker before the non-native speaker’s attempt. The
utterances of the two non-native speakers were labeled as
correct or incorrect by a phonetically trained labeller, and only
vowels labeled as correct in the second setting are used for
the experiments in this section.

A simple speaker normalization procedure was used, cal-
ibrating the LSP values for each of the four speakers by a
scaling factor that set the mean value of each LSP to that of
the original speaker. A more sophisticated normalization, e.g.
Vocal Tract Length Normalization would be more appropriate
in future versions of the analyzer, but this simple normalization
is adequate for the current experiments.

Since no articulatory data is available for the four speakers,
it is not possible to evaluate the inversion results in terms
of correspondence with the actual data. Instead, we focus
on the extent to which their acoustic signal maps onto the
expected articulatory cluster, using four different measures
for each speaker: the share of ”correct” classifications (corr),
of estimated place of articulation (Cx, Cz) coinciding with
the actual place of articulation for the original speaker (CH,
correct hit), of intra-speaker overlap between the estimated
articulation ellipses for T and M (FHσ , first type of false hit),
and of the overlap between the estimated articulation ellipse of
T with that for M for the original speaker (FHµ, second type
of false hit). A successful inversion should in principle lead
to high values of corr and CH and low values of FAµ and

FHσ . It should however be noted that ”correct” is ambiguous
in this case, since it is possible that inter-speaker articulation
differences may in reality lead to overlap between the place
of articulation for phoneme T for speaker 1 and phoneme M
for speaker 2. In addition, as illustrated in Fig. 3a), there is in
some cases also an articulatory overlap in the actual data for
two different phonemes for the same speaker.

Fig. 3 illustrates three different cases in the inversion results.
In Fig. 3a), the estimation for all four speakers for both
phonemes in the contrasting pair maps onto the corresponding
areas of articulation for the original speaker (CH = 1), and
there is no overlap between the two tested phonemes for any of
the speakers (FHσ=0). The overlap between the estimations
and the other articulation areas for the original speaker (FHµ)
is also present in the actual data. In Fig. 3b), the estimation
maps on the expected cluster for all four speakers for one of
the phonemes ([u:]), but not for the other ([0:]) (CH = 0.5).
There is however no overlap between the estimations for
[0:] and the articulation areas of [u:] for the original speaker
(FHµ=0) or the estimations for the other speakers (FHσ=0).
In Fig. 3c), the estimations of [U] and [Y] roughly maps to the
corresponding articulation areas for the original speaker, but
for two speakers there is an overlap with the articulation area
of [Y] for the original speaker (FHµ=0.25), and for one there

TABLE I: Measures for evaluation. Share of correct classifi-
cation (corr), of mapping onto the correct articulation of the
original speaker(CH), of intra-speaker overlap between the two
vowel articulations (FHµ), and of inter-speaker overlap with
the articulation of the other vowel for the original speaker
(FHσ). ŜpO is the estimate for the original speaker SpO

SpO ŜpO Ŝp1 Ŝp2 Ŝp3 Ŝp4
corr 0.87 0.91 0.66 0.68 0.70 0.57
CH - 0.90 0.80 0.75 0.90 0.75
FHσ 0.40 0.30 0.20 0.30 0.20 0.30
FHµ - 0.30 0.20 0.30 0.20 0.40
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Fig. 4: Estimated point of articulation (mean and standard deviation) for phones labeled as correctly pronounced (empty
ellipses) and mispronounced (filled coloured ellipses) for two non-native speakers, compared to the actual point of articulation
for the original speaker (grey-scale filled ellipses). For each pair, the first vowel is plotted in dark grey and dotted blue, and
the second in light grey and solid red.

is overlap between the estimations of [U] and [Y] (FHσ=0.25).
The quantitative results are summarized in Table I. For the
correct classification measure, the classification score for the
estimated positions ŜpO is higher than for the original data,
since the regression makes an estimation closer to the mean
and may have less standard deviation than the original data
(this is also illustrated by the size of the ellipses in Fig. 3).
The correct classification is 20-30% lower for the speakers not
used for training than for the original speaker, but for three of
them, the separation between the two vowels is nevertheless
rather successful, in particular considering 1) that the decrease
might partly be due to actual articulation differences between
the speakers and 2) that the differences in tongue position
between some vowel pairs are small (such as between [A:]
and [a] or [U] and [Y]). The result for the non-native beginner
level speaker, Sp4, is substantially worse, with lower corr and
larger overlap between T and M (FHσ=0.4), indicating that
his pronunciation differed from the other four speakers and
that this is reflected in the articulation estimations.

Considering the vowels, the articulation ellipses for [e:, i:,
y:, o:, u:, a:, O, U, Y, A] were always estimated as coinciding
with those of the original speaker (CH = 1) for all speakers
and all pairs; [E:, ø:, 0:] were slightly more problematic, with
0.25 < CH < 1, depending on the vowel pair; and [ø] was
mostly estimated at a different place of articulation than the
original speaker (0 < CH < 0.5). For the vowel pairs, FHσ

overlap between the T and M articulation ellipses occured for
[ø-U, ø-O] (for 3 speakers) and [e:-E:, ø:-E:] (for 2 speakers).

From the above results, it seems that Gaussian Mixture
Regression trained on one speaker can, to large extent, be
used to discriminate articulatorily between two similar vowels
produced by other speakers, at least for vowel pairs not
involving the more central and mid-open vowels [E:, ø:, ø].
This is positive for the potential use in a pronunciation training
system employing articulatory feedback, but at least three
words of caution need to be added. The first is that we are here
dealing with the mean and the standard deviation of the articu-
lation estimate over several occurrences produced in a corpus,

whereas an articulatory feedback system needs to analyze a
single occurrence of T , and it remains to be shown that this
latter estimate is similar to the mean for all occurrences of T .
The second is that T and M are here two correctly produced
different phonemes, whereas the articulatory feedback system
would deal with T and mispronunciations of T . The analysis
principle is the same, and since T and M were selected here
to represent frequently confused phonemes, M may in fact be
a good approximation of the mispronunciations of T , but it is
plausible that mispronunciations of T may differ from both T
and M . The third is that the articulation of the same phoneme
may differ between speakers, and an articulatory estimation
based on training data from one speaker might therefore result
in erroneous feedback, even if the analysis of the (acoustic)
pronunciation is correct (i.e., the regression identifies a point
of articulation (Cx, Cz) that would have been correct if the
phone was uttered by the original speaker, but the change
that the original speaker would have to make from (Cx, Cz)
to the target might not be the same as the change that the
speaker who actually uttered the phone needs to make). This
last issue can only be investigated and resolved through larger
acoustic-articulatory databases of several native and non-native
speakers, to evaluate and train the correspondence between the
estimated point of articulation and the actual data. The two
first issues are tentatively addressed through a preliminary and
small study in the following section.

V. FEATURE INVERSION OF MISPRONOUNCIATIONS

This section briefly looks into the problem of comparing
the estimated articulation for correct and incorrect non-native
utterances of a phoneme. In order to do so, the labeled data
of the two non-native speakers was used, grouping for each
phoneme utterances that were labeled as correct on the one
hand and those labeled as incorrect on the other. The two sets
of data were used separately as input to the gaussian mixture
regression to provide an estimate of the articulation in the
two cases. Since the amount of data was very small, the two
speakers’ data were concatenated, after speaker normalization.



For several of the vowel pairs, there was nevertheless too
little correct or incorrect data for the training, and they had
to be excluded from the analysis below. Only the pairs [e:-
i:, 0:-y:, o:-0:, ø:-o:, ø-O, A:-A] included enough data of both
correct and mispronounced phones. Fig. 4 shows the result
for the first three of these pairs, illustrating that for several
phonemes ([e:, i:, 0, y:]), there was indeed a difference in the
estimated articulation between the phones labeled as being
correct and those labeled as incorrect, and the misprounced
phones were estimated articulatorily closer to the other vowel
in the pair. Fig. 4c) however shows two of the remaining
problems. First, that even if correct and mispronounced phones
of [0:] are following the hypothesis of being closer to the
original speaker’s articulation of [0:] and [u:], respectively, the
same is not true for the correct and mispronounced phones
for [u:]. Second, that the articulatory estimation will, quite
naturally, depend heavily on the training material: the point
of articulation for [0:] is estimated differently in Fig. 4b)–
c), because the other vowel in the pair differs. This shows
the importance of linguistic pre-processing and/or a tailored
training material for the analyzer.

Linguistic pre-processing signifies that a hypothesis on
the expected pronunciation errors is formed for each tested
phoneme, based on the speaker’s native language and the
context the phoneme appears in, and that the correct feature
analyzer is used to capture this potential error (e.g., with [0:]
being the target, the mispronunciation trained on the distinc-
tion in the pair [0:-y:] could be used for learners from Germany
and France, whereas [0:-o:] would be more appropriate for
learners from England and Greece).

Tailoring the training material signifies, as already men-
tioned in the previous section, that a future version of each
analyzer should be trained on correct and mispronounced
phones for the same phoneme, rather than correct phones
from different phonemes. Using a larger such training material
might also resolve the problem observed for [ø:-o:, ø-O, A:-A],
which had partial overlap between the articulatory estimations
for correct and mispronounced phones.

The experiments and results presented in this section are
very limited, and not in total agreement, and they do by
no means constitute any binding proof of the possibility to
correctly estimate the difference in articulation between correct
and incorrect utterances. The fact that a regression technique
trained on one single native speaker can in several cases
articulatorily separate mispronounced phones from correct
ones for non-native speakers is nevertheless an important
indication that the presented analysis method is worth future
efforts to refine it.

VI. DISCUSSION & FUTURE DIRECTIONS

The four experiments above do show, on the one hand, that
there is potential for the method as an articulation analyzer.
They also show, however, that the method is far from error-
free and much more work remains before it could be used
for actual pronunciation analysis in a real-time computer-
assisted language learning system. A first necessary step is

to improve and investigate the performance of the method
using a larger acoustic-articulatory database of native and non-
native speakers. Such a database is however yet to be collected.
In wait of this database, tests with an available larger set of
acoustic-only data of non-native speaker utterances [17] would
also be beneficial to expand the experiments to more speakers
and more examples of mispronounced data.

Another direction of future work is to continue investigating
how the output from an articulatory analyzer can be conveyed
to a learner in an efficient manner to help her correct her
articulation. This is non-trivial, in particular for the minor
changes that are required to change the articulation from one
close vowel to another (c.f., e.g., Fig. 4a).
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