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Abstract. In this study, we experimentally explore the relationship between 
gaze direction and backchannels in face-to-face interaction. The overall motiva-
tion is to use gaze direction in a virtual agent as a mean to elicit user feedback. 
The relationship between gaze and backchannels was tested in an experiment in 
which participants were asked to provide feedback when listening to a story-
telling virtual agent. When speaking, the agent shifted her gaze towards the lis-
tener at predefined positions in the dialogue. The results show that listeners are 
more prone to backchannel when the virtual agent’s gaze is directed towards 
them than when it is directed away. However, there is a high response variabil-
ity for different dialogue contexts which suggests that the timing of backchan-
nels cannot be explained by gaze direction alone.  

1 Introduction 

In face-to-face interaction, interlocutors use both their body and their voice in combi-
nation as means of communication (e.g. [1], [2]). Compared to the rich multimodal 
nature of this setting, speech-only interfaces appear limited as they only use one mo-
dality to convey information. Hence, a willingness to enhance the expressiveness of 
these interfaces has led researchers and system developers to integrate embodied vir-
tual agents with natural spoken language interfaces (e.g. [3], [4]). One important mo-
tivation of this integration is to exploit interactive behaviours already familiar to users 
in order to make the interaction with those interfaces more intuitive [5]. 

In the present study, we focus on the use of gaze direction in order to control tran-
sitions from the vocalizations of one speaker to those of another, focusing on particu-
lar subset of these transitions, namely when the incoming speaker provides vocal 
feedback. Brief feedback expressions such as “mhm”, “aha”, and “okay” are often 
referred to as backchannels [6], a term that reflects the view that these vocalisations 
are produced in the “background”, not occupying the conversational floor to the same 
extent as a speaker turn. Yet, while carrying little propositional content and being 
unobtrusive in character, it has been shown that these short interjections play a signif-
icant role in the collaborative processes of dialogue [e.g. 7]. Despite their crucial 
function in spoken interaction, backchannels often cause problems for users in their 
interaction with speech interfaces. One reason for this is that many systems have no 
strategy to discriminate short feedback interjections from other types of utterances. 
Hence, all types of vocalisations detected during the course of a system utterance are 
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treated as user interruptions – so-called barge-ins – and generally dealt with by im-
mediately abandoning the ongoing system utterance [8]. However, a system that dis-
criminates backchannels from other types of speech [e.g. 9] allows users to take a 
more active listener role and give them the possibility to acknowledge dialogue enti-
ties incrementally during the course of a system utterance. This in turn allows the 
system to perform more sophisticated grounding and error handling using the timing 
of the backchannels to extract information about the users’ understanding, attitude 
and emotion in relation to specific dialogue segments [e.g. 10-11]. 

In this paper, we present a study which pursues this work by experimentally ex-
ploring gaze direction in a virtual agent as a means to elicit user feedback. By encour-
aging listeners to provide feedback at particular points in the dialogue, the system can 
call for the user’s attention and request grounding information in relation to a particu-
lar dialogue segment. Previous studies that analysed segments preceding backchan-
nels found that there is a versatile set of multimodal behaviours including gaze that 
affects the probability of a backchannel [e.g. 12; 13]. However, to our knowledge, no 
studies have explored the relationship between gaze direction and backchannels ex-
perimentally.  

2 Background 

Interlocutors’ gaze behaviour has frequently been studied as a mechanism for interac-
tion control in face-to-face communication [14-15]. One of the most influential publi-
cations on this subject [14] shows that speakers gaze away when initiating a new turn. 
At the end of a turn, in contrast, speakers shift their gaze towards their interlocutors as 
to indicate that the conversational floor is about to become available. A more recent 
study [16] shows that these gaze patterns indeed affect listeners’ turn-taking behav-
iour. By online manipulation of speakers’ gaze and head pose behaviour using an 
avatar representation of the human speakers, it was shown that the interlocutors were 
more prone to initiate a turn when the head and the gaze was directed straight ahead 
compared to when the head was turned slightly to the side and the gaze was shifted 
away from the listener. 

A similar relationship to that of gaze and turn transitions has been shown for gaze 
and backchannels. [13] shows that the probability of a listener’s response was signifi-
cantly higher during mutual gaze than chance could account for. Thus, according to 
[13]: “while speaking the speaker seeks a response by looking at the listener, creating 
a brief period of mutual gaze called here a ‘gaze window’“. Furthermore, [17] ana-
lysed the timing of gaze shifts in relation to different types of turn transitions and 
shows that a frequently occurring gaze pattern prior to backchannels is a gaze shift 
towards the listener initiated up to 2 seconds before the backchannel onset. 

In this paper, we study whether a virtual agent’s gaze can be manipulated to elicit 
user backchannels. The overall motivation is to make the interaction with virtual 
agents more intuitive by employing gaze patterns that are already familiar to human 
interlocutors from everyday face-to-face communication. Thus, in line with [13], we 
expect that the probability of a backchannel is higher when the gaze is directed to-



wards the listener than when the gaze is directed sideways (e.g. away from the user). 
In order to test this relationship experimentally, we use the genre of narrative story-
telling; a domain that contains a lot of listener feedback. This procedure has two ad-
vantages. First, the virtual agent does not need any natural language understanding as 
the participants’ role is restricted to that of an active listener.  Second, all participants 
are exposed to the exact same stimulus at the same time, allowing researchers to ex-
plore how a specific context affects a group of subjects rather than a single listener.  

3 Dialogue data 

The dialogue used as stimulus in the experiment is a two-party dialogue in English. 
The dialogue was recorded as a part of a data collection with the aim of eliciting ac-
tive listener behaviour [18]. The two interlocutors were assigned different roles; one 
was assigned the role of the speaker (S) and one was assigned the role of the active 
listener (AL). S was instructed to tell a story on a subject of her choice while AL was 
instructed to listen and provide feedback. In this particular dialogue, S instructs AL on 
how to bake an Austrian Sacher Cake. Except for a few clarification utterances and 
instances of laughter, AL’s only contribution to the dialogue was verbal feedback 
expressions such as “aha”, “mhm”, and “okay” and non-verbal feedback realized as 
head nods. Both speakers were non-native, but fluent speakers of English. The dia-
logue was transcribed orthographically and annotated for visual and verbal feedback. 
The dialogue is 7 minutes and 21 seconds long and contains 59 verbal feedback ex-
pressions (the visual feedback annotation was not used here). 

4 Method 

The GUI used in this experiment, is an animated talking head (see Fig. 1) developed 
at KTH [19]. In the experiment, the recording of S’s speech was played to the subject 
while the talking head produced lip movements that were synchronized with the 
speech. Prior to the experiment, the audio channel with AL’s speech was removed 
from the recording so that only S’s speech was heard. The subjects’ task was to listen 
to the recording and, at each time when considered appropriate, give feedback by 
pressing a button. When pressing the button, a “mhm” taken from the original listen-
er’s (AL) speech was played in order to give the subjects audible feedback of their 
response. While speaking, the avatar gazed slightly to the left or the right, looking 
away from the user. 1500ms prior to AL’s original backchannel positions, which were 
assumed to be suitable places to give feedback, the agent’s gaze was shifted towards 
the user. The timing of the gesture was used since [17] shows that speakers starts to 
shift their gaze towards their listeners up to 2s before the backchannel. Then, at 
500ms after AL’s backchannel onset, the gaze was again shifted away from the user; 
making the virtual agent gaze towards the user for a total duration of 2 seconds. The 
direction of the gaze shift – left or right – was randomly distributed over the dialogue. 



  
Fig. 1. The three gaze patterns used in the experiment. 

4.1 Experiment 

A group of 16 subjects (8 female and 8 male between the ages of 23 and 66) was used 
in the experiment. 11 subjects were Swedish, 2 were American, 1 was German, 1 was 
Italian, and 1 was French. All subjects had a high proficiency in English. The subjects 
were placed in front of a monitor displaying the animated talking head. They were 
instructed to listen to the speaker and press the space button whenever they consid-
ered it appropriate to give feedback, just as if they were the active listener in the orig-
inal dialogue. The subjects were instructed to look at the face, but the agent’s gaze or 
facial movements were not mentioned.  

In order to explore our hypothesis regarding gaze direction and backchannels, the 
subjects were split into two groups. In group A, the avatar shifted its gaze towards the 
user at all of AL’s odd numbered backchannel positions whereas in group B the gaze 
shift was produced at all AL’s even numbered backchannel positions. The between-
group design where the two groups were exposed to the same dialogue and the same 
response opportunities but with alternating gaze shifts was used in order to isolate the 
effect of gaze. The experiment setup is illustrated in Fig. 2. 

After completing the experiment, the subjects were asked to fill out a questionnaire 
with five questions. The questionnaire were based on the questions used by [20] and 
stated as follows: (1) Did you find the task easy or hard?, (2) Do you think that you 
missed good opportunities to provide feedback?, (3) Do you think you gave feedback 
at the points where you should have?, (4) Did you pay attention to the speaker’s facial 
movements?, (5) Did you notice anything special about the face?. The subjects were 
also given the possibility to submit additional comments. 



 
Fig. 2. The experiment setup 

5 Results 

During the experiment, the timings of all backchannel responses were logged. The 
number of backchannels per participant ranged from 24-67 with an average of 45.3 
and a median of 41. Reaction times for visual stimuli vary depending on several fac-
tors, for example age, fatigue, and type of stimuli [21]. In order to give the partici-
pants enough time to react to the gaze shift, all responses initiated between 1s prior 
and 1s after the original backchannel onset were considered to be produced within the 
same window as the original backchannel. This threshold was set to allow the subjects 
enough reaction time to react to the agent’s gaze shifts which were initiated 1.5s prior 
and 0.5s after the original feedback onset. In total, 50.2% (310 of 617) of the button 
presses were in the range of the original backchannels based on the segmentation 
criteria described above. This can be compared to a randomized distribution which 
yields 12 %. A binomial test was used to test whether the backchannel responses oc-
cur more frequently within AL’s original backchannel window than what could be 
accounted for by chance. As proposed by [13], the following formula was used:
  

z =
O − E − .5
√npq

(1) 

 
 
 



Where: 
n = total number of button presses 

p = proportion of time in backchannel window 
q = 1- p 

O = the number of listener responses that occurred within a backchannel window 
E = pn, the number expected to occur in a backchannel window by chance 

-.5 = correction for continuity 
 

A two-tailed binomial test shows that the probability of these responses occurring 
within the backchannel window by chance is inestimably small across all subjects. 

5.1 Feedback and gaze 

In the results presented above, all backchannel responses regardless of position were 
included. However, in the results presented below, only responses that fall within the 
original feedback window were analysed. It is likely that there are additional back-
channel opportunities that were not exploited by the original listener. These opportu-
nities could have been identified by detecting clusters of participant responses. How-
ever, our aim is to test the effect of gaze direction, using gaze shifts as our independ-
ent variable and since gaze was not controlled for at these positions, these backchan-
nel opportunities were not included in the analyses presented below. 

In order to test our research hypothesis regarding gaze direction and backchannels, 
the number of backchannel responses within AL’s backchannel windows was extract-
ed. The overall probability of a backchannel response being produced within this 
backchannel window was P=0.41 (362 feedback responses out of 864 feedback op-
portunities). Splitting the data on gaze direction – that is, whether the gaze was shifted 
towards the user or not – yields a probability of P=0.45 and P=0.38, respectively in 
our observed data. In order to test this difference statistically, a logistic model was 
fitted to the data with the binary dependent variable backchannel response and gaze, 
gender and group as independent variables. The binary logistic regression analysis 
was carried out in SPSS version 19.0.0. The only significant predictor in the regres-
sion model is gaze (B=.284, S.E.=.138, Wald=4.216, df=1, Exp(b)=1.329, p=.04), 
thus supporting our hypothesis regarding the relationship between gaze direction and 
backchannels. The model’s goodness-of-fit was confirmed using the Hosmer–
Lemeshow test (p=0.99) [22]. Additionally, a reduced regression model was fitted 
using gaze as the only independent variable, excluding the non-significant items gen-
der and group from the analyses (B=.286, S.E.=.138, Wald=4.271, df=1, 
Exp(b)=1.331, p=.039). The result of the Omnibus test of the model coefficient was 
significant (𝑥2=4,283 at df=1, p=.038).  

5.2 Questionnaire 

In the questionnaire, a majority of the subjects mentioned that they had provided 
backchannels at appropriate places in the dialogue. However, many also stated that 
they had missed good opportunities. A majority mentioned that they paid attention to 



the agent’s facial gestures. A few mentioned that they had noted the agent’s eyes 
movements while others stated that they observed at the mouth and how well the  
speech and lips were synchronised. Only one of the sixteen subject mentioned that the 
virtual agent’s gaze shift towards him made him more inclined to give backchannels.  

6 Discussion and conclusions 

First, the results confirm our hypothesis that the virtual agent’s gaze direction influ-
ences listeners’ feedback behaviour. We found that listeners gave more backchannels 
at positions in the dialogue where the virtual agent looked at the participant then at 
those positions where she looked away. These results indicate that gaze should be 
used in conversational virtual agents to elicit feedback from users. However, although 
significant, the regression model generated from our data has limited predictive pow-
er, suggesting that there are other types of backchannels cues such as prosody and 
lexis which also affect listeners’ behaviour. In a future study, we plan to explore the 
combined effect of multimodal backchannel cues in more detail. Furthermore, while 
the original listener gave both vocal and visual feedback, the subjects in this experi-
ment were only given the possibility to give vocal backchannels. In a future study, we 
aim to allow subjects to provide both visual and vocal feedback to investigate whether 
the two modalities – visual and vocal – are interchangeable or determined by context.  

Second, the average probability of a button press within the original listener’s 
feedback window is about 40%. This suggests that there are individual differences 
regarding the position of feedback and that listeners do not exploit all possibilities to 
give feedback. This is in line with [23], who analysed a corpus where three different 
listeners provided feedback to the same speaker simultaneously and shows that for 
1735 response clusters, 65% had one response, 26% had two responses and only 9% 
had responses from all three listeners.  
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