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Abstract
Modern speech recognizers rely on preprogrammed knowl-
edge of specific languages and extensive examples includ-
ing annotations. Children however are remarkably well-
adapted to learning language without such help, learning
from examples of the speech itself and from the environ-
ment in which they live. Modelling this learning process is
a very interesting but also a very complex topic which en-
compasses not only speech but all the senses a child has at
its disposal. In this thesis, a subset of this problem is stud-
ied, namely the discovery of words from continuous speech
without prior knowledge of the language.

Two different methods are used for this purpose. The
basic premise of both methods is to find frequently repeat-
ing patterns in spoken utterances, and both methods ap-
proach this problem in a similar manner. Given a matrix
of fixed-length representations of utterances, both methods
decompose the matrix into a weighted linear combination
of sparse vectors. The first method is a recently devel-
oped non-parametric Bayesian method for factor analysis,
called Beta Process Factor Analysis (BPFA). This method
is modified and applied to the problem of word discovery
from continuous speech. The second method, Non-negative
Matrix Factorization (NMF) has been previously applied
for the same purpose and this method is used here as a
reference.

The new method has the advantage compared to NMF
of being able to infer the size of the basis, and thereby
also the number of recurring patterns, or word candidates,
found in the data. Results obtained with BPFA, are com-
pared with NMF on the TIDigits database, showing that
the new method is capable of not only finding the correct
words, but also the correct number of words. It is further
demonstrated that the method can infer the approximate
number of words for different vocabulary sizes by testing
on randomly generated sequences of words.



Referat
Automatisk ordupptäckt från kontinuerligt
tal, en studie av två faktoranalysmetoder

Moderna taligenkännare är beroende av förprogrammerad
kunskap om språk och omfattande annoterade exempel.
Barn är dock påfallande välanpassade för att lära sig språ-
ket utan sådana hjälpmedel. De lär sig istället från exempel
av tal och från den miljö de växer upp i. Att modellera den-
na inlärningsprocess är ett mycket intressant men också ett
väldigt komplext problem, som inte bara innefattar tal utan
alla de sinnen barnet har tillgängligt.

I det här exjobbet studeras en del av detta problem, att
upptäcka ord från kontinuerligt tal utan tidigare kunskap
om språket i fråga. Två olika metoder används för detta
syfte. Det grundläggande antagandet för båda metoder är
detsamma och så är även tillvägagångssättet. Båda metoder
försöker hitta ofta förekommande sekvenser i yttranden och
båda metoder går ut på att hitta en linjär kombination av
vektorer som bäst representerar en matris som innehåller
representationer av ett antal yttranden.

Den första metoden är en nyligen utvecklad metod som
använder ickeparametrisk Bayesisk statistik för att utföra
faktoranalys. Metoden kallas Beta Process Factor Analy-
sis (BPFA) och anpassas i det här exjobbet för att kun-
na användas för ordupptäckt. Den andra metoden kallas
Non-negative Matrix Factorization (NMF) och har tidigare
använts för ordupptäckt, denna metod används i det här
exjobbet som en referens. Fördelen med den nya metoden
jämfört med NMF är att den kan hitta antalet vektorer
som bäst representerar yttranden och därmed även antalet
ordkandidater. Resultaten som erhålls med BPFA jämförs
med NMF på TIDigits-databasen, och i exjobbet visas att
den nya metoden inte bara kan hitta orden utan även det
korrekta antalet ord. Vidare visas att BPFA kan antyda
det ungefärliga antalet ord som finns i slumpvis genererade
meningar med olika storlekar på vokabulären.
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Chapter 1

Introduction

In the field of speech recognition, great advancements have been made in the past
several years. The methods used however rely on carefully collected and annotated
data, a process which is very expensive and time consuming. This annotated data
is used with machine learning methods to obtain a model best describing the data.

But what if we could use any arbitrary source, without the annotation? We
could first find the words and later annotate only few examples of each. We could
continuously find new words and associate them with other inputs, such as vision
or touch. In other words, we could learn language in a similar way as a child does
in its early years.

To fully understand the way children learn to speak, one must not only look
at the speech input, but also the environment in which the child lives and the
way they experiment with various sounds and receive parental feedback from these
sounds. The way children learn their first language has been the subject of extensive
study. In [3], cross-situational learning is studied by exposing children to artificial
words along with visual stimuli across multiple exposures. In [25], cross-situational
learning with ambiguous visual stimuli is studied by exposing infants to scenes of
multiple objects, only one of which is referenced in the speech stimuli. In [11], the
impact of focal accent and target word placement within utterances is studied on
infants associating new words with objects shown on screen.

Attempts have been made to model the way children associate learned words
with multi-modal inputs. In [13, 23], a speech recognizer was used to associate
words with an affordance network mapping the relations between objects, actions
and effects of a robotic system.

1.1 Word discovery

This thesis will look at a subset of the problem described above, namely the actual
word discovery that a child has to perform in some way. This problem has become
an interesting topic of research in recent years and several attempts have been made
at modelling this difficult task.
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CHAPTER 1. INTRODUCTION

To discover words from speech, it is necessary to find repeating patterns from
speech, each of which is a potential word. The most obvious approach would be to
compare all possible subsequences of utterances with all other subsequences and find
which of these subsequences consistently repeat and thus could be words. However,
this type of brute force approach quickly becomes infeasible. The search space
becomes enormous when anything more than a few utterances are considered, and
the minute differences in pronunciation even from the same person between sessions
is considered. If we assume that the phonetic representation of the speech signal
is obtained with pattern classification methods, there will always be uncertainties
involved. For instance noise and segments belonging to different phones being very
similar. This further expands the search space and complicates the task at hand. A
number of studies have attempted to overcome these problems by using alternative
approaches however: In [2], it is proposed to use a dynamic programming algorithm
applied to acoustic speech signal coupled with a cross-modal learning algorithm to
associate acoustic speech patterns to labels. In [21], a model based on transitions
between atomic acoustic events is proposed whereby word models are constructed
using transition probabilities within a specific window. For each window from this
window function, a decision is made on whether to merge the transition probabilities
within the window with an existing word model or to create a new one based on an
activation measure.

Non-negative Matrix Factorization (NMF) has been quite extensively studied
for the purpose of word discovery. The basic idea of this method is to find a strictly
additive linear combination of linearly separable basis vectors which can accurately
represent a matrix of fixed-length representations of spoken utterances. The method
will be explained in detail in the method chapter of this thesis.

NMF was first proposed for machine learning use in [14] for use in learning a
parts-based representation of faces in face recognition. It was further developed
and one interesting extension was the introduction of sparseness constraints in [12],
where one of the factors was forced to maintain a certain sparseness in order ensure a
parts-based representation in cases where no such representation would otherwise be
found. Another extension called convolution is introduced in [24]. It is an extension
for working better with time series, in the case of [24] extracting sound sources from
an audio signal. An online algorithm was presented in [31], which implements both
sparseness constraints as well as convolution. This is the implementation used to
study NMF in this thesis, though the convolution feature is disabled for the purpose
of this study.

NMF was later used to discover phone patterns in [26]. The two tasks may seem
to have little in common, but in the fixed-length representation of speech which will
be discussed in the method chapter of this thesis, discovering commonly repeating
subsequences of phones using the factor analysis method requires finding a sparse,
parts-based representation of a matrix, just as with the face recognition task. These
ideas were later expanded to discover words from Vector Quantization (VQ) clusters
of speech [29] and from Hidden Markov model (HMM)-like latent units found using
a three-factor non-negative matrix factorization algorithm in [27].
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1.1. WORD DISCOVERY

In [27], a two-layer model is proposed where a three-factor NMF method is first
used to extract latent models roughly equivalent to phones from Gaussian clusters
of audio data. It then proposes to use these latent models to find recurring patterns
of these low-level units which hopefully will be equivalent to words.

In [7], an adaptive training process using NMF is studied where an iterative
model is implemented with the inclusion of “forgetting”, making it more adaptive
to radical change in the data. Modelling forgetting leads to a somewhat slower rate
of learning, but it means that anomalies in the data can more easily be “forgotten”
if they’re not frequently repeated. As paradoxical as it may sound, forgetting is
actually a vital component to human learning and has previously been studied for
machine learning purposes, e.g. [22, 8]. Assuming non-perfect memory could be
an interesting concept to further explore for the purposes of speech acquisition.
Related to the model of forgetting above, [30] proposes to use a method for novelty
preference in conjunction with NMF, where patterns which have not previously
been observed are given more weight in order to simulate the tendency in infants
to prefer novel stimuli.

Other methods have been developed which could potentially be used for the
purpose of finding words or phones in an unsupervised manner. For instance [19],
which proposes an algorithm to find pairs of similar sequences in a time series.

In this thesis, two methods will be presented to extract words from continuous
speech in an unsupervised fashion. The first method is the NMF method discussed
above. This method is used for the purpose of doing a comparative study. The
second is a newly developed non-parametric Bayesian method which has not been
used for word discovery before. This new method, called Beta Process Factor Anal-
ysis (BPFA), is modified for the purpose and applied to word discovery. Some of
the benefits of using this new method over NMF will be presented.

The thesis is organized as follows. In chapter 2, the methods used for converting
the continuous speech to a fixed-length representation required for factor analysis as
well as the details of BPFA and NMF are presented. In chapter 3, the details of the
experiments and the data used will be explained and the results will be presented
and discussed. Finally, in chapter 4, the thesis will be concluded and future work
will be discussed.

3





Chapter 2

Method

The problem with word discovery from continuous speech is that the search space is
much too large to use conventional search algorithms. To find commonly repeating
patterns with a conventional search algorithm, all possible subsequences contained
within all utterances would have to be found and then compared to all future sub-
sequences; this is a monumental task. Furthermore, this task becomes larger when
no categorical representation of the speech is available, and completely intractable
if the signal itself is considered without some intermediate layer of phone-like units.

In this thesis, both methods presented attempt to find commonly repeating
patterns using factor analysis. To do this, we first need a fixed-length representation
of utterances of arbitrary length. The way this is modelled for the purposes of this
thesis is to construct a matrix of transition probabilities between phones or other
atomic acoustic events for each utterance.

The underlying idea is that a transition matrix representing an utterance is
assumed to be constructed from a set of weighted components. For instance, the
utterance “one two three” phonetically transcribed as “w ah n t uw th r iy” is

ah iy n r t th uw w

ah

iy

n

r

t

th

uw

w

Figure 2.1: Phone transition matrix representing “one two three”
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CHAPTER 2. METHOD

represented as a phone transition matrix in figure 2.1. It should be noted that
this transition matrix is an idealized one with no uncertainty and no words sharing
phone transitions. A partial representation can also be obtained by combining the
three phone transition matrices representing the three words separately in figure
2.2. The part not present in this reconstruction is the transitions between words,
“n t” and “uw th”: This is the ideal outcome because the goal is to discover words
individually and not necessarily their context, though it is not always the actual
outcome.

The goal of the factor analysis is to find set of linearly independent vectors which
can represent all such utterances using a linear combination. This set of vectors is
called the basis. There is a complication, however: If we attempt to find any set
of basis vectors which can represent the utterances, we will inevitably find vectors
with both positive and negative values. In the representation of speech discussed
above, this means that an additive combination of a vector of negative values and
a vector of positive would be interpreted as the removal of the word in the negative
vector from the word in the positive vector. This of course doesn’t make much sense
and leads to basis vectors which don’t necessarily have any relation to words we
wish to find. For this reason, we need to restrict the basis to a strictly additive
linear combination of non-negative basis vectors.

2.1 Data representation
Given a sequence of phones representing an utterance, we can construct a matrix of
phone transitions c, where c(a, b) represents the probability of a transition between a
and b. This matrix is then considered as a single feature in a large feature matrix and
is represented as a single column. Given this matrix, we can use factor analysis to
find two smaller matrices where one of these matrices represents commonly repeated
phone sequences, and one represents in which of the original utterances this sequence
occurs. In most cases, these commonly repeated phone sequences will represent
words.

ah iy n r t th uw w

ah

iy

n

r

t

th

uw

w

ah iy n r t th uw w

ah

iy

n

r

t

th

uw

w

ah iy n r t th uw w

ah

iy

n

r

t

th

uw

w

Figure 2.2: Phone transition matrices representing “one”, “two” and “three”
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2.1. DATA REPRESENTATION

u1 a c b c a

feature
m

atrix
(V

)

0
0
1
0
0
1
1
1
0

a→a

a→b
a→c

b→a

b→b

b→c
c→a

c→b
c→c

. . .

u2 c a a b a

u3 a b a a c b c a a c b 1
1
0
1
0
0
1
0
0

2
1
2
1
0
1
1
2
0

...

Figure 2.3: Illustration of construction of fixed-length representation from tran-
scriptions

Given that the transition matrix in figure 2.1 is a single column of a feature ma-
trix and given that there are many more such transition matrices in other columns of
this matrix, we wish to find a strictly additive linear combination of word transition
matrices which can represent all these utterances. Each of these word transition
matrices are indicated as either present or absent in each utterance using a weight
matrix.

2.1.1 Transcriptions

Given a transcribed sequence of phones, the phone transition count c1(φ, ψ) is cal-
culated by simply counting the number of times phone φ is followed by phone ψ
in each utterance. We also construct the matrix of second order phone transitions
using the same methodology, but instead calculating c2(φ, χ) by counting how many
times phone φ was followed by any phone and then by phone χ.

2.1.2 Phone lattices

The next step is to use phone lattices extracted from continuous speech. The sim-
plest possible way to represent speech would be to use the best hypothesis from a
phone recognizer and use the same procedure as above with transcriptions to gener-
ate a phone transition matrix. However, recognizing phones is not 100% reliable and
if an incorrect hypothesis is only slightly more probable than the correct hypoth-
esis, only the incorrect hypothesis would be represented in the transition matrix.
Phone lattices are used to represent multiple hypothesis. Using these lattices, an

7



CHAPTER 2. METHOD

utterance is represented as a directed graph with arcs and nodes. Each node is
associated with a phone identity and represents the start of that phone, the arcs
between phones represent the transition between these phones. Both nodes and arcs
have a probability associated with them and each node has a timestamp indicating
where in utterance the phone starts.

Given these lattices, the method proposed in [26] was used to generate a matrix
of first order phone transition probabilities. This was also extended using similar
means to generate matrices for the second order phone transitions in order to provide
a more feature rich representation of each utterance.

For each pair of adjacent phones, the transition probability is calculated as in
(2.1) and illustrated in figure 2.4.

c1(φ, ψ) =
∑

{α:h(α)=φ}

∑
{β:h(β)=ψ}

p(α)p(β)∆αβ (2.1)

where α and β are arcs, h(α) is the phone identity of arc α and p(α) is the posterior
probability of α. ∆αβ is the inverse of the probability of the common node, given
by the sum of the posterior probabilities of the incoming or outgoing arcs. In
other words, if the arc α connects to the arc β through the node γ, the transition
probability is the posterior probability of α multiplied by the posterior probability
of β divided by the posterior of γ.

A second order transition may also similarly be defined as follows.

c2(φ, χ) =
∑

{α:h(α)=φ}

∑
{γ:h(γ)=χ}

∑
{β:α→β→γ}

pαβγ (2.2)

pαβγ = p(α)p(β)p(γ)∆αβ∆βγ (2.3)

Where the arc β follows α and γ follows β, ∆αβ is the inverse probability of the
node common to α and β, and likewise ∆βγ is the inverse probability of the node
common to β and γ.

2.1.3 Vector Quantization
The above representations assume that we have a priori linguistic information, e.g.
a phone recognizer which has to be trained using labeled data. In order to discover
words directly from audio without any prior knowledge of the language, we also
attempted to use VQ to generate a transition matrix between VQ-labels.

Two different approaches to this were attempted.
In both methods, Mel-frequency Cepstrum Coefficients (MFCC) were extracted

from the audio using Hidden Markov Model Toolkit (HTK) [1] from which a random
subset of 100000 frames were selected.

In the first approach, 100 codebooks were generated using VQ using all 39 di-
mensions of the MFCC representation. For each frame, the inverse distance between
the frame and the k closest codebooks was calculated, the same was done for each
of the 5 following frames. The transition probability between these codebooks was

8



2.2. NON-NEGATIVE MATRIX FACTORIZATION

c
0.5

b

0.2

b
0.2

b
0.5

c
0.1

a
0.2

a
0.1

a

0.5

c
0.1

sil
0.2

sil
0.5

sil
0.2

c1(φ, ψ) =
∑

{α:h(α)=φ}
∑

{β:h(β)=ψ} p(α)p(β)∆αβ

c1(c, b) =
∑

{α:h(α)=c}
∑

{β:h(β)=b} p(α)p(β)∆αβ

α

β

Figure 2.4: Illustration of construction of a phone transition matrix from an N-best
lattice

then defined as the product of the inverse distances of two frames over each of five
lags.

In the second approach, these frames of 39 values each were divided up into
groups of static, derivative and second derivative with 13 values each, and for each
of the groups, VQ was used to generate 150, 150 and 100 codebooks respectively as
proposed in [29].

Frames with an energy below a certain threshold were removed in order to ignore
silence which would otherwise be the dominant feature in the transition matrices.
For each of the codebooks, a transition matrix was generated using the distance of
adjacent frames from each codebook. The 5 closest clusters were selected for each
frame and for each frame and its following 5 frames, a measure of how frequently a
particular transition occurs was calculated as in equation (2.4).

cij =
L∑
l=1

1
d(xn, µi,Σi)d(xn+l, µj ,Σj)

(2.4)

Where d(x, µi,Σi) is the Mahalanobis distance between x and cluster i, µi is the
mean of cluster i, Σi is the covariance of cluster i, and L is the number of lags.

Each column of the feature matrix V is then composed of the elements of the
three transition matrices concatenated into a single vector.

2.2 Non-negative Matrix Factorization
The first of the two methods studied in this thesis is Non-negative Matrix Factor-
ization (NMF).

9



CHAPTER 2. METHOD

V


#utterances

N
2 = W

#words

× H

words

weights

Figure 2.5: Representation of the factor analysis method. W is the basis, H is the
weights for the linear combination and N is the number of phones/auditory units

a→a
a→b

a→c
b→a

b→b

b→c
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c→c

0
1
0
1
0
0
0
0
0

0
0
0
0
0
0
1
0
0

0
0
1
0
0
0
0
1
0

“a
ba

”

“c
a”

“a
cb

”

0 1 1

1 1 1

1 0 2

...

“aba”

“ca”

“acb”

u1 u2 u3

W H

Figure 2.6: W and H representing the utterances in figure 2.3
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2.3. BETA PROCESS FACTOR ANALYSIS

The basic idea is that the whole input pattern can be represented by a lin-
ear combination of parts, in this case phone sequences can be represented as a
linear combination of commonly repeating phone subsequences. By imposing a
non-negativity constraint, the combination of subsequences is restricted to being
additive.

Given the feature representation explained in section 2.1, V is a matrix where
each column contains the elements of the transition matrices for each sentence.
Using NMF, we may then construct two smaller matrices W and H where V =
WH, where W will contain basis vectors representing the transition matrices of
subsequences and H contains weights determining how much of each of these basis
vectors are combined to represent a column of V . This may also be represented as
in (2.5).

Vij =
R∑
r=1

WirHrj (2.5)

R in this equation is the number of factors assumed to be present in V , and this
has to be set a priori. This is a weakness which will be addressed in section 2.3.

There are many possible cost functions, the Euclidean distance and the Kullback-
Leibner Divergence being common examples. The implementation used to study
NMF in this thesis is the online algorithm presented in [31] which uses the cost
function in (2.6) where |.|l is the l-norm and λ controls the sparsity imposed on H.

L(W,H) = |V − V̂ (W )|22 + λ|H|1 (2.6)

V̂ is the reconstruction of V usingW and H. In [31], this is represented by a slightly
more complex function due to convolution, but in this thesis we do not make use of
the consultive properties of the algorithm so V̂ is defined as in (2.5).

Using the batch update approach rather than the online approach, the update
functions W and H are defined as follows:

H ← H � W TH

W T X̂ + λΞ
(2.7)

W ←W � XH

X̂HT
(2.8)

Where Ξ is a matrix of ones. As with the cost function, this is slightly simplified
from what’s presented in [31] due to the fact that convolution was not used in this
thesis. By imposing sparseness on H, we can control how many of the basis vectors
in W can be used to represent any one feature in V .

The online learning algorithm is detailed in [31].

2.3 Beta Process Factor Analysis
The second method studied in this thesis is called Beta Process Factor Analy-
sis (BPFA) and was presented in [20], it has since been used in the field of bioin-
formatics [6]. The implementation developed for [6] is used in this study with some

11



CHAPTER 2. METHOD

modifications to better suit our purposes as will be explained later in this section.
The main advantage of this method over NMF is that it can infer the number of
latent factors present, or in our case the number of word candidates. In short,
the non-negative variant of the BPFA method presented here attempts to find the
minimum number of independent basis vectors which can adequately represent the
utterances in V using a strictly additive linear combination. This is a consequence
of BPFA being a nonparametric latent feature model which can infer both the num-
ber of basis vectors as well as the values of those vectors. The next section will be
dedicated to explaining what this entails before moving on to the specifics of BPFA.

Nonparametric latent feature models

It will help our understanding of the concept of latent feature models to first review
the definition of a latent class model. A simple example of this used in [18] is the
Gaussian Mixture Model (GMM) that should be familiar to the reader. Assume
that we have N data points x1, x2...xn generated from a mixture of three different
Gaussian distributions and that each of these points are generated from a single one
of the Gaussian distributions. The goal of the latent class model may then be to
infer which of the Gaussian distributions generated each point, or in other terms,
which class each point belongs to. The class membership of each data point can be
indicated in a binary matrix Z of size N ×K, with zik being one if xi belongs to
class k and zero if it does not.

There are two main problems with this model. The first is that we have to know
the value of K a priori, or in other words we have to know in advance how many
classes are present. If we do not know how many classes exist, we cannot accurately
infer which data point belongs to which class. The second problem is that each data
point can only belong to a single class, and this does not accurately model many
problems, including the one presented in this thesis.

This is where the latent feature model comes in. Instead of learning which class
each sample belongs to, we can learn the characteristics of the sample, and these
characteristics may be overlapping so that a single sample can have many different
characteristics. This seems to be a better fit for the problem studied in this thesis
because each utterance can contain multiple words and each phone transition can
belong to multiple words.

In terms of the binary matrix above, this means that, while in the latent class
model each row can only have one non-zero entry, in the latent feature model each
row can have multiple non-zero elements, i.e. each sample can have multiple fea-
tures.

Given a matrix of observations V , the binary latent feature matrix Z, and any
additional parameters θ, P (V |Z, θ) is the likelihood model, p(θ) is the prior on θ
and p(Z) is the prior on Z. The goal of the latent feature model will then be to
infer Z and θ using Bayes rule.

p(Z, θ|V ) ∝ p(V |Z, θ)p(θ)p(Z) (2.9)

12



2.3. BETA PROCESS FACTOR ANALYSIS

In other words, we want to infer the Z and θ given V and the priors on Z and θ.
This inference is not computationally tractable using traditional methods. However,
we can approximate Z and θ by using a Gibbs sampler to sample from the posterior.

A Gibbs sampler is an example of a Markov Chain Monte Carlo (MCMC) algo-
rithm. An MCMC method is essentially a random walk in a large Markov Chain.
This is used to sample points from the posterior. The transition matrix of this
Markov Chain is aperiodic and irreducible such that the sampler can visit any pos-
sible state while avoiding getting trapped in cycles. This transition matrix can also
be biased in useful ways so that it concentrates on points that are the most inter-
esting. For instance, in our case, the corresponding columns of Z to columns of V
which have a higher sum total will be of particular interest because this represents
a higher probability that this transition exists in the observations as well as in the
resulting basis [4].

In the problem studied in this thesis, we do not know the ideal number of latent
features that can represent our observations, or, in other words, we do not know the
ideal K in the N×K binary matrix Z. Our goal, however, is to infer these features,
and the ideal would be for the prior distribution on Z to be able to represent all
possible N ×K binary matrices, regardless of the value of K. To model this, the
prior distribution on Z, p(Z), will then have to assume infinite K. Of course we
cannot actually represent an infinite matrix, so we need a prior distribution p(Z)
such that the probability mass is placed on matrices which have a finite number of
non-zero elements. Once we have this, we will have a binary latent feature model
with a Bayesian nonparametric prior distribution.

One example of such a prior is the Indian Buffet Process (IBP). This was first
proposed in [10] and was inspired by the Chinese Restaurant Process (CRP), which
is similarly used as a prior for a nonparametric latent class model. In the IBP, each
of the N rows in the N ×K matrix Z is metaphorically represented as a customer,
and each of the K columns are represented by dishes, of which there are infinitely
many. The first customer enters the metaphorical restaurant and picks the first
Poisson(α) dishes, meaning the first Poisson(α) columns of the first row are set to
one. For the ith customer, and for each dish which has been previously selected, the
customer chooses that dish with probability mk/i, where mk is the number of times
that particular dish has been chosen previously, or in terms of our binary matrix
it is the sum of the kth column to date. In addition, the ith customer also picks
Poisson(α/i) dishes which have not been chosen previously, i.e. all-zero columns.
This produces a left-ordered-form of a binary matrix and this could be used directly
if the ordering of columns, or objects, was irrelevant. In this case however, the
ordering is relevant and the matrix needs to be reordered in such a way that the
columns with the most non-zero elements represent the objects, or the transitions
in this case, which are most common in our observed data [10].
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CHAPTER 2. METHOD

Beta Process Factor Analysis (BPFA)

BPFA models the same problem as NMF, i.e. V = WH, but we will start with a
simpler construction as in (2.10).

V = ZH + E (2.10)

As described in the previous section, Z in our case is a binary matrix indicating
which components, or phone transitions in this case, are present in each basis vector.
As described in the section on NMF and factor analysis, H is a weight matrix
describing how much of each basis vector is represented in each of the observations
in V . E is an error matrix, modelling the data that cannot be reconstructed from
Z and H: For instance, as discussed previously, the ideal would be for cross-word
transitions to be excluded from the discovered word candidates, these would be
modelled by the error matrix; noise or other segments not found to be repeating is
also modelled by this matrix.

As discussed in the previous section, the Indian Buffet Process (IBP) may be
used to generate the binary matrix Z, but this process may also be formalized, and
it turns out that it is a Bernoulli process draw from a Beta process prior, as in
(2.11) [10, 28]. If N is the number of phones, for component j = 1 . . . N2 and basis
vector k = 1 . . .K, the binary matrix Z may be generated as follows.

zjk ∼ Bernoulli(πk)
πk ∼ Beta(a/K, b(K − 1)/K) (2.11)

πk is the prior probability that basis vector k is present in the basis and zjk deter-
mines whether component j describes basis vector k. The parameters a and b are
constants and may be varied to control the sparseness and shape of Z [9].

The linear combination weight matrix H may be generated as follows.

Hk ∼ N (0,Σ) (2.12)

Simply indicating the presence or absence of a particular phone transition with
Z is however not sufficient to model words where the same transition occurs multiple
times, and it’s not enough to model the uncertainty inherent to the problem. To
address this, a second matrix W is introduced and the new model will be defined
as in (2.13).

V = (W � Z)H + E (2.13)

Where � is element-wise multiplication.
The Z matrix enforces sparseness here, much as the sparseness constraints dis-

cussed for NMF in section 2.2. The entire BPFA model will now result in the
generative process in (2.14) [20, 6]. Here, j is defined as above and i is the utter-
ance i = 1 . . .M , where M is the number of utterances in V .
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vi ∼ (Z �W )hi + εi

wk ∼ N (0, σ2
wI)

zjk ∼ Bernoulli(πk)
πk ∼ Beta(a/K, b(K − 1)/K)
Hi ∼ N (0,Σ)
εi ∼ N (0, σ2

nI) (2.14)

Where εi is a row of the error matrix E, σw is the variance of wj , σn is the variance
of εi and I is an identity matrix.

As discussed previously, a Gibbs sampler is used to infer these parameters be-
cause traditional inference is not possible. A variational Bayesian inference approach
was also derived and implemented in [20, 6] which can make for faster inference than
the MCMC approach. This approach was however not used in this thesis due to diffi-
culties in modifying the variational inference algorithm to implement non-negativity
constraints.

Modifications to BPFA model

The problem with this model is that it allows for negative values inW and H which
leads to undesirable properties for our purpose as discussed previously. To rectify
this, wk and hi as well as εi have to be modelled as distributions which only allow for
non-negative values. The distribution chosen in this thesis is the folded non-negative
distribution, or in other words the absolute value of the normal distribution. So the
new generative process will be defined as follows

vi ∼ (Z �W )hi + εi

wk ∼ |N (0, σ2
wI)|

zjk ∼ Bernoulli(πk)
πk ∼ Beta(a/K, b(K − 1)/K)
Hi ∼ |N (0,Σ)|
εi ∼ |N (0, σ2

nI)| (2.15)

In addition, the implementation of BPFA used in this study makes use of
Singular Value Decomposition (SVD) for the initial estimates of W and H. The
problem with this is of course that SVD is not restricted to non-negative values.
To rectify this problem, the SVD was switched for a non-negative variant of SVD
proposed in [5]. This method was specifically developed to provide a non-negative
initial estimate for NMF.

It is also possible to place the prior Z on the linear combination weight matrix
H, this is the way it is implemented in [20], but the implementation used in this
thesis from [6] instead places the prior on W . It would however be interesting to
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study the effects of instead placing this prior on H, restricting the sparseness of H
instead of W . This is how the sparsity constraints on NMF discussed in section 2.2
work.
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Chapter 3

Experiments and results

3.1 Experiments
This thesis presents results obtained on three different sets of data. The first set is
the TIDigits corpus, the second set is from a robot manipulation task and the third
consists of words randomly selected from a dictionary. Here, experiments will be
presented to show that the method works on real speech using a phone recognizer,
with clean transcriptions, and with randomly generated sentences to demonstrate
the ability of BPFA to infer not only the words themselves, but also the number of
words present in the data. The first experiment, hereafter referred to as experiment
1, is intended to show that the method works on real speech using a phone recognizer
and is run on the TIDigits corpus. The second experiment, referred to as experiment
2, is run on the robot manipulation corpus.

The third experiment is divided into three sub-experiments: The first, called
experiment 3a, is run on randomly generated sentences with words from the robot
manipulation corpus. The second, called experiment 3b, is run on randomly gener-
ated sentences from a randomly selected vocabulary. The third, called experiment
3c, is run on randomly generated sentences from the same vocabulary as in exper-
iment 3b, but with prior distributions on the appearance of specific words in the
randomly generated sentences.

Finally, the fourth experiment, called experiment 4, is run on the TIDigits
database but using Vector Quantization (VQ) instead of the phone recognizer used
in experiment 1.

3.1.1 Experiment 1: TIDigits with phone recognizer
Experiment 1 is run on the TIDigits corpus [16]. This corpus contains continuously
spoken sequences of digits from zero to nine as well as “oh” and is divided up into
a training set and a test set for males, females and children. For the purposes of
this study, we only use the adult male and female parts of the corpus.

Using HTK, the audio files were first converted to Mel-frequency Cepstrum
Coefficientss (MFCCs) with overlapping 20 ms windows 10 ms apart with energy,
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first derivative and second derivative, all normalized with Cepstral Mean Subtrac-
tion (CMS). Phone-level Hidden Markov models (HMMs) were then trained on the
training set using the orthographic transcriptions of the canonical pronunciation of
the digits.

The test set used consists of 56 male speakers and 57 female speakers, each
of whom recorded 77 utterances like the examples in table 3.1 for a total of 8701
utterances in the test set. Of the test set, only the utterances with at least two
digits were used, this in order to not make the task of word discovery too easy. An
example of the utterances excluded is the first utterance in table 3.1. The HMMs
were used to generate phone lattices of the utterances and these in turn were used
to generate transition matrices for each utterance as described in section 2.1 and
these matrices were concatenated as a column into the feature matrix V .

Both BPFA and NMF were then used on this feature matrix to find words as
described in sections 2.2 and 2.3. For NMF, we set the number of basis vectors we
wish to find, R, to 12 and the sparsity coefficient λ to 0.1. For BPFA, the maximum
number of basis vectors K was set to 300.

One
One three eight
Six oh five oh
Zero eight zero two seven zero five

Table 3.1: Examples of utterances from the TIDigits corpus, only utterances with
at least two words were used in the experiments.

In order to determine the quality of the words discovered by the two methods,
two different metrics are used. The first is the average Euclidean distance between
the basis vector and the transition matrices generated from lattices of the corre-
sponding isolated word in the TIDigits database. This is intended to measure how
closely related the discovered words are to their reference counterparts.

The second is an unordered word accuracy measure. Similar to the method used
to measure word activation in [26], the utterances are divided into overlapping win-
dows of 600 ms each, spaced 300 ms apart. For each of these windows, a transition
matrix is generated as in the described in the method chapter, and each one of these
matrices is placed in a column of V as when generating the training matrix. Then
an activation matrix H is estimated with the NMF method discussed previously but
with the matrix W being fixed and containing the basis vectors discovered by the
BPFA or NMF method. For all elements of the linear combination weight matrix
H which have a value of more than 0.10, the corresponding word is assumed to be
present in the utterance. The unordered word accuracy is defined as

Wacc = C − I
N

where C is the number of correctly detected words, I is the number of falsely
detected words and N is the total number of words.
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3.1.2 Experiment 2: Robot grasping corpus
Experiment 2 was run on the corpus from [23]. The corpus was developed for
experiments where objects are manipulated by a robot and the various objects,
actions and effects of these actions are associated with each other and with the
verbal descriptions in the corpus. The corpus consists of recordings of a female and
a male speaker uttering sentences such as the examples given in table 3.2. In total,
there are 1270 utterances recorded, 1016 of these by the male speaker and 254 by
the female speaker.

The phonetic recognizer used for the robot grasping task was developed in [23].
It was first trained on the British English SpeechDat telephone database using
the procedure defined by the Cost 249 Reference Recogniser training scripts [17].
Unsupervised adaptation was then performed on the robot grasping speech material
using Maximum Likelihood Linear Regression (MLLR) adaptation [15]. On a loop
of words recognition task the models achieved 83.9% word accuracy. In spite of this,
the phone recognition results were quite poor. Phone models were also trained from
the data using the canonical pronunciation of the sentences in the same manner as
TIDigits above.

Both these sets of phone models were used to create phone lattices which were
used to calculate phone transition models as described in section 2.1 for both first
and second order transitions.

Finally, because the above did not provide the quality of recognition required
to recognize phones in a consistent manner, matrices were generated from the tran-
scriptions of the corpus expanded to transcribed phone sequences using a dictionary
of canonical pronunciations.

He has just picked the small green cube and the cube is rising
He is grasping the sphere but the sphere is still
He pushes the sphere and the sphere is rolling
The robot taps the green square but the square is still

Table 3.2: Examples of utterances from the robot corpus.

3.1.3 Experiment 3: Random utterances
In experiment 3, we show how BPFA can infer not only the values of basis vectors
but also how many latent words are present in the transition matrices from the
data. 5000 random utterances of five words each were generated from vocabularies
consisting of randomly selected subsets of the respective vocabularies. These ut-
terances were expanded into phone sequences using the canonical pronunciations of
the words with no inserted silence or similar. These phone sequences are then used
to calculate transition matrices and generate the feature matrix V as described in
section 2.1. Both BPFA and NMF were applied on the feature matrix V to discover
the constituent words. K is set to 300 in the case of BPFA and the number of basis
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vectors R, is set to the size of the vocabulary in the case of NMF. The experiment
was performed with 20, 30, 40 and 50 words.

This experiment was performed on three different datasets: 3a with the words
from the robot manipulation corpus desribed in experiment 2, 3b with words ran-
domly selected from a dictionary, and 3c with the same randomly selected words
but with a prior distribution on the frequency of word appearance.

Experiment 3a: Robot manipulation corpus vocabulary

Words from the above robot grasping corpus were used for this experiment. The
corpus consists of 51 words, listed in table 3.3, including several morphological
variations of common roots.

Experiment 3b: Alternative vocabulary

To investigate how the methods perform on a vocabulary without the morphological
variations in the robot corpus, an additional experiment was performed. 50 random
words without such variation were selected and the experiment was performed as
described above. The words used and their canonical pronunciations are listed in
table 3.4.

Experiment 3c: Prior distribution on frequency of appearance

Experiments 3a and 3b were both performed with the words all having an equal
probability of appearing in each random utterance. This is hardly reflective of
actual speech where some words are more prevalent than others. To investigate how
this impacts the word discovery, a prior probability of appearing in an utterance
was placed on each of the words in the previous experiment with the alternative
vocabulary. The priors were randomly generated from the absolute of a normal
distribution with a mean of 0 and a standard deviation of 1, additionally, 0.1 was
added to this to maintain a minimum probability of words appearing. The priors
were then normalized to a [0, 1] range. Utterances were generated using these words
with words appearing according to their prior probability, and the experiment was
performed as described above. As above, this was performed for 20, 30, 40 and
50 words randomly selected from the vocabulary. The most probable words were
about 20 to 40 times more likely to appear than the least likely words.

3.1.4 Experiment 4: TIDigits using Vector Quantization

Preliminary experiments have been run using Vector Quantization (VQ) to discover
phone categories from the data on the same data as in the TIDigits corpus, but the
experiments are very resource demanding due to the large size of the representation.
Both approaches described in the method chapter were attempted. The preliminary
experiment was run on the training part of the corpus and only male speakers were
included. As in the TIDigits experiment above, isolated words were excluded. Using
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Word Phone sequence
And eh n
Ball b O: l
Big b I g
Biggest b I g I s t
Blue b l u:
Box b Q k s
But b V t
Falling f O: l I N
Falls f O: l z
Green g r i: n
Has h ae z
He h i:
Heĺl h i: l
Is I z
Just dZ V s t
Moves m u: v z
Moving m u: v I N
Picked p I k t
Picking p I k I N
Pushed p U S t
Pushing p U S I N
Rises r aI z I z
Rising r aI z I N
Rolling r ehU l I N
Slides s l aI d z
Small s m O: l
Sphere s f Ieh
Square s k w eeh
Still s t I l
Tapped t ae p t
Taps t ae p s
The D eh
Touched t V tS t
Touches t V tS I z
Touching t V tS I N
Yellow j e l ehU
Baltazar b A: l t V s A: r
Cube k j u: b
Grasped g r A: s p t
Grasping g r A: s p I N
Grasps g r A: s p s
Inert I n Eh: t
Picks p I k s
Poked p ehU k t
Pokes p ehU k s
Poking p ehU k I N
Pushes p U S I z
Robot r O: b Q t
Rolls r ehU l s
Sliding s l aI d I N
Tapping t ae p I N

Table 3.3: Words from the robot vo-
cabulary and their canonical pronunci-
ations.

Word Phone sequence
Embarrassed I m b ae r eh s t
Dear d Ieh
Join dZ OI n
Bistro b i: s t r ehU
Visits v I z I t s
Lichfield l I tS f i: l d
Specific s p eh s I f I k
Seventh s e v n T
Italiana I t ae l i: ae n eh
Invesco I n v e s k ehU
Shelagh S i: l eh
Poorś p O: z
History h I s t r I
Wary w eeh r I
Twenty-fifth t w e n t I f I f T
Warfarer w O: f eeh r eh
Supervisors s u: p eh v aI z eh z
Cured k j Ueh d
Clips k l I p s
Impairs I m p eeh z
Camping k ae m p I N
Pair p eeh
Bromine b r ehU m i: n
Potpourri p ehU p U eh r I
Under V n d eh
Knife n aI f
Unlike V n l aI k
Bottles b Q t l z
Prior p r aI eh
Showrooms S ehU r u: m z
Figures f I g eh z
Co-ordinators k ehU O: d I n eI t eh z
Genevieve dZ e n eh v i: v
Pacifist p ae s I f I s t
Average ae v eh r I dZ
Fact f ae k t
Hemel h e m l
Grandparents g r ae n p eeh r eh n t s
Farthest f A: D I s t
Bobcat b Q b k ae t
Belleek b eh l i: k
Moody m u: d I
Riled r aI l d
Burton b Eh: t n
Digital d I dZ I t l
Pauline p O: l i: n
Suppositions s V p eh Z I S n z
Huge h j u: dZ
Imagined I m ae dZ I n d
Walkers w O: k eh z

Table 3.4: Randomly selected words
and their canonical pronunciations
used for the alternative vocabulary.
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only these utterances however, the size of the feature matrix V was still very large,
with about 150 million elements using the second approach.

To evaluate the resulting basis, the vectors were compared to the fixed-length
representations of a subset of isolated words from the test set of the TIDigits ex-
periment. A simple Euclidean distance between the basis vectors and the isolated
words was calculated and vectors were associated with the words with the smallest
distance.

3.2 Results

3.2.1 Experiment 1: TIDigits with phone recognizer

In table 3.5 we can see the 12 basis vectors found by BPFA. Weights are normalized
according to the norm of each basis vector and bold face transitions indicate the
relevant transitions for each word. As we can see, BPFA discovers all the words
in the corpus, although one problem to note is that the word “oh”, uttered as a
single diphthong /oU/, which was found but is only represented as a transition to
silence. This is due to the fact that the speech representation can only express
phone transitions, so words which consist of only one phone become difficult to
represent. In addition to this, two basis vectors were found for the word “nine”.

In table 3.6, quantitative results are presented as discussed in the previous sec-
tion. We can see that the results are about equivalent for NMF and BPFA except
for the NMF not discovering “oh”. The word accuracy for “oh” was very poor and as
discussed previously, this is because of the representation where only phone transi-
tions are counted. Because “oh” as discovered by BPFA only consists of a transition
to silence, the only “oh” that will be properly found are such words that appear
right before silence, which in this data mostly occur at the end of the utterance.

3.2.2 Experiment 2: Robot grasping corpus

As discussed in section 3.1.2, the phone recognizer used for this experiment did
not produce sufficiently reliable phone recognition results for use with the method.
Using the transcriptions, the results are somewhat better, but still it is apparent that
the corpus is not well suited for the purpose of word discovery or this representation
of the speech. The reason for this is that many of the words appear in pairs and
some words such as “the” and “is” appear in every utterance and many other words
almost always appear in the same sequence.

A few examples of note are shown in table 3.8. The first basis vector is an exam-
ple of a sequence of words which very frequently appear together, “he has grasped
the”. The second is an example of a word which was found in relative isolation from
others even if we can see that the word “green” also appears with a lower proba-
bility. The third example is particularly interesting as it represents a weakness in
the representation of the utterances. The word “but” never occurs in a sequence
with “is still”, nevertheless they are discovered as a single word candidate. This is
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one two three four
w → ah 0.850 t → uw 0.914 th → r 0.726 f → ao 0.712
ah → n 0.399 uw → sil 0.276 r → iy 0.592 ao → r 0.595
sil → w 0.200 sil → t 0.123 iy → sil 0.222 r → sil 0.257
n → sil 0.174 uw → t 0.123 sil → th 0.176 r → f 0.144
ah → w 0.091 uw → f 0.108 ow → th 0.093 sil → f 0.134
ow → w 0.060 uw → s 0.088 r → th 0.074 ow → f 0.092
n → f 0.056 ow → t 0.087 iy → f 0.062 r → s 0.079
ay → w 0.054 r → t 0.081 n → th 0.059 n → f 0.079
five six seven eight
f → ay 0.712 s → ih 0.623 eh → v 0.566 ey → t 0.831
ay → v 0.615 ih → k 0.602 s → eh 0.539 t → sil 0.465
v → sil 0.198 k → s 0.392 v → ax 0.531 sil → ey 0.183
sil → f 0.170 s → sil 0.203 ax → n 0.198 ow → ey 0.128
v → f 0.115 sil → s 0.179 sil → s 0.173 ey → ey 0.078
ow → f 0.083 ow → s 0.064 n → sil 0.092 ah → ey 0.072
n → f 0.080 n → s 0.060 ow → s 0.063 r → ey 0.072
v → ow 0.056 r → s 0.051 n → s 0.058 ay → ey 0.069
nine nine oh zero
n → ay 0.714 ay → n 0.802 ow → sil 0.972 z → iy 0.103
sil → n 0.648 n → ay 0.457 z → iy 0.163 iy → r 0.097
ay → n 0.224 n → sil 0.356 iy → ow 0.147 sil → z 0.083
ay → ey 0.076 n → f 0.065 r → ow 0.046 ay → v 0.024
ay → w 0.053 n → s 0.048 r → z 0.032 ow → f 0.019
ay → ow 0.051 ah → ay 0.047 ow → z 0.028 ow → s 0.014
n → ow 0.050 ow → n 0.046 ay → z 0.026 r → w 0.009
ay → z 0.048 ey → n 0.038 iy → r 0.016 ow → th 0.007

Table 3.5: Basis vectors from BPFA with K = 300 on TIDigits lattices with first
order transitions. (TIMIT phonetic codes) (Experiment 1)

method BPFA NMF
digit distance WAcc distance WAcc
one 13.2255 0.9508 15.4238 0.9385
two 13.9740 0.9331 14.8347 0.9331
three 11.6082 0.8684 12.3823 0.8684
four 14.1930 0.8978 14.9064 0.8978
five 12.6847 0.8621 13.3971 0.8621
six 11.3948 0.9640 12.2701 0.9670
seven 13.5886 0.8777 14.7492 0.8777
eight 13.8018 0.3006 14.2269 0.3230
nine 13.5763 0.8031 13.3857 0.8385
zero 19.1231 0.8415 14.9754 0.8908
oh 16.1977 -0.1294 - -
average 13.7170 0.8299 14.0550 0.8396

Table 3.6: Quantitative evaluation of word discovery on the TIDigits corpus. The
average is computed disregarding “oh”. (Experiment 1)
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two three zero four
t → uw 0.924 th → r 0.738 z → iy 0.759 f → ao 0.726
uw → sil 0.232 r → iy 0.592 iy → ow 0.408 ao → r 0.598
uw → t 0.116 iy → sil 0.194 iy → r 0.346 r → sil 0.208
uw → f 0.112 sil → th 0.143 ow → sil 0.191 r → f 0.143
uw → s 0.102 ow → th 0.099 sil → z 0.186 ow → f 0.120
sil → t 0.102 r → th 0.085 r → ow 0.147 sil → f 0.117
ow → t 0.101 iy → f 0.064 r → z 0.104 r → s 0.096
r → t 0.091 iy → th 0.059 ow → z 0.087 r → th 0.044
eight seven ? nine
ey → t 0.855 eh → v 0.580 n → sil 0.956 ay → n 0.686
t → sil 0.406 s → eh 0.548 ah → n 0.173 n → ay 0.678
sil → ey 0.187 v → ax 0.536 ax → n 0.123 sil → n 0.207
ow → ey 0.152 ax → n 0.168 ay → n 0.107 n → s 0.074
ey → ey 0.080 sil → s 0.146 sil → ow 0.094 ow → n 0.063
ah → ey 0.070 ow → s 0.062 sil → f 0.076 n → ow 0.050
r → ey 0.069 n → s 0.057 v → n 0.049 ey → n 0.044
uw → ey 0.067 r → s 0.051 sil → ey 0.049 n → th 0.037
six ? five one
s → ih 0.642 n → f 0.969 f → ay 0.729 w → ah 0.899
ih → k 0.612 ah → n 0.135 ay → v 0.613 ah → n 0.330
k → s 0.369 f → ao 0.096 v → sil 0.156 sil → w 0.170
s → sil 0.167 ay → n 0.092 sil → f 0.147 ah → w 0.090
sil → s 0.152 v → n 0.086 v → f 0.118 ow → w 0.065
ow → s 0.075 ax → n 0.059 ow → f 0.099 ah → z 0.059
r → s 0.064 f → ow 0.049 v → s 0.060 ay → w 0.057
n → s 0.057 f → ay 0.048 v → ow 0.052 iy → w 0.056

Table 3.7: Sorted basis vectors from NMF on TIDigits lattices with first order
transitions, R = 12. (Experiment 1)

because the representation looses the sense of locality of the phone transitions. This
can be worked around in some cases by simply applying a standard search algorithm
such as BFS to separate coherent phone sequences with some minimum probabil-
ity. This is however not always straightforward, for instance when the words share
one or more transitions, separating them may produce “cross-breeds” between the
words as candidates along with the actual desired sequences.

3.2.3 Experiment 3: Random utterances

As we can see in figure 3.1 showing the results of experiment 3a, BPFA correctly
infers that the number of latent factors increase with vocabulary size. The factors
found were manually inspected to determine whether they represented unique words
contained in the vocabulary and the results of this is also shown in figure 3.1. As we
can see, all words were only found for vocabulary size of 20 using BPFA, and none
of the vocabulary sizes resulted in all the words being found using NMF. This is
due in large part to the fact that many words are actually morphological variations
with common roots, such as “grasps”, “grasping” and “grasped”. It is common
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he has grasped the square but/is still
g → r 0.426 s → k 0.643 I → z 0.282
r → A: 0.420 k → w 0.642 z → s 0.282
A: → s 0.420 w → eeh 0.642 I → l 0.281
s → p 0.418 eh → s 0.442 s → t 0.281
p → t 0.395 eeh → I 0.295 t → I 0.278
t → D 0.386 eeh → eh 0.239 t → D 0.224
h → ae 0.380 n → s 0.171 b → V 0.218
ae → z 0.377 g → r 0.133 V → t 0.176
z → g 0.373 i: → n 0.130 s → b 0.038
h → i: 0.199 r → i: 0.130 l → b 0.037
i: → h 0.161 eh → g 0.129 b → b 0.033
D → eh 0.145 eeh → b 0.044 Ieh → b 0.033

Table 3.8: Selected sorted basis vectors from BPFA of robot corpus. (Experiment
2)

for single basis vectors to be shared among morphological variations which only
have a slight difference in phone sequence, for instance “grasps” and “grasped”. A
large contributing factor to finding more factors than words is commonly repeating
cross-word sequences. For instance, if the vocabulary contains the words “pushing”,
“rolling” and “sliding”, often followed by words like “poked”, “poking” and “picked”,
the phone sequence /N p/ will be very common and will because of this be detected
as a word candidate on its own.

This was verified in experiment 3b, with a randomly selected vocabulary with
morphologically distinct words. As we can see in figure 3.2, the results were sig-
nificantly better without the repeating morphemes which appeared in experiment
3a. This can be seen as a weakness or a strength of the method, depending on the
purposes. If we only care about the root of the word and want, for instance, to as-
sociate it with an object, this behavior may be desirable. If however we care about
the difference between “grasps” and “grasped”, this is not very desirable behavior.

It should however be possible to use these results as bootstrapping for a method
to find the morphological variations in the instances where these were not found.
For instance, a simple breadth-first search to find all possible coherent sequences of
phone transitions, combined with a threshold on the probability of found sequences,
could be used for this purpose.

The results of the experiment 3c described in section 3.1.3 with priors determin-
ing how frequently specific words appeared are presented in figure 3.3. As we can
see the impact is significant if not as large as it could have been considering the
very large differences in the frequency of word appearances in the artificial corpus.
Because of the large differences in frequency of appearance, cross-word sequences, as
discussed previously, of the more frequent words may appear more frequently than
the least frequent words. In this experiment, subsets of words shared between very
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infrequent words were sometimes discovered as words. This calls for a mechanism
to prioritize patterns which have not previously been seen. Such a method was pre-
sented for NMF in [30] but was not applied here. Such a method could potentially
improve performance on this experiment and warrants further investigation.

3.2.4 Experiment 4: TIDigits using Vector Quantization
The first approach which performs clustering on the full MFCC vectors, was not
successful, resulting in very few words found. Furthermore, many of the discovered
basis vectors did not correspond to real words.

In the second approach, where the MFCC parameters divided into three subsets,
has been successful in [29], which indicates that it should work. Preliminary results
for this approach indicate that isolated words were able to associate consistently
with the same basis vector or vectors, though many more basis vectors were found
with BPFA than in the experiment using the phone recognizer as above, presumably
due to the many small differences in pronunciation and differing voice characteristics
between speakers. Because of the size of the representation however the experiments
took a very long time to perform and required a lot of memory. Many of the attempts
were terminated due to a lack of memory before they could be completed.

Because of this, an intermediary layer to first find phone-like acoustic units and
then find repeating patterns of these units would be much preferred and should be
investigated further.
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Figure 3.1: Number of factors and unique words found on random sequences of
words from robot corpus with different vocabulary sizes. (Experiment 3a)
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Figure 3.2: Number of factors and unique words found on random sequences of
words from random corpus with different vocabulary sizes. (Experiment 3b)
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Figure 3.3: Number of factors and unique words found on random sequences of
words from random corpus with different vocabulary sizes and a prior distribution
of word occurrences in the utterances. (Experiment 3c)
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Conclusions

In this thesis, a new method for word discovery has been presented, modified and
compared to a method which has previously been used for the same purpose. Both
methods rely on finding frequently repeating sequences by decomposing a fixed
length representation of utterances into a linear combination of fixed-length repre-
sentations of words. The new method, called Beta Process Factor Analysis (BPFA),
is based on a non-parametric Bayesian approach to factor analysis, it was developed
by Paisley et al. [20] and has been modified in this thesis to restrict the basis to
non-negative components in order to restrict the linear combination to be strictly
additive. Non-negative Matrix Factorization (NMF), which has been previously
used for the purpose of word discovery, was used as a reference point to compare
the performance of the new method.

For a corpus with a smaller vocabulary, both the number of words and their
respective structure were correctly inferred from the data using BPFA. Results
obtained with the new method were largely equivalent to those of NMF.

The downside of using NMF however, is that the number of words present in
the data has to be known a priori in order for it to produce reasonable results. If
the number of words is set too low, NMF will of course find at most that many
words, and some of the words may be merged in order for the basis vectors to
better represent the entire original dataset. If the number of words is set too high,
the remaining words beyond those needed to represent the original dataset will
model for instance noise or very infrequent patterns, and these may be difficult to
distinguish from legitimate words.

The advantage of BPFA over NMF is that it can infer the number of latent
words in the data, negating the need to specify the number of words a priori. The
modified BPFA presented in this thesis attempts to find the optimal number of
linearly independent non-negative basis vectors to best represent the data, and this
corresponds to finding the optimal number of words present in the speech data. As
such, even if the maximum size of the basis is set to 300 and there are only 20 words
in the corpus, the method will infer that approximately 20 words are present.

Although neither method discovers all the words in the larger corpora, this is
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rather due to a limitation of the speech representation than the method and may be
remedied by studying alternative fixed-length representations of the data. There is a
tendency to mistake commonly repeating cross-word transitions for words, but this
problem seems unavoidable in any approach that only looks for repeating patterns.
This would likely be remedied to some degree with multi-modal input where each
word is associated with for instance an object. There is also a tendency to merge
words with common roots, especially for corpora with a large vocabularies.

The robot corpus demonstrated the limitations of the speech representation in
which no locality is retained. This may in part be remedied by using a search
algorithm to separate coherent structures of significant probability from the basis
vectors.
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4.1 Future Work
The limitations of the fixed-length speech representation have been made evident
and further work would be needed to find some way to address this problem. One
avenue which may be possible to explore would be to include coherency of the struc-
ture in the basis vectors as an objective in the cost function. This will, however,
not solve the problem with words frequently which share one or more transitions
co-occurring in the same utterance. The ideal would be to find a fixed-length repre-
sentation which does not sacrifice locality to the same degree as the representation
used in this thesis.

Substituting the phoneme recognizer for acoustic categories discovered from the
data would make for a completely unsupervised model for learning language which
warrants further exploration. This is partly explored in this thesis, though only pre-
liminary results are presented and with a relatively simple and very computationally
taxing method. A hierarchical method which first discovers acoustic phone-like units
and then discovers the words would be ideal, possibly including more categories in
between such as syllable-like units.

Building on nonparametric Bayesian statistics in other ways than factor analysis
for the purpose of word discovery would be another interesting area of study.

Associating discovered words with other modes of input is another area of in-
terest, a semi-supervised model where multi-modal input can influence the learning
process could potentially increase the accuracy of discovered words.
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