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Abstract

In this paper we show that the Random
Forest (RF) approach can be successfully
implemented for language modeling of
an inflectional language for Automatic
Speech Recognition (ASR) tasks. While
Decision Trees (DTs) perform worse than
a conventional trigram language model
(LM), RFs outperform the latter. WER
(up to 3.4% relative) and perplexity (10%)
reduction over the trigram model can be
gained with morphological RFs. Further
improvement is obtained after interpola-
tion of DT and RF LMs with the trigram
one (up to 15.6% perplexity and 4.8%
WER relative reduction).

1 Introduction

In this paper we study the application of the deci-
sion tree (DT) and random forest (RF) approaches
to language modeling of Czech as an inflectional
language. The DT mechanism for estimating
probabilities of words following each other has
long been known (L.R. Bahl et al., 1989) as an
alternative to the N-gram approach. The DTs suf-
fer from training data fragmentation and absence
of theoretically founded grow-stopping criteria (P.
Xu and F. Jelinek, 2004). However, with the re-
cent advances in language modeling that extended
the use of decision trees to that of random forests,
this direction of research was brought back to the
spotlight (P. Xu and F. Jelinek, 2004).
A random forest is a collection of DTs that

include randomization in the tree-growing algo-
rithm. The underlying assumption is that while
one DT does not generalize well to unseen data,
a set of randomized DTs might perform better.
Greedy algorithms are used at the stage of DT con-
struction for choosing best questions to split data.
As a result, trees are only locally but not globally

optimal (with respect to training data). Random-
ized DTs are not locally optimal, but the collection
of them may be closer to a global optimum and
thus provide better results.
The process of DT construction is fully unsu-

pervised and basically follow the framework in-
troduced in (P. Xu and F. Jelinek, 2004).

2 Morphological Decision Trees

2.1 Morphological Features as Predictors
In word-based DTs questions like “Does the pre-
vious word belong to the set of words { wb, wf ,
wq, . . .}?” are asked at each node. In morpholog-
ical DTs we want to ask questions about morpho-
logical features of word predictors. We expect it
to be particularly useful for morphologically-rich
languages as Czech and Russian. In this study
morphological feature types are wordform itself
(W); word lemma, i.e. initial form of the word
(L); word stem (S); part-of-speech - POS (P); full
morphological tag (T) and inflection (I). Thus, the
questions may be in the form “Is the full morpho-
logical tag of the predictor animate singular noun
in accusative case?”.

2.2 Results
2.2.1 Perplexity
The recognition of spoken lectures held in Czech
is our target task. The transcriptions of three lec-
tures on different subjects in the domain of infor-
mation technology were chosen as the testing data
(IRP, ISS, MUL). The setup is described in details
in (I. Oparin et al., 2008).
First we evaluate the performance of different

LMs with perplexity. Since our training data is
very close in topics and style to the testing data,
the results give insight in real performance of the
models even though the size of the training data is
small. Table 1 represents perplexities for stand-
alone models on three different testing lectures.

SLTC 2008

1



Model IRP ISS MUL
Trigram 317 212 258
Word DT 433 253 336
Morph DT 413 252 320
Word RF 360 221 280
Morph RF 298 190 237

Table 1: Perplexity for the stand-alone models.

Model IRP ISS MUL
Trigram 317 212 258
Word DT 302 198 245
Morph DT 296 197 240
Word RF 292 191 234
Morph RF 272 179 220

Table 2: Perplexity for the interpolated models.

We can see that individual DTs perform worse
than the standard interpolated Kneser-Ney trigram
model (trained with SRILM toolkit). Word RF
does not show steady perplexity improvement on
its own but rather performs in the same way as
the trigram model. Little improvement of 2.6%
for ISS data can not be considered noteworthy for
perplexity experiments. This can be explained by
the fact that in our framework we do not make use
of any smoothing and backoff techniques that are
known successful for language modeling. How-
ever, with morphological RFs we achieve a note-
worthy improvement of perplexity over 10%.
Perplexity results after the interpolation of the

trigram model with different DT-based ones are
presented in Table 2. All DT-based models show
steady perplexity improvement in interpolation
with the trigram model. The best result (15.5%
relative perplexity improvement) is again obtained
with the morphological RFs.

2.2.2 Word Accuracy Estimation
Word recognition accuracy for different stand-
alone models is shown in Table 3. Large bigram
LM is used to generate 500-best lists that are sub-
sequently rescored with DT and RF models in the
second pass. Row 1-best corresponds to the 1-best
accuracy for 500-best lists without any rescoring.
Trigram LM is taken as the baseline. Following
the results represented in Table 1, individual DTs
do not directly improve the accuracy. However,
both morphological and word RFs do. Table 4
shows results for the DT-based models after the

Model IRP ISS MUL
1-best 63.1 70.2 58.3
Trigram 63.8 70.9 59.2
Word DT 63.8 70.7 59.1
Morph DT 64.1 69.7 59.1
Word RF 64.2 70.9 59.2
Morph RF 64.7 71.9 59.7

Table 3: Accuracy for the stand-alone models.

Model IRP ISS MUL
Word DT 64.5 71.5 59.6
Morph DT 64.5 71.3 59.8
Word RF 64.5 71.6 59.8
Morph RF 64.8 72.3 60.1

Table 4: Accuracy for the interpolated models.

interpolation with the trigram one. The difference
with the perplexity results presented in Table 2
is mostly in the lower improvement of the results
with the interpolation of RFs.

3 Conclusions

In this paper we studied language modeling of
an inflectional language with decision trees and
random forests for recognition of spoken lectures.
Both approaches were tested with taking pure lex-
ical and morphological information into account.
Our experiments proved that decision trees do not
outperform a classical trigram model. The per-
plexity and WER improvement is possible only
with the interpolation of DT models with a trigram
one. RFs, on the contrary, directly improve the
baseline. We got even larger improvement with
the interpolation of RFs with the conventional tri-
gram model. The best results are always gained
with the morphological RFs.
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Černocký. 2008. Morphological Random Forests
for Language Modeling of Inflectional Languages.
Submitted to SLT’08, Goa, India.

L.R. Bahl, P.F. Brown, P.V. de Souza and R.L. Mercer.
1989. A Tree-Based Statistical Language Model for
Natural Language Speech recognition. Computer,
Speech and Language, vol. 37, pp. 1001-1008.

P. Xu and F. Jelinek. 2004. Random Forests in
Language Modeling. Proceedings of EMNLP’04,
Barcelona, Spain, pp. 325-332.

SLTC 2008

2



SynFace Phone Recognizer for Swedish  
Wideband and Narrowband Speech 

 
Samer al Moubayed 

KTH Centre for Speech 
Technology  

Stockholm, Sweden 

sameram@kth.se 

Jonas Beskow 
KTH Centre for Speech 

Technology 
Stockholm, Sweden 

beskow@kth.se 

Giampiero Salvi 
KTH Centre for Speech 

Technology 
Stockholm, Sweden 

giampi@kth.se  

 
  

 

Abstract 

In this paper, we present new results and com-
parisons of the real-time lips synchronized 
talking head SynFace on different Swedish da-
tabases and bandwidth. The work involves 
training SynFace on narrow-band telephone 
speech from the Swedish SpeechDat, and on 
the narrow-band and wide-band Speecon cor-
pus. Auditory perceptual tests are getting es-
tablished for SynFace as an audio visual hear-
ing support for the hearing-impaired. Prelimi-
nary results show high recognition accuracy 
compared to other languages. 

1 Introduction 

For a hearing impaired person it is often neces-
sary to be able to lip-read as well as hear the per-
son they are listening to in order to communicate 
successfully. Often, however, only the audio sig-
nal is available. The idea behind SynFace 
(Beskow et al, 2004) is to try to re-create the 
visible articulation of the speaker, in the form of 
an animated talking head.  
Originally, SynFace was developed for telephone 
conversation support. Presently, we are extend-
ing the scope of SynFace to other audio sources 
such as television- and radio broadcasts and au-
dio books. This is done in the Hearing at Home 
(HaH) project (Beskow et al, 2008), which fo-
cuses on the needs of hearing-impaired people in 
home environments. The project is researching 
and developing an innovative media-center solu-
tion for hearing support that besides SynFace 
also includes features such as individual loudness 
amplification, noise reduction, audio classifica-
tion and event detection. 
The use of SynFace for non-telephone speech 
implies a potential for improvement, in that 
speech signals with a wider spectrum are avail-

able. Consequently, we are investigating the 
added benefit of training a recognizer to take ad-
vantage of wideband speech (16 kHz sampling 
frequency or higher).  

2 SynFace and the Phone Recognizer 

SynFace employs a specially developed real-
time phoneme recognition system, based on a 
hybrid of recurrent artificial neural networks 
(ANNs) and hidden Markov models (HMMs) 
(Salvi, 2003), that delivers information regarding 
the speech signal to a speech animation module 
that renders the talking face to the computer 
screen using 3D graphics.  

In this work, the ANN structure used in Syn-
Face is a three layers network with a 400 neurons 
recurrent hidden layer. 

3 Swedish Narrowband Recognizer 

Previously, SynFace was trained on the Swedish 
SpeechDat corpus (Elenius et al, 1997), The cor-
pus used for training contains 8 KHz telephone 
speech, consisting of 5000 speakers’ speech. The 
corpus was aligned using an HMM phone level 
aligner using word level transcription. Table 1 
presents the specification and the training accu-
racy for the NB Swedish SpeechDat. 

4 Swedish Wideband Recognizer 

To train SynFace recognizer for a wide band 
data, the Speecon corpus is used (Iskra et al, 
2002). Speecon contains several languages and 
speech conditions recordings. Only office re-
cordings of Swedish were chosen. The corpus 
contains word level transcriptions, and annota-
tions for speaker noise, background noise, and 
filled pauses. To balance the number of frames in 
the corpus per phone, the silence at the bounda-
ries of every utterance were cut. For aligning the 
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corpus, the NALIGN aligner (Sjölander, 2003) is 
used, using HMM models for wide band Swedish 
speech. Table 1 presents the specification of the 
training data, and the obtained frame level accu-
racy after training the neural network. 

 
Table 1: Summary of databases used for training of 
the NB and WB recognizers, and resulting network 
performance 

 

Corpus name SpeechDat 
(NB) 

Speecon 
(WB) 

Frames num-
ber 

70 M ~15 M 

Sampling rate 8KHz 16KHz 

Speakers 5000 550 

Training time ~2.5 Month 4 weeks 
Accuracy 54.2% 62.9% 

 
These results show that although the Narrow-

band network was trained on a significantly lar-
ger and more varied dataset, the Wideband net-
work obtained higher accuracy; this can be of 
different reasons, like spectral resolution, data 
consistency, the speech SNR.  

5 Evaluation - Work in progress  

This abstract represents a work in progress; more 
detailed evaluation results will be given at the 
time of the conference. Presently, we only pre-
sent raw frame-level accuracy of the ANNs. In 
order to better evaluate the performance of the 
different recognizers we will also: 

• Train a network on a narrowband speech 
using the same data for wideband but af-
ter filtering to telephone bandwidth and 
down-sampling to 8 KHz, in order to 
have a more constrained comparison be-
tween the narrowband and the wideband 
networks for Swedish. 

• Study differences in phone level recogni-
tion between the different networks in 
terms of confusion matrices to gain in-
sight into what confusions are to be ex-
pected due to bandwidth reduction, and 
how these map to the viseme classes 
used in the  facial animation rendering 

• Perform a small scale intelligibility ex-
periment on human subjects based on an 
adaptive speech reception threshold 

paradigm (Hagerman and Kinnefors, 
1995), in order to find the SNR levels at 
which equal (50%) word recognition 
rates are achieved for different SynFace 
conditions (different ANNs) and for au-
dio alone.  
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1 Introduction 

Terminology extraction plays an important role 
in building lexical resources and currently is 
productively applied in IE, IR, ontologies and 
Knowlwdge Bases building fields. From NLP 
perspective, there are several approaches for 
terminology extraction: linguistic, statistic and 
hybrid. Terminology extraction systems based on 
linguistic approaches have a higher than 70% 
coverage in term extraction (see Bennet (1999), 
Borigault (2001)). Statistical term extraction ap-
proaches, with given big annotated training cor-
pus, can perform almost the same good, but these 
methods do not always guarantee integrity and 
wholeness of the term (Frantzi (1999), 
Jisong Chen (2006)). The practice however 
shows that linguistic, i.e. rule based, approaches 
outperforms statistical ones in precision, and that 
combining linguistic and statistic approaches in 
various stages of term extraction process can 
benefit terminology extraction (Schiller (1996), 
Bourigat (2001)).  
In the process of term extraction (Nagakawa 
(2001)) a “recognizing of all NPs” step (or so 
called extraction of term candidates) is consid-
ered a default. Since domain language is a more 
specific subset of a general language, general, 
rule based language processing tools can by ap-
plied for any domain terminology extraction. The 
important question is how to distinct domain spe-
cific terms from general NPs. Nagakawa (2001) 
notes, that in order to extract domain specific 
terms from term candidates, a ranking of term 
candidates according to their termhood is neces-
sary. The term informativity (termhood) can be 
captured by statistical methods (IDF, MI, log 
likelihood, entropy, etc.).  
Our approach to term extraction and building 
structured lexical resourses is based on linguistic 
patter matching for automatic term candidates 
extraction and IDF measurement for term quality 

assurance. It is in a way similar to approaches 
presented by Borigault (1992), Daille (1994), and 
Paulo (2002). However, the difference lays in 
working languages: for English and French there 
is no need to analyze compound words. This is 
though necessary for German language. 

2 The Methodology 

We present domain independent hybrid term ex-
traction framework for English and German lan-
guages, which has following concep-
tual/architectural layers: 
1) Rule based morphological analysis. For each 
word in the text, system delivers information 
such as lemma, PoS, derivation, semantic class 
etc. For instance, word Anschlagsziel (En. 
attack target) is analyzed like: 
{string=Anschlagsziel, 
lu=anschlagsziel,c=noun,ehead= 
{nb=sg,case=acc;dat;nom,g=n}, 
gra=cap,cs=n#n, 
ts=anschlags#ziel, 
t=anschlag#ziel, 
ds=an_$schlagen~IRREG#ziel, 
ls=an_$schlagen#ziel, 
ss=act#loc,s=loc}1

 

2) Rule based disambiguation and syntactic 
analysis. We use KURD2 - a formalism that in-
terprets rules based on finite-state technology. 
An example rule for identifying NP: 
noun_phrase =        
^Ae{c=w,sc=art,ehead=_AGR}, 
        *Ae{c=adj,ehead=_AGR}, 
         Ae{c=noun,ehead=_AGR} 
      :  Au{ehead=_AGR}g{c=np}. 
 

                                                 
1 A comprehensive explanation of tags can be found at: 
http://www.iai.uni-sb.de/docs/mmpro.pdf  
2 http://iai.iai.uni-sb.de/~carl/fred.pdf 
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3) Variant and non-basic term form detection 
is possible due to a detailed morphological 
analysis: 
Atom dis_$place~ment 
Atom~ic dis_$place~ment 
 
4) Stop words and filtering. We use a general 
stop word list that contains words like: less, 
never, next, etc. However, after extracting 
candidate terms, stop words list is filled with 
new stop words, that serve as a filter.  
 
5) Phrase marking. Morphological and statisti-
cal analysis is followed by the tagging of acro-
nyms, proper names, possible single word terms 
and noun phrases: 
Based on the <style code= “acro-
nym”>VFF</style> 
approach, an <style code=”simpl”> 
approach </style> 
to find the <style code=”np”> opti-
mal number </style> 
[...] 
 
6) Candidate term extraction.  Term extraction 
can serve for IR, IE, ontology learning and other 
knowledge acquisition from text tasks.  Combin-
ing rich morphological and syntactical analysis 
with pattern matching NPs recognition, helps to 
extract a wide span of entities:   
Possible Terms: software fault; re-

ystem; dundant s
Toponyms: England; 
Acronym: SCHEME; 
Names of Persons and Organizations: 
Jack Goldberg; N. Levitt; John H. 
Wensley Computer Science Group; 
 
7) Statistical term informativity measure. IDF 
measure is used. For each term t where |D| is the 
number of all documents in the collection and d a 
single document from the collection: 

!"# (t) ! log
%

" : t " "# $
%&

'&
(&

)&

*&
+& 

 
8) Hierarchical representation building. Ex-
tracted terms are represented via hypernym-
hyponym relationship. To create a hierarchy 
from general to more special terms we used a 
simple method: non-compound terms are top 
level hierarchy nodes; for a term tx with n com-
pound parts, we look up whether there is a term 
ty consisting of the n-1 rightmost term parts; if 
so, the term tx becomes a subterm of ty. 

3 The experiment 

The text resources used in the experiment cover 
approximately 2500 abstracts (in English) of pa-
pers in Dependability and Security domain. The 
corpus contains 181,548 tokens. Processing from 
step 1 to step 6, we gained 6818 terms. After the 
informativity values have been obtained, and we 
have defined certain threshold, the term list was 
pruned down to 5,710. All the steps were fully 
automated. Evaluation of the system (a sample of 
10% of the abstracts) showed 82% of recall (in 
terms of IE system measurements, which would 
be called 18% of silence in the term extraction 
field) and 67% of precision (noise=33%). After 
applying IDF filter precision increased up to 
79% (noise decreased to 21%). 
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Abstract 

A genre classification model is presented and 
cross-tested with a number of genre collections. 
This model provides some insights into open is-
sues in Automatic Genre Identification. 

1 Introduction 

This poster paper focuses on the automatic identifi-
cation of genre. Broadly speaking, genres indicate 
how information is packaged in a certain pragmatic 
and communicative context. For instance, the 
EDITORIAL genre indicates that a document contains 
an argumentation representing a newspaper or a 
magazine as a whole, and this argumentation has 
the power to shape public opinion. EDITORIALS, 
REPORTAGES, ACADEMIC PAPERS, BLOGS or HOME 

PAGES are some of the many genres characterizing 
today’s communication, in the paper world or in 
digital environments. 
Genres are based on more or less tight conventions. 
The recognition of these conventions allows people 
to reconstruct or infer the context in which texts 
have been produced, together with their purposes 
and functions. For this reason, genre information 
would benefit all those fields where language varia-
tion is important, and especially research areas 
where language technology can be enhanced or re-
fined by a more fine-grained document typology, 
e.g. corpus linguistics, Natural Language Process-
ing (NLP), information retrieval, automatic summa-
rization, or machine translation. Automatic Genre 
Identification (AGI) would then be a great advan-
tage for many researchers, since the manual annota-
tion of documents by genre is very expensive, time-
consuming and often controversial. 

To date, although plentiful, AGI findings are still 
fragmented. One of the reasons underlying this 
fragmentation is the lack of genre benchmarks that 
would permit more systematic comparisons, and 
help understand how stable AGI models are, the 
maximum number of genres that can be identified 
automatically in a certain environment (e.g. intra-
nets, digital libraries, or the web), which features 
are the most profitable, how robust genre models 
are to noise and how they can be updated with 
emerging genres or purged from vanishing ones.  

In this poster paper, a genre classification model 
is presented and cross-tested with a number of 

genre collections1. This model provides some in-
sights into AGI open issues. 

2 A Genre Model in a Difficult Scenario  

The model discussed in this section is not based on 
supervised learning, but on a simplified form of the 
subjective Bayesian method and on inferential if-
then rules. Since it relies on “inference” rather than 
“learning”, we refer to it as the genre inferential 
model.  This model has already been presented with 
a partial evaluation (e.g. see Santini, 2007). Here, a 
more comprehensive evaluation is carried out.  

The genre inferential model relies upon linguisti-
cally rich features and follows a multi-label 
scheme. The model has been devised for an open 
digital environment, like the web, where the level 
of noise is high and the population is difficult to 
approximate. The task of the model is to apply ei-
ther no genre – when a document is highly indi-
vidualized – or one genre – when the document 
belongs to a single genre – or multiple genres –
when a document contains several genres or is hy-
brid. The genre palette (i.e. the genres that the 
model can automatically identify) is static and in-
cludes two different types of genres, namely four 
rhetorical genres  and seven social genres. The un-
derlying assumption of this double-layered genre 
model is that rhetorical genres, which represent 
universal communicative purposes, help harness the 
instability of the web or other noisy digital envi-
ronments, because they are more stable than social 
genres. Social genres are historical entities, so they 
come and go, and are very linked to technology 
(like BLOGS or HOME PAGES).  

This version of the genre inferential model relies 
on a web corpus and on the following steps: 

 

• Automatic extraction of functionally-motivated features  
from the web corpus. 

• Inference of four rhetorical genres (DESCRIPTIVE–
NARRATIVE, EXPLICATORY–INFORMATIONAL, 
ARGUMENTATIVE–PERSUASIVE and INSTRUCTIONAL) using 
the subjective Bayesian method. Inferred rhetorical genres 
are associated to a probability value.  

• Probabilities are interpreted in terms of “gradations”, and 
ranked in descending order. 

 

After the ranking, two hypotheses are tested: 

                                                 
1 These collections are available from the WEBGENREWIKI 
<http://purl.org/net/webgenres>. 
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• The first hypothesis says that the combination of a number 
of rhetorical genres is sufficient to derive four BBC web 
genres (EDITORIALS, DIY MINI-GUIDES, SHORT 
BIOGRAPHIES and FEATURE ARTICLES), more traditional in 
their textuality.  

• The second hypothesis says that the combination of two 
predominant rhetorical genres, i.e. the top-ranked ones, 
plus a combination of additional traits is sufficient to de-
rive seven web genres (BLOGS, ESHOPS, FAQS, FRONT 
PAGES, LISTINGS, PERSONAL HOME PAGES, and SEARCH 
PAGES), more influenced by the functionalities allowed by 
the web.  

 

This model achieves an accuracy of about 86% on 
an initial corpus of 2480 web pages (see Table 1) 
on a single label.  
 

 

 
Table 1. Santini’s initial web corpus 

 

 

In order to test its robustness to scalability, an in-
crease of corpus size was simulated by adding an-
other genre collection to the initial corpus, namely 
the KI-04 corpus (Meyer zu Eissen and Stein, 
2004), containing 1205 web pages. On this enlarged 
corpus (i.e. 3685 web pages), the accuracy achieved 
on a single genre is about 81%. We deemed these 
results encouraging, since a size increase of 35% 
causes only 5% decrease in accuracy. This evalua-
tion was considered to be partial because the multi-
label classification part of the model could not be 
tested, since there were no multi-genre labelled col-
lections available up to very recently, and the 
SPIRIT collection included in the initial corpus was 
not annotated by any genre at that time. It is worth 
pointing out that the SPIRIT collection included in 
the initial corpus represented the noise that can be 
found on the web. In this model, noise can be para-
phrased as “DON’T KNOW”. Simply put, the SPIRIT 
collection is a random slice of the web whose con-
tent is unknown. Therefore, it contains not only 
genres that are different from those included in the 
model’s genre palette, but also genres that might be 
in the palette. Since we do not know the number 
and the distribution of genres on the web, this 
DON’T KNOW class is an attempt to bypass the con-
straint underlying machine-learning-based models, 
where the documents must be necessarily pre-
assigned to known and well-defined classes. 
In this new and final part of the evaluation, the 
automatic classification of the SPIRIT collection, 
recently annotated by the author of the inferential 
model, is assessed. Additionally, two new genre 

collections have been employed for comparative 
analyses, i.e. a hierarchical genre collection (Stubbe 
and Ringlstetter, 2007), and a multi-labelled genre 
collection (Vidulin et al. 2007). 

All in all, the model has been cross-tested with 
6404 genre-annotated web pages. We conjure that 
this final composite corpus of 6404 web pages well 
represents a noisy environment like the web, where 
documents come from disparate communities en-
acting different genre conventions and classifica-
tion schemes.  

In this difficult scenario, the genre model shows 
some robustness and stability, but results are still 
far from optimal. This conclusion conforms to the 
assessment of other genre-enabled applications, i.e. 
WEGA genre add-on (Stein et al., 2008; Santini 
and Rosso, 2008), and X-Site (Freund, 2008).  

More specifically, the major problem that nega-
tively affects the genre inferential model is the 
conceptual elusiveness and lack of mutual 
understanding of genre classes. This leads to 
conceputally different classes bearing similar 
names. One example is the class referring to 
“online stores”. In Santini’s web corpus, ESHOPS 
are intended as interactive documents, with their 
own purpose (i.e. selling products), rhetorical 
function (persuade potential buyers), textual 
conventions (e.g. use of exhortations), and 
expectations (e.g. prices, special offers, etc.); in KI-
04, SHOPS are “all kinds of pages whose main pur-
pose is product information or sale”; more broadly, 
Vidulin et al.’s SHOPPĐNG class includes online 
stores, classified ads, price comparators and 
pricelists. The inferential model performs 
disappointingly on Vidulin et al.’s SHOPPĐNG class 
because it was not designed to cover classified ads 
and price comparators. 

 In conclusion, it seems that the diverse 
definitions of the concept of genre have a strong 
bearing on the characterization of genre classes, 
thus affecting  the generability of AGI models.  
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1 Introduction

The current research is part of a larger project1,
where we aim to study what kind of knowledge,
linguistic or subject matter, is really measured in
international assessments of students’ knowledge
of mathematics and natural science, e.g. TIMSS2
and PISA3. The main purpose of the study is to
measure readability of questions in the Swedish
part of TIMMS 2003 and PISA 2003/2006, in con-
nection with the actual test results, to see what ef-
fect language has for the results.
As a first step, we have defined a genre model

for assessments, i.e. a model of the logical struc-
ture of assessments, in order to extract the infor-
mation that is relevant for each question. Linguis-
tic annotations to use for readability measures are
under way.

2 Data

TIMSS and PISA are two international assess-
ment frameworks, both including tests of mathe-
matics and science. In addition to the actual tests,
students, their teachers, and their school princi-
pals complete questionnaires about the contexts
for learning mathematics and science.
TIMSS is a project of the IEA4. IEA has been

conducting studies of cross-national achievement
since 1959. TIMSS 2003 is the second most re-

1“Text and Language in Assessment of Mathematics and
Science”, funded by The Swedish Research Council, in co-
operation with the Dep. of Educational Measurement, Umeå
University, and the Dep. of Curriculum Studies, Uppsala Uni-
versity. http://stp.lingfil.uu.se/timss/.

2Trends in International Mathematics and Science Study.
http://timss.bc.edu/timss2003.html.

3Programme for International Student Assessment.
http://www.pisa.oecd.org/.

4International Association for the Evaluation of Educa-
tional Achievement.

cent in a regular cycle of studies to measure trends
in 4th- and 8th-grade students’ mathematics and
science achievement. The most recent study is
TIMSS 2007.
PISA is an OECD5 project, testing the reading,

mathematical and scientific literacy of 15-year-old
students and the performance of education sys-
tems. The first survey took place in 2000, the sec-
ond in 2003 and the third in 2006.

3 Method

Assessment data for both TIMSS and PISA ques-
tions were already structured in databases, while
the actual questions were only available in PDF
and Word files. Text parts and graphics were auto-
matically extracted, and semi-automatically anno-
tated in TEI6 format.
We adapted the generic TEI P5 annotation

model to suit our needs. In particular, we defined
a set of divisions representing the logical structure
of the assessments and questions, and a number
of relationships between various question compo-
nents. The logical components can be visualised
as boxes through a web application (cf. Figure 1).
One major objective was that the logical struc-

ture should as far as possible reflect our need to ex-
tract and classify the information to analyse for ev-
ery question. But, it should also be straightforward
to annotate the logical structure, and logical com-
ponents should therefore optimally be supported
by graphical signals.
A preliminary model was defined for TIMSS,

slightly redefined for PISA, and finally applied to
both TIMSS and PISA. The major difference con-

5Organisation for Economic Co-operation and Develop-
ment.

6Text Encoding Initiative. http://www.tei-c.
org/.
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cerns grouped questions and the way sub questions
share information.

4 The assessment genre model

At a top level, both the TIMSS and PISA material
can be classified into three types of questions:

Simple questions - where there is only one item.
Multipart questions - where there are two or

more sub items (a, b and c questions).
Grouped questions - where there are several

simple or multipart questions grouped around
a common topic.

In our model, all types have the same basic over-
all structure, the question set. The question set
contains one or more items. The item is the sta-
tistical unit in all assessments. Each item has a
unique ID, which is connected to an item-specific
assessment guide, and to all statistical variables
collected for that item.
A question set can also havemeta information,

i.e. information on the testing context or the test
itself, such as End of Metal Crown section. In ad-
dition, it can contain figures, tables, and leading
text, i.e. sections that put the actual question into
context or contain information needed to solve the
question, but not directly states what the student
should answer or do. A question set can further-
more be recursive. Multipart and grouped ques-
tions, for example, are represented in this way.
The item, in turn, contains exactly one core

question, and can have zero or more prompt
types. The core question is the central question,
stating what the student should answer or do. The
prompt extends the core question, and prompts the
student to react in a certain way, such as formulat-
ing an answer or filling in a table. We have speci-
fied the following prompt types:

Answer line - normally a solid line where stu-
dents should write their answer, and often
preceded by a word (Answer:).

Multiple choice - a list of options to choose from.
Order - a list of statements to be ordered.
Figure - a figure to draw something in.
Table - a table to be completed.
Specification - a more detailed instruction on

how to respond, e.g. Motivate your answer..
True or false - a set of statements to be answered

with true or false (or yes/no).

question set

The diagram shows a farm in a valley
where a dam has just been built.

leading
text

figure

The presence of the dam can have both
positive and negative effects on farming in
the valley.

leading
text

Describe one positive effect
of the dam on farming.

core
question

item
id=S022088A

Describe one negative effect
of the dam on farming.

core
question

item
id=S022088B

Figure 1: Boxed version of multipart question.

The item can also include any leading text, fig-
ures, and tables that are relevant for that item only.
Simple questions, therefore, have all their parts

within the item, while some multipart and grouped
questions have shared information outside of the
items, not all of which is relevant for each single
item. In some cases, particularly in TIMSS, the
answer to one item is required to understand or
answer a following item. In those cases, we use a
pointer within the second item to link that infor-
mation to the previous item.
Although our focus is on textual information,

graphical elements, such as figures and tables, are
often essential for the understanding of a question,
and sometimes contain a fair amount of textual in-
formation. As a first step towards integrating tex-
tual and graphical information, we have also clas-
sified the type of relations between graphical ele-
ments and items.

5 Concluding remarks

The presented genre model of assessments will fa-
cilitate our readability research, by making it pos-
sible to extract for each single (sub)question the
exact amount of information (linguistic or other
elements) that have to be processed in order to
answer the question. It also makes it possible to
study individual types of elements closer.
The readability research in itself will focus on

vocabulary usage and the amount of information
packaging.
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1 Introduction 

The aim of this presentation is to describe our 
on-going work on the building of a written Hindi 
treebank, referred to here as the Uppsala Hindi 
Corpus. The Uppsala Hindi Corpus is a part of 
our project on the construction of a Hindi-
Swedish-English parallel treebank, financed by 
the Swedish Research Council and the Faculty of 
Languages, Uppsala University.   

India is making progress at a rapid pace in the 
global economy, increasing the need for speedy 
translation of material as well as a better under-
standing of its official language (Hindi). Hindi 
also provides a good testing ground for language 
technology tools. There are, at present, two ma-
jor Hindi corpora generally available: the 
EMILLE corpus (Hardie et al., 2006)1 and the 
Hindi corpus at IIT Bombay.2 The IIT Bombay 
Hindi corpus is a monolingual corpus, consisting 
of excerpts of texts each around 2,000 words, 
and does not seem to have any linguistic annota-
tion. The EMILLE corpus has both a large 
monolingual and a smaller parallel corpus part 
(Hindi-English), but this corpus, too, is not lin-
guistically annotated. Given that our goal is to 
create a trilingual parallel corpus that is POS-
tagged and dependency parsed as well as aligned 
at the word and sentence levels, and that can be 
used in linguistic research and teaching, these 
existing Hindi corpora are less useful for our 
purposes. In the remaining presentation we will 
focus on our work on the building of the Uppsala 
Hindi Corpus.  

The Hindi materials that, at present, are in-
cluded in our corpus are:  
 

                                                
1 http://www.emille.lancs.ac.uk/ 
2 http://www.cfilt.iitb.ac.in/ 

1. Bible texts: the four Gospels (87,332 words 
in the Hindi version; Matthew 24,490; Mark 
15,400; Luke 26,637; John 20,805) 

2. Texts from the parallel corpus section of the 
EMILLE project (12 300 words) 

3. The UN Declaration of Human Rights (1 917 
words in the Hindi version) 

4. A Hindi novel 
 
Examples in this presentation will be from the 
Declaration of Human Rights text. 

2 Analysis 

In this section we will briefly describe the vari-
ous stages of our work with the Uppsala Hindi 
Corpus.  

2.1 Preprocessing  

Some texts were typed in manually for lack of 
usable electronic versions. All texts have under-
gone semi-automatic cleaning and converting in 
order to make them conform to the requirements 
of the annotation tools used. The texts are now 
available in XML with Unicode (UTF-8) charac-
ter representation. 

2.2 POS Tagging, Morphological Analysis, 
and Chunking 

POS tagging, morphological analysis and chunk-
ing were done using tools developed at IIIT Hy-
derabad,3 a morphological analyzer and a version 
of a shallow parser, modified at Uppsala.  

2.3 Addition of NULL Nodes 

Hindi frequently uses ellipsis, where not every 
constituent needs to appear obligatorily in each 
sentence. Both nouns and verbs can be omitted. 
For this reason, we have added NULL nodes (or 

                                                
3 http://ltrc.iiit.ac.in/ 

SLTC 2008

11



“empty words”). The following algorithm is used 
for inserting NULLs: 
 
1. NULL-VG: Insert a NULL verb group (VG) 

when a sentence does not end with a VG. 
2. NULL-CC: Insert a NULL coordinating con-

junction (CC) when there is a main finite 
verb (VFM) in non-sentence final position 
and this VFM is not followed by a CC. 

3. NULL-NN: Insert a NULL noun if there is a 
chunk with a quantifier (QF) but the chunk 
does not contain a noun (NN). (Other in-
stances of NULL NN’s are beyond the scope 
of our present analysis.) 

 
We are experimenting with a rule-based ap-
proach to the evaluation of NULL node insertion, 
although this work has been just started. After 
analyzing the first data set, we hope to find a 
smoother way of evaluating NULL node inser-
tion. 
 
2.4 Conversion into CoNLL-H Format 
 
The data is then converted from the Shakti Stan-
dard Format (SSF) used by the IIIT Hyderabad 
tools, into the CoNLL-H format needed for the 
processing of the dependency structure evalua-
tion.4 In this text-based format, each chunk is 
described on one line, containing the following 
tab-separated fields:  
 
• ID: Unique identifier 
• C-FORM: Chunk word forms (concatenated) 
• H-FORM: Head word form 
• C-POSTAG: Chunk POS tags (concatenated) 
• H-POSTAG: Head POS tag 
• FEATS: Morphological features 
• HEAD: ID of syntactic head 
• DEPREL: Dependency relation to head 

 

2.4 Dependency Parsing 

MaltParser (Nivre et al., 2006) has been trained 
on a syntactically annotated corpus that is being 
developed at IIIT in Hyderabad. The parser has 
then been used to parse the Uppsala Hindi Cor-
pus. The output of this process is the addition of 
the HEAD and the DEPREL fields in the 
CoNLL-H format. Not surprisingly, morphologi-
cal features turn out to be very important for dis-

                                                
4 The CoNLL-H format is a variant of the CoNLL format 
developed for multilingual evaluation of dependency pars-
ers (Buchholz and Marsi, 2006; Nivre et al., 2007). 

ambiguation in Hindi, which means that the 
parser makes extensive use of information in the 
FEATS field in the input.  

2.5 Evaluation 

At present, we are evaluating and manually cor-
recting the linguistic annotation, both that pro-
duced by the IIIT Hyderabad tool chain (POS 
tagging, morphological analysis, and chunking) 
and that of the Uppsala tools (NULL node inser-
tion and dependency parsing).  

3 Discussion 

At present the size of the corpus is small. How-
ever, keeping in view the scarcity of language 
technology resources for Hindi needed for the 
corpus building (for example, even the unavail-
ability of OCR for Hindi the output of which 
could have UTF-8 font representation), a deci-
sion was made to first concentrate our attention 
on a relatively small corpus where we test and 
adjust the various resources available, and then 
apply this knowledge to a larger size corpus. At 
each stage of our work a lot of time was spent on 
checking the results generated to make sure that 
there are not too many “bugs”.  
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Abstract 

This paper presents an early version of the 
Reminder, a prototype ECA developed in the 
European project MonAMI. The Reminder 
helps users to plan activities and to remember 
what to do. The prototype merges mobile ECA 
technology with other, existing technologies: 
Google Calendar and a digital pen and paper. 
The solution allows users to continue using a 
paper calendar in the manner they are used to, 
whilst the ECA provides notifications on what 
has been written in the calendar. 

1 Introduction 

This paper presents the first version of a multi-
modal spoken dialogue system developed within 
the European project MonAMI. The objective of 
the MonAMI project is to demonstrate that ac-
cessible, useful services for elderly and disabled 
persons living at home can be delivered in main-
stream systems and platforms. The technology 
platforms delivering the services are largely de-
rived from standard technology, and integrate 
elements such as wearable devices, user interac-
tion technology, and service infrastructures to 
ensure quality of service, reliability and privacy. 
The services are delivered on mainstream devic-
es and services such as digital-TV, cell tele-
phones and broadband Internet.  
    As traditional human-machine interfaces often 
assume a degree of computer literacy and are 
unintuitive to those unfamiliar with technology, 
development of innovative interfaces is also a 
part of the MonAMI project. The overall goal is 
to relieve human-computer interaction from 
some of the demands posed on the cognitive, 
visual and motor skills of the user, especially for 
elderly and disabled persons. Conversational in-
terfaces are a radically different approach to hu-
man-machine interaction where the interaction 
metaphor is shifted from desktop manipulation to 
spoken dialogue, modelled on a communication 
type we are intrinsically familiar with: spoken 

human-human face-to-face dialogue. The result 
is an ECA – an embodied conversational agent, 
communicating with speech, facial expression, 
gaze and gesture.  The innovative interfaces ef-
fort within MonAMI aims to develop interface 
technology based on the ECA; to implement a 
prototype that will be evaluated with users in the 
target group; and to adapt and use existing design 
and evaluation methods, based on end user in-
volvement, for gaining understanding of IT func-
tions and services that are considered meaningful 
by people with disabilities and people close to 
them. This paper presents an early version of the 
Reminder, the prototype ECA developed in the 
project in order to reach towards these goals. 

2 Domain  

Our choice of target application for the ECA pro-
totype was in-formed by the services allocated 
for the Swedish FU centre (a Feasibility and 
Usability centre where user tests are held in lab-
like conditions) in MonAMI, and in particular by 
meetings held with two potential users, both of 
whom have had a brain tumour and have cogni-
tive disability, to identify potential areas address-
ing real key problems in their daily life. Based on 
these interviews, the choice fell on an application 
helping users plan activities and remember what 
to do. The overall application design is largely 
based on requirements from the interviews with 
the potential users, both of whom used a range of 
reminder applications and devices: paper calen-
dars, paper notes, PDA calendars, electronic 
whiteboards, and SMS notifications, and both of 
whom expressed interest in using an ECA for 
getting notifications. The reminder addresses this 
by supporting pen input as well as speech, as 
seen in the following scenario illustrates: 
December 14 

10:00 When speaking to Sara on the phone, Peter and Sara agree on a 
meeting at 12:00 the next day. He writes this down in his calendar. 

December 15 

8:00 Peter: What happens today? 

 System: At 12 o’clock you have written “meeting with Sara”. 

 Peter: Ok, remind me 1 hour ahead. 
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3 System 

The Reminder application architecture is based 
on the Higgins architecture (Edlund et al., 2004). 
The architecture is chiefly designed to cater to 
development and research needs, such as flex-
ibility and ease of use, and places few constraints 
on components, which can be implemented in 
any language and run on any platform. From the 
ASR, the top hypothesis with word confidence 
scores is forwarded for natural language under-
standing components. First it is sent to the robust 
interpreter Pickering (Skantze & Edlund, 2004), 
which makes a robust interpretation of this hypo-
thesis and creates context-independent semantic 
representations of communicative acts (CAs). 
The results from Pickering are forwarded to the 
discourse modeller Galatea (Skantze, 2008), 
which may be regarded as a further interpretation 
step taking dialogue context into account. Gala-
tea adds these to a discourse model (DM). The 
discourse model is passed to the Reminder Ac-
tion Manager, which initiates systems actions. 
The Reminder uses Google Calendar as its back-
end. When the discourse model is updated by a 
user request for calendar information, the action 
manager searches Google Calendar to generate a 
system response in the form of a CA, which is 
passed to a component called Ovidius (Skantze, 
2007). Ovidius generates a textual representation 
of the system utterance that forwarded to a mul-
timodal speech synthesiser for rendering. (The 
CA and the textual representation are both 
passed to Galatea for inclusion in the discourse 
model.) The text-to-speech synthesis and facial 
animation is responsible of producing verbal as 
well as non-verbal responses from the system. 
The animated character is based on a 3D parame-
terised talking head that can be controlled by a 
text-to-speech system to provide accurate lip-
synchronised audio-visual synthetic speech 
(Beskow, 1997). The facial model includes con-
trol parameters for articulatory gestures as well 
as non-verbal expressions, which can be derived 
from motion recordings or by using an interac-
tive parameter editor (Beskow et al., 2005). 

Each time the system initiates or if the 
Google Calendar entries are updated, the action 
manager also parses the calendar entries to build 
new speech recognition grammars and send them 
to the ASR. A schematic of Google Calendar can 
be seen in Figure 2, in which the original service 
interfaces are represented by solid lines and the 
extensions implemented in MonAMI by dotted 
lines. Utilising Google Calendar brings the ob-

vious advantage of not having to provide hard-
ware, software and connectivity for the calendar 
backbone, but there are several other benefits as 
well. Some of the more noteworthy come from 
the fact that the Google Calendar already pro-
vides Web and SMS user interfaces.  
      Mainly to meet the requirements from poten-
tial users, and partly in order to address the large 
and unknown vocabulary problem, we designed 
a solution based on a mix of speech technology 
and a digital pen and paper. To the user, the ef-
fect of the pen input is that of writing down 
events in a seemingly ordinary paper calendar. 
The text written by the user is transferred to a 
computer which performs handwriting recogni-
tion and transfers the information to a calendar 
backbone. The information may then be accessed 
by the ECA. The solution allows the users to use 
a paper calendar like they are used to, and ad-
dresses the ASR vocabulary problem: users may 
write anything they like in the calendar, but vo-
cabulary can be limited to a base vocabulary the 
contents of calendar entries, which is used to up-
date the vocabulary so that the user may speak 
about events in the calendar. 
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Abstract 

This paper describes a data collection which 
is the foundation for an effort towards more 
human-like language generation in DEAL, a 
spoken dialogue system developed at KTH. 
One particular aim was to distinguish dif-
ferent types of cue phrases used in the 
DEAL domain. Cue phrases are linguistic 
devices used to signal how new dialogue 
contributions relate to previous discourse. 
Two annotators labelled cue phrases in the 
collected corpus with high inter-annotator 
agreement (kappa coefficient 0.82). A sub-
sequent listening test on the perception of 
the responsive cue phrase “ja” (Eng: yes) 
revealed a low agreement when categorising 
responsives into four discourse-pragmatic 
categories. A slightly higher agreement on 
stimuli with context suggests that humans 
perceive the discourse-pragmatic function 
of “ja” based on contextual features rather 
than the acoustic realization of the word. 

1 Introduction 

In this paper we report on a data collection of 
human-human dialogue aiming at extending the 
knowledge of human-human interaction and in 
particular to distinguish different types of cue 
phrases used in the DEAL domain. DEAL is a 
spoken dialogue system for conversational train-
ing for second language learners of Swedish. The 
DEAL objectives are to build a system which is 
fun, human-like, and engaging to talk to, and 
which gives second language learners of Swedish 
conversation training (as described in Hjalmars-
son et al., 2007). DEAL sets the scene of a flea 
market where a talking animated agent is the 
owner of a shop where used objects are sold. The 
student is given a mission: to buy items from the 
shopkeeper at the best possible price by bargain-

ing. In spontaneous conversation humans pro-
duce speech incrementally and on-line as the dia-
logue progresses using information from several 
different sources in parallel. When starting to 
speak, we typically do not have a complete plan 
of how to say something or even what to say. 
Yet, we manage to rapidly integrate information 
from different sources in parallel and simultane-
ously plan and realize new dialogue contribu-
tions. In order to generate output incrementally 
in DEAL we need extended knowledge on how 
to signal relations between different segments of 
speech.  

2 The DEAL corpus collection  

The dialogue data recorded was informal, hu-
man-human, face-to-face conversation. The task 
and the recording environment were set up to 
mimic the DEAL domain and role-play. The data 
collection was made with 6 subjects (4 male and 
2 female), 2 posing as shopkeepers and 4 as po-
tential buyers. Each customer interacted with the 
same shopkeeper twice, in two different scenar-
ios. Each dialogue was about 15 minutes long, so 
about 2 hours of speech were collected alto-
gether. The shopkeepers used an average of 13.4 
words per speaker turn while the buyers’ turns 
were generally shorter, 8.5 words per turn (in this 
paper turn always refers to speaker turns). In to-
tal 16357 words were collected. All dialogues 
were first transcribed orthographically including 
non-lexical entities such as laughter and hawks. 
Filled pauses, repetitions, corrections and restarts 
were also labelled manually. The labelling of cue 
phrases included a two-fold task, both to decide 
if a word was a cue phrase or not – a binary task 
– but also to classify which functional class it 
belongs to according to an annotation scheme 
(Hjalmarsson, 2008). The annotators could both 
see the transcriptions and listen to the recordings 
while labelling. 81% of the speaker turns con-
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tained at least one cue phrase and 21% of all 
words were labelled as cue phrases. Table 1 pre-
sents the distribution of cue phrases over the dif-
ferent classes. 

0%

15%

30%

MOD R CAD CC RD RNI RE REF RC CAL

MOD - Modifying
R - Responsive
CAD - Connective Additive
CC - Connective Contrastive
RD - Responsive Dispreference
RNI - Responsive New Information
RE - Response Eliciting
REF - Referring
RC - Repair Correction
CAL - Connective Alternative

 
Table 1: Cue phrase distribution over the different classes 
 
The kappa coefficient for the binary task, to clas-
sify if a word was a cue phrase or not, was 0.87 
(p=0.05). The kappa coefficient for the classifi-
cation task was 0.82 (p=0.05). Table 2 presents 
the agreement in percentage distributed over the 
different classes.  
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Table 2: % agreement for the different classes 
 
Many cue phrases were used in combinations, 
signalling function on different discourse levels; 
first a simple responsive, saying that the previous 
message was perceived, and then some type of 
connective to signal how the new contribution 
relates to previous discourse. The data is a valu-
able resource of information for how cue phrases 
are lexically and prosodically realized within in 
the DEAL domain. To separate cue phrases from 
other lexical entities and to determine what they 
signal is a complex task.  

3 Analysis of the responsive “ja” 

The most frequent lexical item used as a respon-
sive cue phrase in the DEAL corpus was “ja” 
(Eng: yes). A listening test with 21 subjects, 
similar to Gravano et al. (2007) was performed 

to see which is more important for interpretation: 
the surrounding context or the acoustic realiza-
tion of the word itself. The listening test con-
tained 23 different stimuli of “ja” taken from the 
DEAL corpus. All stimuli were presented twice, 
isolated and in context. The task was to judge 
which one out of four different discourse-
pragmatic categories (Responsive, Responsive 
New Information, Responsive Dispreference and 
answer to yes/no question, the sentential mean-
ing of “ja”) was most appropriate. Over all, inter-
annotator agreements between the two conditions 
were fairly low. Agreement between the subjects 
was higher for stimuli in context (k=0.367) than 
for isolated stimuli (k=0.286), which suggests 
that contextual cues are important for how “ja” is 
interpreted. However, a few stimuli received 
high inter-annotator agreement for both condi-
tions, i.e. with and without context. Acoustic 
analysis of these stimuli revealed a few charac-
teristic features for some of the different respon-
sive categories. For example: long duration ap-
pears as characteristic for the Responsive Dis-
preference category and the rising shape of the 
pitch curve, containing two pitch peaks, appears 
as characteristic for the Responsive New Infor-
mation Category (for more information on the 
listening test, see Klarenfjord, 2008).  
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Abstract 

 

This study is about how collocational strength 
between words has an effect on word duration 
in Estonian. We measured the durations of the 
verb olema 'be' and computed its co-
occurrence frequencies with following words. 
We present the evidence, that the collocational 
strength shortens the duration of the verb 
olema and that contextual predictability is a 
significant feature to be considered in 
developing models of word duration. 

1 Background 

While recording an Estonian corpus for corpus-
based synthesis some fluctuations of the speech 
rate were observed, even though the text was 
read out by a professional radio announcer. The 
slowings down could be due to difficult clusters 
(the corpus was required to contain all diphones 
possible in Estonian, however rare (see Piits et 
al. 2007), which could, in turn, occur in rare 
words. A quickening rate, however, could have 
to do with frequent words as well as 
collocational phrases. It has been argued before 
that the high frequency of a word and the 
predictability of its context may have a reducing 
effect on the pronunciation of the word 
(Pluymaekers et al. 2005, Bell et al. 2003). In 
some cases the effects of word frequency and 
contextual predictability on word duration have 
been studied in combination (M. L. Gregory et 
al.1999). 
In Estonian, the word has a very important role 
both in grammar and phonetics, while the 

morphology is extremely rich. The aim of the 
present study is to find out if, apart from word 
frequency, Estonian word length could in any 
way depend on the collocational strength 
between the words. Our scrutiny is focused on 
the verb olema 'be' as the most frequent word in 
Estonian. 

2 Hypothesis 

Collocational strength between words has an 
effect on word duration, i.e. words occurring side 
by side more often tend to be pronounced more 
rapidly.  

3 Material 

The material consisted of news recordings from 
two radio newsreaders (10 and 15 minutes of 
speech) and speech synthesis corpus (51 minutes 
of speech material). We measured the durations 
of the verb olema 'be' and computed collocation 
strengths between a word form and its right 
neighbour.  
The Estonian verb olema has 34 different forms. 
Our material contained 11 such forms, some of 
them (on 'is, are', oli 'was', pole 'is/are not') 
belonging to the most frequent word forms in 
Estonian. To enable comparison of the different 
forms our measurements were restricted to the 
duration of two stem sounds, e.g. [on], [ol]e, 
p[ol]nud. The connections with right neighbours 
were analysed separately for each word form. 
The co-occurrence frequencies were computed 
from Corpus of Written Estonian (newspaper 
subcorpus). In computing collocation strength 
the frequency of occurrence of the word form 
was also taken into account.  
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4 Analysis 

We investigated how collocation strength might 
correlate with the durations of olema forms and 
what role it might play in predictive models. A 
moderate negative correlation between the 
collocation strength and the length of the olema 
verb forms was observed with all three readers (-
0.432, -0.455 and -0.469 respectively). The 
hypothesis was tested by means of different 
statistical methods (linear regression, CART 
trees), enabling to disclose small, hidden, but 
possibly significant effects between input and 
output (Sagisaka 2003). 
A simple durational model was compiled to 
predict the duration of the verb olema 'be' from 
collocation strength, length of phrase, position of 
the verb in the phrase, and a binary characteristic 
indicating whether a concrete verb form had just 
one syllable or more. According to the resulting 
models there were two features – the binary one 
and collocational strength – that were significant 
for all readers. The position of the verb olema 
'be' in the phrase was shown as significant only 
by the CART tree drawn for the male reader. 
Consequently, in the material studied 
collocational strength does have an effect on the 
durations of the verb olema 'be'. 

5 Conclusion 

The pilot study demonstrated that the strength of 
collocation between words shortens the duration 
of the Estonian verb olema 'be' and that 
contextual predictability is a significant feature 
to be considered in developing models of word 
duration. Whether this indicates a stable relation 
between input and output or an occasional 
hidden one is a question pending further research 
involving measurement of collocation strength 
and durations of other words on more copious 
speech material. 
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On the importance of argument-argument dependencies in human 
language comprehension: a cross-linguistic neurocognitive perspective  
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Many accounts of language processing (both psycholinguistic and computational) assume 
that the establishment and resolution of dependencies forms an integral part of the 
parsing process. The approach to language comprehension which I outline in this talk 
also subscribes to a dependency-based perspective. It is novel, however, in postulating a 
crucial role for dependencies between arguments in incremental interpretation. 
Particularly in languages with a verb-final word order, these dependencies play an 
important role in allowing for argument interpretation to take place even before the verb 
is reached. Moreover, they can be used to make predictions about upcoming elements in 
the linguistic input. I will support these claims with electrophysiological and functional-
neuroanatomical data from a range of languages (including German, Turkish, Hindi, 
Tamil and Chinese) and will describe how the assumption of argument-argument 
depencies can be situated within a broader conceptualisation of the neural language 
architecture. 
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Abstract

Creating natural-sounding dialogue management in
a conversational system is a challenging problem, as
flexible sharing of initiative and topic switching is
required. We present an analysis of a corpus of di-
alogues collected via Wizard of Oz experiments in
a conversational domain. Repetitive structural com-
ponents are uncovered. These components might be
used as the basis of a conversational dialogue man-
ager.

1 Introduction

Dialogue systems often fall into two categories. Conversa-
tional systems (ALICE, 2008; Weizenbaum, 1966) are broad-
ranging but shallow–typically little attempt is made to inter-
pret the user’s utterance usefully. Task-focused systems aim
for complete understanding but channel the user into a highly
restricted interaction (Walker et al., 2001). PhotoPal is a sys-
tem proposed by the Companions consortium (Companions,
2008), which will discuss the user’s photographs with them.
The system asks the user to introduce the people in the pic-
ture, discuss the relevance of the picture to them personally
and similar, with the intention that the user should enjoy the
conversation and the system should learn the life narrative of
the user. Thus the conversation is natural and broad-ranging,
and real semantic interpretation is attempted.
Attempts along these lines (Batacharia et al., 1999) run

into trouble with flexible initiative sharing and topic detec-
tion. Therefore it is useful to study such dialogues and dis-
cover their structure. Structure may allow us to predict topic
change and allow the system to share the initiative in the man-
ner of a human being. We present findings from analysis of a
corpus of Wizard of Oz dialogues with PhotoPal. Repetitive
patterns are uncovered, which may be automatable.

2 Method

Two corpora were selected, with different “wizards”. In each
case, the interviewer has been briefed regarding how the di-
alogue should be conducted, so there is no attempt here to
study naturally-occurring dialogues. The intention is to study
somewhat artificial but domain-relevant dialogues under con-
trasting conditions. The first dialogue sample comprises 111
dialogue turns, where a turn is a complete utterance by one
speaker. A dialogue turn may have been divided into mul-
tiple sections, where each section is tagged with a different
dialogue act, so the total number of annotations amounts to a
greater number than 111. The second dialogue sample com-
prises 82 dialogue turns.
The dialogue act set used in this work is a subset of

DAMSL dialog act tags (DAs) (Jurafsky et al., 1997). The
DAMSL tags are intended for task driven dialogues and as
such not all of them were relevant to the casual nature of con-
versation with PhotoPal. Below is a description of the set of
domain-appropriate tags used in the analysis process.

ASSERT–”This is my sister”. Also yes and no.

OFFER–”Shall we look at another picture?”

COMMIT–”Okay I’ll do that”

EXPRESSION–Social expressions such as ”wow!” and ”great!”

INFORMATION REQUEST–open question

CONFIRMATION REQUEST–yes/no question

REPEAT REQUEST–”Pardon?”

ACTION DIRECTIVE–”Show me another one.” Imperatives.

OPEN OPTION–”We could look at another picture.”

OPENING–”Hi”

CLOSING–”Goodbye”

ANSWER–An answer is invariably also an assert.

BACKCHANNEL–”Uhuh”

REPEAT REPHRASE–Paraphrasing

COMPLETION–Completing the utterance of the other speaker

NON-UNDERSTANDING–”I don’t understand”

CORRECTION–An assertion that corrects a previous assertion

ACCEPT–Accepting a proposal

REJECT–Rejecting a proposal

Table 1: Dialogue Act Set

In tables 2 and 3 an analysis of the frequency of each dia-
logue act in each corpus is presented.

In dialogue corpus 1, the dominant dialogue act is AS-
SERT, at 39%, as the subject predominantly communicates
facts. ASSERT includes yes/no answers to CONFIRMA-
TION REQUESTs. The next most common dialogue act is
the INFORMATIONREQUEST. The next two most common
dialogue acts are ACCEPT and BACKCHANNEL. CONFIR-
MATION REQUEST appears only in fifth place, followed by
OFFER. EXPRESSION comes last, with only two percent of
the whole.

Dialogue Act Ex S U %

Assert 53 3 50 39

Information Request 29 29 0 21

Accept 18 1 17 13

Backchannel 13 11 2 10

Confirmation Request 11 10 1 8

Offer 10 10 0 7

Expression 2 2 0 2

Total 136 66 70 100

Table 2: Dialogue Act Incidence in Corpus 1

In the second corpus, again ASSERT is the most common

SLTC 2008

21



Dialogue Act Tot S U %

Assert 67 10 57 61

Confirmation Request 21 21 0 19

Information Request 17 17 0 16

Expression 1 1 0 1

Open Option 1 0 1 1

Backchannel 1 1 0 1

Offer 1 1 0 1

Total 109 51 58 100

Table 3: Dialogue Act Incidence in Corpus 2

Interchange lengths

corpus I corpus II

Moves Examples Moves Examples

9 1 20 1

6 3 19 2

5 5 10 2

4 3 5 1

3 7 4 1

2 21 3 3

1 6 1 8

Table 4: The length of structures relating to a root (in

moves) and the number of examples of structures that

size.

dialogue act, and in this case accounts for most of the data.
In this case, CONFIRMATION REQUEST comes in second.
In third place is the INFORMATION REQUEST. Other dia-
logue acts occur rarely in this corpus. The comparative ab-
sence of OFFER and ACCEPTmight be accounted for by the
reduced tendency on the part of this interviewer to overtly
suggest to the subject that they move on to the next photo.
Comparative absence of BACKCHANNEL might simply be
a stylistic variation.

3 Structures in the Dialogue

The purpose of this paper is to show how topic-like struc-
tures can be found from a corpus in a systematic manner. In
this paper, a dialogue structure is any sequence within which
utterances respond to each other. An utterance that isn’t a
response to anything is considered a root and, potentially, in-
troduces a new topic. For example, a root may be followed
by a sequence of utterances that elaborate on the root. On the
other hand an utterance may be surrounded by other utter-
ances that do not form a part of it. For example, one speaker
may attempt to introduce a new topic only to have the other
speaker ignore the gambit and persist with the original topic.

The corpora have been divided into dialogue structures, as
described earlier, and the structures sorted by length. Table 4
presents the number of dialogue structures of each length in
corpus 1. Table 4 presents the number of dialogue structures
of each length in corpus 2. The characteristics of corpus 2 are
quite different to those found in the first corpus. Where the
first corpus had more structures of length 2 than any other, the
second corpus contains no structures of length 2. It is skewed
toward much longer structures. Most common structures are
ignored gambits, simply-answered questions and accepted of-
fers. However, these short structures do not dominate the
dialogues, because the rarer structures are also longer. The
longer structures share some characteristics.

3.1 Anchors

In the second corpus, the interviewer made ASSERTs, IN-
FORMATION REQUESTs (open questions) and CONFIR-
MATION REQUESTs (yes/no questions) in response to the
immediately preceding system utterance around half the time.
The rest of the time the interviewer referred to interviewee ut-
terances of particular interest. Do these ”anchors” share any
features such that it might be possible for a machine to iden-
tify them as being of particular interest? If the anchors could
be detected and the machine made to refer back to them fre-
quently, then this behaviour might be interpreted by the user
as human-like and pleasing. Ten utterances were found in the
corpus which were returned to at least once (the immediately
subsequent utterance does not count as a “return”). The most
returns to an utterance was 4. Some preliminary observations
were generated based on these “anchors”. Mentioning a new
person by name for the first time serves to attract returns by
the interviewer, as more information is elicited about that per-
son. Additionally, questions insufficiently addressed will be
returned to by both parties. Utterances from the interviewee
that do not supply new information, for example, mention-
ing people already introduced, do not serve to attract returns.
As an illustration, the most returned-to utterance in the cor-
pus was this: “We were four people, four of us. Me and my
friend M a Japanese friend M P, and my Swedish friend E.
Who was my Swedish friend who got kicked out of Sweden
for being not a Swedish [inaudible 00:07:19] that’s what he
says! He lives in Sweden now.”

4 Conclusion

We introduced the notion of roots and anchors, and their re-
lationship to topics. Dialogue segments are groups of utter-
ances linked by the response relationship. Roots are utter-
ances that begin a new dialogue segments. Anchors are ut-
terances within a segment that attract several responses, serv-
ing as foci of interest. We presented a small corpus study
that illustrates a range of dialogue behaviours in natural free-
ranging conversation focusing on photographs, and describe
these behaviours with regard to roots and anchors. We sug-
gest that the approach has the potential to be useful in the
creation of natural-sounding artificial conversational agents.
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1 Introduction

The objective of this research is to improve brows-
ing of audio information services by providing
skim reading at various levels and to present sum-
maries of texts. Summarizing techniques can al-
ready be quite useful when applied to written text,
but with such a static, visual media you still have
the option of skimming through the area in any
direction and at any pace you would like. Au-
dio, however, is a strictly linear, non-static media
where you can only go in one direction while gath-
ering information. Since most of us are able to
make out words, if they are read to us in normal or
a little above normal pace, the shortened material
produced by a summariser would be immensely
useful to people skimming an audio file

Skim reading involves various techniques de-
pending on situation, user and information con-
tent. For instance, a politician driving and skim
reading a report before a meeting would probably
prefer a short summary of the report, whereas a vi-
sually impaired person listening to the daily news-
paper might prefer keywords reflecting the content
of a story.

2 CogSum

We have implemented a summarizing prototype
program, named CogSum. We use Random
Indexing (Sahlgren, 2005), to create the sum-
maries that best resembles the original content,
cf. (Hassel, 2007). Summaries can be isolated
words or whole sentences, see below. Using
whole sentences means that no speech synthesis is
needed, instead sentences are assembled from the
original corpus and the sound files are delivered.
Vector space techniques used in a similar way
on words provide content information. In such
cases pre-processing is used to remove stop
words, build term lists (with synonyms), and
perform stemming. Finally, speech synthesis is

needed to deliver the information. CogSum is
programmed using Martin Hassel’s Java libraries
(JavaSDM) for random indexing and as a basis for
preprocessing the text that is to be summarized.
Stemming is done using the Snowball stemmer
(http://snowball.tartarus.org/).
CogSum also uses PageRank to rank the sen-
tences, as an assurance that the relevant text
content would be selected (Chatterjee and Mohan,
2007).

Index vectors of words juxtaposed to the active
focus word are collected to create the context vec-
tor of the focus word. In addition, words’ context
vectors are weighted based on the distance from
the active focus word, using a weighting scheme
represented as a vector. A total document vec-
tor is created by adding all unique words’ con-
text vectors. The document vector is divided by
the total number of unique words, thus creating
an average contextual theme vector of the docu-
ment. The sentences in the document were iden-
tified through a search for certain patterns, such
as “punctuation-space-capital letter”, or “punctua-
tion -space-new paragraph”. The program calcu-
lates the sentence vector by subtracting the doc-
ument’s average vector from each word’s context
vector in the current sentence. This follows Chat-
terjee and Mohans (Chatterjee and Mohan, 2007)
theoretical arguments where the average term vec-
tor can be seen as the document’s central theme.

When the text was indexed, a method to rank
the importance of each sentence or word in the
document was needed; a similarity measure. The
similarity measure of the context vectors used was
based on the method to determine vector similar-
ity by using the cosine angle. In order to rank
sentences by means of cosine comparison we used
PageRank, cf. (Chatterjee and Mohan, 2007). The
PageRank algorithm works on a graph, where sen-
tences represent nodes and where the edges are
represented by a link between sentences. The
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weights applied to the link between the nodes are
calculated using the cosine comparison between
them. By using PageRank the sentences with sim-
ilar content will therefore in a way “vote” on each
other. The sentences which are important for the
document will have their values increased more
than those that are less important, effectively sepa-
rating important sentences from the rest. The sen-
tences are then sorted in a descending order upon
presentation with their position in the text unal-
tered.

A variety of features were implemented in
the prototype interface; the possibility to choose
whether the summary should be presented in key
words and/or as sentences, as well as a slide bar to
interactively select the level of summarization in
percentage. The summary will appear in a separate
“pop-up window” where a change in the slide bar
immediately affects the text displayed. The user
can thus always get feedback on how the summary
grows and shrinks as the slider is altered The size
of the documents that CogSum summarized was
about 200-450 words. The context vectors were
weighted so that the words that were right next
to focus word got more impact than those who
were a little further away. More specifically, the
words that were right next to the focus word were
weighted to 1, and those that were two steps away
was weighted to 0.5.

3 Evaluations

We have conducted two experiments. The first
investigated whether people preferred summaries
built on keywords or whole sentences for the pur-
pose of skim reading. In the study, 20 students, be-
tween 20-30 years old, not visually impaired, lis-
tened to sound files of either complete sentences or
words of manually created summaries. Humans,
not synthetic speech, were used to produce the
sound files. The subjects were presented a vary-
ing number of sentences, or keywords, represent-
ing the ”best” 10, 25, 50 or 70% of the total num-
ber of sentences. Stop words were removed when
keywords were presented to the subjects. The or-
der in which sentences, or words, occurred in the
original text were preserved when presented to the
subjects. Our results show that subjects prefer
whole sentences to words on all four levels (10,
25, 50 or 70%). Note that in the instructions we
informed our subjects that 10% should be seen as
a way of deciding if an article is worth reading

whereas 70% should be seen as a summary of the
text. One could assume that on the 10% or 20%
level subjects would prefer words to sentences as
an indication to whether the article is interesting to
listen to or not, but that was not the case.

Secondly we wanted to see whether a summary
created by extracting important sentences from
a source presented as audio would pass as skim
reading on auditive media, such as audiobooks. To
test this we conducted experiments where 30 sub-
jects, different from the 20 used in the word vs
sentence experiment, were listening to summaries
on the sentence level, answer fact questions on
the content of the article and answer questions on
the usefulness of the summaries. The summaries
were created using CogSum, and then read by
the speech synthesizer ”Elin” from InfoVOX. The
summaries were split in three categories; headline,
10% summary, and 50% summary. The 10% sum-
mary were supposed to act as an indicative sum-
mary, giving the subject enough information to
determine just the theme or vague aspects of the
content, whereas the 50% summary would be suf-
ficient to deliver the most important content and
facts of the source, in this case newspaper arti-
cles. The experiments show that summaries on the
50% level provide a very good approximation of
the whole article. We also found (20 out of 30
subjects) that the 50% summaries gave sufficient
information not to have to read the whole article.
Furthermore, the 10% summaries gave more infor-
mation than the headline alone.
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Here are a few examples of “corrective feedback”:

A: That’s a nice bear.
B: Yes, it’s a nice panda.

Abe: I’m trying to tip this over, can you tip it over?
Can you tip it over?
Mother: Okay I’ll turn it over for you.

Adam: Mommy, where my plate?
Mother: You mean your saucer?

The first one is made up, the others are from (Clark
and Wong, 2002).

We are interested in interactions such as these sin-
ce we believe that dialogue interaction plays an
important role in language acquisition (including
language change and evolution as well as concept
acquisition). Two agents do not need to share ex-
actly the same linguistic resources (grammar, lex-
icon etc.) in order to be able to communicate, and
an agent’s linguistic resources can change during
the course of a dialogue when she is confronted
with a (for her) innovative use. For example, re-
search on “alignment” shows that agents negotiate
domain-specific microlanguages for the purposes
of discussing the particular domain at hand (Clark
and Wilkes-Gibbs, 1986; Garrod and Anderson,
1987; Pickering and Garrod, 2004; Brennan and
Clark, 1996; Healey, 1997; Larsson, 2007) .

This paper presents work towards a formal theo-
ry of corrective feedback, and semantic coordina-
tion in general. It takes a view of natural languages
as toolboxes for constructing domain-specific (for-
mal) languages, and provides an analysis of lingu-
istic content which is structured in order to allow
modification of, and similarity metrics over, mea-
nings.

According to the idea of natural languages as col-
lections of resources, a “language” such as Swe-
dish or English is really best regarded as a col-
lection of resources (a “toolbox”) which can be
used to construct (formal) languages. Speakers of
natural languages are constantly in the process of
creating new language to meet the needs of no-
vel situations in which they find themselves. Ar-
guably, this view goes against some some implicit
assumptions in traditional formal semantics. Ne-
vertheless, in our theory we aim to maintain the
insights and precision gained from the formal lan-
guage view.

As an illustration of our approach, we provide an
analysis of B’s utterance above as a move of of-
fering “panda” as an alternative for “bear”, and as
potentially triggering an update on A’s concept for
“bear” and “panda”.

The semantic representation formalism we use
is based on Type Theory with Records (Cooper,
2005). Without explicating all the details of the
formalism, we would like to offer some glimpses
of what a formal account of concept updates could
look like. We assume that before B’s utterance, A’s
concept of “bear” can be represented as follows

[bear]Azoo=[
REF : Ind
SIZE : size(REF, MuchBiggerThanMe)
SHAPE : shape(REF, BearShape)

]

A’s take on the situation where B’s utterance takes
place is

sA=
DOMAIN : zoo

SHARED :

 FOO=obj123 : Ind

COM=

{
nice(obj123)
bear(obj123)

}
: Set(Prop)
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This is intended to describe a situation at a zoo,
where a bear-shaped object much bigger than A is
in focus (FOO here stands for “Focused Object”).

If we consider A’s reasoning after B’s utterance,
assuming that B has not observed the word “pan-
da” before, A also needs to create a panda-concept
[panda]Azoo. One way that this can happen is that
A creates “panda” concept by copying the “bear”
concept (including the meaning component asso-
ciated with the “zoo” domain):

[panda]A :=[bear]A

Continuing our speculation, we assume A has ob-
served that the use of “panda” in s refers to the
focused object in s, and that its colour distingu-
ishes it from previously observed bears. A now
creates situated interpretation [panda]As of “pan-
da”, based on sA and [panda]Azoo:

[panda]As = REF=obj123 : Ind
SIZE : size(REF, MuchBiggerThanMe)
SHAPE : shape(REF, BearShape)
COLOUR : colour(REF, BlackAndWhite)


A then revises [panda]Azoo with this situated inter-
pretation s [panda]As , which should result in

[panda]Azoo’ = REF : Ind
SIZE : size(REF, MuchBigger...)
SHAPE : shape(REF, BearShape)
COLOUR : colour(REF, BlackAndWhite)


The above is a very brief glimpse of a formal ac-
count of how concepts can be updated as a re-
sult of language use in interaction. Such processes
enable coordination of domain-specific microlan-
guages, or registers, involving a domain-specific
grammar and lexicon, an ontology (a collection of
concepts), and a mapping between lexicon and on-
tology.

There are many mechanisms for semantic co-
ordination, some of which can be described as
“corrective feedback”: clarification requests, ex-
plicit corrections, meaning accommodation (ob-
serving instances of language use and silently ad-
apting to successful instances) and explicit nego-
tiation. Semantic coordination, in turn, is a kind

of language coordination (other kinds include e.g.
phonetic coordination). Finally, language coordi-
nation coexists with information coordination, the
exchanging and sharing of information (agreeing
on relevant information and future action; maintai-
ning a shared view on current topics of discussion,
relevant questions etc.). Arguably, the main point
of language coordination is to enable information
coordination.

Semantic coordination happens in dialogue; it is
part of language coordination; and it is a prerequi-
site for information coordination. If we say that
a linguistic expression c has meaning only if it
is possible to exchange information using c, then
semantic coordination is essential to meaning. A
linguistic expression c has meaning in a langu-
age community when the community members are
sufficiently coordinated with respect to the mea-
ning of c to allow them to use c to exchange infor-
mation. In other words: meaning emerges from a
process of semantic coordination in dialogue.
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Abstract

We describe an on-going research e!ort
that studies a generalisation of the vec-
tor space model, in which the target
domain is syntactically annotated text
and the index set consists of fractions
of parse trees.

1 Introduction

The creation and manipulation of information
is currently replacing the production of physi-
cal goods as the principle carrier of the global
economy. The trend is visible almost every-
where we look. This year, for instance,

• the indexable world wide web has grown
to contain more than 65 billion pages,

• EU member states receive about 55000
documents from the EU, the majority of
which must be translated to each of the
unions 23 o"cial languages; and

• CERN’s new particle accelerator is pre-
dicted to produce 15 petabytes of data.
To store this data in CDs, one would need
a stack more than 20km high.

Never before has so much data been available,
but to make use of it, we need e"cient meth-
ods of extracting the fraction of the informa-
tion that we are actually interested in. In
other words, we need good search algorithms.
In this paper we focus on algorithms that op-
erate against the backdrop of a large but fi-
nite set of documents, and that when given a
query q computes a listing of the n documents
that are most relevant with respect to q.

The performance of a search algorithm can
be evaluated in terms of recall, precision and
rank. Good recall means that there are few
false negatives, good precision that there are
few false positives. If the algorithm assigns
weights to the documents returned, then the

rank tells us how well a documents weight re-
flects its relevancy to the search query.

Many search algorithms precalculate an in-
dex of the document collection before they
start to accept queries. A popular way
of doing this is through the vector space

model (Salton et al., 1975). Here, documents
are identified with points in a vector space in
which each dimension corresponds to a sep-
arate term. The number of times a term t

appears in a document d determines the size
of the t-component in the vector representa-
tion of d. Documents are considered to be
semantically related if the distance between
them is small, and clustered documents are
seen to represent concepts. When the user
formulates a query, the query is treated as a
pseudo document q and mapped into the vec-
tor space. Each document in the data collec-
tion is weighted according to its distance to q,
and the n documents with smallest weight are
returned to the user. Two popular extensions
of the vector space model are latent seman-
tic analysis (LSA) (Deerwester et al., 1990)
and random indexing (Sahlgren, 2005), both
of which are methods to reduce the rank of
the vector space while striving to preserve the
relative distance between document vectors.

2 Adding syntactical information

A nice feature of the vector space model is
that it works equally well if other objects than
terms are used to index dimensions. All that
is required is that one fixes a domain D of
objects, and that indexing is made over a fi-
nite set of quantifiable properties of the ob-
jects in D. Alternative index sets described in
literature include n-grams and sets of terms.

In the setting that we investigate, the do-
main is syntactically annotated text and the
index set consists of fractions of parse trees.
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Figure 1: A sample from the Penn Treebank.

To avoid an exponential surge in the number
of dimensions, the fractions are required to be
of size at most k, where k is a user-provided
constant. This combination of domain and in-
dex set is thus a proper generalisation of the
vector space model which is regained by let-
ting k = 1 and assigning the weight 0 to every
fraction labelled with a part-of-speech tag.

We see a number of benefits of incorpo-
rationg syntactial information into the algo-
rithm. As arguend in (Levin, 1985), the syn-
tactical constructions in which a term appears
give a strong clue about its semantics, so using
this additional information may help to miti-
gate over-fitting when the data set is small.

It is also known that syntactic filtering of
search results can improve precision (Chan-
drasekar and Srinivas, 1997) and in our set-
ting the filtering is incorporated into the core
algorithm itself. The impact that the occur-
rence of a term has can now be weighted to
reflect the context in which it appears. For
example, it seems reasonable to assume that
if a term functions as the agent of a sentence,
then this should matter more than if it is just
one element in a long list of nouns.

Another potential advantage has to do with
the the fact that di!erent people tend to select
di!erent keywords for the same object. This
lack of consensus leads to bad recall, but mat-
ters improve if queries are extended through
paraphrasing prior to the invocation of the
search algorithm. As shown in (Pang et al.,
2003), paraphrasing is a natural language pro-
cessing task in which adding syntactic infor-
mation can lead to a better solution.

A disadvantage of the tree-based approach

is that syntactically annotated text is still rare,
but this may change in a not too-distant fu-
ture. Suppose that an EU commission authors
one document of legal text which must be
translated into the 22 other o"cial languages.
One solution would be to hire a single linguist
to add part-of-speech tags to the text, and
then use machine translation to turn it into
reasonably good translations in the target lan-
guages. Each of these rough translations can
then be polished by a speaker that is an expert
in one target language, but may be completely
ignorant of the source language. If the original
text is archived together with the syntactic in-
formation, then the algorithm described above
can be used to search the archive.

3 Project status and future work

We are currently working on an implementa-
tion of the tree-based algorithm in Java/Flex.
Input will be taken from the Penn Treebank
of syntactically annotated English news text,
a sample of which is shown in Figure 1. The
performance of the algorithm will be compared
with a reference implementation of the term-
based vector space model, and results should
be available towards the end of 2008.
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Abstract 

 

First, this paper gives an overview of the 
background and the political statements that 
led to the final decision in the white paper pre-
sented by the Norwegian Ministry of Culture 
and Church in June 2008. Next, the paper pre-
sents the initiative to buy the bankrupt estate 
Nordisk Språkteknologi Holding AS (NST), 
which gave access to annotated acoustic hu-
man language resources of good quality. The 
third part of the paper presents the preparatory 
work done in order to establish the Norwegian 
HLT Resource Collection (Norsk språkbank) 
from January 1st 2009. 

1 Introduction 

Establishing a Norwegian language resource col-
lection for use in human language technology 
(HLT) research and development is an idea 
which can be traced back to the early 1990s. The 
first paper presenting a complete prospect for 
this kind of collection was printed in 1999.  

2 The political setting 

In 1999 the Ministry for Culture and Church put 
two new positions into the Norwegian Language 
Council in order to build “a secretary for lan-
guage engineering”. The government outlined 
their strategy for ICT in the eNorway Action 
Plan and pointed at the Ministry for Culture and 
Church to be responsible for a policy and a strat-
egy for how the Norwegian language could meet 
the challenges from the rapidly developing ICT 
industry producing only English versions of 
products meant for the Norwegian market. 

The Norwegian Language Council presented 
their action plan in 2001. Establishing a Norwe-
gian HLT Resource Collection was one of the 

efforts proposed in this plan to meet the upcom-
ing challenges from the ICT industry.  

 
The rightwing government coalition presented 

language technology as a very important subject 
to work on in order to keep Norwegian as the 
main language throughout the Norwegian society 
in future. In 2003 the Ministry for Culture and 
Church published a white paper called “Kultur 
fram mot 2014” where all the good arguments 
were presented and the conclusion was: it’s not 
the time yet!   

The change of government in 2005 filled us 
with new hope as the leftwing coalition long be-
fore entering the offices had made a statement 
saying that they would give priority to language 
technology and establish a resource collection for 
Norwegian HLT if they got in charge.  

In late 2007 and early 2008 there were signs 
indicating a possible change of attitude, and in 
June 2008 the Ministry for Culture and Church 
presented the project in its white paper on lan-
guage policy for the future (Mål og meining). 
The HLT Resource Collection was the most ex-
pensive and largest effort listed in the document. 
The Language Council of Norway was asked to 
make a plan for establishing the resource collec-
tion including a detailed plan for investment and 
costs within the first year, a budget for the next 
six, organization, realistic analysis of what con-
tent there should be and where to locate the or-
ganization.   

3 The resources from NST   

3.1 Valuable language resources 

The Norwegian-based company Nordisk Språk-
teknologi Holding AS (NST) intended to produce 
a wide range of language technology products 
for the Nordic market. Among other tasks they 
built acoustic databases, lexicons and text bases 
for this purpose. Unfortunately NST went bank-
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rupt in 2003. The Language Council initiated 
negotiations with the estate in order to save the 
language resources for re-use by others. The trus-
tee of the bankruptcy gave access to the data-
bases to let us see what was in there, and two 
reports were published in December 2005 (one 
describing content and quality and one describ-
ing the legacy). Late in 2006 a consortium con-
sisting of three universities (Oslo, Bergen and 
Trondheim), IBM Norway and The Language 
Council of Norway bought the whole estate. The 
aim of the initiative was to save valuable re-
sources and hand them over to the official Nor-
wegian HLT Resource Collection when estab-
lished. 

3.2 What is being done with the resources?  

The consortium used the year 2007 to work 
through the estate to see if there might be valu-
able resources other than the acoustic bases and 
the lexicons. The Norwegian Research Council 
granted 1 MNOK for this work, which was done 
by Aksis at the University of Bergen. A site for 
the initiative has been set up, and all available 
resources are documented here. Demos can be 
found as well as license forms and contact in-
formation for possible buyers 
(http://www.sprakbanken.uib.no).  

4 Where are we now?  

The consortium’s initiative has been presented to 
the Ministry several times. The latest presenta-
tion took place in January 2008 when the Minis-
try invited colleagues from three other ministries 
to discuss the initiative. In all our discussions 
with the Ministry we underlined the interdisci-
plinary character of the case. This would be of 
great value for researchers and for the develop-
ment of new products by industrial companies. 

In May 2008 The Language Council was 
asked to present a business plan for establishing 
the Norwegian HLT Language Collection by mid 
August 2008. The Ministry needed it as input in 
their budgeting preparations. In June the white 
paper “Mål og meining” was published and the 
decision to establish the language collection was 
specified there.  
 

4.1 The plan for the Norwegian HLT Lan-
guage Collection  

The plan is based on the report from 2002 where 
content, organization and budget for a Language 
Collection was described. The basic principles 

are kept: the collection will be available for 
commercial as well as for researchers, the con-
tents should follow international standards or 
best practices, the development work should be 
carried out where the experts and the knowledge 
are, not by this new organization.  

In the new plan tools are included as a vital 
part of the contents. A first version of a BLARK 
for Norwegian has been outlined but must be 
discussed more deeply and in detail within the 
subject areas at the universities and companies 
working in the field. All the expenses are recal-
culated as new tools and improved technology 
are available now compared to the situation in 
2002. Total expenditure for the collection is cal-
culated to approximately 100 MNOK including 
the administration expenses.   
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1 Introduction

Finding documents with useful information is be-
coming increasingly difficult as the amount of in-
formation around us grows. Most of the existing
search tools are constructed for documents in the
English language. To make search engines for the
Swedish language research needs to be done in
Swedish. And to do that, resources in the Swedish
language are necessary. For information retrieval
that means test collections.

At Språkdata at the Department of Swedish
Language, University of Gothenburg, I wanted to
study information retrieval using a test collection
having three features that, to my knowledge, did
not occur in any existing Swedish test collection. I
wanted the collection to be domain specific, more
precisely, from the medical domain, to regard user
groups, medical professionals and patients, and to
give a possibility to study compounds, with double
indexes for split and unsplit compounds.

Since I did not know of any such test collec-
tion, a decision was made to buildMedEval, a test
collection of Swedish medical documents, with
two indexes, each treating compounds in a dif-
ferent way, and also with documents marked for
target groups and a system giving a possibility to
choose user group. The test collection is intended
to be used toEvaluate search strategies to retrieve
Medical documents, hence the name.

2 The Document Collection - MedLex

MedEval is a test collection built on documents
from the MedLex collection (Kokkinakis, 2004).
MedLex is a workbench for lexicographic work,
which consists of two main parts: a medical lexi-
con and a medical corpus.

The MedLex corpus consists of scientific ar-

ticles from medical journals, teaching material,
guidelines, patient FAQs, health care information,
etc. The documents used in MedEval are doc-
uments collected for MedLex up until October
2007. The size is approximately 42 000 docu-
ments or 15 million tokens.

3 Documents

A test collection consists of three parts: A set
of documents, a set ofinformation needs, also
called topics, and a set ofrelevant documents for
each of the information needs.

For the MedEval test collection the documents
from MedLex are stored in the trectext format.
The documents are given an ID that reveals the
source, and they are tokenized and tagged. A date
is included if the date of the publication is known.
If the document is from the Internet, the web ad-
dress is supplied in the first line of the text.

The terms of the documents and their positions
in each document are listed in inverted files. For
each term, the ID of each document containing the
term is listed, along with the position of the term
in the document. This makes it possible to search
for phrases or to put conditions on queries, for ex-
ample that terms must appear in a certain order or
within a certain distance from each other.

The MedEval test collection hastwo indexes.
One that contains the documents converted to
lower case, tokenized and normalized, and one
that also has compounds split before normaliza-
tion. The compounds are indexed as a whole, but,
in the second index, also by each part separately.

4 Topics and Assessments

To come up with realistic information needs, or
topics, I consulted two medical students, in their
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fourth year of studies. They were instructed to
create topics with varying but suitable numbers of
relevant documents, somewhere not lower than 5,
preferably over 10 and possibly up to 50 or more.
Once the information needs were created, docu-
ments were assessed for relevance for each need.

The topic creators were not able to stay on, so
four new medical students were consulted as as-
sessors. For each of 62 topics an assessor read
through the documents to be assessed and decided,
for each document, the degree of relevance to the
topic in question and the intended group of read-
ers. The documents for each individual need were
assessed by one and the same assessor for reasons
of consistency.

In the MedEval test collection therelevance
assessments were made on a four graded scale,
0-3. This is easily turned into a binary scale if
one regards documents graded 0 or 1, as well
as unassessed documents, as irrelevant and doc-
uments graded 2 or 3 as relevant. Assessments of
the documents were also made for intended read-
ers, ortarget groups, patients or medical profes-
sionals. This feature makes it possible to evaluate
search strategies, not only considering relevance
to the topic, but also considering if the retrieved
documents are intended for the given user profile.

In the ideal test collection every document
would be assessed for relevance to every informa-
tion need. But with a collection of 42 000 docu-
ments and 62 information needs, taking, on aver-
age, 8 minutes to assess each document, it would
take four persons approximately 40 years to finish
the assessments. Instead, only the documents that
were most likely to be relevant to each informa-
tion need were assessed. These documents were
collected inpools of documents where documents
had been filtered out by use of a series of simple
queries using different strategies. In the case of
MedEval I sorted out the 100 highest ranked doc-
uments from four different searches for the pool.
The documents in the pool were sorted by docu-
ment ID and duplicates were removed so that the
assessors would not know how high a document
was ranked, or in how many different searches it
was retrieved.

5 Six Collections in One

The finished MedEval test collection allows the
user to stateuser group: None (No specified
group),Doctor or Patient. This choice directs the

user to one of three scenarios. TheNone scenario
contains the original relevance grades. TheDoc-
tor scenario contains the same grades with the ex-
ception that the grades of the documents marked
for the patient target group are downgraded by
one. In the same way thePatient scenario has the
documents marked for doctor target group down-
graded by one. This means that for a doctor user
patient documents originally given the relevance
3, are graded with 2, documents given relevance
2 are graded 1 and documents given relevance 1
are graded 0. The same is done in the patient sce-
nario with the doctor documents. The idea is that
a document that is written for a reader from one
user group but retrieved for a user from the other
group will not be entirely irrelevant, but probably
less useful than a document that is read by a reader
from the intended target group.

In addition to indicating user group, the user
must choose which index to search in, with or
without split compounds. This choice is present
in all three user scenarios. This means that the
same query in connection with the same topic will
give six different results depending on which user
scenario and which index are chosen.

A Swedish medical test collection such as
MedEval will fill a need in domain specific infor-
mation retrieval. The double indexes, with split
and unsplit compounds, as well as the marking of
document target group, combined with the possi-
bility to choose user group, will open up new as-
pects of information retrieval. Once the copyright
issues are settled, I plan to let the MedEval collec-
tion be available to whomever wishes to use it.
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Languages Families and their Sizes

There are some 7 000 languages in the world
(Gordon, 2005). A language family is defined
as a (possibly one-member) set of languages that
which have been shown, in publication, using
orthodox comparative methodology (Campbell,
2004) to stem from a common ancestor. One clas-
sification which aims to consistently follow this
definition recognizes the ca 7 000 languages to
fall into some 400 families (Hammarström, 2007).
As is also the case for alternative classifications,
the ca 400 families are of very unequal size. In
fact, we can observe the family sizes1 to follow
a power-law distribution (Wichmann, 2005). In
other words, there are very many tiny families and
a few very large families, as shown on the next
page.

Explaining Language Family Sizes

There are two main trends in explaining why some
families are big and some are small; a) one that
observes that some big families can be associated
with a technological advantage, most often agri-
culture, and thus hypothesize that such families
are big and the rest are small (Bellwood and Ren-
frew, 2002), and b) one that observes that stochas-
tic branching processes (which seem like reason-
able simplifications of how real-world language
families come about through human migration),
are expected to yield just the kind of power-law
distributions that we observe with language family
sizes (Wichmann, 2005; Arnold and Bauer, 2006).

In this talk we will not explore the merits of the
a)-theories since it is too big a question for a talk.
Instead, we will focus on the stochastic models
(and their parameters) that are likely to give rise
to the observed language family sizes, in the fol-
lowing novel way. The world can be divided into

1The size of a family is defined as the number of its mem-
ber languages.

six fair size geographical areas – Eurasia, N Amer-
ica, S America, Africa, New Guinea and Australia
– all relatively separated from each other. A plau-
sible stochatic branching model for the language
family sizes in the world as a whole should also fit
each of the six disjoint areas individually.
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Austronesian 1275
Trans New Guinea 338
Torricelli 53
Sepik 48
Lower Sepik-Ramu 33
Lakes Plain 20
Morehead and Upper Maro Rivers 17
North Halmahera 16
West Timor-Alor-Pantar 16
Border 15
Angan 13
Tor-Orya 13
Binanderean 11
Cenderawasih Bay 11
Bosavi 10
South Bougainville 9
Kwerba 8
Koiarian 7
Sko 7
Baining 6
Eleman 6
Kiwaian 6
Left May 6
Marind 6
South Bird’s Head Proper 6
Yuat-Maramba 6
Goilalan 5
Nimboran 5
Tirio 5
West Bird’s Head 5
Eastern Trans-Fly 4
Kaure-Kapori 4
North Bougainville 4
Pauwasi 4
Sentani 4
Suki-Gogodala 4
Walio 4
Awin-Pa 3
East Bird’s Head 3
East Timor 3
Kayagar 3
Kolana-Tanglapui 3
Kolopom 3
Mairasi 3
Mongol-Langam 3
Turama-Kikori 3
West Bomberai 3
Amto-Musan 2
Baibai 2
Bayono-Awbono 2
Biksi 2
Bulaka River 2
Duna-Bogaya 2
East Kutubu 2
Inanwatan 2
Konda-Yahadian 2
Kwomtari 2
Lower Mamberamo 2
Maybrat 2
Mombum 2
Pahoturi 2
Piawi 2
Senagi 2
Teberan 2
Yawa 2
Abinomn 1
Abun 1
Anem 1
Arafundi 1
Ata 1
Bilua 1
Burmeso 1
Busa 1
Dem 1
Duranmin 1
Elseng 1
Fasu 1
Guriaso 1
Hatam 1
Kaki Ae 1
Karkar 1
Kehu 1
Kembra 1
Kol 1
Kuot 1
Lavukaleve 1
Lepki 1
Masep 1
Molof 1
Mor 1
Moraori 1
Mpur 1
Murkim 1
Oksapmin 1
Papi 1
Pawaia 1
Porome 1
Pyu 1
Savosavo 1
Sulka 1
Taiap 1
Tambora 1
Tanahmerah 1
Taulil-Butam 1
Tofanma 1
Touo 1
Uhunduni 1
Usku 1
Waia 1
Yale 1
Yeli Dnye 1

Tupi 76
Arawak 62
Quechuan 46
Carib 32
Panoan 28
Tucanoan 25
Chibchan 21
Je 16
Chocoan 12
Arawa 8
Matacoan 7
Barbacoan 6
Bora-Huitoto 6
Tacanan 6
Zaparoan 6
Chapacura-Wanham 5
Guahibo 5
Guaicuruan 5
Lengua-Mascoy 5
Jivaro 4
Nadahup 4
Yanomam 4
Aymara 3
Bororo 3
Charrua 3
Katukina 3
Nambiquaran 3
Saliban 3
Araucanian 2
Cahuapanan 2
Chonan 2
Harakmbut 2
Hibito-Cholon 2
Huarpean 2
Jabuti 2
Kakua-Nukak 2
Kawesqar 2
Peba-Yagua 2
Uru-Chipaya 2
Zamucoan 2
Aikana 1
Aimore 1
Andaqui 1
Andoque 1
Arara do Rio Branco 1
Atacame 1
Atacameno 1
Awake 1
Awshiri 1
Betoi-Jirara 1
Candoshi-Shapra 1
Canichana 1
Cayuvava 1
Chiquitano 1
Chono 1
Cofan 1
Culli 1
Fulnio 1
Guamo 1
Guato 1
Iranxe 1
Itonama 1
Jirajaran 1
Jodi 1
Kamakan 1
Kamsa 1
Kanoe 1
Karaja 1
Kariri 1
Kwaza 1
Leko 1
Lule 1
Maku 1
Matanawi 1
Maxakali 1
Mochica 1
Moseten-Chimane 1
Movima 1
Muniche 1
Mura-Piraha 1
Ofaie 1
Omurano 1
Oti 1
Otomaco 1
Paez 1
Pankararu 1
Puelche 1
Puinave 1
Puquina 1
Puri 1
Rikbaktsa 1
Sape 1
Sechuran 1
Tallan 1
Taruma 1
Taushiro 1
Ticuna 1
Timote-Cuica 1
Tinigua 1
Trumai 1
Tuxa 1
Urarina 1
Vilela 1
Waorani 1
Warao 1
Xukuru 1
Yamana 1
Yaruro 1
Yurakare 1
Yuri 1
Yurumangui 1

Otomanguean 179
Mayan 69
Uto-Aztecan 61
Eyak-Athapaskan-Tlingit 45
Algic 44
Salishan 27
Mixe-Zoque 17
Siouan 17
Eskimo-Aleut 11
Iroquoian 11
Totonacan 11
Miwok-Costanoan 10
Cochimi-Yuman 9
Chumashan 7
Pomoan 7
Kiowa-Tanoan 6
Muskogean 6
Caddoan 5
Sahaptian 5
Wakashan 5
Huavean 4
Maiduan 4
Misumalpan 4
Tsimshian 3
Chimakuan 2
Chinook 2
Haida 2
Keresan 2
Palaihnihan 2
Tarascan 2
Tequistlatecan 2
Adai 1
Alsea 1
Atakapan 1
Beothuk 1
Cayuse 1
Chimariko 1
Chitimacha 1
Coahuilteco 1
Comecrudan 1
Coosan 1
Cotoname 1
Cuitlatec 1
Esselen 1
Guaicurian 1
Jicaquean 1
Kalapuyan 1
Karankawa 1
Karuk 1
Klamath-Modoc 1
Kutenai 1
Lencan 1
Maratino 1
Molala 1
Natchez 1
Salinan 1
Seri 1
Shasta 1
Siuslaw 1
Takelma 1
Timucua 1
Tonkawa 1
Tunica 1
Wappo 1
Washo 1
Wintuan 1
Xincan 1
Yana 1
Yokutsan 1
Yuchi 1
Yuki 1
Zuni 1
Pama-Nyungan 175
Western Daly 10
Gunwinyguan 9
Nyulnyulan 9
Worrorran 7
Iwaidjan Proper 5
Mirndi 5
Mangarrayi-Maran 4
Maningrida 4
Minkin-Tangkic 4
Giimbiyu 3
Jarrakan 3
Tasmanian 1 3
Tasmanian 2 3
Yangmanic 3
Anson Bay 2
Bunaban 2
Eastern Daly 2
Limilngan 2
Marrku-Wurrugu 2
Northern Daly 2
Southern Daly 2
Umbugarla-Ngurmbur 2
Anindilyakwa 1
Gaagudju 1
Garrwan 1
Kungarakany 1
Larrakiyan 1
Tiwi 1
Wagiman 1

Indo-European 449
Sino-Tibetan 402
Austroasiatic 168
Tai-Kadai 76
Dravidian 73
Turkic 40
Uralic 39
Miao-Yao 35
Nakh-Dagestanian 29
Mongolian 14
Japanese 12
Tungusic 12
Great Andamanese 10
Abkhaz-Adyge 5
Chukotko-Kamchatkan 5
Kartvelian 5
Basque 3
Hurro-Urartian 2
Jarawa-Onge 2
Yeniseian 2
Yukaghir 2
Ainu 1
Burushaski 1
Elamite 1
Etruscan 1
Hattic 1
Iberian 1
Korean 1
Kusunda 1
Nihali 1
Nivkh 1
Shom Pen 1
Sumerian 1
Atlantic-Congo 1400
Afro-Asiatic 346
East Sudanic 92
Mande 71
Central Sudanic 66
Omotic 24
Khoe-Kwadi 13
Heiban 10
Ijoid 10
Dogon 9
Maban 9
Saharan 9
Narrow Talodi 8
Songhay 8
Ju 6
Kadugli-Krongo 6
Koman 5
Tuu 5
Mao 4
Furan 3
Kuliak 3
Rashad 3
Katla-Tima 2
Bangi Me 1
Berta 1
Gumuz 1
Hadza 1
Hoa 1
Jalaa 1
Kujarge 1
Kunama 1
Laal 1
Meroitic 1
Ongota 1
Sandawe 1
Shabo 1
Tegem 1

SLTC 2008

34



Evaluation of Local Features for Argument Identification and
Classification for Semantic Role Labelling

Yvonne Samuelsson
Dept. of Linguistics

Stockholm University

yvonne.samuelsson@ling.su.se

Oscar Täckström
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1 Introduction

In recent years, automatic annotation of semantic
roles in text, Semantic Role Labelling (SRL), has
gained much interest and research attention. Se-
mantic roles are useful in tasks such as question-
answering, document summarization and informa-
tion extraction.

For the CoNLL 2008 shared task on joint learn-
ing of syntactic and semantic dependencies (Sur-
deanu et al., 2008), we developed a pipelined SRL
system (Samuelsson et al., 2008). In line with
several previous SRL systems, predicate identifi-
cation, argument identification and argument clas-
sification were separated into different learning
tasks.

An important aspect of designing an SRL sys-
tem is to identify which features are useful. Many
features have been designed and used throughout
the years. Xue and Palmer (2004) showed that dif-
ferent features are useful for different tasks. How-
ever, to our knowledge, no systematic, compre-
hensive evaluation of these features has been per-
formed.

This paper presents a first step towards such an
evaluation for the sub-tasks of argument identifi-
cation and classification.

2 Features

For the feature evaluation, we implemented those
features commonly used in systems developed
from Gildea and Jurafsky (2002) and onward. We
analyse the impact of features belonging to differ-
ent feature types. By a feature type we mean e.g.
DEPREL,1 while by a feature we mean e.g. DE-
PREL=SUBJ. In total, over 100 feature types are
examined in the evaluation.

The classification framework in this paper is lo-
cal, in the sense that in each classification deci-
sion, only one predicate and one (candidate) ar-

1Short for Dependency Relation

gument is taken into account. We further assume
that the classifier to be learned is parametrized by
a weight vector, and that data instances are repre-
sented as vectors of features.

We distinguish between single node and node
pair feature types, where the former represents
atomic nodes in a dependency graph, and the lat-
ter represents the relation between a pair of nodes.
While some feature types are defined on the to-
ken level, e.g. (PoS/LEMMA), most of the feature
types are defined on dependency graphs.

All single node feature types defined on the de-
pendency level have been applied to four differ-
ent nodes: the current node itself, the parent of
the current node, and the left and right sibling of
the current node. They can be applied to both the
predicate node and the (candidate) argument node.

• Form, Lemma, PoS-tag, Deprel, Verb voice, and Form
initial case

• Children + self number of words, Form seq and BoW,
Lemma seq and BoW, PoS-tag seq and BoW

• Children Deprel seq and BoW

• Children + self content Form seq and BoW, Lemma seq
and BoW, PoS-tag seq and BoW

• Children content Deprel seq and BoW

• Immediate children Form seq and BoW, Lemma seq
and BoW, PoS-tag seq and BoW, Deprel seq and BoW

• First child Form, Lemma, PoS-tag, Deprel

• Last child Form, Lemma, PoS-tag, Deprel

Additionally, a number of node pair features have
been evaluated, where the pair consists of the pred-
icate and the (candidate) argument node.

• Relative Position (before/after), Distance in Words

• Full path (all deprels), Pos full path (starting with the
PoS-tag of the argument node, ending with the PoS-tag
of the predicate node)

• Mid path (lowest common node), Pos mid path

• Short path (first and last deprel only), Pos short path

• Full distance in deprels, Mid distance in deprels
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3 Evaluation

In order to evaluate which features are most use-
ful for argument identification and classification,
we apply a feature set selection technique. We
use the SVM-RFE (Support Vector Machine - Re-
cursive Feature Elimination) algorithm (Guyon et
al., 2002), which makes use of the duality between
the feature space and the instance space in weight
vector parametrized models. More specifically,
we have used SVM-RFE(OVA) proposed by Zhou
and Tuck (2007), which is designed for multi-class
problems. The RFE conducts feature selection in
a backward elimination procedure, at each itera-
tion removing the features which least influence
the decision boundary. The feature selection is ap-
plied to features, not feature types. However, by
selecting the top performing features we can also
extract the top performing feature types. The LI-
BLINEAR software (Fan et al., 2008) was used in
the implementation of SVM-RFE.

4 Preliminary Results

We have performed our experiments on a subset
of the Wall Street Journal. Preliminary results on
the argument classification task show that the mi-
croaverage F1-score is generally improved when
the number of features is reduced. For example,
for the classification task, less than 10k features
are optimal.

In the classification task, when looking at the
F1-score per argument label, arguments of verbal
predicates get a minor improvement when reduc-
ing the number of features to 10k. This shows that
features can be removed to improve system speed,
without loss of accuracy.

However, for arguments of nominal predicates,
we also get a major improvement in the F1-score
per argument label, when reducing the number of
features to 10k. These features should thus be re-
moved to improve both speed and accuracy. More-
over, different argument types may have different
cut-off points in terms of the number of features
removed. We see for instance that the F1-scores
for some non-core arguments verbal predicates, do
not have the same cut-off point as core aruments.

The microaverage F1-score for arguments of
verbal predicates is generally much higher than for
arguments of nominal predicates. Generally argu-
ment structures for nominal predicates are more
difficult to learn, and benefit from different feature
types. For example, argument nodes and lexical

features seem to be more important for nominal
predicates.

In future work we will evaluate both the classi-
fication and the identification task in more detail
and on a larger corpus. We need to find the cut-off
points for both learning tasks, as well as for nom-
inal and verbal predicates. The specific features
and feature types to be removed need to be further
analysed.
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Statistical machine translation: Where do we stand? 
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When statistical machine translation (MT) was introduced 20 years ago, it was 
considered by many experts to be a singularity. Today it is the mainstream direction for 
research on MT. The last 20 years have shown a steady progress in statistical MT which 
parallels many developments in statistical speech recognition. Today's statistical MT 
systems are able to translate across a wide range of language pairs. In this talk, we review 
the basic components of statistical MT: training of alignment and lexicon models, 
extraction of bilingual phrases of word groups, log-linear modelling for hypothesis 
scoring and search, i.e. generation of the target sentence. We will discuss the progress 
that the field has made so far and address the present shortcomings and the future 
challenges.  
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Abstract 
 

This paper describes a students’ project 
within the Educational Programme in 
Computational Linguistics, supervised by 
one of the authors. An editing tool adding 
symbol support to text adapted for poor 
readers was developed and evaluated. The 
results show that in a restricted domain and 
at a basic language level, lemma information 
solely seems to suffice for a reasonably 
correct linking of words to their 
corresponding representations as signs, 
symbols or speech.  

 
1  Background 
 
1.1 Impaired reading skill and AAC 
 
A considerable proportion of the population, 
among 1.3% of all individuals (Beukelman and 
Mirenda, 2005), are affected by severe 
communication disorders, making them unable 
to use written or spoken language. Different 
language supportive aids have evolved over 
the years for this group, mainly as graphical 
systems containing pictures and symbols, 
nonverbal systems as sign language, or a 
combination of these, possibly also comprising 
speech synthesis and speech recognition. 
Technically, all these supportive measures and 
methods are referred to as Augmentative and 
Alternative Communication (AAC). 
 
1.2  Web accessibility 
 
Individuals with functional reading skill can 
benefit from written information presented as 
simplified “easy-to-read” text, adapted lexica 
and word lists. Recently, studies in the field of 
intellectual disability research have proved that 
adding AAC-symbols to adapted text can 
increase the understanding of written 
information substantially for these individuals 

(Jones et al, 2007; Poncelas and Murphy, 
2007). Internet-based systems aiming to 
provide an alternative way to access web 
content are also rapidly developing, among 
these NavigAbile <www.navigabile.eu>, an 
EC-funded project in which information and 
news material are rendered accessible for a 
large group of  people earlier excluded from 
this platform (Mühlenbock et al, 2008; 
Lundälv and Mühlenbock, 2008). 
 
2  Project description 
 
2.1  The editing tool 
 
Among the services offered by the NavigAbile 
system, the News section has turned out to be 
one of the most frequently visited by the AAC 
users. Weekly news from the 8 PAGES 
internet site <www.8sidor.se>, containing 
headlines from Sweden and other countries in 
an easy-to-read manner, have been linked to 
the system. The editing tool presented in this 
paper brings this approach a bit further by 
adding AAC symbol support to the content. 
 
2.2  Basic assumptions 
 
We postulate that the vocabulary drawn from 
an easy-to-read corpus by definition is 
compact, since there is a great difference in 
word-meaning redundancy between large 
corpora and a small specialized corpus as this 
one. Another assumption is that the corpus 
vocabulary largely matches the ideographic 
representations of concepts in the symbolic 
bliss language, or at least, that there is an 
acceptable coverage. We also assume that for 
this purpose, manual semantic disambiguation 
can outdo more sophisticated methods such as 
grammar-based translation (Lidskog, 2007) or 
semantic concept-coding of the lemma forms 
(Derbring, 2008). 
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3  Material 
 
• News material, around 170,000 tokens, from 

the LäSBarT corpus (Mühlenbock, 2008), 
each token provided with either lemma form 
or proper name attribute, was used for 
extraction of the reference wordlist. 
Compound words in the list were assigned 
information about the linking of various 
elements. The wordlist contained ~ 12,000 
lexems pertaining to ~ 5,200 lemmas. 
• A library with jpg-pictures covering about 

3,000 high-frequency concepts pertaining to 
the vocabularies in bliss was used for symbol 
representation. 
• A library with pictures of persons, country 

flags and organization logos was used for 
representing common proper names. 

 
4  Method 
 
The human editor submits chunks of text from 
the News domain to the editing tool. In the 
uncomplicated case, a simple 1-1 mapping is 
performed, assigning the adequate graphical 
symbol to each token. This is simply achieved 
by looking up the lemma form in the lexicon. 
When ambiguities appear, a frequency check is 
made in order to establish the most likely form. 
Unknown compounds are handled by an 
analyzer trying to decompose the complex 
word by means of the possible compound 
elements in the lexicon, and adding two or 
more different symbols to one token. Frequent 
names are provided with a personal photo, a 
flag or a trademark. The result is presented to 
the human editor, who is able to manually 
correct the output before publishing it on the 
Internet (Fig 1).  
 

 
 

 

 
 

Figure 1. Web page output 

5  Results and future work 
 
Despite this apparently simplistic approach, 
the tool performs remarkably well. A sample 
of text drawn from a current issue of 8 PAGES 
produced an output with a precision of 0.96, 
recall of 0.75 and F-score of 0.84. The 
performance might be improved by a range of 
measures, including access to larger symbol 
libraries and further context processing. 
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Abstract 

 

A method for identification of the primary 

(main clause) functional constituents of 

Swedish sentences is outlined. The 

method gives a robust analysis of the un-

bounded constituents (phrases which do 

not have an upper bound on their length: 

subjects, objects/predicatives and adver-

bials) by first identifying bounded con-

stituents. Diderichsen‟s sentence schema, 

chunking, syntactic valency data and heu-

ristics are used for the delimitation of the 

constituents and labelling with grammati-

cal functions. 

 

1 Introduction 

Description of the moderately fixed word order 

of the main clause in Nordic languages has, since 

the work by the Danish linguist Paul Diderichsen 

(1946), often taken on a field-oriented form (see 

Table 1). Diderichsen‟s sentence schema is used 

here to provide “short-cuts” in the steps of the 

heuristic parsing, through its stating that schema 

positions mostly have restricted numbers of con-

tents, of restricted forms, and if localized, need 

not always be thoroughly analyzed, for marking 

up segments with syntactic functions. Being V2 

languages, Nordic languages have declarative 

main clauses where the second position is occu-

pied by a finite verb. This delimits the preceding 

field, the fundament field – which may, however, 

also be preceded by a förfält
1
.  As compulsory 

components of main clauses, with a fixed posi-

                                                 
1
 The förfält does not contain functional constituents of the 

clause, but typically conjunctions. 

tion in the clause and the length of one word, 

primary finite verbs play a crucial role in the 

parsing method presented. 

 
Fundamental 

field 
Nexus field Content field 

Fundament   v          n          a   V             N            A 
(Fronted  

constituent) 
Finite Subject  Adv Non-finite Obj        Adv 

Trots vädret ska       han      inte  ta             bilen      idag 
Despite the 

weather 
will       he        not  take        the car   today 

B/U  B          U       B/U2   B             U             U 

 

Table 1: An adaptation of Diderichsen‟s main clause 

schema showing basic Swedish declarative word or-

der and boundedness of positional content. 

(B: Bounded, U: Unbounded). 

 

Starting with the obligatory primary finite verbs, 

the parsing method seeks to delimit and identify 

contents of fields through correct identification 

of all primary bounded constituents. Bounded 

constituents include verbs, particles, reflexive 

pronouns, some adverbials and conjunctions 

coordinating main clauses or primary verb phras-

es. Primary bounded constituents are identified 

mainly through removal of other candidates, e.g. 

licensing by identification of starts of subclaus-

es.
3
 This work is based on Stockholm Umeå 

Corpus 2.0 (Ejerhed et al, 1992) and its tagset 

(unmodified). 

 

2 Identification of Unbounded Consti-

tuents and Functional Labelling 

Rank-based chunking is a technique for the iden-

tification of NPs, PPs and “som-predikat” (“as-

predicates”), e.g., Som målvakt var han bra/As a 

                                                 
2
 Some sentence adverbials (which often are placed here) 

are recursive, according to examples in Teleman et al. 

(1999). It is, however, a useful fact that many sentence ad-

verbials are bounded. 
3
 These processes were described at SLTC 2006. 
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goalkeeper he was good. (The chunks do not in-

clude post-modifying attributes, like PPs or rela-

tive clauses.) The procedure starts by assigning a 

rank number to each word. There are some 

common forms of NPs which are not properly 

matched using the ranks. These can mostly be 

taken care of later.4 

 
Wordclass/word Rank  Wordclass/word Rank 

 Som 
 (as a conjunction) 

16  
Cardinal number, 
adverb 

3 

Preposition 15  
Participle, adjective, 
ordinal number 

2 

Word in genitive case 1/14  Measure nouns5 1.5 

Determiner 5  
Pronoun, proper 
name, noun 

1 

Possessive 4    

 
Table 2: A rank assigning function represents each 

word with a rank according to this table. The rank is 

mostly decided by the word-class tag, and no further 

feature values – thereby avoiding errors which might 

arise from incorrect tagging of the other features. 

 

In the field areas not occupied by bounded pri-

mary constituents, the subsequent chunking pro-

cedure uses the following algorithm for chunking 

by the ranks: Any word with a lower or equal 

rank number than the previous one is seen as part 

of the same chunk as the previous word, except 

for an adjacent pair of words, both of rank 1, 

which do not produce a personal name.
6
 If, how-

ever, the rank number is higher than that of the 

preceding word (or if it is the first word), the as-

sumption is that a new chunk starts by that, and 

that the previous one is terminated. After this 

run-through, the default type of the chunk can 

easily be assigned. If the first word of a chunk is 

a preposition (rank 15), that chunk will be a PP, 

similarly rank 16 will make the chunk an “as-

predicate”. In other cases, the chunk will be a 

NP/adjective phrase by default, unless the lowest 

rank number of the chunk is higher than 3 – then 

it may be an adverb phrase. Special cases include 

conjunctions that will make the chunk continue 

regardless of previous and coming rank of words. 

Proper names will make the chunk include two 

adjacent ones if the first is part of set of first 

names and/or the second is part of a set of last 

names. Words in genitive case will make the cur-

                                                 
4
 Quantifier attributes (which are tagged as adjectives), like 

all in all/2 fairly/3 new/2 ones/1, will for example be ex-

cluded from the noun phrase, by the basic rank chunking 

procedure. 
5
 „Measure nouns‟ here means nouns taking an NP com-

plement. In Swedish this is frequent and does not use „of‟: 

en kopp kaffe/a cup of coffee. 
6
 Lists of more than 21 000 names are used. 

rent chunk continue, their symbolic rank number 

1/14 signals this.
7
 

 

Using valency data for nouns, adjectives, parti-

ciples and verbs mainly from Nationalencyklo-

pedins ordbok (1995-96) and Lexin – Svenska 

ord (1998), chunks are merged into larger ones, 

encompassing e.g. subclauses.
8
 This process in-

cludes many manually constructed heuristic rules 

merging chunks together, often by looking at 

adjacent words in adjacent chunks. Using the 

information of Diderichsen‟s schema and heuris-

tics, functional labeling finalizes the process. 

 

3 Some Preliminary Results 

Using (correctly tagged) random test sets from 

SUC 2.0 not used for training, a manual evalua-

tion has been made for the current state of the 

implementation. For primary finite verb identifi-

cation, precision was 99.5 and recall was 97.0 in 

a set of about 200 sentences. Primary subject 

identification (taken to mean exact match of pri-

mary subjects, including all attributes) was cor-

rect in  92.6 % of all main clauses in a set of sen-

tences including 405 main clauses. In 2.2 %, sub-

jects were matched partly, and in 0.7 % included 

in a too long segment marked as primary subject. 

These results are likely to improve. 

 

References  

Paul Diderichsen. 1946. Elementær Dansk Gram-

matik. Gyldendal 

Eva Ejerhed, Gunnel Källgren, Ola Wennstedt and 

Magnus Åström. 1992. The Linguistic Annota-

tion System of the Stockholm-Umeå Corpus 

Project. Department of General Linguistics, Umeå 

University, Report no. 33 

Nationalencyklopedins ordbok, 1995-96, Höganäs 

Lexin – svenska ord. 1998, Norstedts Akademiska 

Förlag 

Ulf Teleman, Erik Andersson and Staffan Hellberg. 

1999. Svenska Akademiens grammatik 

                                                 
7
 The analogy is a deck of cards, where genitive words are 
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1 Introduction

Part-of-speech tagging is a basic component of nat-
ural language processing, and as such, needs to be
as accurate as possible, or any subsequent process-
ing will suffer. For Swedish, most tagger models
are trained on the Stockholm-Umeå Corpus (SUC
Ejerhed et al., 2006). As SUC is a balanced corpus,
SUC models are better representatives for general
language than models trained on news texts only,
which is a common scenario for other languages.
On the other hand, the corpus is a bit too small for
tagger training, considering the size of the tagset
needed to express the most common morphosyn-
tactic features of Swedish. This leads to poorer per-
formance than what has been reported for, for ex-
ample, an equally-sized English news corpus and
a much smaller German news corpus, tagged with
the statistical TnT tagger (Brants, 2000). Both the
English and German models show an accuracy of
96.7%, while the same tagger trained on SUC only
has an accuracy of 95.5%.
As SUC obviously is too small to be used alone

as training data for any higher-accuracy tagger, we
have used it as a seed corpus to bootstrap a much
larger, unannotated, corpus, that can be added as
training data. The bootstrapped corpus could rep-
resent another modality, domain or genre, if we
are looking for adaptation. This sort of bootstrap-
ping process has proved to be a viable approach (cf.
Forsbom, 2006; Merialdo, 1994; Nivre and Grön-
qvist, 2001; Sjöbergh, 2003). Here, we are in-
terested in seeing the effect the genre balance of
bootstrapped corpus has on the performance, when
drilling down by SUC genres.

2 Experimental Setup

The following bootstrap procedure was used:

1. Train a training model on all SUC.
2. Tag the bootstrap corpus using the training
model.

3. Train an evaluation model on the tagged boot-
strap corpus (not including SUC). For other
taggers than TnT, train a TnT lexical model
on the same data, to use for evaluation statis-
tics on known/unknown words.

4. Evaluate the evaluation model on 10 folds of
SUC, drilled-down by genre1.

5. (Train a final tag model on a concatenation of
all SUC and the tagged bootstrap corpus.)

For training and tagging, we used TnT and the
new open-source implementation HunPos (Halácsy
et al., 2007), with standard settings.
The labelled SUC corpus is a balanced corpus of

modern Swedish prose covering approximately 1.2
million word tokens. The 1,040 text samples are
meant to mirror what a Swedish person might read
in the early nineties.
The distribution of texts and tokens between gen-

res is shown in Table 1.

ID Genre Samples (%) Tokens (%)
a Press: Reportage 25.9 9.1
b Press: Editorial 6.7 3.5
c Press: Reviews 12.2 5.6
e Skills and Hobbies 11.9 11.5
f Popular Lore 6.0 9.4
g Biographies, essays 2.6 5.2
h Miscellaneous 13.9 13.9
j Learned and scien-

tific writing
8.3 16.4

k Imaginative prose 12.5 25.4

Table 1: Distribution of texts and tokens per genre
in SUC.

1URL http://stp.lingfil.uu.se/~evafo/
software/cross_validation_sets
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We tried the following large enough available
corpora for bootstrapping:

• Europarl (E), version 2 (Koehn, 2005)2. It is
a corpus of parallel texts in 11 languages from
the proceedings of the European Parliament,
1996–2003. We have used the Swedish part
(about 23.5 million words).

• Parole (P)3. It is a balanced Swedish corpus
of about 19 million words (of which 4.4 are
from novels, 13.6 from news papers, 0.4 from
popular science, and 1 from web texts).

• Scarrie (S). It is a Swedish news text corpus
of about 77 million words (Dahlqvist, 1999;
Ohlander, 2005). The texts are from two daily
papers: Svenska Dagbladet and Upsala Nya
Tidning, 1995–1996.

3 Results

In Figure 1, overall an individual genre results are
shown. As can be seen, all bootstrapped corpora
are better than the baseline SUC, particularly for
genres where SUC have little data.
Europarl, almost equal in size to Parole, but in-

cluding only one genre not present in SUC, does
fairly good on the c, g, and j genres, while it does
even worse than baseline SUC for the k genre.
Scarrie, on the other hand, which is almost three
times larger than Parole, but only includes press
genres, is not much better than Parole, except for
the g and j genres. Combined corpora do not im-
prove much over the best corpus included.
TnT is somewhat better for baseline SUC, while

HunPos is better for the bootstrapped corpora, as
HunPos also takes lexical probability into account.
In conclusion, Parole, or a similarly balanced

corpus of equal or larger size, seems to be the best
choice if we wish to represent general language.
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Abstract

This paper presents a method for word
alignment which re-uses parallel phrases
from manually word aligned texts. We
show the method’s potential on two cor-
pora and discuss which phrasal features
are important for word alignment quality.

1 Introduction

Phrase-based models have been shown to be su-
perior to word-based models for machine transla-
tion (Koehn, 2003). An advantage of phrases over
word-based models, both for translation and word
alignment, is that they capture non-monotone
alignments at the token level, including deletions,
additions and inversions. When the monolin-
gual data is tagged, e.g., by lemmas, parts-of-
speech and/or morphological categories, there is
also the possibility to generalize phrases by replac-
ing words by categories.

In this study we investigate phrase-based algo-
rithms for high-precision word alignment. Beside
machine translation, a specific application of such
algorithms is for the extension of a small parallel
treebank, where word alignments have been val-
idated, to a larger one. For a human validator,
adding links usually takes less time than correct-
ing erroneous ones.

2 Word alignment with phrases

The idea behind phrase-based word alignment is
that parallel segments from manually word aligned
sentences can be used to align words in new sen-
tences. First, parallel phrases of different lengths
are extracted from a set of manually word aligned
sentences. Each parallel phrase contains a source
phrase, a target phrase and an internal word align-
ment as shown in Table 1. If a parallel phrase
matches words in a new sentence pair, the word

alignments within the phrase can be applied to the
new sentence.

Manually word aligned corpora tend to be small
in size and although extracted phrases produce
correct links in new sentence pairs, only a small
percentage of the words in the new corpus will be
covered. By generalizing words in the extracted
phrases with category information, e.g., part-of-
speech, extracted phrases will cover more words.

Source Target Links
in the union i unionen 0-0 1-1 2-1
P the union P unionen 0-0 1-1 2-1
P DET N P N 0-0 1-1 2-1
in this N , i V i det N V jag 0-0 1-1 2-2 5-3 4-4

Table 1: Parallel phrases

2.1 Generalized phrases

To investigate the potential of phrase-based word
alignment, all phrases of length 2-7 words were
extracted from 900 sentences of a manually word
aligned corpus of English-Swedish database soft-
ware manuals.

When matching phrases to sentences in a test
set, links proposed by longer phrases were pre-
ferred over links from shorter phrases. The result-
ing word alignments had a precision of 98% and
a recall of 48% when evaluated against the man-
ual word alignment of the test set. To improve
the coverage of the extracted phrases, new gener-
alized phrases were created by exchanging a num-
ber of corresponding source and target words in
each phrase with part-of-speech information. The
amount of generalization was controlled by two
thresholds:

1. L The minimum length of phrases that should
be generalized.

2. M The maximum number of words to gener-
alize in each phrase.
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During matching, longer phrases were pre-
ferred over shorter and in addition, more specific
phrases were preferred over general phrases. Us-
ing all possible generalizations of phrases (L=2
and M=7), recall increased considerably (80%),
but at the expense of precision (75%). The greatest
improvement in recall that maintained high pre-
cision was found by generalizing phrases at least
3 words long and generalizing at most 1 word in
each phrase with part-of-speech information. This
resulted in a precision of 98% and a recall of 60%,
which is an increase of 12 percentage points.

Phrases Precision Recall
Word 0.98 0.48
Word + PoS, L=2, M=7 0.75 0.80
Word + PoS, L=3, M=1 0.98 0.60

Table 2: Alignment of software manuals.

The results in Table 2 show that phrase-based
alignment will indeed produce high precision
alignments for the software manuals. However,
these texts contain a rather limited vocabulary
and simple grammatical constructions compared
to open domain text such as the EU parliament
proceedings (Europarl) which contains longer sen-
tences, a larger vocabulary and more grammatical
variation.

2.2 Heuristic alignment

The alignment method described above resulted in
very low precision scores using the same amount
of parallel text from the Europarl corpus. On
this corpus we have performed experiments with a
heuristic method that builds a matrix of all possi-
ble word alignments in a sentence pair where rows
represent source words and columns target words.
Scores are added to each cell in the matrix based
on a combination of "clues" such as lexicon prob-
ability or string similarity (Tiedemann, 2005).

We use the information in parallel phrases to as-
sign a score to each link proposed by our phrases.
Following the intuition from the previous exper-
iment, we consider longer phrases and phrases
containing word forms to be more reliable than
shorter phrases and phrases that mostly contain
parts-of-speech. Other features that might be rel-
evant are the phrase’s precision on training data
(TP), and the difference in position of source and
target words in a link (POS). These features were
combined into a score for each proposed link. Af-
ter adding scores to the matrix, the best link for

Features Precision Recall
t=4,specific 0.83 0.52
t=4,specific,length 0.80 0.55
t=4,specific,length,TP 0.84 0.55
t=4,specific,length,TP,POS=abs 0.88 0.56
t=4,specific,length,TP,POS=rel 0.88 0.57
t=10,specific,TP,POS=rel 0.97 0.27

Table 3: Contribution of phrase features.

each word was selected. A score threshold t was
used to remove links with very small scores.

Table 3 shows how each new feature contributes
to the word aligment quality. The length feature
improves recall at the expense of precision be-
cause it improves the score of links proposed by
longer generalized phrases. There is plenty of
room for optimization of the weight of each fea-
ture as well as of the features themselves. For
example, comparing an absolute and a relative
measure of word distance showed that the relative
measure improved both precision and recall.

3 Conclusion

We have presented phrase-based word alignment
and investigated its potential on two different cor-
pora. We have shown that phrase features can
be used to find correct word alignments. To in-
vestigate the full potential of the heuristic align-
ment method we need to optimize the phrase fea-
tures and their weights, e.g., using minimum error
rate training (Och, 2003). There are also alter-
native algorithms for making use of the informa-
tion contained in parallel phrases that remains to
be tried. Another line of research is to do a qualita-
tive comparison of the links we produce and those
of Giza++ (Och and Ney, 2003).
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Abstract
Recently there has been great advance in
building humanoid robots and other au-
tonomous systems. Acquiring new knowl-
edge through interactive learning mech-
anisms is a key ability for such sys-
tems in a natural environment. In re-
cent and ongoing work we focus on ap-
proaches for natural learning that enables
an autonomous system, such as a hu-
manoid robot, to acquire new information
through multimodal and natural language
dialogues with humans.

1 Introduction

Key aspects of learning approaches with natu-
ral language dialogue are that the learning mech-
anisms are performed autonomously and only
through interaction with the environment or with
other agents/humans. This means that in con-
trast to classical learning methods, dialog based
learning (DBL) doesn’t require a human opera-
tor to manually annotate data, such as in super-
vised learning. Rather, knowledge is extracted
from information acquired interactively. We have
applied such ’learning dialogues’ to person ID, so-
cial information about persons and object learning
in the domain of human-robot interaction. In con-
trast to supervised learning, learning dialogues are
error-prone, as are background processing meth-
ods that initialize or extend the knowledge base
using information extraction on the World-Wide-
Web. To reduce errors and improve knowledge
base quality, robust dialogue strategy design, cou-
pling of dialogue and speech recognition, and mul-
timodal processing have been examined. As the
human user is an important resource for learn-
ing dialogues, evaluation of such a system consid-
ers a complexity of dialogue metrics, subjective
user feedback, knowledge base quality and learn-
ing success.

2 The interACT receptionist as a
scenario for dialogue-based learning

In this abstract we briefly introduce our learning
scenario, outline the learning method, and summa-
rize key aspects, including conducted and ongoing
experiments.

A scenario where the approach of learning di-
alogues are examined in a social setting has been
established with the interACT receptionist robot,
which is located in a corridor in the entrance
area of our institute. The receptionist is a sim-
ple robotic platform with speech capabilities and
stereo vision. A stereo camera is mounted on a
pan-tilt unit for visual perception and person track-
ing. The task of the robot is to engage in a dialogue
with persons and create a model of people working
at the institute. The model includes names, face
snapshots, organizational roles, research interests
and other information. In the background, social
network models represent group structures and re-
searcher collaboration. By modelling such infor-
mation, the system serves as an autonomous web
site administrator for a Who-is-Who page, which
is accessible from within the institute, and which
reflects the system’s knowledge. Its learning task
includes learning of new persons, removing per-
sons from the knowledge base and correcting the
knowledge base.

The dialogue approaches presented here have
been implemented and tested in the dialogue man-
ager Tapas (Hartwig Holzapfel, 2008). It inte-
grates with the Janus speech recognition toolkit
and IBIS decoder, and the integrated real-time
tracking software Arthur1. The following sections
describe approaches and experiments with the in-
terACT receptionist scenario. An application to
semantic category acquisition and object learning
for a humanoid robot is presented in (Holzapfel et
al., 2008).

1http://isl.ira.uka.de/ nickel/arthur/
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Figure 1: knowledge entity model

3 A dialogue approach to dynamic
knowledge acquisition

Real life environments inherently carry dynam-
ically changing information, which the learning
system tries to model. Figure 1 shows the model
of a basic entity in the knowledge base. In the
receptionist task, entities represent persons. The
robot needs to interpret visual and acoustic data
(VIEWs) and understand the person’s name (AT-
TRIButes). The initial challenge is to identify a
person the first time with the correct name. After-
wards, the system associates an ID with the person
and can recognize the person, also using face ID.

The interACT receptionist dialogue system
comprises several dialogue modules for greeting,
identification, questions about person, robot info
and goodbye. We, as well as others, have found
that a modular dialogue strategy supports the de-
velopment of a complex system, with separate
modules for different dialogue tasks (Holzapfel
and Waibel, 2007). Furthermore, it allows to
switch single module implementations, without
influencing other modules. By using a modular
approach, we could also integrate the identifica-
tion module, which has been trained by a rein-
forcement learning approach, with other, hand-
written modules. In ongoing work we evaluate the
system in a long-term study with speech recogni-
tion experts, who work at the institute, and differ-
ent series of naive users, as institute visitors, where
the system was running 24 hours a day.

3.1 Integration with speech recognition and
dialogue strategies

The receptionist learning scenario requires recog-
nition of person names, project names or unknown
terms for research interests that are not covered by
the speech recognizer’s vocabulary. Thus it is nec-
essary to learn unknown words by OOV-detection
and dynamic vocabulary approaches or spelling.
A first integration of these components in dialogue
has been reported in (Holzapfel et al., 2006). Sub-
sequently we have improved name recognition and

word learning, e.g. multiple speech recognition
passes and name selection from social network
data to improve recognition rates. In further ongo-
ing work we address error-rate sensitive integra-
tion in the dialogue strategy, e.g. as in (Holzapfel
and Waibel, 2008), where Reinforcement Learn-
ing with a multimodal user simulation is applied
to optimize person identification dialogues.

3.2 Multimodal processing
Another important aspect of the learning scenario
is processing of multimodal data. In contrast
to other identification systems we address open
set identification, which includes unknown per-
sons, and online learning for both, user ID and
names. Besides integration of face ID and voice
ID (Ekenel and Jin, 2006), we analyzed confidence
measures for multimodal ID, and user ID estima-
tion with belief networks (Holzapfel and Waibel,
2008b), which improve integration with the dia-
logue strategy that can then dynamically decide
which modality to trust.
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Abstract

This paper outlines a project on the de-
velopment of a new hybrid unit-selection
and concatenative Russian TTS system.
Project is held within Federal Research
and Development Program in Priority Di-
rections of Development of Scientific and
Technological Complex of Russia in 2007-
2012. A new generation Russian TTS that
makes use of syntactic and semantic anal-
ysis and can be implemented in various
types of electronic devices is the major
aim of the project.

1 Introduction

Most of the TTS systems that were developed for
Russian are diphone or allophone concatenative
systems. It is well known that it is not possi-
ble to attain natural sounding of the synthesized
speech using these approaches. The unit selection
(US) approach currently provides the best synthe-
sis quality. There are very few Russian US TTS
systems and those are developed by international
companies. Probably due to this fact these systems
are generally characterized by relatively weak text
analysis (that is heavily language-dependent) and
are characterised by numerous mistakes in stress
and break assignment, inability to handle numer-
als, abbreviations and special signs correctly and,
finally, monotonous speech. Russian is an inflec-
tional language with variative stress position and
is full of homography. There is much room for
improving the quality of the synthesized Russian
speech that has been left comparatively intact.
The project is held within Federal Research

and Development Program in Priority Directions
of Development of Scientific and Technological
Complex of Russia in 2007-2012 and financed
jointly by Russian Federal Agency for Science and
Innovations (http://www.fasi.gov.ru) and Speech

Technology Center (http://www.speechpro.com).
Project started in April 2007 and is due to finish
in October 2009. Major aim of the project is to
develop a new Russian TTS system that provides
highly natural synthesized speech. Natural speech
means both good acoustic quality (provided by the
US technique), expressivity and “linguistically”
correct reading. Additional push to the to the latter
is given by the implementation of special speech-
oriented kinds of syntactic and semantic analysis.
Another feature of the system is its scalability

and state-of-the-art technological implementation.
The scalability means the system should be prone
to use in PCs, server platforms and mobile devices.
This is attained by implementing the so-called hy-
brid synthesis that combines features of concate-
native allophone and US synthesis. We use large
US speech databases (10 hours of speech for each
speaker (totally 8 speakers), segmented on differ-
ent linguistic levels) that include neutral and emo-
tional speech.
The system is designed for wide spectrum of

possible applications that are concerned with the
implementation of TTS system for optimization
of different industrial tasks. Major features of the
system may be summarized as thus:

• New solutions for Russian speech synthesis
that would result in higher quality of synthe-
sized speech when compared to existing Rus-
sian TTS systems;

• Implementation of syntactic and semantic
analysis for better naturalness of speech;

• Scalability of the system that allows for its
implementation for both personal computers
and mobile devices such as pocket PCs and
smart phones;

• Support of international standards (e.g.
MRCP) that would allow for easy integration
of the TTS system in other software modules;

• Large speech databases that are rich in into-
nation and include expressive speech;
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• Wide range of different synthesized voices.

The system is designed and implemented by
Speech Technology Center in collaboration with
the department of Phonetics, St.Petersburg State
University.

2 Outline of the System
A hybrid unit selection - concatenative TTS sys-
tem is being developed. The system is scalable,
so that it would attain best possible quality for
different computational environments. Full ver-
sion of the system includes both modules of US
and concatenative synthesis for best performance.
Concatenative module is bound to complement the
US one in case there are allophones that are not
found in the US database (or there is no good
match). That is actually very unlikely in the full
version, so it can be regarded as the US system.
Lite version for mobile devices relies on the re-
stricted US database and is to larger extent hybrid
since it inserts allophones from the the concatena-
tive TTS database in the US-generated signal. The
whole system is designed and configured so that it
supports major mobile operating systems, requires
little memory space, imposes low computational
load on the CPU of a mobile device and attains
high speech quality for the conditions given.
Large speech databases are used for US syn-

thesis. Each database contains about 10 hours of
speech for each speaker. Two hours are segmented
on different levels manually, the rest of the seg-
mentation is performed automatically in the force
aligment mode of a Russian speech recognition
system developed at Speech Technology Center.
The database contains reading of different texts by
the speakers. Some of texts are aimed at obtaining
intonation-rich and expressive speech.

2.1 Text Analysis
The following stages of text analysis is performed
at the stage of text analysis to minimize linguistic
errors in the synthesized speech:

• Handling of numerals. Correct grammatical
characteristics should be inferred from text
and assigned to digits in order to “read” them
properly, i.e. substitute digits with word-
forms in correct cases.

• Abbreviations. Abbreviations in Russian
may be read in different ways: letter by letter
or as a word. In the latter case it is also nec-
essary to detect the correct stress position.

• Special signs. Correct reading of special
signs ($, %, etc.) should bear certain gram-
matic characteristics that depend on the con-
text.

• Shortenings. The same shortening can cor-
respond to different referents. For example,
in Russian the words year, mountain, city,
and gram are conventionally shortened to the
same letter. Thus linguistic analysis should
be implemented in order to solve this ambi-
guity.

• Transliteration. Latin words should be
transliterated to cyrillics and read properly.

• Homonymy and homography disambigua-
tion. The same wordforms may have differ-
ent grammatical characteristics and be pro-
nounced in different ways (normally be-
cause of different stress position). Even in
case homonyms are pronounced in the same
way the homonymy should be disambiguated
since it may affect reading of other words.
Full homonymy disambiguation is possible
with syntactic and semantic analysis.

• Break assignment. Russian is characterised
by relatively long sentences (as compared to
English). Many intra-sentence breaks should
be placed, to large extent not bound to punc-
tuation. In this case linguistic analysis is
needed to place prosodic boundaries. Such
analysis is hindered by the relatively free
word order in Russian.

• Intonation types. In order to avoid
monotonous speech and attain natural sound,
intonation is modelled with a rich system of
intonation types. Currently we distinguish 31
different intonation types.

• Intonation center. Usually the phrasal stress
falls on the last stressed syllable. However in
some cases it may shift and this shift should
be predicted from text.

Automatic syntactic and semantic analysis is
needed to find better solutions to a number of
tasks mentioned above. Pure syntactic analysis
has strong restrictions in implementation due to
the inaccuracy of modern parsers, large number of
concurring parse-trees for one sentence and high
computational demands. At the same time context
analysis was shown to be a good option to imple-
ment in TTS systems. Thus a proper balance be-
tween precision and computational costs should be
found for the implementation of text analysis.
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Abstract 

 

This demo paper describes a proof-of-concept 
demonstrator highlighting some possibilities 
and advantages of using incrementality in 
speech synthesis for spoken dialogue systems. 
A first version of the application was devel-
oped within the European project CHIL and 
displayed publically on several occasions. The 
current version focuses on different aspects, 
but uses similar technology. 

1 Introduction 

Human interaction with spoken dialogue systems 
differ in many ways from their interactions with 
each other. One notable example is that spoken 
dialogue systems tend to have a strict concept of 
turns which makes the dialogue more similar to a 
ping-pong game than to humans conversing. 
Given that we aim at creating spoken dialogue 
systems that can engage in human-like conversa-
tion (note that although this is the case for most 
dialogue work at KTH, it is not true by necessity; 
for a discussion see Edlund et al., 2008), this rigid 
dependence on turns needs a solution. The pre-
sent paper discusses a step in that direction: the 
use of incremental varieties of speech synthesis. 
A brief background and discussion on incremen-
tality in spoken dialogue systems is given, fol-
lowed by a discussion of the specific require-
ments an incremental speech synthesis should 
meet, and a presentation of a prototype system 
meeting some of these requirements. 

2 Background 

If a spoken dialogue system is to achieve the re-
sponsiveness and flexibility shown by human 
interlocutors, it is essential that they process in-
formation incrementally and continuously rather 

than in large (utterance, or turn sized) chunks 
(e.g. Allen et al., 2001). In our work with the 
Higgins spoken dialogue platform (Skantze et al., 
2006) we have investigated incremental input in 
the incremental robust interpreter Pickering 
(Skantze & Edlund, 2004) and online analysis of 
prosody in /nailon/ (Edlund & Heldner, 
2006). We have investigated methods and ideas 
that require a spoken dialogue system to be in-
cremental in order to be fully exploited, such as 
the use of brief single word feedback utterances 
and brief feedback grunts (Edlund et al., 2005, 
Wallers et al., 2006). An incremental system is 
of little use, however, unless it is incremental 
throughout, and we now turn to speech synthesis. 

Incremental speech synthesis makes possible a 
wide range of behaviours that are common 
amongst humans in conversation, but that are 
currently unavailable to spoken dialogue sys-
tems. Barge-ins – human users barging in to the 
computer’s speech – for example, are currently 
handled in one of two ways: the system either 
assumes that the ongoing utterance is completed, 
which causes mismatch between what the system 
believes it has said and what the user has actually 
heard, or it assumes that the ongoing utterance 
has not been spoken at all, which causes unnec-
essary repetition. A system that produces its 
speech incrementally could handle barge-ins in a 
more flexible manner. Another example is self-
barge-ins. People regularly change their minds 
about what they are saying, and often do so 
seamlessly and without restarts. Incremental 
speech synthesis makes it possible to mimic this 
behaviour as well. 

3 Requirements  

Examples of requirements for incremental 
speech synthesis: 

• Must know what has been said. In order 
for the dialogue system to make in-
formed decisions on what to do when a 
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user barge-in has occurred or when it 
changes its mind about what to say, it 
needs to be informed of what has cur-
rently already been said. An incremental 
speech synthesis system should continu-
ously provide feedback on its progress to 
the dialogue system. 

• Must be able to halt, then continue/break 

as well as stop. Many user barge-ins are 
caused by events that are unimportant for 
the interaction, such as a door slamming 
or someone coughing. These events are 
often brief, and a system would be better 
off simply halting briefly when a noise is 
heard, and continuing at where it left off 
of the noise rapidly dissipates. Similarly, 
if a sound that causes the system to halt 
is subsequently interpreted as feedback, 
the system could again simply continue 
what it was saying, rather than restarting 
the entire utterance or skipping the re-
mainder of it. 

• Must be real-time and online. Although 
slightly circular (as incrementality is of-
ten used as a way of achieving online-
ness), an incremental speech synthesis 
system must be able to act in real-time 
and with a small and constant latency. 

4 Prototype 

The prototype presented here takes text and 
mark-up as its input and produces speech as its 
output. It is based on the standard diphone syn-
thesis used and developed at KTH, with addi-
tions to meet some of the requirements listed in 
section 2.  

The synthesis uses the timing information on 
word level (start-of-word, end-of-word) pro-
duced by the standard system to keep track of 
what words have been said. Together with mark-
up mapping word sequences to specific seman-
tics, this meets the requirement that the system 
know what it has said. Note that in the type of 
complex research system we are chiefly address-
ing here, it is common practice to modularise the 
system to the greatest extent possible, and the 
speech synthesis module in such a system would 
often be designed to work with little or no 
knowledge of the semantics of what it produces – 
these are the responsibility of higher-level mod-
ules. Incremental synthesis presents no pressing 
reasons to step away from this principle. The 
present solution is to have the module producing 
the surface representation of the utterance (which 

is what the speech synthesis takes as input) also 
generate mark-up tying words to abstract labels 
referring to meaning. The synthesis, then, only 
know how to read these labels. 

In the current implementation, utterances are 
pre-synthesised and then played back. To halt, in 
the simplest case, is merely a matter of temporar-
ily pausing the playback. There are complica-
tions, however. If the stopped mid-utterance, 
chances are that the stop will occur mid-word, 
which makes it difficult for the system to decide 
if the words should be deemed to have been said 
or not, bringing us back to the original problem 
of knowing what has been said. This can be 
solved by allowing the system to continue to the 
next semantic constituent break as specified by 
the input – normally a word – before stopping. 
This and several other solutions are being inves-
tigated in the prototype. 

References  

Allen, J. F., Ferguson, G., & Stent, A. (2001). An 
architecture for more realistic conversational sys-
tems. In Proceedings of the 6th international con-
ference on Intelligent user interfaces (pp. 1-8). 

Edlund, J., & Heldner, M. (2006). /nailon/ - software 
for online analysis of prosody. In Proc of Inter-
speech 2006 ICSLP. Pittsburgh PA, USA. 

Edlund, J., Gustafson, J., Heldner, M., & Hjalmars-
son, A. (2008). Towards human-like spoken dia-
logue systems. Speech Communication, 50(8-9), 
630-645. 

Edlund, J., House, D., & Skantze, G. (2005). The ef-
fects of prosodic features on the interpretation of 
clarification ellipses. In Proceedings of Interspeech 
2005 (pp. 2389-2392). Lisbon, Portugal. 

Skantze, G., & Edlund, J. (2004). Robust interpreta-
tion in the Higgins spoken dialogue system. In 
Proceedings of ISCA Tutorial and Research Work-
shop (ITRW) on Robustness Issues in Conversa-
tional Interaction. Norwich, UK. 

Skantze, G., Edlund, J., & Carlson, R. (2006). Talking 
with Higgins: Research challenges in a spoken dia-
logue system. In André, E., Dybkjaer, L., Minker, 
W., Neumann, H., & Weber, M. (Eds.), Perception 
and Interactive Technologies (pp. 193-196). Ber-
lin/Heidelberg: Springer. 

Wallers, Å., Edlund, J., & Skantze, G. (2006). The 
effects of prosodic features on the interpretation of 
synthesised backchannels. In André, E., Dybkjaer, 
L., Minker, W., Neumann, H., & Weber, M. (Eds.), 
Proceedings of Perception and Interactive Tech-
nologies (pp. 183-187). Springer. 

SLTC 2008

54



Improving presentation intonation with feedback on pitch variation 

 
 

Rebecca Hincks 
Unit for Language and Communication 

KTH 
hincks@kth.se 

Jens Edlund 
Centre for Speech Technology 

KTH 
edlund@speech.kth.se 

 
  

 
The use of speech analysis in teaching second 
language discourse intonation has traditionally 
relied upon the visual display of pitch contours 
over short segments of speech. A number of re-
searchers have pointed out that this method has 
considerable limitations. We report our test of 
the idea that valuable information about learner 
intonation can be gained by circumventing the 
contour visualization process altogether and 
processing the distribution of the pitch data only. 
We have developed a system that gives online, 
instantaneous and transient feedback on the stan-
dard deviation of fundamental frequency as 
measured in the perceptually relevant semitone 
scale.  
     Seven native speakers of Mandarin have prac-
ticed oral presentations with the feedback and 
been compared on the basis of change in pitch 
variation levels with a control group of seven 
speakers. Both groups increased their pitch varia-
tion with training, and the effect lasted after the 
training had ended. The test group showed a sig-
nificantly higher increase than the control group, 
indicating that the feedback is effective. There 
was however a great variation between individu-
als. 
     Our technique attempts to address the prob-
lems encountered by those second language us-
ers, such as Asian teaching assistants at Ameri-
can universities, who have difficulty making full 
expressive use of their pitch ranges as they 
speak. It is conceived as a component in a com-
puter environment for practicing oral presenta-
tions (Hincks, 2005). Like the majority of CALL 
systems, a presentation practice system would 
apply behaviorist theories of learning by provid-
ing environments for skills practice where learn-
ers are rewarded for meeting certain targets. 
Unlike most CALL systems, however, here the 
student input will be freely generated speech 
with an authentic communicative intent. Ena-
bling communication with a computer is no sim-

ple matter, yet much research points to the su-
premacy of communicative techniques when it 
comes to teaching a second language. Having the 
computer respond to the prosody of presentation 
speech rather than its lexical content is one way 
of having it react to the communicative intent of 
the speaker. In such a system, the target levels 
for prosodic variation would be flexible, allow-
ing for instructional scaffolding in response to 
the initial skills of the learner. By providing an 
environment for rehearsing a presentation, the 
system would encourage the use of self-
assessment by allowing learners to record them-
selves as they practice. Many learners are bewil-
dered by advice such as: ‘use more variation in 
your speaking style;’ such a system would allow 
them to test different styles on their own. Finally, 
like many applications of information and com-
munication technologies in learning situations, 
the application would stimulate lifelong learning, 
by being available to users outside traditional 
classroom settings. 
     The system used in the present experiments 
consists of a base system allowing students to 
listen to teacher recordings (targets), read tran-
scripts of these recordings, and to make their 
own recordings of their attempts to mimic the 
targets. Students may also make recordings of 
free readings. Furthermore, students can browse 
through targets, make new recordings and listen 
to their latest recording. The interface keeps 
track of the students’ actions, and some of this 
information, such as the number of times a stu-
dent has attempted a target, is continuously pre-
sented to the student.  
     The base system is extended with a compo-
nent providing online, instantaneous and tran-
sient feedback visualizing the degree of pitch 
variation the student currently produces. The 
feedback is presented in a meter that is reminis-
cent of the amplitude bars used in equalizers: the 
current amount of variation is indicated by the 
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number of bars that are lit up in a stack of bars, 
and the highest variation over the past two sec-
onds is indicated by a lingering top bar. The me-
ter has a short, constant latency of 100ms 
    The meter is fed data from an online analysis 
of the recorded speech signal. The analysis used 
in these experiments is based on /nailon/ online 
prosodic analysis software and the Snack sound 
toolkit. As the student speaks, a fundamental fre-
quency estimation is continuously extracted us-
ing an incremental version of getF0/RAPT 
(Talkin, 1995).The estimation frequency is trans-
formed from Hertz to logarithmic semitones. 
There are several reasons for this transformation: 
semitones are perceptually relevant, which 
moves us from fundamental frequency (an acous-
tic measure) to pitch (a perceptual measure; 
semitones are perceptually equidistant, so that a 
rise of one semitone from five to six is perceptu-
ally the same as a rise from 13 to 14). This gives 
us a kind of perceptual speaker normalization. 
Fundamental frequency distributions over a sin-
gle speaker also fit a normal distribution more 
closely if measured in semitones than in Hertz 
(Edlund & Heldner, 2007), making the following 
steps more reliable. 
       The next step is a continuous and incre-
mental calculation of the standard deviation of 
the student’s pitch over the last 10 seconds. The 
result is a measure of the student’s recent pitch 
variation. This value is normalized against a base 
value (in the present experiments, this is the 
pitch variation the student produced in the initial 
session). Finally, the meter utilizes a dampening 
function, making it impossible for students to  
max the meter out – the more bars that are lit up,  

the more variation that is needed to light another 
one. The pitch meter shows yellow bars when the 
pitch variation is low or similar relative to the 
student’s initial reading, and green bars when it 
is higher 
     While a system of this nature cannot tell a 
learner whether he or she has made pitch move-
ment that is specifically appropriate or native-
like, it should stimulate the use of more pitch 
variation in speakers who underuse the potential 
of their voices to create focus and contrast in 
their instructional discourse. It can be seen as a 
first step toward more native-like intonation, and 
furthermore to becoming a better public speaker. 
In analogy with other learning activities, we 
could say that a system like ours aims to teach 
students to swing the club without necessarily 
hitting the ball perfectly the first time. Most im-
portantly, because the system gives feedback on 
the production of free speech as well as specific 
utterances, it stimulates and provides an envi-
ronment for the practice of authentic communi-
cation such as the oral presentation. 
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Abstract 

This paper presents the first version of the 
Mobile Synface application, which aims 
to provide a multimodal interface for tele-
phone calls on mobile devices. The Mo-
bile Synface application uses a talking 
face; it will simulate realistic lip move-
ment for incoming voices. This applica-
tion works as a complement for mobile 
VoIP applications without modifying their 
code or their functionality. The main pur-
pose of this application is to improve the 
usability of mobile voice communication 
for hard of hearing people, or in noisy en-
vironments. 

1 Introduction 

Hard of hearing people are handicapped in mo-
bile telephone use because of the lack of visual 
information; what’s more, mobile telephones are 
usually used in noisy environments and this 
makes communication even more difficult. Syn-
Face (Beskow et al., 2004) attempts to provide a 
solution to the problem by providing visual 
speech support for telephone calls. The interface 
is based on a talking head which speaks the call-
ers’ words. In order to achieve this feature, the 
speech is recognized at the phoneme level, and 
the corresponding facial animation parameters 
are generated. 
    The Hearing at Home project (Beskow et al, 
forthcoming) focuses on the needs of hearing-
impaired people in home environments. The pro-
ject is researching and developing innovative 
solutions to support perception of speech and 
audio in domestic environments. 
    Nowadays, wired communications are being 
replaced by wireless solutions. People have wire-
less phone terminals in their houses so they can 
move freely while talking on the telephone. The 
proliferation of mobile phones shows that people 
do not want to be restricted to a fixed place when 

talking on the telephone. The Synface project 
was developed for desktop computers, so any 
person using the application cannot move freely 
because they have to be in front of their com-
puter screen. The Mobile Synface application 
aims eliminate this disadvantage. 

2 Description of the Application  

The desktop version of the SynFace application 
manages the whole process including speech 
recognition, visible articulation generation and 
face rendering. Mobile devices today cannot 
manage all the required processes, so the solution 
implied a distributed architecture limiting mobile 
device processes to the essential ones. For this 
reason, only the face rendering part may be per-
formed on the PDA (see Gjermani, 2008 for de-
tails), while speech recognition and visible ar-
ticulation generation should be performed on a 
server.  

The new requirements and limitations implied 
an important change in the systems architecture. 
As was stated before, the speech recognition en-
gine is located on the server, so voice should be 
routed through it. This new requirement implied 
the development of a conference server which 
allowed managing both VoIP calls, the call be-
tween the remote caller and the server, and the 
call between the server and the mobile device. 
The VoIP conference server was developed using 
the PJSIP project1, an open source SIP cli-
ent/server software. This server receives an in-
coming call, and after creating a new call to the 
mobile device, it connects both of them. When 
the connection is successful, the incoming audio 
from the first user, is also redirected to the 
speech recognizer. 

One of the main objectives of the application 
is to be completely independent of the VoIP ap-
plication. This is an advantage because the Mo-
bile Synface application would work with most 
of VoIP applications as long as the VoIP confer-

                                                 
1 http://www.pjsip.org/ 
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ence server is prepared to manage their proto-
cols. But it also implies that voice-lip synchroni-
zation cannot use any information provided by 
those applications. For this reason, a synchroni-
zation protocol has been introduced between the 
mobile application and the server. In addition to 
this, the mobile application estimates the net-
work delay for every frame request. Using this 
data, the application tries to compensate this de-
lay in order to maximize speech-lip synchrony. 
The resulting relation between lip movement and 
speech is shown in Image 1, when comparing 
audio wave and the jaw opening parameter. 

The communication between the mobile de-
vice and the server uses both TCP and UDP pro-
tocols. Each rendered frame is defined by corre-
sponding animation parameters provided by the 
server. That information is generated in real 
time, so when a frame is going to be rendered 
that information should be requested. In order to 
minimize the network delay in the request-
response process short UDP packages are used 
for this task. Only synchronization commands, 
because their critical importance, use TCP mes-
sages. This protocol only requires a low band-
width, approximate value of 2kbps, so the VoIP 
application can use most of available bandwidth. 

The application is resource demanding for the 
mobile device. For the first development the cho-
sen device was a Dell Axim X51v PDA, running 
Windows Mobile 5.0. It is equipped with an Intel 
PXA270 624MHz CPU, and an Intel 2700G 
graphics chip, with hardware supported 3D ren-
dering via the OpenGL ES API2. 

As it has been stated before, rendering time 
depends on network delay and mobile device 
hardware resources. Also, the third party VoIP 
application requires network and processing re-
sources, so the Mobile Synface application per-
formance deteriorates. 

The mobile version of the PJSIP project SIP 
agent has been used for call management. This 
simple application manages VoIP calls using the 
SIP protocol. In order to improve global per-
formance and decreasing network usage, the 
VoIP application was configured with a low au-
dio quality setting, audio was sampled at an 8 
kHz rate. The codec chosen for the test was the 
G.722 (PCMU), which provided good balance 
between CPU usage and network load. 

                                                 
2 http://www.khronos.org/opengles/ 

3 Evaluation  

Evaluations to date have been laboratory based, 
and focused on objective measurements of the 
application’s performance. These experiments 
have been focused on testing voice and face syn-
chronization, and measuring animation frame 
rate. The obtained results show that the delay 
between speech wave and face movement is 
lower than 90 ms, which is within acceptable 
values. The observed frame rate when the com-
plete system is working (an average value of 9-
10 fps) does not provide a desirable smooth ani-
mation. However, the final result does not show 
flickering. 
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Image 1: Voice-lip synchronization at the mobile 
device – the speech wave is shown together with the 
jaw opening parameter. 
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When people engage in conversation, they adapt the way they speak to the speaking style 
of their conversational partner in a variety of ways. For example, they may adopt a 
certain way of describing something based upon the way their conversational partner 
describes it, or adapt their pitch range or speaking rate to a conversational partner's. They 
may even align their turn-taking style or use of cue phrases to match their partner's. 
These types of entrainment have been shown to correlate with various measures of task 
success and dialogue naturalness. While there is considerable evidence for lexical 
entrainment from laboratory experiments, much less is known about other types of 
acoustic-prosodic and discourse-level entrainment and little work has been done to 
examine entrainment in multiple modalities for the same dialogue. I will discuss research 
in entrainment in multiple dimensions in the current literature and in our own research on 
the Columbia Games Corpus. Our goal is to understand how the different varieties of 
entrainment correlate with one another and to determine which types of entrainment will 
be both useful and feasible for Spoken Dialogue Systems. This is joint work with Agus 
Gravano and Ani Nenkova.  
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Abstract

In  this paper we  introduce evaluation  results
of  Crosslanguage  information  retrieval  for
two  small  languages,  Finnish  and  Swedish.
Our approach is based on machine translation
of  topics  and  usage  of  the  Frequent  Case
Generation method for management of query
term  variation  in  translated  topics.  Retrieval
results of more standard query term variation
management  approaches,  such  as  stemming
and  lemmatization  of  translated  topics,  are
also shown.

1 Introduction

Crosslanguage information retrieval (CLIR) has
become one of the research areas in information
retrieval during the last 10 years. The develop
ment and success of WWW has been one of the
key factors that has increased interest in retrieval
tasks where the language of queries is other than
that of the retrieved documents. There are vast
amounts of textual data in various languages
available electronically and the textual and lin
guistic abundance increases constantly. Thus
there is and will be a social need for retrieval
systems, where the user can state his/her search
request in native language and get the documents
in another language that he/she is capable of un
derstanding to the extent that some information
need is satisfied. Although real finished applica
tions of CLIR in the Web still mostly don’t exist
(despite Google’s Translated Search), it could be
approximated that some sort of CLIR applica
tions may reach maturity during 510 years.

CLIR has many approaches. One of the
most popular approaches to CLIR has been query
translation. When queries are translated, different
methods can be used: either the queries are trans

lated with electronic dictionaries or word lists,
with machine translation programs or using large
parallel corpora as translation’s knowledge
source. All these query translation methods have
been successful and they can also be mixed. Re
cently much research has been done using paral
lel corpora as translation resource, but also all
the older methods flourish. (Abusalah et al.,
2005; Kishida, 2005; Oard and Riekema, 1998).

2 Frequent  Case  Generation  and  MT
based CLIR

In this paper we shall combine available machine
translation programs of two small languages into
FCG, Frequent Case Generation, a recent method
for management of query term variation. Ma
chine translation has been used in CLIR as a
query translation tool e.g. for English, German,
French and Spanish, but not much for small lan
guages like Swedish or Finnish. FCG, on the
other hand, has been quite recently introduced to
monolingual management of query term varia
tion (Kettunen, 2008; Kettunen et al., 2007). It
has proven quite successful in management of
query term variation for morphologically com
plex or moderately complex languages. Thus it is
of interest to verify, if the method can be used in
CLIR of these same languages. Airio and Ket
tunen (2008) have tried FCG successfully in
CLIR, but in this context it was used with a dic
tionarybased query translation tool, Utaclir
(Hedlund, 2003; Hedlund et al., 2004).

We shall report evaluation results of machine
translated queries from English to Finnish and
Swedish. Materials of CLEF 2003 are used in the
tests and the process of query translation and re
trieval is arranged as follows:
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1) English CLEF 2003 topics are first trans
lated to target languages with available
machine translation programs for each
language. We translated separately title
and title and description fields from the
topics. Some of the used MT programs
are free web versions, some commercial
programs that have been used under test
license. Used programs for EnàSv
translation are Systran’s web translator
(http://www.systran.co.uk/), Google
Translate Beta
(http://translate.google.com/translate_t)
and Tolken99 (http://www.tolken99.net/,
version 4.2), a MT program for PCs. En
à Fi translations are done with Sunda’s
MT program (www.sunda.fi), Google
Translate and Teemapoint’s MT program
(www.teemapoint.fi, version 1.3).

2) After translation the translated topics are
normalized morphologically with
FINTWOL and SWETWOL lemmatiz
ers respectively. Lemmatized translated
topics are sent to FCG procedures that
generate variant keyword forms for
nouns and adjectives of each language’s
queries. The final translated FCG queries
are run in the textual database of the tar
get language in Lemur query engine and
results are evaluated with trec.eval. For
comparison also IR results of lemma
tized, stemmed and plain query transla
tions are shown.

3 Conclusion

Results  of  our  tests  show,  that  at  best  the  pro
posed  MT+FCG  CLIR  technique  works  at  least
as  well  as  usage  of  a  more  standard  dictionary
based query translation approach combined with
FCG  (Airio  and  Kettunen,  2008).  Achieved  IR
results  depend  mostly  on  the  quality  of  the  MT
program:  some  of  the  translation programs used
in  the  tests seem to  translate  topics much better,
while some produce quite  low level translations.
Worst results are achieved with Systran’s Swed
ish  web  translator.  PC  based  MT  program  for
Swedish,  Tolken99,  is  able  to  translate  the  que
ries  quite  well,  and  Google  Translate  succeeds
really  good  in  Swedish.  Sunda’s  Finnish  MT
program,  Google  Translate  and  Teemapoint’s
translator  are  more  even  in  their  translation  ca
pabilities, at  least  from the query point of  view,
although Google Translate seems  to get  the best
results most of the times. Translated Finnish que

ries  yield  at  best  very  good  performance  that
many  times  outperforms  performance  of  a  dic
tionarybased query translation method.
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1 Turkic languages 

Turkic languages – modern Turkish, Azerbaijani, 
Kazakh, Uzbek, Kyrgyz, Turkmen, Tatar etc. – 
form one of the largest language groups and 
these languages are very close in morphological 
and syntactic levels. These languages have rich 
morphological structures (it is possible to form 
very large number of word-forms from a given 
stem by adding the rich set of simple and com-
pound suffixes) and as a result it is very difficult 
to create an MT system for these languages 
(Fatullayev et al. 2008). Despite the morphologi-
cal and syntactic closeness, the vocabulary dif-
ferences are also characteristic for these lan-
guages and consequently the development of the 
MT systems for these languages is being carried 
out on two different directions: 

1. Development of the MT systems among 
Turkic languages; 

2. Development of the MT systems from/into 
Turkic languages into/from languages not 
belonging to this group. 

2 Dilmanc MT system 

Researches on the development of the practically 
useful NLP systems for Azerbaijani are being 
carried out since 2005 within the joint project of 
the Ministry of ICT of Azerbaijan and UNDP-

Azerbaijan (Dilmanc project). The 1st version of 
the Azerbaijani MT system (Dilmanc MT sys-
tem, www.dilmanc.az) is already developed and 
this MT system is one of the first softwares for 
Turkic languages. Dilmanc MT system for the 
present can translate on three directions – Azer-
baijani-English, English-Azerbaijani and Turk-
ish-Azerbaijani.  
Most languages of Turkic group are still less in-
vestigated languages, except modern Turkish 
[Oflazer (http://people.sabanciuniv.edu/oflazer/ 
pubs.html), Cicekli (http://www.cs.bilkent.edu.tr/ 
~ilyas/pubs.html)]. But, despite many researches 
dedicated to different aspects of the development 
of the MT system from modern Turkish the 
whole technology permitting to automate the 
translation process from this language has not 
been developed yet. Technology for the automa-
tion of the translation process from Azerbaijani 
developed within Dilmanc project is the first in 
this field. Most of the necessary works (devel-
opment of MT dictionaries, formal grammar for 
Azerbaijani, algorithms for the automation of the 
translation process from/into Azerbaijani, syn-
thesizer and analyzer algorithms of the Azerbai-
jani sentences etc.) are carried out for the first 
time (Fatullayev, 2005; Abbasov and Fatullayev, 
2007; Fatullayev et al. 2008). 
Dilmanc is a hybrid MT system developed on the 

Figure 1: Dilmanc MT system 
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basis of RBMT (Rule Based MT) and SBMT 
(Statistic Based MT) approaches. Because Azer-
baijani is an agglutinative language it is not pos-
sible to create many components of MT system 
(MT dictionary, active – frequently used suffix 
chains, disambiguation of suffixes etc.) without 
involvement of statistics. Besides “usual” statis-
tics, SB component of MT system is being de-
veloped at present by creating the parallel bilin-
gual English-Azerbaijani text corpus consisting 
of ≈10 000 sentences (as a first approximation).  
On the results of the test it is possible to say that 
the system gives good enough - intelligible trans-
lations in most cases (Fatullayev et al. 2008, 
http://www.science.az/cyber/pci2008/1.htm).  
Because the volume of the paper does not allow 
explaining of theoretical aspects of the automa-
tion of translation process we want to note some 
numerical characteristics of Dilmanc MT system: 

Azerbaijani-English direction.  
1. MT dictionary of Azerbaijani word stems 

(≈120000 lexical units); 
2. Active suffix chains database (≈1000 chains); 
3. Formalized rules for the lexical and syntactical 

disambiguation in Azerbaijani (≈1500 rules); 
4. Database of translations of the active suffix 

chains of Azerbaijani (≈2300 rules); 
5. Database of the formal signs of the parts of the 

sentence in Azerbaijani (≈2000 signs); 

English-Azerbaijani direction.  
1. English-Azerbaijani MT dictionary (≈115000 

lexical units); 
2. Database of the formalized rules for the lexical 

and syntactic disambiguation (≈1400 rules); 
3. Formalized rules for the synthesis of Azerbai-

jani suffix chains (≈300 rules); 
4. Database of the rules for the delimitation of the 

homogeneous parts in English (≈90 rules); 
5. Database of the rules for delimitation of 

clauses in the English sentence (≈40 rules); 

Turkish-Azerbaijani direction.   
1. Turkish-Azerbaijani MT dictionary (≈20000 

lexical units); 
2. Database of the equivalency of Turkish and 

Azerbaijani suffix chains (≈1000 chains). 
Besides these means the detailed help system is 
also developed. 
This list is only a small part of all algorithmic 
and non-algorithmic means developed within the 
frame of the Dilmanc MT system project. 

3 Tools of Dilmanc MT system 

Because MT systems give draft translation, it is 
important to work at this draft text in order to get 

more accurate translation. Editing the translated 
text can also become time-consuming when MT 
system’s interface does not provide users with 
appropriate tools.  
Dilmanc MT system has three types of tools for 
working with the translated text: standard editing 
tools, tools for improving the translation, tools 
for the insonation of the text in English (Creation 
of the software for insonation of the Azerbaijani 
texts is going on at present time).  
Standard editing tools exist in all text editors and 
they are the following: cut, copy, move, paste, 
format, open, print, save etc (These tools give 
possibility to users to edit the text without leav-
ing the translator).   
Tools for improving the translation are the fol-
lowing: highlighting the original sentence when 
user clicks on translated sentence and vice versa, 
possibility of choosing concrete meaning of the 
word which has multiple meanings, marking the 
words which are not included in the MT diction-
ary, applying original text’s format to its transla-
tion, creation of user dictionary etc (Fig. 1). 
In addition, technologies developed within the 
Dilmanc project can be used while developing 
other linguistic technologies (speech and other 
NLP systems) for Azerbaijani. Note, the re-
searches are carried out for Azerbaijani there is 
no doubt that developed technologies are also 
applicable for other Turkic languages. 

References  

Fatullayev R, Abbasov A, Fatullayev A. 2008. Set of 
active suffix chains and its role in development 
of MT system for Azerbaycani.  In: Proc. of 
IMCSIT-08, Wisla, Poland, pp.363-368 

Fatullayev R, Abbasov A, Fatullayev A. 2008. Pecu-
liarities of the development of the dictionary 
for the MT System from Azerbaijani.  In: Proc. 
of EAMT-08, Hamburg, Germany, pp.35-40 

Fatullayev R., Mammadova S., Fatullayev A. 2008. 
Statistical analysis of the factors influencing 
the translation quality of the Dilmanc MT sys-
tem. In Proc. of PCI-2008, Baku, vol. 1:96-99  

Abbasov A, Fatullayev A. 2007. The use of syntac-
tic and semantic valences of the verb for for-
mal delimitation of verb word phrases. In: 
Proc. of L&TC’07, Poznan, Poland, pp. 468-472 

Fatullayev A. 2005. Modeling the translation proc-
ess and determination of components of the 
MT system from Azerbaijani into English on 
the basis of this model. Transactions of Academy 
of Sciences of Azerbaijan, Vol. 25(2): 181-186  

SLTC 2008

64



Word Sense Discrimination Using Context Vector Similarity  

 
 

Atelach Alemu Argaw 
Stockholm University/KTH 

Stockholm, Sweden 
atelach@dsv.su.se 

 

 
  

 

Abstract 

 

This paper presents the application of context 
vector similarity for the purpose of word sense 
discrimination during query translation. The 
random indexing vector space method is used 
to accumulate the context vectors. Pair wise 
similarity of the context vectors of ambiguous 
terms with that of anchor terms indicated the 
possible correct translation of a query term. 
Two retrieval experiments were conducted us-
ing the discriminated queries and weighted 
maximally expanded queries.  The discrimi-
nated queries show a substantial increase in re-
trieval performance.    

1 Introduction 

In Cross Language Information Retrieval (CLIR) 
queries are posed in a language different from 
that of the document collection. Automatic trans-
lation of the queries to the language of the 
document collection is the most commonly used 
approach attributing to the fact that it is the least 
computationally expensive and the least resource 
intensive, when compared to the alternatives of 
document translation and Interlingua representa-
tion. One of the issues that need to be addressed 
during query translation is that of word sense 
disambiguation/discrimination where the task is 
to pick out the term with the correct sense in the 
current context among the possible translations 
given in the lexical resource utilized. Word sense 
disambiguation involves sense labeling and clas-
sifying or categorizing words into appropriate 
sense classes. Word sense discrimination (WSD) 
on the other hand, is not concerned about sense 
labeling, and aims to group the occurrences of a 
word into a number of classes by determining for 

any two occurrences whether they belong to the 
same sense or not. For Machine Readable Dic-
tionary (MRD) based CLIR, we need to auto-
matically determine the translation with the cor-
rect sense. In this paper we present an approach 
based on context vector similarity measures in a 
word space generated by random indexing. 

2 Experiments 

In information retrieval overall performance is 
affected by a number of factors, implicitly and 
explicitly. To try and determine the effect of all 
factors and tune parameters universally is a very 
complicated task. Therefore, our focus is in per-
forming univariate sensitivity tests aimed at op-
timizing a specific single parameter while keep-
ing the others fixed at reasonable values. In these 
experiments, our focus is to use context vector 
similarity in order to discriminate among poten-
tial translations, and determine the effect of such 
WSD in retrieval performance. Therefore, stem-
ming of the Amharic terms is done manually in 
order to avoid the inclusion of wrong translations 
that might potentially misguide the discrimina-
tion process. Out of dictionary words are as-
sumed to be named entities and are used as fuzzy 
match terms.  

 

2.1 Data  

We used the Cross Language Evaluation Forum 
(CLEF1) English collection, consisting of the 
LAT94 (56,472 articles) and GH95 (113005 arti-
cles) to generate the word space for sense dis-
crimination as well as to perform the retrieval 
experiments. 50 Amharic queries from the CLEF 
2004 were used for the discrimination and re-
trieval experiments.   

                                                
1 www.clef-campaign.org/ 
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2.2 Preprocessing 

For ease of use and compatibility purposes, the 
Amharic queries originally written using the 
Amharic script fidel were transliterated to an 
ASCII representation using a file conversion util-
ity called g22. Query terms that appear more than 
15 times were discarded as they turned out to be 
non content bearing words and introduce noise 
when translated. 
   The query translation was done through term-
lookup in an Amharic-English MRD (Aklilu, 
1981) containing 15,000 entries and an online 
Amharic-English dictionary3 with approximately 
18,0004 entries. Bigrams were given precedence 
for lookup over unigrams. The translated list of 
terms was further preprocessed by removing stop 
words and morphological analysis using the Por-
ter stemming algorithm5. The document collec-
tion is also morphologically normalized using the 
same algorithm.  

2.3 Word Sense Discrimination 

Given an Amharic query with N terms {wa1, wa2, 
wa3, …, wan} and corresponding English transla-
tions {wa1e1, wa1e2, wa1e3; wa2e1; wa3e1, wa3e2, wa3e3, 
wa1e4, wa1e5; …; wane1, wane2} we need to select the 
correct translation in the given context for the 
terms {wa1, wa3, …, wan}.  The term wa2 is labeled 
as an ‘anchor’ term since it has a single term 
translation. Each possible translation is then 
paired with the closest anchor term, in this case 
{(wa1e1, wa2e1), (wa1e2, wa2e1), (wa1e3 wa2e1) …}. In 
the cases where there are two anchor terms at the 
same distance as a term that needs discrimina-
tion, precedence is given to the anchor occurring 
before the current term in the query, and in cases 
where there are no anchor terms, each unique 
pairing will be taken. We then calculate the simi-
larity of the context vectors for each of the pairs 
of translated words, and from each group of 
translations for a single term, we pick the transla-
tion that has the highest similarity with the near-
est anchor term. The pair with the highest simi-
larity will be taken in the absence of anchors. 
   We used GSDM6 (Guile Sparse Distributed 
Memory) and the morphologically normalized 
                                                
2 g2 was made available to us through Daniel Yacob of the 
Ge’ez Frontier Foundation (http://www.ethiopic.org/) 
3 http://www.amharicdictionary.com/ 
4 Personal correspondence 
5 http://tartarus.org/~martin/PorterStemmer/index.html 
6 GSDM is an open source C-library for Guile, designed 
specifically for the Random Indexing methodology, written 
by Anders Holst at the Swedish Institute for Computer Sci-
ence. 

CLEF English document collection to generate 
the word space model using Random Indexing 
and train context vectors for syntagmatic word 
spaces (Sahlgren, 2006). We calculate the cosine 
similarity between the context vectors of each 
pair using the functions provided in GSDM. 

2.4 Retrieval Experiments  

The retrieval experiments were conducted using 
Lucene7. Two runs were designed for compari-
son purposes. Run1 used the discriminated que-
ries and Run2 used a maximally expanded and 
weighted queries. In Run2, all translations for 
each word as given in the MRD are taken, but 
lesser weights were assigned to those terms with 
multiple translations.  If a term has n possible 
translations, each of those translations are down 
scaled by assigning a weight of 1/n to each of the 
terms.  The results are given in the table below. 

 
 Relevant 

Total 
Relevant 
Retrieved 

map R-
Prec 

Run1 375 163 11.91 10.76 
Run2 375 129   5.79   4.83 

Table 1: Retrieval Results 

3 Concluding Remarks  

The results obtained show that there is a substan-
tial increase in retrieval performance when using 
the discriminated queries. The context vector 
similarity based discrimination works very well 
in picking out the correct translation. Further ex-
periments using 150 more queries are currently 
underway to give the results more statistical sig-
nificance and draw conclusions from.  
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In this paper we introduce a general framework
for transition-based parsing algorithms. Among
the algorithms that can be described in this
framework are deterministic and generalized LR-
parsing (Tomita, 1986), incremental tabular pars-
ing such as the Earley algorithm (Earley, 1970),
and projective and non-projective depenency pars-
ing (Nivre, 2008).

In the framework parsing is not viewed as a de-
ductive process, as is common for tabular parsing
strategies (Sikkel and Nijholt, 1997), but instead
as a functional process in the spirit of recursive as-
cent parsing (Leermakers, 1993).

1 Automata
An automaton in this framework is a tuple
(!,",!0,"F , S,R), where ! is the input alpha-
bet, " is a set of parsing states (forming a monoid
together with the operation ! and the zero "),
!0 # " is the initial state, "F $ " are the final
states, and S # ! % " & " and R # " & " are
the transition functions for the automaton (called
shift and reduce respectively).

A configuration is a pair '", !( # !! % ", of
the remaining input and the current state of the au-
tomaton. The basic idea of transition-based pars-
ing is to shift one word from the remaining input
to the current state, and then reduce the state any
number of times. This is repeated until the input is
exhausted. Reducing any number of times means
that we take the union (!) of all possible reduc-
tions. This can be defined recursively as the aux-
iliary function R!(!) = ! ! R!(R(!)), with the
base case R!(") = ".

The parsing function P # !! % " & " can
finally be defined recursively by:

P (w", !) = P (", R!(S(w,!)))
P (#,!) = !

An input string w1 . . . wn is accepted by the au-
tomaton if P (w1 . . . wn,!0) # "F

2 Examples

Here we give some brief examples of algorithms
that have a natural formulation as a transition-
based automaton. Due to space limitations, we
only describe the type " of parsing states, and the
transition functions S and R. The initial and fi-
nal states, as well as correctness proofs, are left as
exercises for the interested reader.

2.1 Deterministic LR(0) parsing

LR parsing uses a set Q of LR states, a goto re-
lation G $ ! % Q % Q, and a reduce relation
R $ Q % ! % N. These relations are compiled
from a context-free grammar (Knuth, 1965).

A parsing state ! # " is a stack of LR states, or
the failure state ". When combining two stacks,
!!!", we assume that one of them is". Otherwise
the grammar is not LR(0), and we cannot parse
it deterministically. The top state of a stack ! is
denoted top(!), and the result of popping the top
state is denoted pop(!).

The shift function S is defined as S(w,!) =
q!, if there is a q such that G(w, top(!), q), "
otherwise. The reduce function R is defined as
R(!) = S(w,popn(!)), if there are w, n such that
R(top(!), w, n), " otherwise.

2.2 Generalized LR(0) parsing

Conceptually, GLR parsing handles a set of stacks
in parallel, shifting and popping on each one of
them. The naive implementation leads to an expo-
nential number of stacks, and the problem is how
to store these stacks in a compact way. One way
to store the stacks is to implement the parsing state
! # " as a directed acyclic graph where each node
q#i$ is an LR state q annotated by an input position
i. The topmost nodes in ! are denoted top(!).
Popping is an operation that applies to nodes in !:

pop!(q#k$0 ) = {q#i$ | (q#k$0 )& q#i$) # !}
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Shifting a new token w onto the graph means that
we add a new edge [q#k+1$ )& q#k$0 ] for each q#k$0 #
top(!) and each q such that G(w, q0, q):

S(w,!) = ! * {q#k+1$ )& q#k$0 |

q#k$0 # top!, G(w, q0, q)}

Reducing means that for each q#k$0 # top(!) such
that R(q0, w, n), we pop n times to get q#i$n , and
add a new edge [q#k$ )& q#i$n ], where G(w, q):

R(!) = ! * {q#k$ )& q#i$n |
q#k$0 # top!, R(q0, s, n),

q#i$n # popn
!(q#k$0 ), G(s, qn, q)}

2.3 Earley parsing
The Earley algorithm (Earley, 1970) is often for-
mulated in a deductive setting, but it can also be
regarded as a transition-based algorithm. A pars-
ing state ! # " is a sequence of Earley states
'E0, . . . , Ek(, where each Ej is a set of Earley
items [i, A & $ ·"]. Shifting w means that we add
a new Earley state Ek+1 constisting of the items
which search for w:

S(w, 'E0, . . . , Ek() = 'E0, . . . , Ek, Ek+1(
where Ek+1 = {[i, A & $w · "] |

[i, A & $ · w"] # Ek}

This new state is created by the Earley rule shift.
The other two inference rules, predict and com-
bine, are used when reducing the current Earley
state Ek:

R('E0, . . . , Ek() = 'E0, . . . , Ek * E"
k * E""

k (
where E"

k = {[k, B & ·%] |
[j, A & $ ·B"] # Ek,

B & %}
E""

k = {[i, A & $B · "] |
[j, B & %·] # Ek,

[i, A & $ ·B"] # Ej})

2.4 Projective dependency parsing
Projective dependency parsing (Nivre, 2008) is
not based on a context-free grammar and does
not build phrase structure trees, instead it uses a
trained oracle to build dependency structures. De-
spite being very different from the previous exam-
ples, there is a natural formulation as a transition-
based automaton.

A parsing state ! # " is a pair '&, A( of a stack
& # !! of input tokens and a dependency graph
A $ !2%L, where ! are the nodes and the edges
are labelled with dependency labels ' # L.

Shifting a symbol just puts it first in the stack:
S(w, '&, A() = 'w&, A(. The result of reducting a
state ! depends on the oracle O # " & {0, 1,"}.
If i = O(!) # {0, 1}, then we continue reducing:

R('w0w1&, A() = 'wi&, A * {wi
")& w1%i}(

If i = ", we stop reducing by returning ".
Since the same word form can occur in several

positions, we assume that each input token is la-
beled by its input position. The input should thus
be of the form: “the1 cat2 sat3 on4 the5 mat6”.

3 Discussion
We have introduced a framework for transition-
based parsing, which incorporates many differ-
ent parsing algorithms. In the present description
there is no lookahead to help decide when and how
to do the reduction, which many algorithms make
use of. This is not a real problem, since only small
straightforward changes has to be made.

All abstract frameworks hide some implemen-
tation issues that are necessary for efficiency, and
so does this. In particular, the function R! can be
implemented slightly differently depending on the
underlying parsing state. However, compared to
deductive approaches, our framework is neverthe-
less closer to a practical implementation while still
being an abstract framework.
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