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Abstract 

The so-called ‘chorus’ or ‘ensemble’ effect is interest-
ing both musically and perceptually. It is usually imitated 
in effect devices using slowly varying time shifts, giving 
the impression of rotating speakers rather than of an en-
semble. Dolson found in 1983 that the quasi-random am-
plitude modula-tion of beating partials alone can cue the 
perception of ensemble. The small changes in frequency, 
he found, are less salient perceptually. This suggests an 
alternative simulation of the chorus effect.  

Attempts were made to corroborate Dolson’s finding, 
and to simulate ensembles in the frequency domain by 
modulating only partial tone amplitudes, using three ap-
proaches: filter banks, real FFT’s and complex FFT’s. 
The exact partial envelopes of a choral sound were found 
to be elusive, partly because the sidebands of one partial 
will overlap its neighbours at higher frequencies. The 
outcome of these trials is discussed and illustrated with 
sound examples. 

 

1. Introduction 

Using a phase vocoder as his primary tool, Mark Dol-
son [1] investigated ‘ensemble’ sounds, as distinct from 
the sounds of a single voice or instrument. He found that 
the prime requirement for the perception of an ensemble 
sound was that each harmonic must be modulated in am-
plitude. For each partial, this modulation must be random, 
independent of the other partials, and with a speed or 
bandwidth that is proportional to the frequency of the 
partial. Modulating the partial frequencies instead, he 
found, gave a weaker ensemble sensation.  

This finding is not surprising: instruments and voices 
that perform in ensembles have small frequency fluctua-
tions, which when the sounds are superimposed give rise 
to a profuse beating that follows the described pattern. 
Interestingly, if the members of an ensemble are about 
equally loud, then any given partial tone in the ensemble 

sound is likely to have almost 100% amplitude modula-
tion, at least in the lower half of the spectrum. This 
amounts to a rather violent agitation of the spectrum, 
compared to the small frequency fluctuations that are 
causing the beats. The total ensemble sound, too, will 
have a some random amplitude modulation, but the prob-
ability of all its partials cancelling to zero at the same 
instant is very small.  

A common studio technique for achieving ensemble 
sounds is to record multiple takes on parallel tracks and 
mix them. This often gives good results but is time con-
suming and requires a ‘live’ sound source to begin with. 
Repeatedly adding the same sequenced synthesizer track, 
for example, results only in increased loudness or strong 
comb filter effects.  

In music technology, the chorus effect is a popular de-
vice that aims to give some impression of ensemble from 
a single sound. Its exact implementations tend to be pro-
prietary, but some descriptions can be found in patent 
applications [2, 3]. Indeed, this classical device has al-
most assumed an identity of its own, to the point where 
the term ‘chorus effect’ is likely to be understood as the 
sound of three similar signals added together, each with a 
slowly oscillating time delay that is 120 degrees out of 
phase with the others. The result can be esthetically pleas-
ing, but it is only vaguely reminiscent of a full section of 
strings or of a choir (sound example 1).  

Here, therefore, we shall use the term ensemble effect 
to denote what we are after. We wished to investigate 
whether an algorithm might be devised that can transform 
one voice, even a static one, into a credible ensemble of 
many (loosely defined as “more than three”) voices. It 
seems likely that we would obtain progressively better 
ensemble simulations if we were to expand on the time-
delay approach, with more numerous signal replicas and 
better models for the delay functions [4]. However, Dol-
son’s results suggest that ensemble simulation might also 
be possible by performing only amplitude modulations in 
the frequency domain. Such an approach is also more 
likely to shed some light on how the human auditory sys-
tem might process the very complex signals of ensembles.  
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The goal of the present work was thus to find ways of 
modulating the partials of a solo sound so as to imitate the 
type of beating that occurs in ensemble sounds. The mod-
ulation should be in some sense random and its speed 
should increase in proportion to frequency. Ideally, a 
model for the modulations should be derived from record-
ings of real ensembles. The new algorithm should also be 
implementable in a real-time device, at least in principle. 
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Figure 1. Common principle for analysis (top) and simu-
lation (bottom). 

2. Method 

Three frequency-domain approaches were tried for an-
alyzing and modulating the spectral levels: a modified 
third-octave filter bank, a real-valued FFT, and a com-
plex-valued FFT. The principle was similar in all cases 
(fig. 1). For analysis, a real ensemble sound was passed 

through the analyzer. The amplitude variations in each 
band as functions of time were normalized and saved. For 
reconstruction, a solo signal was passed through the ana-
lyzer, with the gain in each frequency band controlled by 
the normalized amplitude data. The normalization is nec-
essary, since the raw amplitude data also contains infor-
mation on the particular spectrum envelope of the ana-
lyzed signal. For example, if a choir sound is analyzed, 
we wish to disregard the particular vowel used by the 
singers. The result was evaluated subjectively by listening 
and by inspecting spectrograms.  

Interestingly, beats and amplitude modulation are ex-
actly equivalent, provided that the amplitude modulation 
has the sign preserved. The sum of two sine waves at fre-
quencies a ± δ equals twice the product of two sine waves 
at frequencies a and δ , as given by the trigonometrical 
identity: 

 
 sin(a+δ) + sin(a−δ) = 2 sin(a) cos(δ) (1) 
 
For small δ, this signal is perceived to beat with a fre-

quency 2δ, while for large δ , two tones are heard. The 
implication is that we might simulate two beating signals 
from one, by multiplying with a difference signal. To 
process a tone with many partials, this must be done sepa-
rately for each partial.  

2. 1  Filter bank approach 

In a live ensemble sound, there will be random beating 
on each partial tone. Given the well-known critical-band 
model of the auditory system, however, it may be that the 
resulting amplitude modulations need only be simulated 
per critical band. Hence we first tried a filter bank ap-
proach (also often called a band vocoder). This has the 
advantage of being conceptually straightforward, and 
easy to implement without problematic delays in pro-
cessing.  

Ideally, the filter bands should resemble bark filters, 
with an asymmetric frequency response that is steeper 
toward low frequencies than toward high frequencies. 
However, we believe a third-octave bank is a reasonable 
approximation for our purposes. We used a 40 MHz 
model PC/C31 signal processor from Loughborough 
Sound Images (now called Blue Waves), running the 
Aladdin Interactive DSP system from Nyvalla DSP, at a 
sampling rate of 16 kHz. The largest filter bank which 
could run in real time on this system, together with the 
noise modelling, was a twelve-band third-octave bank, 
with band centres from 500 to 6400 Hz. The lowest 
bandpass section was replaced by a second-order low-
pass filter.  

In order to analyze a solo and modulate it with beats, a 
recorded unison choir (sound example 2) was passed 
through the filter bank. For obtaining the amplitudes, the 
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output of each filter was rectified and smoothed, and 
stored in a multichannel disk file. For each band, the size 
of the amplitude fluctuations was normalized manually to 
full scale, using a waveform editor.  

The envelope detector measures the amplitude over 
some several cycles of the signal. If the cut-off frequency 
for the smoothing filter is set too low, only ‘slow’ ampli-
tude variations will be detected. If it is set too high, the 
signal itself will leak through. Thus, the approach will 
work only if those modulations that cue the perception of 
ensemble are slow in this sense.  
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Figure 2. Example of simulated amplitude modulation 
curves for Band 10 (upper) and Band 1 (lower). The ver-
tical axis is relative amplitude and the horizontal axis is 
time in seconds. Negative amplitudes will change the po-
larity of the output signal, which is consistent with the 
effect of beats. 

 
When smoothing with first-order low-pass filters at 

10 Hz, and applying the resulting modulations to a solo 
input, the audible result did have a weak ensemble effect, 
but the solo sound was still dominant in the output (sound 
example 3). Instead, we devised a simple heuristic model 
for simulation of beating, based on the results for fre-
quency flutter of Ternström and Friberg (1989). For each 
of the twelve bands, independent white noise was filtered 
through a second-order resonant low-pass filter (“for-
mant”), with a Q factor of 5 (fig. 2). This signal was mul-
tiplied with the signal coming through the bandpass filter. 
The resonance frequency was scalable, with 1% of the 
band centre being a default value. For example, for the 
bandpass filter centered on 1 kHz, the amplitude modula-
tor would be a narrow-band noise centered on 10 Hz. 
This corresponds to an average beat frequency of 2% of 

the fundamental, which translates to a frequency scatter 
(standard deviation over singers in mean fundamental 
frequency) within the choir section on the order of plus or 
minus 15-20 cent. This is a tolerable level of scatter in 
real choirs [5].  

The filter bank with simulated beats can be heard in 
sound example 4. A “stereo” presentation was achieved 
by alternately counterphasing the bandpass outputs on the 
left and right channels. The sound is somewhat synthetic 
but has an unmistakable ensemble character. 

2. 2  Real-valued FFT approach 

The Fourier Transform works like a filter bank, in 
which the spacing between the bands is linear. The mag-
nitude and phase within each band can be obtained from 
the real and imaginary parts produced by the algorithm. 
For studying the envelopes of the individual partials with 
a minimum of computation, it would be convenient to 
obtain a compact spectral representation with exactly one 
data point per partial. This would work like a filter bank 
with one band aligned to each partial. The most straight-
forward method is to use the Discrete Fourier Transform 
(DFT) with a window size of exactly two periods of the 
source signal. Since the DFT is very slow, we would like 
instead to use the Fast Fourier Transform (FFT). A prop-
erty of the FFT is that it must have a window size of 2n . 
Since we cannot align the FFT window size, we instead 
align the input data to the FFT. This can be done by 
resampling the input signal such that two periods fit ex-
actly into one FFT window. Both these methods assume 
that the source sound is harmonic, which is true in the 
case of solo strings or voices. A time series of amplitude 
values is obtained by sliding a FFT window along the 
signal. For this application, the windowing function was 
set to the square root of a Hamming window, with an 
overlap of exactly 50%. After performing the inverse FFT 
to recreate a time signal, the same windowing function 
was applied. As a result, the overall windowing function 
becomes a normal Hamming window. The choice of win-
dowing function is not trivial and there may be better 
solutions than this one. 

The real-valued FFT is a better analyser than the filter 
bank, in that it does not try to approximate the amplitude 
data. Recall that with the filter bank, several partials may 
fall within one band. A drawback is that more data is 
generated; and the problem remains of detecting rapid 
amplitude variations (as with the filter bank).  
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The real-valued FFT approach was tested using the 
sndan package for UNIX by James Beauchamp. As test 
data, binaural recordings on analog tape of a male choir 
singing unison vowels were used. These recordings were 
sampled in stereo at 32 kHz, and the longest sustained 
vowels (about six seconds) were selected for analysis. In 
order to make the harmonics fit the bands of the FFT, the 
average fundamental frequency F0 had to be determined, 
which we did using the sndan tools mqan and fcheck. 
The drift in mean F0 was assumed to be zero over the six 
seconds. The partial amplitudes were tracked using the 
program pvan (which also tracks the frequencies of the 
partials; not used here).  

The result of the analysis process was an array of am-
plitude vectors, one for each partial. The vectors con-
tained one amplitude value per overlapping FFT window. 
This data was read into Matlab and used to modulate a 
harmonic series of sinusoids with an amplitude of one. 
This procedure amounts to a resynthesis of the original 
data, but with all phase information discarded. Further-
more, the amplitude modulations obtained in the analysis 
are fairly slow due the rectify-and-smooth detection prin-
ciple. A consequence of these two limitations is that small 
frequency variations in the original are lost, resulting in a 
sound with reasonable amplitude modulations but a per-
fectly static pitch (sound example 5, fig. 3). This result 
was deemed unsatisfactory and prompted us to continue 
with the complex-valued FFT.  

2.3  Complex-valued FFT approach 

When analyzing using the real-valued FFT, we dis-
carded the phase information of the signal. This is not a 
problem when the amplitude of the studied partial is con-
stant or changes only slowly, but when the amplitude 
modulation of a partial becomes “fast”, the difference 
between amplitude and frequency modulation becomes 
smaller. One consequence of disregarding the phase in-
formation is that the spreading of the signal around each 
FFT band centre always will be symmetrical. (Hint: think 
of the FFT as a heterodyne radio receiver, where the sig-
nal is mixed down with the band centre frequency, and 
thereby is transposed down in frequency such that ze-
ro Hz becomes the new band centre.) If we use the com-
plex amplitude instead, from which we can obtain magni-
tude and phase, we can resynthesize the data with an 
asymmetric spreading. The exact reason for this is beyond 
the scope of this report. Apart from the preservation of 
complex amplitude data, the complex-valued FFT analy-
sis method is no different from the real-valued FFT meth-
od. This applies also to resynthesis. A comparison of an 
original and a resynthesized solo sound is given in sound 
example 6; there is almost no audible difference. 

By cross-synthesis we mean taking the normalized 
modulation functions from an ensemble sound and apply-
ing them to a solo sound. The ensemble sound was ana-

 
Figure 3. Spectrogram of simulation using real-valued FFT (left) and the original ensemble sound (right).  
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lyzed using a custom Matlab program (Kahlin, 1999). 
This program resamples the signal and computes a com-
plex-valued FFT, in analogy with the real-valued FFT 
method described above, but it retains the full complex 
representation. For each partial, the data was then normal-
ized to the maximum magnitude to extract only the modu-
lations, and discard the static spectrum envelope. This 
requires an ensemble spectrum that is as flat as possible, 
for example using the vowel [a:], or there will be too little 
information in the upper part of the spectrum. 

A solo sound was then transformed to the frequency 
domain similarly to the ensemble sound, but without 
normalization. The normalized spectral data from the en-
semble sound was then multiplied with the spectral data 
from the solo sound, in the complex domain. This proce-
dure is often called “quadrature modulation”. The effect 
of this operation is that the spectral spreading of each of 
the partials in the ensemble sound will be shifted to the 
instantaneous frequency of  the corresponding partial in 
the solo sound. 

The result of the quadrature modulation was then 
transformed back to the time domain, with a complemen-
tary Matlab program. A typical result can be heard in 
sound example 7. The ensemble effect is acceptable ex-
cept for the tone attack and decay, which by design are 
outside the scope of this model. There is some “frizzle” at 
high frequencies; we believe this is due to quantization 
noise that becomes enlarged when normalizing the ampli-
tudes of very weak partials in the ensemble sound. When 
downsampled by two to 16 kHz, this distortion is greatly 
reduced (sound example 8).  

3.  Modelling the modulation function 

The purpose of modelling is to design a function of the 
(complex) amplitude variation of each partial that is simi-
lar to the natural variations in ensemble sounds. Ideally 
there should be a parameter controlling the degree of en-
semble sensation to apply to the input solo sound.  

In the filter bank implementation, the envelope detec-
tion can not be sufficiently detailed. Instead we chose to 
simulate the modulations using a noise low-passed 
through a resonant filter. In our setup, a scaling factor for 
the filter resonance frequencies affects proportionately 
the speed of all fluctuations. This translates perceptually 
into the amount of pitch disagreement between singers. 
The amount of spectral spreading of an individual partial 
is proportional to the modulation speed. Higher speeds 
correspond to faster beats, which are indicative of greater 
mistuning. Within certain limits, this scaling factor ap-
peared to work as a controller of the size of the ensemble. 
For small values of the scaling factor (slow variations) the 
result was similar to a conventional chorus effect device. 
There was a very clear spreading in pitches as the scaling 
factor was increased.  

When analyzing the partial amplitude envelopes in the 
real-valued FFT implementation, it was not possible to 
obtain enough data points for revealing a clear trend. 
Each six-second excerpt produces very little data for each 
partial tone, typically 1500-3000 amplitude values per 
envelope. This limits the number of spectrum sections 
that can be taken. It was noted that the spectral slope of 
such sections was not as steep as expected. This was 
probably due to the fact that the amplitude data was de-
rived from a rectified signal. For better results one would 
instead have to analyze the complex envelope spectra. 
This has not yet been done.  

 

4.  Summary and Discussion 

The three methods described here have different ad-
vantages and drawbacks. The filter bank is easy to under-
stand and implement, it has neglible inherent delays in the 
processing, and does impart a strong, almost exaggerated 
ensemble sensation; but the quality is a bit synthetic.  

The real-valued FFT method yields and uses infor-
mation on each partial and therefore has greater potential 
for precision than the third-octave filter bank. However,  
F0 must be determined separately.  

The complex-valued FFT method gives complete con-
trol in the sense that the original signal can be recon-
structed from the spectral representation. The implemen-
tation and especially the modelling of the modulations are 
complicated. A full model using the complex-valued FFT 
would have to include F0 tracking and adaptive 
resampling. Nevertheless, this is the most promising of 
the three methods for a high-fidelity simulation.  

With reference to Dolson’s result that amplitude 
modulations are sufficient for perception of ensemble, we 
now suggest that this assertion can be further qualified as 
follows. Pure amplitude modulations alone cannot simu-
late all aspects of the ensemble sound. The reason is that 
the notion of a signal amplitude is tied to a time window 
of measurement that is too long to capture the spectrum-
smearing properties of an ensemble at high frequencies.  

There remains to propose a model for the partial 
modulations in the complex-valued case. A stringent 
analysis would require multiple, independent recordings 
of a choir singing the same sustained vowel. It could also 
be worthwhile to try a complex-valued version of the fil-
tered noise modulation functions that were used for the 
filter bank. 

The resampling scheme which we employed incurs a 
lot of computation, but was chosen because we wished 
for a convenient representation of the modulation of each 
partial in an ensemble sound. Instead of resampling the 
input signal to align it to F0 , one might use a convention-
al FFT and try to find a model for how the spectral lines 
are blurred. We leave this for others to try. 
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