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ABSTRACT 

In this paper, we present a dialog system that was exhibited at the 

Swedish National Museum of Science and Technology. Two 

visitors at a time could play a collaborative card sorting game 

together with the robot head Furhat, where the three players dis-

cuss the solution together. The cards are shown on a touch table 

between the players, thus constituting a target for joint attention. 

We describe how the system was implemented in order to manage 

turn-taking and attention to users and objects in the shared physi-

cal space. We also discuss how multi-modal redundancy (from 

speech, card movements and head pose) is exploited to maintain 

meaningful discussions, given that the system has to process con-

versational speech from both children and adults in a noisy envi-

ronment. Finally, we present an analysis of 373 interactions, 

where we investigate the robustness of the system, to what extent 

the system’s attention can shape the users’ turn-taking behaviour, 

and how the system can produce multi-modal turn-taking signals 

(filled pauses, facial gestures, breath and gaze) to deal with pro-

cessing delays in the system.  

Categories and Subject Descriptors 

H.1.2 [User/Machine Systems]: Human Information Processing; 

H.5.2 [User Interfaces]: Natural Language, Evalua-

tion/methodology; I.4.8 [Scene Analysis]: Sensor Fusion 

General Terms 

Algorithms, Experimentation, Human Factors 

Keywords 

Multi-party turn-taking; Human-robot interaction; Gaze; Attention 

1. INTRODUCTION 
Robots of the future are envisioned to help people perform tasks, 

not only as mere tools, but as autonomous agents interacting and 

solving problems together with humans. Such interaction will 

have several characteristics that make the modelling of the dialog 

challenging. Firstly, the robot should be able to solve problems 

together with several humans (and possibly other robots) at the 

same time, which means that we need to model multi-party inter-

action. Secondly, joint problem solving is in many cases situated, 

which means that the spoken discourse will involve references to, 

and manipulation of, objects in the shared physical space. Thirdly, 

the robot should not just be able to execute actions commanded by 

humans, but it should also be able to engage in collaborative dis-

cussions and negotiation, since the robot and the humans may 

have different beliefs.  

The aim of this paper is two-fold: First, to present a dialog system 

that exhibits these characteristics, and is robust enough to be 

tested “in the wild”, interacting with hundreds of adults and chil-

dren. Second, to use a large corpus collected with the system to 

explore how the system can regulate the turn-taking in multi-party 

situated interaction, using multi-modal turn-taking signals such as 

filled pauses, facial gestures, breath and gaze.  

 

Figure 1: Two children interacting with Furhat. 

The system was exhibited at the Swedish National Museum of 

Science and Technology, in November 15-23, 2014. As can be 

seen in Figure 1, two visitors at a time could play a collaborative 

game together with the robot head Furhat, which has an animated 

face back-projected on a translucent mask, as well as a mechani-

cal neck [1]. On the touch table between the players, a set of cards 

are shown. The two visitors and Furhat are given the task of sort-

ing the cards according to some criterion. For example, the task 

could be to sort a set of inventions in the order they were invent-

ed, or a set of animals based on how fast they can run. This is a 

collaborative game, which means that the visitors have to discuss 

the solution together with Furhat. However, Furhat does not have 

perfect knowledge about the solution. Instead, Furhat's behaviour 

is motivated by a randomized belief model. This means that visi-

tors have to determine whether they should trust Furhat’s belief or 
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not, just like they have to do with each other. Thus, Furhat’s role 

in the interaction is similar to that of the visitors, as opposed to for 

example a tutor role which is often given to robots in similar 

settings [2]. 

To model such dialog on a deeper semantic and pragmatic level is 

indeed a challenging task, given the current limitations of conver-

sational speech recognition. However, our main goal here is to 

create a believable dialog agent that can be used as a test-bed for 

studying turn-taking and attention in dialog. Our approach has 

therefore been to exploit the redundancy offered by the multi-

modal nature of the interaction, where for example the movement 

of the cards can be used together with the noisy speech recogni-

tion to infer which objects are being discussed. The multi-party 

setup also allows the visitors to have a meaningful discussion with 

each other even in cases where Furhat’s understanding is limited.  

The paper is organized as follows: We will start with a review of 

previous work done on turn-taking in multi-party situated interac-

tion, as a background for our data analysis. After this, we will 

provide a detailed description of how the system was implement-

ed, in order to manage turn-taking and attention to users and ob-

jects in the shared physical space. Using the data collected from 

the museum, we will first analyse the robustness of the system. 

We will then explore how the system can utilize multi-modal cues 

to regulate turn-taking. Since the system's behaviour was system-

atically manipulated at the museum, we can now measure how the 

system's turn-taking and turn-yielding cues affect the users' turn-

taking behaviour.   

2. BACKGROUND 
In order to minimize overlapping speech, speakers in dialog have 

to synchronize their turn-taking [3]. To do so, speakers make use 

of turn-holding and turn-yielding cues, including prosody, syntax 

and gestures [4, 5, 6]. For example, when an utterance ends with a 

flat final pitch, syntactic incompleteness, or a filled pause, this 

indicates that the speaker wants to hold the floor. If the utterance 

ends with a rising or falling pitch, and is syntactically complete, it 

is typically a strong cue to yield the floor. As more turn yielding 

cues are presented together, the likelihood that the listener will try 

to take the turn increases. Thus, in order for a robot to appropri-

ately take the turn in interaction with humans, it should not only 

be able to detect these cues, but also display appropriate cues to 

signal that it wants to keep or yield the floor. For example, if there 

is a delay in the processing of the user's utterance, and the system 

does not immediately respond, there is a risk that the user does not 

know that the system wanted to take the turn, and therefore con-

tinues to speak, which might result in overlapping speech. In such 

cases, the system can benefit from starting to speak before the 

processing is complete [7], and display a turn-holding cue such as 

a filled pause. In face-to-face interaction, humans also use other 

turn-taking cues, such as gaze and facial gestures. The speaker 

typically gazes away from the listener during longer utterances, 

and then gazes back at the listener to yield the turn near the end of 

the utterance [8]. The listener typically looks at the speaker to 

signal that she wants to take the turn, then gazes away to signal 

that she has taken the floor. There are also other cues that indicate 

that a speaker is about to claim the floor, such as audible and/or 

visible inhalation [9]. In this study, we will use the data collected 

at the museum to explore if a robot could utilize such cues to 

signal that it is about to speak, in order to avoid overlaps. We are 

not aware of any previous studies that have done so on a wider 

range of multi-modal cues.  

Multi-party interaction differs from dyadic interaction in several 

ways. In dyadic interaction, there are only two different roles that 

the speakers can have: speaker and listener. In multi-party interac-

tion, speakers may take on several different roles, such as side 

participant, overhearer and bystander [10]. Also, in dyadic inter-

action, it is always clear who is to speak next at turn shifts. In 

multi-party interaction, this has to be coordinated somehow. The 

most obvious signal is to use gaze to select the next speaker [11]. 

Thus, for multi-party interaction between a robot and several 

users, the robot has to both detect the gaze of the users, and 

properly use its gaze to select the next speaker. However, it is not 

trivial to utilize eye gaze tracking in many practical settings, due 

to the need for calibration, limitations in field-of-view, and sensi-

tivity to blinking and occlusion. Many systems therefore rely on 

head pose tracking, which is a simpler and more robust approach, 

but which cannot capture quick glances or track more precise gaze 

targets. Despite this, previous studies have found head pose to be 

a fairly reliable indicator of visual focus of attention in multi-party 

interaction, given that the targets are clearly separated [12, 13, 

14]. 

Several previous studies have found that agents can shape the 

turn-taking and assignment of participant roles in multi-party 

interaction by the use of its gaze [10, 15, 16]. For the system to 

utilize gaze to select the next speaker, it must be clear who the 

agent is looking at. A problem with animated agents on 2D dis-

plays is that it is impossible for the user to see exactly where the 

agent is looking, a problem typically referred to as the Mona Lisa 

effect [1]. This is because the agent and user don’t share the same 

physical space. Thus, in a multi-party setting, this means that the 

agent cannot establish exclusive mutual gaze with one of the 

users, and in situated interaction the object that is the target of the 

gaze cannot be inferred. However, in previous studies, we have 

shown that if an animated face is back-projected on a 3D mask, as 

done with the Furhat robot head used here, the turn-yielding accu-

racy is improved [1], and humans can utilize the robot's gaze to 

disambiguate references to objects to achieve joint attention [17].  

In this study we will also investigate the effect of the system’s 

target of attention on who will respond. However, this study is 

different from the previous studies reported above in two regards. 

First, the robot has a similar role as the speakers, thus it does not 

have a clear “function” (i.e., acting as a tutor or quiz host). In a 

previous Wizard-of-Oz study on multi-party human-robot discus-

sion, where the robot had a task that is very similar to the one 

used here, we found that the addressee of many utterances is not 

so easy to determine [18]. Many utterances in more conversational 

settings are not targeted towards a specific person, but rather as 

open statements or questions. Second, the discussion in our task 

necessarily involves references to objects in the physical sur-

roundings. In such settings, speakers also naturally look at these 

objects. The speaker’s gaze can therefore be used by the listener 

as a cue to the speaker’s current focus of attention, so-called joint 

attention [19].This has been shown to clearly affect the extent to 

which humans otherwise gaze at each other to yield the turn [20]. 

In a study on modelling turn-taking in three-party poster conver-

sations, it was found that the participants almost always looked at 

the shared poster [21]. It is also important to note that objects do 

not only attract attention in conversation, placing or moving an 

object can also be regarded as a communicative act in itself [22]. 

We therefore think that it is important to also study the effect of 

the system's turn-yielding signals in dialog which involves refer-

ences to object in the shared space, as we have done here.   

 



3. SYSTEM DESCRIPTION 

3.1 Overview 
When two visitors are seated, Furhat starts the interaction by 

asking them for their names and whether they know each other. 

Then five cards are shown on the table and Furhat describes the 

sorting criterion, after which the discussion starts. When the task 

has been discussed for some time, a button is shown on the table 

that can be pressed to reveal the solution. Furhat will then com-

ment on the solution, comparing it with his own belief. After that, 

the players can play another round if they wish. An excerpt from 

an interaction is shown in Figure 31. After having played two 

rounds, the visitors were encouraged by Furhat to allow others to 

play. The system only manipulates the cards when switching 

between tasks – only the players can move the cards during the 

discussion. The tasks are defined in an XML-file, which includes 

the name of the objects, their true ranking values, the terms used 

for comparing them (“smaller”, “older”, etc.), etc. Thus, the game 

is very easy to extend with new tasks.  

The system was implemented using the open source framework 

IrisTK2 [23], which provides an event-driven modularized archi-

tecture for real-time multi-modal dialog processing. IrisTK comes 

with modules for vision, speech recognition, situation modelling, 

speech synthesis, dialog management, and the Furhat robot head. 

The main modules and events used in the museum setup are illus-

trated schematically in Figure 2. As can be seen, there are three 

main types of events: sense events which provide sensory data to 

the system, action events which make modules execute certain 

actions, and monitor events which a module generates before, 

after, or while it executes an action. The monitor events are essen-

tial for synchronization and sequencing of actions. Apart from 

generating sense events or reacting to sense events, modules can 

also act as interpreters (mapping low level sense events to high 

level sense events), generators (mapping high level action events 

to low level action events), and controllers (mapping sense events 

to action events). IrisTK also provides an XML-based formalism 

(IrisFlow) for rapidly developing controller modules, based on the 

notion of Harel statecharts [24]. As can be seen in Figure 2, we 

use two such controller modules running in parallel: one for dia-

                                                                    
1 A video of the complete interaction can be seen at 

https://www.youtube.com/watch?v=5fhjuGu3d0I 
2 http://www.iristk.net 

log management and one for attention. Thus, IrisFlow can be used 

to script both higher-level and lower-level behaviours.  

3.2 Input processing and Situation model 
The location and rotation of the users' heads, as well as their hand 

movements, are tracked using a Kinect camera (v2). Although the 

system can be configured to use the array microphone in the Ki-

nect camera, we used close talking microphones in the museum. 

The main motivation for this is that the Kinect array microphone 

cannot separate the sound sources from the two users and we 

wanted to be able to run parallel speech recognizers for both users 

in order to capture overlapping speech (for both online and offline 

analysis). Also, the array microphone does not work so well in 

very noisy environments, especially not the sound source localisa-

tion, which is essential for maintaining a multi-party dialog. The 

speech recognition is done with two parallel cloud-based large 

vocabulary speech recognition modules3, which allows Furhat to 

understand the users even when they are talking simultaneously. 

Since the speech is of a very conversational nature, the WER is 

typically very high (around 60%). However, as we will see in the 

evaluation, this is mainly due to errors in function words, and less 

due to errors in content words. Therefore, a deeper syntactic pars-

ing is not applicable here. Instead, during the discussion phase, 

the system uses robust phrase spotting to find whether one or 

more cards are mentioned, whether there is a superlative (“fast-

est”, “smallest”), whether the users think they are done, and 

whether the phrase is affirmative or not.  

As can be seen in Figure 2, the Situation model takes low-level 

events from the different sensors (Kinect, Touch table and ASR), 

creates a 3D representation of the situation, and then generates 

high-level events for the combined sensory data. The individual 

sensors themselves only provide information relative to their own 

coordinate systems, but since the Situation model keeps infor-

mation about the position of the different sensors, it can then 

translate these coordinates into a common 3D space. Also, if there 

are several sensors tracking the same users and objects, the Situa-

tion model can merge these streams into one coherent model, and 

map sensory events to a common set of user id:s. This way, 

speech recognition results from the microphones can be mapped 

to the right users based on their location, regardless of whether it 

is a microphone array or a close-talking microphone. Another task 

                                                                    
3 http://dragonmobile.nuancemobiledeveloper.com/ 

 

Figure 2: Overview of the different components and some of the events flowing in the system 
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of the Situation model is to keep track of when users enter and 

leave the interaction spaces of system agents (illustrated with grey 

circles in Figure 2), and generate appropriate engagement and 

disengagement events. (Although we only use one system agent 

here, the model allows for multi-agent systems). Finally, when 

cards are being introduced or moved on the digital table, the Sit-

uation model translates the 3D coordinates, and computes which 

items are being moved the most (which means that they should be 

considered to be in focus).  

3.3 Turn-taking and Attention 
As can be seen in Figure 2, the higher level sensory data is sent 

from the Situation model to the Dialog Flow and The Attention 

Flow. The task of the Dialog Flow is to manage the turn-taking 

and to generate responses from Furhat, whereas the Attention 

Flow keeps Furhat’s attention to a specific target. A simplified 

scheme of the turn-taking is illustrated in Figure 4. As can be 

seen, the system is typically either in a Speaking state or a Listen-

ing state. In the Listening state, the Dialog Flow instructs the two 

speech recognizers to start listening for speech using a certain 

silence timeout threshold. If a start-of-speech is detected from one 

recognizer, a message is sent to the Attention Flow to attend to 

that user (using the id generated by the Situation model) and to 

Furhat to raise the eye brows, in order to signal that he is attend-

ing to the spoken input. There might also be a second start-of-

speech if the other user starts speaking before the first speaker has 

stopped. When end-of-speech is detected (for both users), the 

system checks the Situation model to see whether the user was 

attending Furhat (as indicated by head pose) during some part of 

the utterance. If so, the system generates a turn-taking cue (such 

as a filled pause, inhaling or shifting the gaze away). Otherwise, it 

produces a backchannel (such as “mhm”) to indicate that Furhat 

is listening while the users are talking to each other. As discussed 

in the Background, the reason for producing a turn-taking cue is to 

prevent that the user continues speaking, since the cloud-based 

recognizers take about 500-1000ms to return the result. During the 

field trial at the museum, we experimented with different combi-

nations of turn-taking cues, as will be described in 4.2.  

 

Figure 4: General scheme for managing attention and turn-

taking 

Once the speech recognition results are received, the attention of 

the users is checked again. If still no attention has been given to 

Furhat, the system continues to listen for more speech. However, 
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take the turn if he is not addressed for some time. When the sys-

tem responds, either because of a silence timeout or because 

Furhat was addressed, it sends an action event to the Attention 

Flow to shift Furhat's attention depending on the type of utterance, 
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trated in Figure 4, Furhat also shifts the attention to an item if the 

card order changes. This can also generate a positive or negative 

gesture in Furhat's face depending on whether the new card order 

is an improvement or not, according to Furhat's belief model (as 

described in the next section).  
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Figure 3: Dialogue fragment from an interaction (translated from Swedish). Shaded (green) track shows where Furhat’s attention 

is directed. Card movements are illustrated in blue. Users’ head poses are illustrated with red plots, where a high y-value means 

the angular distance towards Furhat is small.  



As can be seen in Figure 2, the Attention Flow receives continu-

ous events about users and items moving from the Situation mod-

el, and sends continuous action.gaze events so that Furhat's atten-

tion to a certain target is maintained. There are four states the 

Attention Flow can be in (as instructed by the Dialog Flow): Idle 

(looking down, waiting for someone to interact with), Attend-

ingItem (looking at one of the cards), AttendingUser (looking at 

one of the users), or AttendingAll (shifting the gaze between the 

users). The 3D position of the target is transformed into neck and 

gaze movement of Furhat (taking Furhat’s position in the Situa-

tion model into account). If a shift in gaze is small, only the eyes 

move, otherwise the eyes move first, after which the neck move-

ment follows.  

3.4 Belief model 
Since Furhat’s role should be similar to that of the visitors’, and 

therefore not have perfect knowledge, his behaviour is motivated 

by a randomized belief model. This is a much more generic and 

flexible solution than programming the system with a fixed set of 

tasks and response sets. It is important that this belief model re-

flects both Furhat's belief about how the items should be ordered, 

but also his confidence in this belief. Moreover, the model should 

be able to generate consistent comparisons between items, so that 

if A is believed to be smaller than B and B smaller than C, A 

should be smaller C with a higher confidence than for the other 

comparisons. To meet these requirements, we first model Furhat's 

belief in the correct value for each item (Bi) as a deviation from 

the true value (Ti):  

 𝐵𝑖 = 𝑇𝑖 + 𝐼𝑔𝑛𝑜𝑟𝑎𝑛𝑐𝑒 ∗ 𝑟𝑎𝑛𝑑(−1,1) ∗ 𝑆𝐷�̅� (1) 

Ignorance is a constant that can be tuned to adjust how knowl-

edgeable Furhat should be in general, rand(-1,1) is a random 

value between -1 and 1, and 𝑆𝐷�̅� is the standard deviation be-

tween the true values of the items that are to be sorted. We also 

model Furhat's confidence in each belief as a Belief Deviation 

(BDi): 

𝐵𝐷𝑖 = 𝑈𝑛𝑐𝑒𝑟𝑡𝑎𝑖𝑛𝑡𝑦 ∗ 𝑟𝑎𝑛𝑑(−1,1) ∗ 𝑆𝐷�̅� (2) 

Uncertainty is a constant that can be tuned to adjust how confi-

dent Furhat should be in general. Thus, by adjusting the Ignorance 

and Uncertainty constants, we can tune Furhat’s personality (e.g., 

knowledgeable but unconfident, or rather ignorant but with a very 

high confidence). After testing out different values, it turned out 

that setting both these constants to 1 gave a balanced result, 

roughly similar to an average adult.  

This belief model can then be used to allow Furhat to compare 

two cards using a Z-test (treating BD as a standard deviation):  

 𝑍𝑖,𝑗 =
|𝐵𝑖−𝐵𝑗|

√𝐵𝐷𝑖
2+𝐵𝐷𝑗

2
 (3) 

The Z-value can then be transformed to a p-value (probability 

score) using the cumulative standard distribution. This p-value 

can then be mapped to natural language in order to express 

Furhat's confidence in his belief.  

As an example, let's say Furhat compares the top speed of an 

elephant (T=40km/h, B=48, BD=13), a tiger (T=64km/h, B=71, 

BD=13) and an ostrich (T=70km/h, B=79, BD=10). This model 

could generate the following comparisons (using the task tem-

plates): "I’m certain that the ostrich is faster than the elephant" 

(p=0.96), "This is a guess, but perhaps the tiger is faster than the 

elephant" (p=0.88), and “I have no idea whether the ostrich or 

tiger is faster" (p=0.69).  

3.5 Generating responses 
As described in 3.2 above, due to the high WER (especially for 

function words), the syntactic and semantic analysis is very lim-

ited. For example, we do not distinguish between questions and 

statements, but instead try to design the responses to be agnostic 

to this. However, in order to provide meaningful comments about 

the cards being discussed, the system must be able to track which 

cards are being talked about, both when the users address Furhat 

and when they talk to each other. In order to do so, the Dialog 

Flow maintains a focus stack with the five cards. As can be seen 

in Figure 4, cards are primed (moved to the top) in the focus stack 

when their names are detected in the speech recognition. Also, 

each time the card order changes, the card that has moved the 

most is primed. Thanks to this multi-modal redundancy, the sys-

tem can often generate meaningful responses, even when the 

speech recognition fails or deictic references are used.  

Figure 5 illustrates the basic scheme for selecting a response dur-

ing the discussion phase. To make the response varied, IrisFlow 

easily allows for several alternative responses which the system 

randomly chooses from, making sure there are no consecutive 

repetitions. In the task specification, each item may also be asso-

ciated with canned comments (“The ostrich has pretty long legs”) 

and/or questions that Furhat can ask the users (“have you ever 

seen a real lion?”), with an associated self-response for the next 

turn (“I have never been to a Safari”).  

 

Figure 5: Simplified flow chart for generating system response 

(R = Random choice, LU = Last user utterance) 
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During the 9 days the system was exhibited at the Swedish Na-
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children playing with adults (27%), and children playing with 

each other (33%). After completing one game, the players could 

choose to continue playing. 58 % of the pairs who completed the 

first game chose to do so (61% for children and 64% for adults 
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Using this data, we will first analyse the overall performance of 
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taking behaviour affects the interaction. For statistical analysis, 

we have used two-tailed tests and chosen an alpha level of 0.05. 
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4.1 System robustness 
As discussed previously, to implement a system that can engage 

in discussion with both children and adults in a real setting is a 

challenging task. It is therefore interesting to investigate how 

robust the system actually is. To do so, we randomly selected 9 

dialogs which we transcribed and annotated. The overall mean 

ASR WER was high: 63.4%, with a high standard deviation 

(38.3%): minimum 33.9% and maximum 94.3% (a dialog involv-

ing two very young girls, about 5 years old). Looking only at 

utterances involving at least one concept, the Concept Error Rate 

(CER) was 42.1%, indicating that content words (such as names 

of items) are indeed more easily recognized than other words.  

In another study on the same data set [25], we have also manually 

annotated the end of each user speech segment depending on 

whether the system should have responded to them or not, on a 

four grade scale: DON’T, IFNEEDED, GOOD, and OBLIGED. DON’T 

represents cases where the users are not yielding the turn or are 

directly addressing each other, whereas OBLIGED are cases where 

a user is directly yielding the turn to Furhat, and the other cases 

are somewhere in between. The count of speech segments and the 

respective CER for each category is presented in Figure 6. As can 

be seen, there are many cases which fall in the two middle catego-

ries, which shows that the discussion is of an open nature, and that 

the addressee of utterances is not so easy to determine. 17.4% of 

the system responses were done at inappropriate locations, which 

indicates that there is room for improvement when it comes to the 

timing of the system responses. Also, the CER is clearly lowest 

when the users are directly addressing the system. However, 

DON’T has a lower CER than IFNEEDED, which indicates that the 

users probably are speaking more clearly when directly addressing 

someone (the other user or the system), than otherwise.  

 

Figure 6: Count of speech segments and CER for the different 

turn-taking categories. 

Each correctly timed system response (i.e., all except DON’T), 

were then annotated based on whether the response was appropri-

ate or not. It turned out that 82.6% of them were appropriate, 

which is a surprisingly high number, given the relatively high 

CER. This indicates that the use of a focus stack (which tracks 

both previous speech activity and card movements) indeed helps 

the system to give appropriate responses.  

4.2 Taking the turn 
As described in 3.3, when the end of a system-directed utterance 

ended, the system used different turn-taking cues in order to pre-

vent the user from continuing speaking while the speech was 

being recognized by the cloud-based recognizers. This is schemat-

ically illustrated in Figure 7. After 500ms of silence at the end of 

the user utterance, a turn-taking cue (TTC) is generated. In the 

museum, we explored different combinations of cues that humans 

have been found to use. As discussed in the background section, 

humans often gaze away when they are about to take the turn. 

This behaviour was randomly used as a cue in 50% of the cases, 

and was contrasted with keeping the gaze towards the user in the 

other cases. In combination with this, we randomly selected be-

tween four different facial/verbal cues: (1) filled pause (“eh”), (2) 

a short breath, (3) smile, or (4) none of these. The breath was 

done by opening Furhat’s mouth a bit and playing a recorded 

inhalation sound (although it is questionable whether it was possi-

ble to hear in the noisy setting). Although smiling is not an obvi-

ous turn-taking cue, the purpose of the smile was to silently signal 

that the system somehow had reacted to the user’s utterance. 

Thus, in total, we used 8 different combinations of cues.  

 

Figure 7: Using turn-taking cues (TTC) to claim the turn 

In total, the system produced 1739 turn-taking cues in the com-

plete data set. Of these, we selected the 991 cases where both 

users actually looked at Furhat (as estimated by their head pose), 

somewhere during the darkened region in Figure 7. This was done 

to ensure that they actually had a chance to perceive the turn-

taking cue. To measure the effect of the cue, we then calculated 

the probability of user speech in a window 1000-1500ms after the 

end of the utterance (marked with “?” in Figure 7). The result is 

presented in Figure 8.  

 

Figure 8: Effects of turn-taking cues. Significant deviations 

from overall distribution (adj.std.res.) are marked with (*). 

A chi-square test shows that there is a significant main effect on 

the use of gaze (p<0.001), where gazing away has an inhibiting 

effect on the likelihood that the user will continue speaking. 

Looking at facial/verbal cues alone, all cues are significantly more 

inhibiting than no cue (p=0.042). However, the strongest effect is 

achieved by combining these cues, where a filled pause or a smile 

in combination with gazing away give significantly lower proba-

bility that the user will speak, and no cues give a significantly 

higher probability (p=0.005). Whereas no cue gives a fairly high 

probability of the user continuing speaking (33.8%), this can be 

reduced to 14.8% with the right cues. This indicates that the cues 

humans use for coordinating turn-taking can be transferred to a 

human-like robot and have similar effects. 

0

10

20

30

40

50

60

70

Don't If needed Good Obliged

Count

CER

500  ms

reply

User

System

first user utterance

TTC

?

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

Filled Smile Breath None

P
ro

b
ab

lit
y 

o
f 

u
se

r 
sp

e
e

ch

Facial/Verbal cue

Gaze away

Keep gaze

*

**

Gaze cue



4.3 Yielding the turn 
Next, we wanted to explore the effect of Furhat’s attention on the 

users’ turn-taking behaviour. In this analysis, we focus on ques-

tions from the system, since the target of Furhat’s attention was 

designed to vary randomly for these utterances. In total, there 

were 2454 questions posed by Furhat in the complete dataset. We 

can distinguish four attention targets: Furhat could either keep 

attending to the Previous Speaker (PS) who was speaking before 

Furhat, switch to the Other Speaker (OS), to Both users (shifting 

the gaze between them), or to some of the cards on the Table. We 

then look at which of the users responds: the Previous Speaker 

(PS), the Other Speaker (OS), Both users at the same time, or 

None of them (within 3 seconds).  The distributions are shown in 

Figure 9. As can be seen, Furhat’s attention has a strong influence 

on who will respond (p<0.001). Separate comparisons were also 

performed between PS and OS, and between Both and Table. The 

standardized residuals of these tests show several significant dif-

ferences (marked with “>” in the figure). First, we can note that 

by attending to one specific user (PS and OS), there is a high 

probability that this user will take the turn. But we can also note 

that the None category is reduced after a switch, which means that 

there is a bigger chance of getting a response if both users are 

involved in the discussion by switching addressee. Also, attending 

Both speakers when yielding the turn is more likely to result in 

simultaneous responses from the users, compared to when Furhat 

looks down at the Table. When Furhat looks down, it is instead 

more likely that the previous speaker will continue speaking.  

 

Figure 9: Users’ turn-taking behaviour after questions from 

Furhat, depending on Furhat’s attention. 

Next, we wanted to investigate how the users’ attention affects 

their likelihood to take the turn. As described in the Background, 

a listener typically looks at the speaker when she wants to take the 

turn. Also, in order to see where the speaker’s attention is target-

ed, the listener of course has to look at her. Thus, mutual gaze 

between the speaker and addressee should increase the likelihood 

of turn-transition. Using user head pose data, we analysed the first 

two gaze targets in Figure 9 (PS and OS) by splitting them de-

pending on whether the addressee was looking back at Furhat or 

not. The result is shown in Figure 10. The distributions were 

significantly different depending on where the users were looking 

(p<0.05). As can be seen, if the targeted user is looking back at 

Furhat, that user is more likely to take the turn. Thus, in order for 

the robot to efficiently yield the turn to a user, it should first en-

sure that the user is looking back at the robot. However, it should 

also be noted that Furhat’s attention still has a clear effect even 

when the users’ head pose are not directed towards Furhat. This 

indicates that the users might still glance at Furhat without turning 

their head (as captured by the Kinect camera).  

 

Figure 10: Users’ turn-taking behaviour after questions from 

Furhat, depending on Furhat’s and users’ attention 

As described above, when the system detected that the user's 

attention was not directed towards Furhat at the end of the user's 

utterance, a backchannel was produced to signal that Furhat was 

still listening, thus acting as a side participant [10]. However, 

sometimes he also switched attention to the other speaker during 

the backchannel. Although the pre-condition for making a back-

channel was that the users' main focus of attention was not to-

wards Furhat (as determined by the head pose tracker), this behav-

iour still had a significant effect on the turn-taking (N=980, 

p=0.013), as can be seen in Figure 11. This is interesting, as it 

shows that even when the robot acts as a passive side participant, 

it can still influence the turn-taking between the users. When the 

robot switches its target of attention to the other speaker, this user 

is more likely to continue speaking. As can be seen, this is at the 

expense of None, which means that the chances of keeping the 

conversation going is bigger if Furhat actively switches the target 

of attention while giving backchannels. 

 

Figure 11: Users’ turn-taking behaviour after backchannels 

from Furhat, depending on Furhat’s attention 

5. DISCUSSION AND CONCLUSIONS 
In this paper, we have presented a dialog system that was exhibit-

ed in a museum setting, interacting with hundreds of children and 

adults in multi-party discussions. The discussion also involves 

references to objects in the shared physical space, which is inter-

esting from a turn-taking perspective, as they also attract the inter-

locutors’ attention. Despite the challenging setting and task, the 

system most often managed to provide appropriate responses. 

This is likely due to the multi-modal redundancy exploited in the 

setup, where both card movements and speech recognition was 

used to allow the system to track which objects were being dis-

cussed.  

By systematically manipulating the robot’s behaviour and analys-

ing the data collected at the museum, we found that human-like 

turn-taking cues can effectively be used to signal that the system 

is claiming the floor, by letting the robot gaze away, while smiling 

or producing a filled pause. The robot’s attention also has a big 

influence on which of the users will take the turn, but the robot 
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should monitor the users’ attention in order to achieve mutual 

gaze to effectively yield the turn. Even when the robot is just 

acting as a passive side participant, its attention matters for which 

of the users is more likely to continue speaking.   

In the current setting, most of Furhat’s behaviour is motivated by 

hand-crafted policies that were tuned during extensive testing. 

However, we think that the setup described in this paper serves as 

a very useful test-bed for collecting data on situated interaction (as 

we have done), and then use this data to build data-driven models 

for Furhat’s behaviour. The test-bed will then allow us to evaluate 

these models in the same setting that the data was collected. As 

we saw in the evaluation, there is definitely room for improve-

ment when it comes to the timing of system responses. As report-

ed elsewhere [25], we have also used the annotated data to build a 

data-driven turn-taking model based on a large range of multi-

modal cues (e.g. head pose, words, prosody, card movement). 

Another interesting problem is to build more sophisticated models 

for Furhat’s visual focus of attention.  

One very important component in the system is the Situation 

model, which merges several sensor streams from different mo-

dalities, and allows Furhat to keep the attention to both objects 

and users in the 3D space. To test the generalizability of the mod-

el, an interesting next step would be to try it out in a multi-agent 

setting, and in scenarios where the discussion involves references 

to physical objects (tracked with vision or RFID). Since IrisTK is 

open source, other researchers should be able to re-use many of 

the components and mechanisms described in this paper to im-

plement similar applications.   

The exhibition at the museum also showed that both children and 

adults enjoyed the game, with several of them coming back to 

play more. We therefore think that the game could be a useful 

application in its own right, for example in an educational setting. 

The simple game concept (sorting of cards) allows the content to 

be easily customized for a particular topic.  
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