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ABSTRACT

A method for concatenative articulatory visual speech syn-
thesis has been evaluated. The method consists in using
concatenated units of articulatory parameter transitions from
the middle of one phoneme to the middle of the next as in-
put to a 3D parametric tongue model. The units were cre-
ated by segmentation of the Electromagnetic articulography
(EMA) measures in a database of 460 phonetically balanced
sentences collected at the University of Edinburgh. The
evaluation was made against the EMA database on which
the movements were based and against X-ray films of three
other speakers. The results show that the model replicates
the natural movements globally, but that the rare units in
the concatenation database may cause large differences be-
tween the synthesized and the natural utterance and that the
tongue root and tongue tip movements are too restricted in
the model.

1. INTRODUCTION

Evaluation is a central issue in speech synthesis, visual as
well as acoustic. The main problem is to define an objective
quality measure of the synthesis, as the underlying aim of
the evaluation is to establish the user’s subjective opinion of
the synthesis, i.e. how good or natural it sounds or looks.
The evaluation is generally carried out using test subjects
and measuring their opinion on a preference scale and/or
their performance in an intelligibility test (e.g. [1]).

For intraoral visual synthesis the situation is compli-
cated by the fact that the users are mostly unfamiliar with
intraoral articulator movements and that their judgement of
the synthesis hence would be of low confidence.

This paper therefor proposes two different methods to
evaluate tongue movements in a three-dimensional model.
Firstly against articulatory measures of test sentences in the
subject specific database upon which the model’s move-
ments were generated and secondly against tongue contours
extracted from X-ray films of three other speakers.

This research was carried out at the Centre for Speech Technology,
supported by VINNOVA (The Swedish Agency for Innovation Systems),
KTH and participating Swedish companies and organizations.

2. CONCATENATIVE ARTICULATORY VISUAL
SPEECH SYNTHESIS

The idea in concatenative articulatory visual speech synthe-
sis is to use a database of labeled articulatory transitions
between adjacent phonemes to control the parameters of an
articulatory model.

The model in the current study is the 3D KTH tongue
model [2], and its parameters are jaw height (JH), tongue
body (TB), tongue dorsum (TD), tongue tip (TT), tongue
advance (TA) and tongue width (TW). The concatenation
database contains the articulatory transitions from the mid-
dle of one phoneme to the middle of the next – refered to
here by the name diart in analogy with the term ’diphone’.

It has been argued in several articulatory studies (c.f.
[3] for a review) that the unit for articulatory organization is
the syllable, but the smaller diart unit was nevertheless used
here, as this size corresponds to the units in the acoustic
diphone synthesis used and because concatenative syllable
synthesis would require a much larger articulatory database.

2.1. The MOCHA database

The MOCHA-TIMIT database of 40 speakers producing
460 phonetically balanced sentences was collected at the
University of Edinburgh to train an articulatory based recog-
nizer [4] with Electromagnetic articulograph (EMA), Elec-
tropalatograph (EPG), laryngograph and video measures. A
subset ot the database is available free for non-commercial
use at http://www.cstr.ed.ac.uk/artic/mocha.html.

The phonetic label files and the EMA recordings of the
movement of one coil on the jaw and three on the tongue
(placed about 0.5, 3 and 6 cm from the tip) for one male
speaker of Southern English were used in this study to gen-
erate visual synthesis of the KTH 3D tongue model.

2.2. Generating the concatenation database

The EMA measures for the jaw and the anterior tongue coils
were first normalized and scaled so that they corresponded
to activation levels in the parametric model. This process,



described in [5], can be summarized e.g. for ����� as
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where ����� is the EMA measure of the vertical jaw move-
ment and ����� is that of the upper incisor reference coil.

The values for the tongue body and tongue dorsum pa-
rameters, 
���� and 
����, were instead determined at ev-
ery time sample � by a combinatory search to minimize the
Euclidean distance between the two posterior tongue coils
in the EMA data and the corresponding points in the 3D
tongue model.

Once articulatory parameter sequences had been gener-
ated for all the sentences, the sequences were cut according
to the MOCHA label files into diarts: the articulatory tran-
sitions from the middle of one phoneme to the middle of the
next. 1,295 different diarts with a total of 15,273 varieties
were stored in a concatenation database (the mean number
of entries per diart was 11.8 and the median 5).

2.3. Text-to-visual-speech algorithm

The algorithm to create tongue movements from text uses
the letter-to-phoneme conversion, phoneme duration calcu-
lation and acoustic synthesis in Festival [6], whereas the di-
art selection algorithm is specific for the current application.

The selection algorithm aims at minimizing the differ-
ences at the joins of concatenated units and between the se-
lected diarts and the target. This is done using a weighted
sum  of the concatenation and target sub-costs [7] for the
articulatory parameters ��=[JH, TB, TD, TT, TA]:
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where � is the number of diarts in the sentence, � �

� denotes
the derivative of �� , � �

� ��� is the start value of diart � and
� �
� �� � �� the value at the end of diart �–1 for parameter

�� . ��� is the difference in duration between diart � and
the target duration and �� and �� are weights to balance
between different sub-costs.

3. EVALUATION

3.1. Evaluation against the MOCHA database

The evaluation was made with 5 sentences from the ini-
tial MOCHA set, and for each of these a test diart database
�	��
���
� was created based on all other MOCHA sentences.

The sentences were This was easy for us (��), Is this
seesaw safe? (��), In developing film, many toxic chemicals

are used (��), The thick elm forest was nearly overwhelmed
by Dutch Elm Disease (	�) and Roy ignored the spurious
data points in drawing the graph (
�).

The concatenative synthesis was carried out using the
phoneme durations in the test sentence � � and the database
�	 . The movement of the EMA coils in the MOCHA data-
base was then compared to that of the four corresponding
points in the tongue model. The synthetic data �	�� ���
did replicate the general pattern in the MOCHA measures
�	� � �� �, but there were some differences of two types:
timing and level of the gesture (refer to Fig. 1).

The differences in timing were often small, as the cho-
sen diarts were time-scaled to align with the measured phon-
emes, but did occur, as the timing within each diart was un-
altered. The differences in level were sometimes substan-
tially larger (as examplified at �=0–0.7 s and �=1.5–1.7 s in
Fig. 1), when the chosen diart came from a clearly different
context compared to the target.

The mean error measures Æ��� and � were used to mea-
sure quantitatively the error in each frame and over the en-
tire film, respectively:
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where � is the frame number and 
 the total number of
frames, � is the coil number and � is the total number of
coils (� � 	), Æ	��� �� � �	���� ��� 	� ��� ���.

Fig. 2 examplifies the Æ��� error, illustrating that the av-
erage error is at about the same level for the four coils, with
a slightly lower error for the jaw coil, as the jaw movement
is more constrained, and the variation between different re-
alizations of the same diart is thus less. The large variations
in the error for the tongue coils (mainly for 
� in Fig. 2) sug-
gest that the diart is too small as an articulatory unit, giving
small errors when the contexts for the target and the chosen
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Fig. 1. Compairison of the vertical movement for the real
(solid) and the synthetic anterior tongue coil 
� (dashed)
during the sentence ”This was easy for us”
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Fig. 2. The mean error Æ��� in each frame during the sen-
tence ”This was easy for us”, and the contribution of each
of the coils to the error. � is the coil at the lower incisor and

�
�
� are the tongue coils from the tip and backwards.

diart are similar, but large errors when they differ.
The average error � in Table 1 shows that the differ-

ence between the measured and the synthesized trajectories
is partly dependent on the number of diarts that have few
realizations in the database (compare 	� and 
�), partly on
the amount of variability in these rare diarts (�� vs. 
�), and
partly on the phoneme sequence in the sentence.

The level of � can be compared to the average recon-
struction error of 1.3 mm when generating the 3D tongue
model from MR images, and � thus seems unacceptably
large. However, some of the error is due to small differences
in timing of fast and large articulatory movements, leading
to a large Æ��� (and thus �), even if the movements are the
same. � is moreover a general deviation measure, identify-
ing potentially problematic phoneme sequences, but it does
not indicate the global qualitatively perceived deviation be-
tween the model and the real data. It does not, for example,
capture the important relation between size of constriction
and variability (differences in open vowels may be natural
variations, whereas small differences at a constriction have
large implications, changing the articulation between vowel,
fricative and stop). Another evaluation, focusing on the en-
tire tongue contour, was hence carried out in Section 3.2.

Table 1. The total mean error � for the five test sentences.
Rare diarts have less than 5 realizations in the database.

Sentence No of No of No of � (mm)
frames diarts rare diarts

�� 224 17 1 4.4
�� 255 15 2 3.2
�� 383 40 6 2.9
	� 342 45 2 3.0

� 402 43 6 5.1

3.2. Evaluation against X-ray films

The evaluation was made with three films of Canadian speak-
ers from the X-ray Film Database for Speech Research [8].
Films from three different speakers were used, rather than
several films from one speaker, to avoid that differences
were due only to different speaker morphology.

The three films show one 38-year-old male speaker of
Ontario dialect saying Why did Ken set the soggy net on top
of his deck? (��) (the acquisition and original analysis of
this film are described in [9]), one 26-year-old male speaker
from Brittish Columbia saying It’s 10 below outside (��)
and one 20-year-old female speaker from Brittish Columbia
saying Try not to annoy her (��). These sentences were
also synthesized in the tongue model using the concatena-
tive method described in Section 2, with the framerate and
the duration of each phoneme equal to those in the films.

The tongue contour in each X-ray frame was extracted
manually, using Bézier spline interpolation, and it was then
scaled, rotated and aligned with the midsagittal outline of
the KTH 3D tongue model, so that the neutral tongue con-
tours corresponded. The natural and synthetic contours were
compared frame by frame, to detect general differences and
in what regions they occured, as illustrated in Fig. 3.

The mean error measures Æ��� and � (Eq. 3) were used
again, with the difference that � refer to the 100 spline
points of the midsagittal contour and that � are the closest
points on the two contours. Fig. 4 shows Æ��� in the three
sentences, that had �=4.9, 5.4 and 4.9 mm, respectively. The
very large error at t=1.5 s in �� is due to an extreme back-
ward movement in ”below outside” that the model did not
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Fig. 3. The midsagittal tongue contour in the X-ray film
(dashed) and in the model (solid) during 4 frames of the sen-
tence ”Why did Ken set the soggy net on top of his deck?”.
The palatal shape is that of the model.
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Fig. 4. The mean error Æ��� during the three sentences
�� (dashed, �=4.9), �� (dotted, �=5.4) and �� (solid, �=4.9).

follow. The peaks for �� are sometimes due to large (too
large for the model, as these movements would penetrate
the palate) movements of the tongue body towards the palate
(that has a different shape for the subject in ��). Intersubject
variability hence explains some of the differences and dif-
ferent timing some, but some of the error indicates aspects
that are not fully natural in the model, due to the parameter
definition or to the diart concatenation, mainly:
1) The tongue tip in the model moves less independently
of the tongue body and sometimes appear too stiff (e.g. in
Fig. 3a,c). This tendency was also evidenced for alveolars in
[10], when comparing natural and synthetic EPG patterns.
2) Whereas the tongue root has large horizontal movements
in the X-ray films it is almost immobile in the model (e.g.
in Fig. 3b,d). This deficiency is probably due to the supine
position in the sustained MRI acquisition, causing all articu-
lations in [2] to have an unusually narrowed lower pharynx.
3) The model occasionally moved too abruptly, when the
concatenation algorithm failed to find a good match between
consecutive diarts and the join smoothing was insufficient.

4. RESULTS AND CONCLUSIONS

A more conclusive evaluation should be based on several
more X-ray films from different subjects or from the model’s
reference subject. As a first assessment, this tentative evalu-
ation using X-ray data from three other speakers, neverthe-
less showed that the concatenative articulatory visual syn-
thesis produced similar movements as in cineradiographic
data, but that primarily the tongue tip and root articulations
need to be improved in the model.

The evaluation further showed that rare diarts (644 di-
arts have fewer than five realizations in the database) do
cause problems when the variability between the realiza-
tions of the diart is great. A solution to this problem would
be to group articulatorily similar units (e.g. disregarding
manner of articulation) into larger groups. This could lead

to better joins, as there would be more entries to choose
from for each concatenation. A suitable grouping would
also increase the possibility of generating a concatenation
database of syllable- or demi-syllable-sized units, thus lim-
iting the erroneous coarticulation from another context than
in the target that sometimes appears in the smaller diarts.
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