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Collection and recognition of children’s speech in the
PF-Star project

Mats Blomberg and Daniel Elenius
Department of Speech, Music and Hearing, KTH

This paper reports on the recording and planned research activities on
recognition of children’s speech in the EU-project PF-Star. The task is quite
more difficult than recognition of adult speech for several reasons. High
fundamental frequency and formant frequencies change the spectral shape of
the speech signal. Also the pronunciation and the use of language differs
from adult speech. One objective in PF-Star is to collect speech data for the
project partners’ languages and to detect and analyse major difficulties.
Possible ways of reducing these problems will be explored.

1. Introduction

Research on techniques for speech recognition has mostly been dealing with adult speech.
However, children would certainly benefit from this modality as well – especially in the ages
below which they have acquired reading and writing skills. They start using computers at
early ages, in schools, at home, and at day-care and after-school centres. As voice-based
applications are introduced in an increasing number, it is essential that children should be
able to use these as well. It is therefore of high interest to extend the capability of speech
recognition systems to be able to deal with this speaker category. This research area is one
activity in the EU project PF-Star (Preparing for Future Speech Translation Research),
started in 2002. The runtime is two years and the partners are: ITC-irst (coordinator, Italy)
and the universities of Erlangen-Nurenberg, Aachen, Karlsruhe, Birmingham and KTH.
Other aims of the project are synthesis and analysis of emotional expressions in speech and
in faces,  and speech-to-speech translation.

1.1. Difficulties

A few main reasons can be attributed for the lower recognition performance of children’s
speech. The first one is physical size. Children have shorter vocal tract and vocal folds
compared with adults. This results in higher position of formants and fundamental frequency.
The high fundamental frequency is reflected as a large distance between the harmonics,
resulting in poor spectral resolution of voiced sounds. The difference in vocal tract size
results in a non-linear increase of the formant frequencies. The higher formants of children
may also fall outside the bandwidth of the transmission channel. This is particularly a
problem with telephone speech, since a childs third formant may be higher than 4 kHz and
hence lost.

A second problem is that younger children may not have a correct pronunciation.
Sometimes they have not yet learnt how to articulate certain phonemes. A special case is
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around the age of six when they lose their front milk teeth, which will cause difficulties in
producing certain dental consonants, such as [s].

A third source of difficulty is the fact that the children’s use of language is different from
that of adults. The vocabulary is smaller but may also contain words that don’t appear in
grown-ups’ speech. The correct inflectional forms of certain words may not have been
acquired fully, especially for those words that are exceptions to common rules. Spontaneous
speech is also believed to be less grammatical than for adults.

Besides these theoretical reasons for lower accuracy there is also the practical explanation
that there is a lack of available child speech corpora for training.

These factors contribute to the resulting word error rate of current ASR systems, reported
to be around 100% higher, in average, for children’s speech than for adults (Wilpon, 1996).
The difference increases with decreasing age. There seems to be a larger variation in
recognition accuracy among children, possibly due to their larger variability in
pronunciation. The individual recognition results correlate well with teachers’ opinion of
each child’s reading skills (Li & Russel, 2002).

A number of different solutions to the problem of ASR for children have been proposed.
Alternative forms of front-end analysis, vocal-tract normalisation techniques, frequency-
warping, modification of the pronunciation dictionary, and the use of language models which
are customised for children’s speech have all been tried.  Although these techniques lead to
improvements, a large shortfall in ASR performance for children relative to adults remains.

2. PF-Star planned recordings and research

Due to the lack of training data, new corpora of children’s speech in the partners’ languages
will be collected. These will be specific for each partner and will include the following:

� Matched recordings of read British English spoken by British and non-British children
of comparable ages for language learning applications.

� Unscripted task-oriented spontaneous children’s speech.

� Phonetically balanced sentences for training and testing of phoneme recognition.

The investigations are planned to include some of the following:

� Measure the difficulty which human listeners have with recognition of child speech.

� Investigate acoustic front-end and acoustic modelling problems.

�  Develop customised language models and pronunciation baseforms for children’s
speech.

�  Develop techniques for automatic evaluation of pronunciation (in particular by non-
native speakers) and techniques for improved recognition of speech from non-native
child speakers.

�  Detect ‘out-of-task’ and ‘out-of-vocabulary’ speech.  During task-oriented dialogues,
children will often produce extraneous utterances, which have no explicit function.  The
goal of this work is to detect such utterances so that they can be dealt with appropriately.

� Detect emotional state.

�  Investigate ‘speaker space’ representations of children’s and adults’ speech, using
approaches such as ‘eigenvoices’, or various linear dimension reduction methods.
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3. KTH recordings

The objective of the KTH recordings is to collect a generic corpus, not specific to a certain
task. This leads to the requirement that it should cover the Swedish phonemes in sufficiently
large number, making it possible to train, or at least to adapt speaker-independent phone
models. We have previously collected speech corpora for adults in the EU projects
SpeechDat (Elenius, 2000) and SpeeCon (Iskra, Großkopf, Marasek, v. d. Heuvel, Diehl,
Kiessling, 2002). The new recordings have been chosen to share some specifications with
SpeeCon to be partially compatible. Since the project resources for recording are quite small,
we have to constrain the size and coverage of variability in the material. This requirement is
also in correspondence with the PF-Star objective, which is to study the specific problem of
children’s speech. This means that we should exclude other sources of variability in the
material.  Hence, the recordings are done in a small geographic region (Stockholm area) and
with low variation in the recording environment. Our ambition is to collect speech from 200
children in the ages from four to eight years. The approximate age distribution will be 100
children between four and five years and the same number of children between six and eight.
The motivation for the higher average number of children per year of age in the youngest
group is to compensate for their shorter recordings per child, as described below.

3.1. Technical specifications

A headset (Sennheiser ME 104) and an omni-directional microphone (MBF Haun ) are used
for the recordings. These are the same as in SpeeCon. The omni-directional unit is placed on
a table at a distance of around 50 – 100 cm from the subject. The recordings are stored
directly onto computer files via an external A/D converter connected to the USB port. By
using the external module instead of the computer’s sound card, the quality of the recordings
is always the same, regardless of which computer is used.

The low frequency limit of the table microphone is around 10 Hz. Several environmental
sounds, such as door closures, foot steps, ventilation, etc. can have high intensity in this
frequency region, much higher than the speech signal. It is necessary to set the gain low
enough to avoid clipping of these signals, which would otherwise severely distort the speech
signal as well. This is unfortunate since there will be less resolution for the speech signal in
this way. In SpeeCon, the analog input signal was high pass filtered at 80 Hz to remove these
low frequency components and allow higher amplification setting. In PF-Star, we have been
able to use a more simple solution, by using the higher A/D resolution of the USB converter
(24 bits), compared to SpeeCon (16 bits). This allows the amplitude of the low frequency
noise to be up to 48 dB (8 bits) stronger than the speech signal while still maintaining,
theoretically, 16 bits resolution for the speech wave. The hardware filter can thus be replaced
by a software algorithm or just by discarding the low frequency range in the FFT spectrum
during the analysis.

A calibration procedure compensates for different settings of the microphone amplifier for
different children. A 1 kHz sine wave of known, constant amplitude is fed into the headset
microphone input after each child’s recording. The same procedure is performed with the
omni-directional microphone, except that its amplification is adjusted to avoid clipping by
the external background noise. This calibration is only performed at the beginning of every
session for 5 to 10 children.

The sampling frequency is set to 32 kHz, which is considerably higher than what is
required for high performance adult speech recognition. However, as mentioned previously,
the smaller vocal tract size of children expands the spectrum. The first three formants are
shifted upwards by around 65% for 5-7 year old children compared to adults (Li and Russel,
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2002). To include the same number of formants as in adult speech, assuming the same scale
factor, the sampling frequency in the children’s recordings should be increased by this factor.
Since the standard sampling frequency of adult wideband speech corpora is 16 kHz, we need
around 26 kHz for children. The chosen 32 kHz allows simple downsampling to 16 kHz.

3.2. Recording conditions and texts

The children are recorded at after-school and day-care centra. A separate room is used with
one child present at a time. The child repeats utterances that are spoken by the adult
recording leader, who reads texts presented on a computer display.

The text material for each child consists of answers to a few questions, short sentences,
three-digit sequences and triplets of given names. The sentences are collected from various
children’s literature and have been further edited for ease of elicitation. The younger children
of 4 and 5 years age, who are expected to become tired and lose concentration more quickly,
repeat 30 sentences, while the older children repeat 60. The total number of sentences is
around 2500, which means that every unique sentence will be spoken in average around 4
times in the corpus.

4. Preliminary observations

At the time of writing, around 50 children have been recorded. Most kids have been very
interested in participating, even though the recording session is monotonous and may seem
boring.

One observation is that some children, mostly among the younger ones, speak very softly.
This may be caused by unfamiliarity with the special recording situation. It is also possible
that some difficult sentences make the child uncertain which can be reflected in a weak
voice. This often lasts for the remainder of the recording.

Besides the planned recognition experiments on the recorded corpus, there are a number
of questions concerning the recording procedures that may be worth investigating. How
much is the pronunciation influenced by that of the recording leader? Is there any difference
with different recording leaders? Will the pronunciation be sufficiently close to spontaneous
speech to be usable for such applications? The recording of children poses several difficulties
compared to adults. How these are solved will affect the quality of the collected training
corpora. This issue is judged important for improved recognition of children’s speech besides
the necessary development of children-specific analysis and decoding algorithms.
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