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Tutors, tools and assistants for the L2 user
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This paper explores the concept of a speech checker for use in the
production of oral presentations.  The speech checker would be specially
adapted speaker-dependent software to be used as a tool in the rehearsal of a
presentation. The speech checker would localize mispronounced words and
words unlikely to be known by an audience, give feedback on the speaker’s
prosody, and provide a friendly face to listen to the presentation.

1. Introduction

In 1998 the Department of Speech, Music and Hearing at KTH hosted a workshop focusing
on the use of speech technology in language learning.  A number of papers presented at this
event (e.g. Delcloque and Campbell, 1998) elaborated the dream of an automatic language
tutor.  Such a tutor could be embodied as an animated talking head able to intelligently fulfill
many of the functions of a human language tutor. This ‘killer application’ for speech
technology would combine automatic speech recognition, natural language processing and
audio-visual speech synthesis, thereby providing a motivating goal for cutting-edge research
in these fields.

We are asking a lot of our future automated language tutor. We are looking for accurate
speech recognition able to handle accented speech and sensitive to prosodic features. We are
looking for rich, natural speech synthesis in a variety of voices. We are looking for natural
language processing able to come up with logical and sensitive responses to student
utterances. We are looking for computers able to process and store large amounts of speech
data but still be accessible to a learner at home. While we work for these visions to become
reality, it might be reasonable to look at other applications of speech technology for language
learning. To this end, we can consider these questions: what other conceptualizations beside
a fully automatic tutor exist for computer-assisted language learning (CALL)? What other
type of learner or second-language user can we cater to? Are there existing products that can
be adapted to new uses for the L2 user? Are there types of L2 speech that present fewer
processing challenges?

2. Tutors, tools or assistants?

2.1. Conceptualizing CALL

Levy (1997) maintains that it is important to have a theoretical basis underlying the tasks we
are asking of the computer in language learning. At the most ambitious end of the spectrum
of desirable tasks we have the above-outlined dream of the automatic language tutor. At the
other end of the spectrum lie more prosaic applications such as word-processing and email
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programs: tools that simplify communication for both L1 and L2 users. The difference
between a tool and a tutor is that a tutor plays an evaluative function while a tool is simply a
means to an end. Furthermore, inherent in the tutor conceptualization is that the computer
has become a substitute for a human teacher, either permanently or temporarily.

Somewhere in the middle of the tutor-tool spectrum lie conceptualizations of the roles of
spellcheckers and grammar checkers. Like tutors, they are evaluative, but on the other hand
their primary purpose is not to teach but to assist in the production of correct language. It
might be useful to conceptualize checkers of various kinds as assistants, who carry out tasks
at the direction of the user but without necessarily attempting to add to the user’s knowledge
base. Spellcheckers and grammar checkers help not only writers but secondarily any teacher
who collects writing samples from students. Receiving documents that are essentially free
from spelling errors and simple grammatical errors means teachers can concentrate on
commenting higher-level problems.

Like a spellchecker, a speech checker could thus be conceptualized as an assistant in the
production of oral communication. One of its purposes would be to localize errors in word
pronunciation without necessarily correcting these errors. Another purpose would be to act as
a filter to check that vocabulary use remains within the range of the presumed knowledge of
audience. The system described below is like a tutor in that it is in possession of knowledge
that the user needs. On the other hand, it performs its tasks at the direction of the user in the
manner of a tool. It is able to provide feedback on pronunciation at the word and phoneme
level, feedback on lexical choice based on word frequency, and limited feedback at the
discourse level.

2.2. A speech-checker

Before we go any further, let us sketch out how such a speech checker could be used. You
are a student at KTH, taking an elective course in Technical English. One of your
assignments is a ten-minute oral presentation on a technical topic of your choice. The
presentation will be reviewed by your peers, graded by your teacher, and worth a significant
portion of your final grade.  You have been encouraged to use multimedia to expand the
sensory support to your message. Your teacher has told you that you must check the
pronunciation of key words in your presentation so that the class is not repeatedly presented
with false pronunciation models. You have also been told that it is important to practice your
presentation to be sure that you know what you want to say, how you want to say it, and to
check that the presentation will take the right amount of time.

You do your research, prepare your visual material and then set aside some time for
practice. You clip on a microphone and open your speech checker. An animated agent
appears in a corner of your computer screen. As you talk through your points, you keep your
eyes focused on the agent, who nods, smiles and blinks as you speak.  When you are finished
speaking, you ask the agent for a transcript of your speech.  While you are waiting, you listen
to the audio recording that has been made.  You think it sounds pretty good, but the transcript
appears on the screen with a number of highlighted words. You thought you had pronounced
the words diameter, contribute and ubiquitous correctly. You click on the word on the tran-
script and your agent utters the words correctly with the stress on the second syllable of each
word. Furthermore, you have received warnings about the words egregious and shortcoming.
These words are classified as belonging to low-frequency lists of spoken and written English,
and since you have programmed your spellchecker to be sensitive to the vocabularies of
intermediate L2 users (your classmates), you realize you will need either to explain these
words in your presentation or choose simpler synonyms. You ask the spellchecker if there
were any particular English sounds you were having trouble with. The agent replies that
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while you articulated the word just correctly 4 times, on 3 other occasions you said [j√st]
instead of [dZ√st]. You resolve to pay a little more attention to the /dZ/-sound in English. You
ask the agent to comment on the speed of your speech. The agent replies that there seemed to
be an appropriate amount of pauses in the presentation, but notes that most of your long
pauses were followed by the word and. The agent suggests that your presentation might be
more interesting and easy to follow if some other connecting phrases were used from time to
time. With this feedback in mind, you practice your presentation again.

2.3. Making it work

Currently available speaker-dependent dictation systems such as Dragon Naturally Speaking
7 claim accuracy rates as high as 99% for a 250,000-word vocabulary after only five minutes
of training (Scansoft, link).  While these claims must be taken with a grain of salt, such
software should at least provide a base for development of tools supporting advanced L2 use.
Tests of the successfulness of L2 speaker use of dictation software (e.g. Coniam (1999))
have been carried out on speakers of Asian languages, who characteristically have more
difficulties with the sound system of English than speakers of the northern European
languages genetically related to English. Analysis of a database of 100 minutes of Swedish
university-student English showed a low frequency of pronunciation errors (Hincks, in
press), opening up the possibility that these students might be able to use dictation systems
designed for native speakers. These students have furthermore progressed to the stage where
they are able to both perceive and produce any English sound contrast. Any problems they
have stem from either ignorance of how a word should be articulated or what could be called
bad habits with certain sounds.

Speaker-dependent speech recognition systems are marketed for the purpose of turning
spoken language into written text. Dictation is in essence an artificial situation that presents
problems to new users who find it difficult to speak in ways that are appropriate for written
text. In the proposal described above, speech is not only the originating medium but also the
final goal. The transcription is used as a means of providing a document for analysis, not as
an end in itself. The speakers therefore do not need to adapt their speech to follow the
conventions of writing, nor does the transcription need to be syntactically correct or include
recognitions of stumbling blocks such as proper names.

However, to be useful to the L2 user in an international setting, dictation systems would
need to be augmented with more information, primarily at the lexical level. Dictionaries such
as the Collins Cobuild classify words according to their frequencies in corpora of spoken and
written English. Incorporating this information into the dictation system could provide
several benefits.  First, it could allow the recognition engine’s vocabulary to be pared down
to the user’s level. L2 speakers often have much smaller active vocabularies than L1 users.
Next, frequency information could be used as a sort of lexical filter to provide the user with
information about the difficulty level of the words used. On the one hand, the vocabulary
used should not be way beyond the knowledge of the listeners—picture the visiting
American professor whose jokes fall flat because no one in the audience understands the
vocabulary. Readers of texts can handle more advanced vocabulary than listeners of lectures
because a reader has control of the pace at which she absorbs the text and also sometimes
access to a dictionary.  Listeners are at the mercy of the speaker. On the other hand,
sometimes vocabulary is inappropriately informal. A student making a graded oral
presentation needs to understand that the appropriate language is of a different register than
that he might hear on TV or use with his friends. If a speech checker could suggest more
sophisticated synonyms, the student would not only deliver a more impressive presentation
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but also expand her own vocabulary. Finally, feedback about anticipated pronunciation errors
could be incorporated into the system by including models of words known to present
problems for speakers of a given L1, and giving the user warnings when the engine detects
these pre-modeled words.

Choosing the right vocabulary and pronouncing it well is only one part of delivering a
speech, lecture or oral presentation successfully. Another aspect that speech processing can
respond to is the speaker’s prosody. Speaking too fast, neglecting to pause, or speaking in a
monotone are all habits to be avoided. Data about speaking rate, length and frequency of
pauses, and pitch movement could help some speakers improve their presentations. Data
about the types of words that follow the longest pauses could provide a simple analysis of the
type of discourse connectors the speaker has used. Determining the range of prosodic
correlates to a successful presentation would provide an interesting area for future research.

Finally, many inexperienced speakers have trouble maintaining eye contact with the
audience.  Perhaps by practicing with an animated agent, who could even be programmed to
give culturally appropriate gestural feedback, speakers could learn the importance of
speaking to faces instead of the projection screen as they deliver their talk.

3. Conclusion

In the past two decades, English has established a firm position as the world’s lingua franca.
It is reasonable to assume that within the Asian and European middle classes, there are far
more English L2 users at intermediate and advanced levels than at beginning levels. These
users are often beyond the reach of teachers and classrooms, yet still they need to develop
their English skills. A personal automatic tutor would be wonderful, but perhaps we should
think in terms of assistants before advancing to tutors. Academic disciplines termed EAP
(English for academic purposes) or ESP (English for special purposes) have arisen to support
researchers looking at the way English is taught and learned at the university and the
workplace. Much of the work within these disciplines has been focused on writing, little has
been done on speech, and very little on the genre of monologue that is known as an oral
presentation. Parallel to the growth of English has been the development of computer-based
tools for improving our communication. Word processing has been made easier by the
addition of spellcheckers and grammar checkers. Why not see to what extent speech
processing could contribute in the same way to the preparation of oral presentations?
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