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B. MONTEVERDI'S VESPERS. 
A case study in music synthesis 

Sten Ternstr-urn, Anders Friberg, & Jottan Sundberg 

Abstract 
The article describes the methods used in synthesizing a performance of 

the first movement of Monteverdi's Vespers from 1610. The synthesis 
combines results from studies of singing voice acoustics, ensemble 
acoustics, and rules for music performance. The emphasis is on the 
synthesis of choir sounds. 

Introduction 
Over the last decade, the Music Acoustics group has been studying the acoustics of 

the singing voice (Sundberg, 1986) and of choir singing (Temstrom, Sundberg, & 
ColldCn, 1988; Ternstrom & Sundberg, 1988), and also rules for the synthesis of singing 
(Carlsson, 1988) and for the interpretation and perfonnatlce of written music (Sundberg, 
1988). With the rapid evolution of ever better-sounding synthesizers, and the success of 
the MIDI synthesizer protocol (Loy, 1985), real-time syntheses of orchestral complexity 
are now becoming feasible. 

To gain experience with synthesis of some "real music," we set forth to create a 
wholly synthesized version of the first movement from Monteverdi's Vespers, 
coinposed in 1610. The synthesis was commissioned for performance at a major KTH 
(Royal Institute of Technology) festivity in 1987 and has also been recorded on 
compact disc (Sundberg, forthcoming). In its original form, this movement of the 
Vespers comprises parts for solo tenor, six-part choir, and six-part orchestra, as shown 
in Fig. 1. The synthesis task can be naturally divided into three components - soloist, 
choir and orchestra. In the following description, each of these will be treated in a 
separate section. 

Tenor soloist 
The soloist part was synthesizecl using MUSSE, a terminal analogue of the human 

voice (Larsson, 1977). This synthesizer can be manually operated from a five-octave 
keyboard, with limited control, or it can be completely controlled from a Data General 
Eclipse minicomputer. The minicomputer runs an adapted version of the RULSYS 
program (Carlson & Granstrom, 1975), which interprets an input music score according 
to given performance rules. Given that the tenor only sings one unaccompanied plzrase 
at the beginning of the piece, and that the minicomputer is not transportable, it was 
deemed most practical to prerecord this part on tape. 

The MUSSE hardware 

The MUSSE synthesizer consists of a number of analog modules which niodel the 
action of the glottal source and of the formant resonances (Fig. 2). 
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Fig. 4 .  Control parameter trajectories for MUSSE as generated by the RULSYS program. Only the first half of the first phrase is shown. 
For orientation, the reader may compare the text at the top with the lyrics at the top of Fig. 1. 
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The phonetic rules were originally derived from results of speech research, but have 
been modified in accordance with results of detailed studies of singing. For example, 
the consistently close grouping of formants 3, 4 and 5 in Fig. 4 are characteristic of a 
solo singer's voice; this fonnant cluster is often referred to as the "singer's fonnant" 
(Sundberg, 1987). The music performance rules are not necessarily specific to singing. 
The continued work with these rules is carried out on our more recent n~icrocornputer 
system, which is described in the next section. 

Orchestra 
The RULLE performance program 

The orchestra in this movement of the Vespers was "conducted" by performance 
rules that are implemented in a LISP program called RULLE. This program is a 
descendant of RULSYS, and was written by author A.F. specifically for the developing 
and testing of performance rules; it runs on an Apple Macintosh I1 microcomputer. The 
music input is a list of notes corresponding to the written score, supplemented with 
information about phrases and chords (see Fig. 5). Rules are defined as ordinary LISP 
functions that operate on the input list. The result is a new list that can be played via 
MIDI to a synthesizer, displayed graphically on the screen, or stored for later use. 

(bar  1 n ( 0  . 4 )  rest t mm 120 key  "D" modus "majn m e t e r  

( 4  4 )  c h a n n e l  9 q ("Dm "#Fn "A") s y n t  £21) 
( n  ( "D5" . 1 6 ) )  

(n ( "E5" . 1 6 ) )  

( n  ("#F5" . 1 6 ) )  

( n  ( "G5" . 1 6 ) )  

( n  ( "A5" . 2 ) )  

Fig.  5. An exanzple of the RULLE representation of notes as  LISP "property lists." 
This is the jirst bar of the topnzost orchestra part, here called "vl" (cf. fig. 
I ) .  The first parenthesis, or list, specifies a quarter-note rest, but also sets 
various other paramerers, such as bur nunzbe~ I ,  a metrononze of 120 heats 
per minute, the key of D nzajor, 414 tinze, MIDI channel 9,  the ttarnzonic 
context in this bar, and the current sjwthesizer (Casio FZ-1). The renzairiiizg 
lists specifi four sin-teerttlt-notes and a half-note. 

A typical example of music input is shown in Fig. 5, where each parenthesized 
expression, or property list, corresponds to a note with certain properties. The most 
common property is the note property (n), whose value is a list containing the note, 
octave and value. In the first note there is also information about the voice, such as tile 
MIDI channel number. 



(file "vesper10-8809.arW ndr 4.98666732 dr 5.09964432 bar 1 
n ( ( )  . 4) rest t mm 120 key "D" modus "maj" meter (4 4) channel 9 

q (vlD1l I1#FV1 "A") synt £21) 
(daO -15 ndr 1.24666732 dr 1.206667E2 £0 74 n ("D5" . 16)) 
(daO -10 va 5 ndr 1.24666732 dr 1.22328832 £0 76 n ("E5" . 16)) 
(daO -5 ndr 1.24666732 dr 1.23991132 £0 78 n ("#F5" . 16)) 
(daO -3 ndr 1.24666732 dr 1.22744532 £0 79 n ("G5" . 16)) 
(daO 20 va 4 ndr 9.97333332 dr 9.91721932 £0 81 n ("A5" . 2)) 

Fig. 6.  The lists in Fig. 5 ,  ajler rule application. Additional properties have beerr 
coinputed by tlte rules, such as nonzirral duration (ndr) in seconds, actual 
duration (dr), and pitch (fl) expressed as MIDI note rtunzbcr. 

Music performance rules 

The music performance rules have been developed over the last decade in 
collaboration with Lars Frydtn, a highly acclaimed Swedish violinist and teacher 
(Sundberg, 1988). They divide into solo and ensemble rules. The solo rules work with 
one part or melody at a time. Twelve such rules were applied, each covering a different 
aspect of perfonnance. The solo rules apply to contexts ranging from a single note to 
the whole melody. Most of the solo rules have been shown to apply to both tonal music 
and contemporary atonal lnusic (Friberg, Frydtn, Bodin, & Su~ldberg, 1988). The solo 
rules typically alter the duration, amplitude, pitch and vibrato of the notes. 

The music performance rules are designed to work with a large repertoire of music. 
When working on a particular piece, it is often possible to find new rules, the need for 
which is more clearly exposed by that particular type of music. One such rule was found 
which worked well for the Vespers orchestra: if a note, longer that1 a sixteenth note, is 
followed by a sixteenth note, it should be played with the sounding duration of 50% of 
the whole duration, i.e. played tnore staccato. This rule seems to serve the purpose of 
grouping notes into cohesive sequences, especially when played in the reverberant room 
that would be appropriate for the piece. 

The solo rules are applied to each part inclividually. An undesirable conseqr~ence of 
this is that the accumulated time will become slightly different in the various parts. To 
make the parts "listcn" to each other, a special syncllronizing rule for ensemble 
performance was devised by author A.F. This rule looks at the score vertically and 
creates from all parts a new auxiliary part, containing the shortest note, at a given time, 
in any of the other parts. This new part is not played, but the solo rules are applied to it, 
and the resulting durations are transferred back to the original parts. This means that all 
the original parts will be played in synchronization. Furthemlore, if the music contains a 
melody which moves from part to part, that melody will usually be reasonably rendered. 

Synthesizer 

The orchestral parts were played on a Yanaha FB-01 synthesizer, using factory 
preset sounds. Tile FB-01 is a snldl keyboardless lnodule which uses FM synthesis 
with up to four levels of modulation. It can play using several different timbres 
simultaneously. For the petformance, we used one MIDI channel for each instrument, 
which allowed independent control of pitch, amplitude and vibrato in each of the six 
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parts. For the compact disc recording, the two upper parts were played on a second 
Casio FZ-1 using sampled trumpet sounds, instead of the synthetic trumpets of the 
FB-01. 

Choir 
The choir is the only portion of the Monteverdi score where 'ensemble' or 'chorus' 

effects are mandatory. Achieving these is an interesting problem in itself. Since this is 
the newest and least publicized part of the present work, the choir synthesis will be 
described in greater detail. 

General considerations 

Ensemble sounds might conceivably be synthesized by a number of methods. Dolson 
(1983), working mostly with violin sounds, reported perceptually satisfactory ensemble 
sounds from additive synthesis, in which eacli partial was given a random amplitude 
modulation in order to simulate beating. He found that the average modulation 
frequency must increase with the frequency of the partial, since the beat rate in 
harmonic spectra is proportional to the number of the partial. Iie reported also that 
independent frequency modulation of the partials improved the sensation of ensemble 
so~llewhat but was not strictly necessary. 

Although Dolson's approach might well be effective for musical purposes, it offers 
no niodel for relating the qualities of the ensemble sound to the characteristics of the 
individual voices in the ensemble or of the listening room. From a research point of 
view, it is preferable to synthesize the individual voices and then to superimpose them. 

Synthesis of individual choir voice sounds 

An apparently straightforward way of obtaining choir singer sounds would be to 
digitize short vowel segments from live singers, and then use some looping scheme to 
generate sustained vowel sounds. However, this proves to be both uninfonilative and 
difficult. It is uninformative, because merely sampling live singers does not tell us 
anything about the acoustic properties of our ensemble members. The difficulty stems 
from the fact that a singer's voice is inherently slightly aperiodic. To deal with this 
aperiodicity, we would have to sample the voice in one of two ways. One way is to 
digitize very long waveforms, so that looping becomes unobtrusive. This solution 
consumes a lot of memory, and, more importantly, it would leave us at the mercy of the 
singer's own variations in fundamental frequency (Fg). The other way is to loop over a 
single fundamental period only. However, this easily leads to unacceptable harmonic 
distortion if there is any noise component in the original, which is often the case in a 
human voice. 

It seemed better to make use of the vowel synthesizer MUSSE (see above). MIJSSE 
can produce vowel sounds without any Fo variation and also with a fairly high signal- 
to-noise ratio. This makes it easy to implement MUSSE sounds in a sampling 
synthesizer without suffering loop distortion of the kinds just mentioned. We chose to 
synthesize a number of individual vowel sounds using MUSSE and then to try to 
generate chorus effects by superposition, using a commercial sampling synthesizer. 
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Formant data for choral voices 

There is a fair amount of formant data available on professional solo singers, but for 
choir singing we need values that are closer to those prevalent in speech (Rossing, 
Sundberg, & Temstrom, 1986; 1987; Tenlstrom & Sundberg, 1987). Suitable vowel 
parameters for this particular case were detennined by analysis of live singers. 

Eight experienced choir singers were recorded one at a time while they sang 
sustained vowels in an anechoic room. These vowels were analyzed using a spectrum 
analyzer. Then we adjusted MUSSE so that its spectrum matched that of the live singer 
for a given vowel. Once the spectrum was matched, formant frequencies and other 
voice parameters could be read off MUSSE's controls. In this way, we measured the 
frequencies and bandwidths of formants 1-5 and also the higher-pole correction and the 
amplitude of the fundamental partial, for 48 sung tones (8 singers x 6 vowels). It was 
possible to match the spectra up to 5 kHz, in most cases with all partials to within +/- 5 
dB of the original. Incidentally, this implies that the source spectra of all the singers 
rather closely approached that of the synthesizer, rolling off at a rate equivalent to -12 
dB/octave. 

Transposition of vowel sounds 

Recorded sounds can of course be changed in pitch by changing the playback speed, 
but for many sounds this leads to an unacceptable change in timbre. This is especially 
true of vowel sounds, where even a single semitone shift can lead to a change of vowel 
identity, as well as a change in our perception of the 'person' singing. Digital satnpling 
techniques are therefore cumbersome for proper synthesis of vowel sounds of different 
pitches. Looking at it a different way, the singer changes 'instrument' with every 
change of vowel. Still, the particular task of choir synthesis might give us some latitude 
in this respect, since choirs contain people with various vocal tract lengths, etc; modest 
transpositions might even generate a beneficial diversity of vowel timbres. Temstrom & 
Sundberg (1987) found that the standard deviation in formants 1-3 of basses in a good 
Swedish amateur choir was 5-lo%, corresponding to a range of variation on the order of 
two semitones. 

A special case of transposition is vibrato, being a regular variation in fundamental 
frequency. This is commonly implemented as a playback speed variation, henceforth 
called speed vibrato, although this in theory is a questionable approach. Taking the 
singing voice as an example, the phonation frequency of the vocal folds may vary 
without much corresponding variation in the vowel articulation; this Fo variation in the 
source might be called source vibrato. As a result, the formant frequencies stay more or 
less fixed, while the partial tones vary in frequency by a sernitone or more. Ideally, the 
synthesis should preserve this invariance it1 formant frequencies for variations in the 
fundamental frequency, but such a synthesis in real time is currently beyond our 
technical means, for more than one voice at a time. Fortunately, it is very hard to hear 
any difference between source vibrato and speed vibrato, at least for the lnoderate 
vibrato amplitudes that are typical in choir singing. We therefore chose to use the speed 
variations that were built into our cormnercial synthesizer. 

Superposition of voices 

For achieving ensemble it is not sufficient to replicate a single voice and then 
superunpose the copies with variable time-delay. This gives a very "synthetic" sound, 
which is due to the alternating cancellation and reinforcement of all frequencies that are 
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integral multiples of the inverse of the delay tune (Bilsen, 1968). Sucl~ comb-filter 
effects are known to musicians as "phasing"; they are familiar frotn colnmercial t h e -  
delay devices used nlostly for sound effects by rock groups. In our experience, sounds 
with many, closely spaced partials, i.e. low-pitched but bright sounds, are more prone to 
"phasing" effects than are high, dull sounds. As would be expected, the effect seems to 
be somewhat alleviated by spatial separation of the interfering sounds. 

The voices to be superimposed should instead be fairly different, at least to the 
degree that similar but individual real instruments or voices are different. 

How many voices must be superimposed in a single part for ensemble to be 
perceived? Dolson (1983) noted that it was easy to hear the difference between one and 
two voices, and usually between two and three, but very little was gained by using more 
than three voices. This is corroborated by our own experiments; in addition, the room 
acoustics and especially the Fo variations of the voices appear to be important II this 
respect. If the voices are stationary or have a stationary vibrato, two voices will produce 
marked beats of an unnatural regularity. This regularity will however be almost 
eliminated if a third voice is added, provided that all three are tuned slightly apart, with 
regard to mean Fg. If the voices have independent and irregular Fo variations, the 
regularity of the beats becomes correspondingly less annoying, even with only two 
voices. This brings us to the subject of randomized Fo variations. 

Fo variations 

Earlier work (Temstrom, Friberg , & Sunclberg , 1988) has confirmed the plausible 
notion that each voice must have some independent variation in fundamental frequency 
for ensemble to be perceived. In acoustic instruments, such variation cotlies frotn 
intentional vibrato or from natural instability in the frequency of the instrument. Such 
Fo variations were found to be adequately lnodelled for the singing voice by suitably 
filtered noise (Temstrijm & Friberg, forthcoming). The ear appears to be sensitive not 
only to the statistical distribution of the Fo contour hut also to its rates of change and 
their distribution (Nilsonne, Sundberg, Temstrom, & Askenfelt, 1988). 

Synthesizer implementation 

For the choir synthesis, we used MUSSE to generate 48 individual vowel sounds, 
using the matched spectra of live choir singers. These sounds were digitized into a 
Casio FZ-1 sampling synthesizer, which was used to generate a choral ensemble from 
the stationary vowel sounds. 

The FZ-1 has a host of features but we will describe only those of interest here. It can 
store up to 64 waveforms, each assigned to an entity called a 'Voice'. The waveform 
memory accommodates a total of 29 seconds at a sampling rate of 36 kHz. Each Voice 
has a low frequency oscillator (LFO) function with Sine, Ramp, Triangle, Square and 
Random modes; this oscillator can be used to control Fo variations. There are eight D/A 
converters with separate outputs; so a maximum of eight different wavefonns can be 
played simultaneously. 

For choir voices, the Random LFO function appeared to be the most interesting. Its 
implementation is however rather odd and very unnatural, being a staircase function 
with steps of random duration and amplitude. This does not much resemble the pitch 
fluctuations of a real singer (Fig. 7). Still, if the average duration of the steps is adjusted 
to near minimum and their average amplitude is kept small, the ear will perform some 
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function is perceived, making the sound unnatural and 'granular' in quality. A primary 
objective of the continued work will be to implement a pitch randomization that is nlore 
realistic. 

We had no model for the noise which often is present in voice sounds, especially in 
untrained singers with breathy (leaky) voices. Tlie noise would have to be introduced 
before the formant filters, so that the spectrum envelope of tlle noise varies with the 
vowel. This aspect of the choral timbre should be included in a future version. Increased 
breathiness, probably combined with a steeper decline in spectrum level toward higher 
frequencies, might give the impression of a choir with less trained singers (Ternstrom & 
Sundberg, 1987). 

For this synthesis, we made no formal attempts at simulating the room acoustics or 
the spatial distribution of a choir. These issues are very important to perfomling choir 
singers, but perhaps less so to an audience. Simple panning of the FZ-1 outputs gave a 
left-right separation of the eight voices, and a reverberation unit provided a semblance 
of a large hall. 
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