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OPTIMIZING SOME PARAMETERS OF A WORD RECOGNIZER 
USED IN CAR NOISE* 

Mats Blomberg & Kjell Eleniuse* 

ABSTRACT 

A speaker-dependent word recognition system has been modified to improve 
the performance in noise. Problems with word detection and noise compen- 
sation have been addressed by using a close-talk microphone and a "noise 
addition" method. The reference templates are recorded in relative silence. 
The additional environmental noise during the recognition phase is mea- 
sured and is "added" to the reference templates before using them for tem- 
plate matching. The recognition performance has been tested in moving cars 
with references recorded in parked cars. Recordings of six male speakers 
have been used in this report to rest the sensitivity of the recognition system 
to some essential parameters. The results from six male speakers and a 
twenty word vocabulary show that adapting the endpoint detection threshold 
to the noise level is essential for good performance and that noise compen- 
sation is imponant at signal-to-noise ratios below 15 dB. 

1. INTRODUCTION 

Voice control of a vehicular telephone should be a self-evident application for a speech 
recognition system. Eyes and hands are occupied by driving the car. Simultaneous manipula- 
tion of a keypad together with monitoring a dashboard display is a clearly dangerous task for 
the driver as well as for others. There is already legislation in some countries against making 
telephone calls during driving, and other countries will probably follow. However, the per- 
formance of a word recognizer will be impaired by several factors in the acoustic environ- 
ment, e.g., noise from engine, transmission, contact with road, air turbulence, radio, fellow 
passengers, and also from changing microphone distance and different manners of speaking 
in noisy and quiet conditions. 

Reduction of the noise problem can be done at different stages in the speech recognition 
process. At the microphone level, high-directivity and close-talk features may be used to im- 
prove the signal-to-noise ratio in existing recognition systems. Research with microphone 
arrays for dynamic focusing to the speaker's position will enable a user to move more freely 
than with headset microphones or fixed direction microphones (Flanagan, 1985). 

Once the noise signal has been picked up, it will affect the recognition accuracy. To  dimin- 
ish the effects of the noise, one could try to separate it from the speech. This can be done 
based on statistical knowledge of one of the signals. Methods for doing this has been devel- 
oped for purposes of speech enhancement (Boll, 1979; Porter & Boll, 1984). Another tech- 
nique is to adapt the recognition system to the measured environmental noise. The noise can 
be measured just before and/or after the sampled word. Reference templates trained in a silent 
environment will have noise added during recognition, to simulate that the training and 
recognition have occurred under the same environmental conditions. This method has been 

* These results have earlier been reported at The European Conference of Speech Technology, Edinburgh 
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noise. This could be the case if the noise level measurement was disturbed by sounds like 
clicks, lip smacks, and breathing noise. 

3. A PRELIMINARY TEST 

In order to test some noise-adaptive recognition algorithms, we carried out some preliminary 
experiments on a simulated system. We used recordings of a ten-word vocabulary (a total of 
100 test words) by one male and one female speaker during winter-time using noisy winter 
tires. The recordings were made with three different microphones to compare their perform- 
ances. We got the best results using a position-adjustable close-talking microphone placed 
about 10 cm from the mouth of the speaker. The signal-to-noise ratio was about 15 dB using 
this microphone. 

In the original Infovox system, the endpoint detection was based mainly on the energies in 
the frequency range from 200 to 500 Hz. The recordings showed that the environmental noise 
in the car had a maximum in the same range - especially with all windows closed - making 
the sampling of the words very hazardous. It turned out that using the summed energy of all 
filters resulted in a safer endpoint detection. 

4. RESULTS USING TWELVE SPEAKERS 

To test the method of noise adaptation more extensively, a mobile test system was developed. 
The hardware consisted of a standard, transportable IBM/PC-compatible computer and the 
Infovox RA-201 speech recognition board. The recognition algorithms were modified to 
include noise adaption. 

Table I. Vocabulary used for the mobile test of the noise adaption algorithm. 

Nils 
Eriksson 
ring 
Janne 
fem 

Ann 
Lasse 
Rune 
Tomas 
nio 

Mikael tio 
Soeharju Hiby 
Berndt Nira 
kontoret Erik 
hem Pelle 

The 20-word vocabulary, see Table I, was partially difficult, with some phonetically close 
pairs like: nio -tio and hem -fern,  (nine - ten, hum -five), but also included some longer, more 
easily discriminable words like S o e h j o  (a name) and kontoret (the office). 

A rather extensive test was performed using two different cars and twelve speakers, seven 
males and five females, most of whom were naive speakers (Blomberg, Elenius, Lundstr6m, 
& Neovius, 1987). The experiments were performed during summer in two different cars. 
The speakers were not driving the car due to safety reasons, but they were sitting in the front 
seat beside the driver. They had a monitor in front of them where all words were prompted 
sequentially under the control of a person in the back seat, and the recognizer was activated 
simultaneously. This resembles the intended usage, where the recognizer is activated by 
pushing a button before voice dialling to minimize the risk of unintentional triggering of the 
recognizer. The lists were read in a slow tempo. Training the system was made in a parked 
car repeating each word five times and the performance was tested in a moving car. The 
training and testing sessions were recorded on tape in their entirety for later processing. Dur- 
ing 98 sessions, almost 2000 words were spoken under different conditions. Only substitu- 
tions were measured in this experiment. Deletions and insertions will be treated later in this 
report. 
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The measurement of the compensating noise spectrum used for modifying the reference 
templates was done over eight frames (200 ms) before each word. During 98 sessions, almost 
2000 words were read under different conditions. 

The tests were performed without rejecting bad matchings and the recognition rate was 
86%. One-third of the substitutions came from three word pairs ( h m  - f e n  nio - tio and ~ n ' k -  
Hi69). The mean result was 91% at 90 krnh with closed windows, varying between 78% and 
100% for different speakers (Table 11). An open window at the same speed decreased the 
mean to 82% - the individual results varied between 72% and 97%. The lower performance 
for ML and KW can probably mostly be attributed to saturation of the recognizer filter bank, 
compare Fig. 1. This indicates that they spoke substantially louder during the test sessions 
than when calibrating the gain of the input amplifier, which was done before the training ses- 
sion in the parked car. Apart from these two female speakers, there is no apparent difference 
in performance between the male and female speakers. The figure also implies that as long as 
the input is not saturated, the recognition performance is unaffected by the speaking level. As 
may be seen, the level of the speech signal input to the filter bank varies as much as 20 dB 
between different speakers after individually adjusting the gain of the input amplifier before 
each training session, which is considerably more than the 9 dB variation in their absolute 
speech level. Obviously, the approach of calibrating the input gain in a parked car is not 
satisfactory for all speakers. Calibrating the amplifier in the moving car should reduce this ef- 
fect. However, it is our impression that speakers more familiar with speech recognition have 
less variation in their speaking level and, thus, do not need this second calibration. A simple 
way of improving the performance for speakers like the two women above is to introduce a 
feature to the recognition device that indicates if the speech level is too low during training. 

We also made some experiments using a rejection threshold to exclude words that were not 
close to any of the reference templates. As an example, one of the tested thresholds resulted 
in 4% substitution errors and 22% rejections. However, we have not very thoroughly studied 
the effect of introducing a reject threshold. This is an important ergonomic factor but the goal 
of our study has rather been to optimize the recognizer performance. 

5. FURTHER EXPERIMENTS AND RESULTS 

5.1 Experimental conditions 
To optimize the parameters of the algorithms, further studies were made using part of the 
recorded material (compare Blomberg & Elenius, 1989). To facilitate the use of automatic 
performance analysis, speakers with a lot of extraneous speech in their recordings were 
excluded from these experiments. Six speakers, incidentally all males, remained, making a 
total of 38 test lists. A total of five utterances were not recorded, so there is a total of 755 test 
words for each of our experiments. The average speech level varied a maximum of 6 dB 
between the speakers. The speech level of the speakers were preserved throughout the exper- 
iments. After digitization, the speech files were marked with the endpoints of the utterances 
to facilitate an automatic analysis of the recognizer performance. 

5.2 Amplitude normalization and time position of noise measurement 
The object of the noise compensation technique is to make the signal-to-noise ratio of the ref- 
erence template equal to that of the test pattern. This means that the amplitude of the refer- 
ence pattern must be changed to that of the input utterance before noise is inserted. In this 
way, varying speech level can be accounted for. Two ways of representing the speech level 
are compared: the mean energy or the maximum energy in the utterance. The estimated noise 
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spectrum used for modifying the reference templates was measured as a mean value over 
eight frames (200 ms) before and/or after each word. 

% correct 
100 

98 

96 Position of noise measurement 

94 

92 
before word 

i-J b 
90 

efore and afier word 

88 &! after word 

86 

84 

82 

80 

no noise no level mean max. 
compen- norm. energy energy 

sation 

Level normalization method 

Fig. 2. Recognition rates using different noise level normalization methods and varying the way 
of measuring the noise. 

Fig. 2 shows results for no noise compensation and for compensation based on: no energy 
normalization and mean and maximum level normalization. Different noise measurement 
positions are also shown. When measuring both before and after the word, we used the mini- 
mum value of the two for estimating the compensating noise spectrum. 
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Fig. 3. Recognition rates using d~fferent noise level normalization methods and varying the way 
of measuring the noise. Noise level art@cially raised by 10 dB. 
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(Fig. 5) .  If the initial threshold lies below or just above the noise, it will adjust itself to a rea- 
sonable value and thus improve the performance. This occurs for initial thresholds at -9 dB 
and -12 dB compared to the optimal setting. However, if the threshold is set too high initially, 
it cannot recover using this method. 

Number of words 

I- Extra words, fixed 
threshold 

I a Extra words, adapted 
threshold 

Missed words, fixed 
threshold 

0 Missed words, adapled 
threshold 

-12 -9 -6 -3 0 3 6 9 12 dB 

Level of threshold relative to optimal level 

Fig. 5. Number of extru and missed words us a function or thc endpoint detection threshold. 
Fixed or adapted threshold. 

It should be pointed out that all values indicating recognition performance in this section 
only apply to the 755 tested utterances and do not include extra or missing words. The num- 
ber of these are shown in Fig. 5. From -3 dB to +6 dB there are not very many of these 
words. The worst performance is for a fixed threshold at -12 dB, giving 1184 extra words and 
171 missing. An explanation for the missed words at low threshold levels is that silent 
intervals between successive utterances are not always detected and then two or more words 
will be merged into one. The adaptation technique gives very few missed words for low 
initial thresholds whereas the number of extra words are quite many below -6 dB. This means 
that there should be a lower bound for the detection threshold for low noise levels. The level 
should be higher than the amplitude of spurious, intermittent sounds that may have not 
occurred during the noise measurement. 

5.5 Some tests using simulated noise 
To test the value of threshold adaptation and noise compensation we tried to provoke the 
system by artificially increasing the noise level by adding a constant to the measured noise 
spectrum before each word (section 5.2 above). It is, of course, not possible to use this tech- 
nique to simulate a lower noise level, since we do not know anything about the spectral shape 
of the tested word below the actual noise. 

We simulated a 5 to 20 dB noise increase in 5 dB steps, using three different combinations 
of adaptation and compensation (Fig. 6). One can observe that adapting the threshold to the 
noise is very critical for the performance. Noise compensation of the templates increases the 
performance from 77% to 86% at a 15 dB noise increase, which is well in accordance with 
our experience from the preliminary experiment. The total number of both extra and missed 
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words is very low, between four and six, when using threshold adaptation, for all cases be- 
tween 0 and 15 dB noise increase. 

It is not possible, though, to use simulated noise to study how much above the noise level 
the adaptive endpoint detection threshold should be set, since the simulated added noise is 
constant and exhibits no time varying fluctuations. Therefore, the threshold can be set just 
slightly above the noise level without any danger of false triggering due to this noise. Since 
real noise in cars is time varying, one has to set the threshold a certain distance above the 
measured noise level, reflecting the stochastic nature of the noise. Finding an optimal interval 
between the noise level and the threshold requires recordings of car noise under various 
conditions and is not carried out in this report. 

% correct 
100 T - - - . - - ' . . . - - . - - . - - - - - - - - - - - -  

go -- - - - - - - 

Noise compensation, 
adapted threshold 

No noise compensation. 
adapted threshold 

+ No noise compensation, 
fixed threshold 

o r  
0 5 10 15 20 

A r t i f i c i a l l y  raised noise level in dB 

Fig. 6. Recognition performance as the noise level is art~ficially raised in 5 dB steps. Fixed or 
adapted threshold. 

6. DISCUSSION 

Our studies show that modest modifications to a standard word recognizer are enough to 
improve the performance in noisy conditions. The noise level of the two cars used for the 
experiment was somewhat too low for judging the optimal values of some of the parameters 
that were to be optimized. However, simulating a loi~der noise gave some important indica- 
tions about some of the recognition parameters involved. 

An adaptive threshold related to the noise level is of vital in~portance for the performance. 
The optimal distance between the threshold and the noise level could not be determined using 
the technique of simulated increased noise, but the 5 dB we used gave good results for the 
real noise level. Noise compensation is essential when the noise is 10 to 15 dB louder than in 
the second experiment. In this context it should be noted that in a real case, both the micro- 
phone distance and the speaking level will change more than under the rather controlled cir- 
cumstances during these tests and make the signal-to-noise ratio more variable. 

Amplitude level normalization is important before making the noise compensation. The 
mean energy over the utterance gives the best results. It does not seem to be very essential 
whether the noise used for compensation is measured before and/or after a word. Practical 
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considerations makes it better to do  the measurement before each word, at the same time as 
the adaptive threshold calculations. 
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