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COMPARING A CONNECTIONIST AND A RULE-BASED MODEL 
FOR ASSIGNING PARTS-OF-SPEECH* 

Kjrll Elrniils 

ABSTRACT 

The orthograpfuc structure of Swedish words has been used for predicting 
word class using a connectionist approach. This technique can he used lo aid 
syntactic processing witlin a text-to-speech system. The error hack- 
propagation technique has heen used for the connectionist learning 
procedure. A corpus of the 10000 most frequent Swedish words has been 
used for training and testing the system. The results indicate that around 
80% of the words can he correctly classified by using the last part of each 
word. The system is compared to a rule-based system that makes the same 
sort of predictions from word endings. The two systems give comparahle 
results for the corpus used. 

1. INTRODUCTION 

Different aspects of the syntactic structure of speech have an important influence on the way 
it is produced. This is especially true of prosodic realizations, e.g., pause insertions and 
phrase-final lengthening. A full syntactic parsing normally relies on an extensive dictionary 
with word class information. In the text-to-speech system developed at our department, this is 
at present not feasible (Carlson & Granstrom, 1986; Carlson, Granstrom, & Hunnicutt, 1990). 
However, complete parses are not always required. Local clause and phrase information are 
expected to contribute essentially to the quality of the speech output. An alternative approach 
to an extensive dictionary is to use only a limited dictionary and to predict word class from 
word structure. In the following, we have used a connectionist approach for making these pre- 
dictions. This method will also be compared to a rule-based system that was designed for the 
same task. 

2. WORD CORPUS 

The corpus used for these studies consists of the 1061 1 most frequent Swedish words 
according to Allkn (1970). The corpus has been phonetically transcribed at our department 
(Carlson & Granstriim, 1986). The vocabulary has also been subjected to a word class 
labelling (Carlson, Elenius, Granstriim, & Hunnicutt, 1986). The distribution of words into 
the four categories: verbs, nouns, adjectives, and others can be seen in Fig. I ,  where words 
with rank below and above 1000 have been separated. Low rank (and thus high frequency) 
function words account for 314 of the thousand most frequent words. A good way to handle 
them in a speech synthesis context is to include them in a special lexicon, since these words 
need separate treatment also for phonetic reasons, and to use prediction techniques to derive 
word class information for the remaining words. For the 96 1 1  words with rank above 1000, 
the three categories: nouns, verbs, and adjectives cover as much as 97.4% of all words. In the 
network studies we have excluded the remaining 2.6% of the words. This leaves us with 502 1 
nouns, 2788 verbs, and 2232 adjectives or a total of 1004 1 words that have been used in our 

* These results have earlier been reported at The International Conference on Acoustics, Speech and 
Signal Processing, in Albuquerque, April 3 - 6, 1990. 
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adjectives 

verbs 

nouns 
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Rank: 1-1000 • Rank: above 1000 

Fig. I .  Distrihiltion of word classes for the 10610 most frequent Swedish words (in percent). 

connectionist experiments. Many adjectives may also be used as adverbs, but it is not possible 
to correctly classify these words only from their orthography. This decision is left for a 
syntactic component of the speech synthesis, that also uses information regarding the other 
words of a sentence. 

3. RULE-BASED PREDICTION 
3.1 The rule-based system 
A small rule-based system that makes word class assignments, based on the orthographic 
structure of word endings, has been described by Carlson & Granstrom (1986). In an 
inflectional language like Swedish, the last parts of words frequently contain suffixes that 
indicate word class information (Kiefer, 1970). A total of 38 rules were used to predict nouns, 
verbs, and adjectives. The basic strategy was to define nouns as the "default" category, and to 
use rules to predict the other two categories, verbs and adjectives. Words belonging to other 
classes were not predicted but since they were included in the test set, they resulted in 
erroneous predictions. Some of the most productive rules are shown in Table I using the 
formalism of the text-to-speech system at KTH. Also shown is the total number of words in 
the used corpus that were predicted by each rule. 

The rules only apply at word endings. The features used besides explicit letter symbols are 
vowels, consonants, and tense consonants. The last category mostly consists of long 
consonants like L in ALLA. The first rule means that a word ending in ANDE will be marked 
as an adjective. The meaning of A ( ( , I )  in the next rule means that the A may be repeated 0 or 
1 times, causing words ending in ISK or ISKA to be adjectives. The third rule means that a 
word ending in any two consonants followed by a T will be marked as an adjective. The 
fourth rule means that a word ending in IG, IGT, IGA, IGTA becomes an adjective. This 
example shows the power of a rule-based system. Many different cases are handled by a 
single rule. The last rule is one of two that also includes the beginning of words. It applies to 
words starting with any number of consonants, followed by: a vowel, a consonant, an 
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Prerlictecl Word end Tinzes 
Applied 

adj A N D E  22 1 
adj I S K A(0,l) 158 
adj <cons>(2,2) T 168 
adj IGT(0 , l )  A(0,l) 505 
adj L L T(0,l) D(0,l) A(0,l) 154 
verb D E S(0,l) 393 
verb A T  171 
verb A T(0,l) S 228 
verb T A R(0,l) 124 
verb <vow> <cons> <cons,tense>(O, 1) A R(0,l) 1153 
verb <WORD> <cons> (,) <vow> <cons> <cons,tense> (0,l) E R 179 

Table I. Some of the most productive rules for predicting word class from the word endings 
shown, and how many times each rule is appliedjbr the corpus tested. (n,m) means that 
the preceding character shall be repeated at least n times and at most m times. (,) as in 
the last example means any number of repetitions. 

optional tense consonant, and finally ER, which is common for Swedish verbs in the present 
tense. 

3.2 Results of the rule-based system 
The results of the rule-based system can be seen in Fig. 2. They are organized according to 
word rank. The bin size is 1000 words, i.e., the leftmost data points are related to the 1000 
most frequent words in the corpus. As expected, there is a high prediction error for the most 
common words, since they contain function words, that are not predicted by the rules. For 

% error 

- , -  - - - 8  

1 2 3 4 5 6 7 8 9 10 

Word rank 

Fig. 2. Word class prediction errors for the rule-based systenz. 
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less common words, the total error decreases to below 25%. For words with rank below 1000, 
the error rate is 24.8% or 22.2%, if the 2.6% words not belonging to any of the three 
predicted categories are excluded. Nouns, the predominant category, give the smallest error 
rates. A small dictionary with the most frequent one-thousand words combined with the rules 
gave around 90% correct word class assignment on a newspaper text. 

4. NETWORK EXPERIMENTS 

The technique we have used for connectionist learning is the error back-propagation 
procedure (Rumelhart, Hinton, & Williams, 1986). The input to the net is the last letters of 
the words, and the output is one of the three word class types: nouns, verbs or adjectives. We 
have mostly made experiments using 3-layered networks, i.e., an input layer, a hidden layer, 
and an output layer. 

4.1 Coding of the input 
The Swedish alphabet contains all the 26 letters of the English alphabet plus the three extra 
vowels A A 0. At the input level, each letter is coded into 29 nodes. One node is set to one 
and all other nodes are set to zero, e.g., B is coded as: 0 1 followed by 27 zeros. A similar 
technique was used by Sejnowski & Rosenberg (1987). Since the last part of the words may 
have suffixes indicating word class, we have used the last letters of each word as input to the 
net. The words have been right adjusted before coding, e.g., if we have decided to use 4 input 
letters (4 * 29 = 116 input nodes) and a word only had 2 letters, the first 2 letters have been 
coded as spaces, represented by 29 zeros each. We also have made experiments using other 
types of coding, which will be described later. 

4.2 Corpus used for training and testing 
As explained above, we have used a vocabulary of 10041 words in our experiments. The 
words are ordered according to decreasing frequency of occurrence, which is the same as 
increasing word rank. All the 5021 odd words of the rank ordered corpus were used for 
learning, and the remaining 5020 words were used for testing. 

As may be seen from the results of the rule-based system, suffixes carry important 
information for predicting word class. Table 11 shows the most common combinations of four 
character endings and word classes. There are a total of 13 13 combinations like these that 
occur twice or more. These equivalence classes include 7 137 words or 7 1% of the total 
corpus, and their mean size is thus 5.4 words. 

199 ANDE adj 66 TION noun 33 ETEN noun 
175 NING noun 53 ELSE noun 32 NDEN noun 
150 ERNA noun 45 ISKT adj 32 ONEN noun 
104 NGEN noun 40 GHET noun 32 TERA verb 
103 LIGA adj 40 ONER noun 31 ETER noun 
95 ISKA adj 40 STER noun 30 ADES verb 
86 NGAR noun 39 ERAR verb 30 ELLA adj 
84 LIGT adj 37 RING noun 30 KTEN noun 
79 ARNA noun 36 AREN noun 29 ERAT verb 
72 RADE verb 35 ENDE ad.j 29 NDET noun 

Table II. The 30 most frequent combinations of four character word endings and word classes in 
the used corpus of 1 0 0 4 1  words. 



Of course there are words from different word classes that have the same endings. Some 
examples for four character endings are listed in Table 111, where the most common 
("majority") class is listed to the left with the "minority" classes to the right. If the conflicting 
classes have the same size, one is arbitrarily chosen to be in the "majority" class, while the 
other goes to the "minority". These classes will cause conflicting evidence during training and 
result in errors during testing. Looking at four character endings of the test corpus, one sees 
that 21% belong to the "majority" class while 6% belong to a "minority" class, meaning that a 
total of about one fourth of all four character endings are ambiguous. If all the "minority" 
class words were classified as the "majority" class, we would still get 6% errors due to the 
confusions in this case. Corresponding error rates for 2, 3, 5, and 6 character endings are: 
27%, 14%, 2%, and 1%. Thus, using more characters will drastically reduce these errors. We 
get more word specific information and also full words. The "endings" become lexicalized, 
i.e., unique for each word. 

ANDE 199 adj 19 noun 
GARE 14 adj 1 1  noun 
TTER 12 noun 1 1  verb 1 adj 
LLER 19 verb 9 noun 
ENDE 35 adj 8 noun 
NGER 9 verb 7 noun 
NDER 10 noun 6 verb 
TALA 6 adj 6 verb 
RADE 72 verb 5 adj 1 noun 
ANDA 10 verb 5 adj 1 noun 

Table III. The 10 most frequent corlflicts of fornr character word endings and word classes in the 
used corpus of 10041 words. 

4.4 Learning 
During learning, the weights were updated after each input pattern. The sequence of input 
patterns was randomized within each epoch. The learning was continued until the sum of the 
squared errors at the outputs almost had ceased to decrease, typically after 500 to I000 epochs 
using 3-layer nets and 2000 epochs for a 2-layer (perceptron) net. Varying the learning rate 
from 0.0 1 to 0.1 and momentum parameter from 0.5 to 0.9 only changed the performance of 
the network by maximally 3%. This includes a I+-2% fluctuation due to what local minimum 
the net will reach. 

4.5 Error criteria 
We have used some different error measures for our tests. The best guess criterion means that 
an input word is classified as correct if its word class has the maximum output activation. A 
harder criterion is the strict accounting rule that requires the correct output to be greater than 
0.5 and the other two outputs to be lower than 0.5 (Lang & Hinton, 1988). We also show 
some classification results for the training corpus. Ideally, the results for the training and 
testing corpus should be similar, indicating good generalization capabilities of the net and no 
over-training. 



STL-QPSR 1 / 109 1 

5. RESUIJTI'S 

5.1 Varying the number of characters at word endings 
Predicting word classes from word endings means that one should use only the relevant 
suffixes for each word. There should be a trade off between either using too few characters, 
and missing parts of interesting suffixes, or using too many and considering too much word 
specific information. 

In Fig. 3, the results of using different number of characters at the word ending may be 
seen. To keep the information capacity of the weights to the hidden layer at comparable 
levels, the number of characters times the number of hidden nodes was kept as constant as 
possible. The two error criteria show very similar results, except that the best guess criterion 
naturally gives lower error rates. The classification results for the learning vocabulary is 
optimal using 5 letters of the word ending. For the test corpus, using 3, 4 or 5 letters gives the 
best performance. Considering the errors accounted for by ambiguous suffixes (see 4.3 
above), it is obvious that they form a majority of the errors using the last 2 or 3 characters and 
a substantial part using the last 4 characters. Using more than 5 characters will on the mean 
include parts of the words that are not suffixes and that have no relevant information on word 
class. 

-8- learning, best - learn~ng, strlct -*- test, best guess - test, strict rule 
guess rule 

1 5 - - - - - -  

5 - - - - . . - - - - - - - - . . . . - - - - - - - . - - - - - - - - - - - - . - - - - - - - . - -  

0 -  I 

2 3 4 5 6 8 
chars chars chars chars chars chars 

12 8 6 5 4 3 
nodes nodes nodes nodes nodes nodes 

Fig. 3. Classification resrnlts using: drffererrt number cf characters at word endings, dtfSrent 
error criteria and dijferent nunzber cf hidden nodes to keep the number cf weigtlts in the 
sepcirate nets approximately constcirit. 

5.2 Varying the number of hidden nodes 
The results when using four characters of the word endings and different number of hidden 
nodes are shown in Fig. 4. The results for the learning corpus show that increasing the 
number of hidden nodes will improve the adaptation to this corpus while the performance for 
the test corpus shows that between 5 and 30 nodes this is done without increasing the 
generalisation capability of the net. The best result, 18.3% errors, was the best one ever 
achieved using 5 hidden nodes and different combinations of learning rates and momentum 
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terms. This is a little better than the 22.2% achieved by the rule-based system, excluding the 
1000 most frequent words and the function words (compare 3.2). 

The good performance of the rule-based system indicates that this classification task is 
quite straightforward and, thus, does not need very many hidden nodes for good results. 

% error 
- . . - - - - - - . - - - - . . - - - . - - - . - - - - . . . - - . . . . - .  

5 - . . . . . . . . - - - - * . . - - - . . . . - - - * . . - . - - - - - . . .  , 

0 3 
I I 

I I 

0 5 10 30 

Number of hidden nodes 

Fig. 4. Classification results using four characters at the end of each word. Diflerent nr~mher 
of llidderl nodes. Rest guess error criterion. Kesrllts .for learning arid testing corpora, 
of size 5020 and 5021 words respectively. 

5.3 Varying the size of the learning set 
Using the four last characters and the same test corpus as before, but varying the size of the 
learning corpus from 250, 500, 1000, to 2000 words reduces the error rate from 36%, 32%, 
25%, to 23%, respectively. This means that a larger corpus for training would very likely 
improve the performance of the net for any test corpus. 

5.4 Other codings of the input 
In one set of experiments we used the phonetic transcription of each word instead of the 
orthographic. The net showed a lower performance in this case. This is not very surprising 
since many of the word endings are reduced when speaking, e.g., LIGT is pronounced as 
"LIT'. However, by adding lexical stress information to the phonetic transcriptions, the 
results became more or less the same as when using only the orthographic input. 

Using a 5-bit binary code for the 29 input characters (almost ASCII-code) resulted in a 
22% error rate using 50 hidden nodes. This means that the discrete coding otherwise used has 
some advantage. 

Intuitively, nouns are longer than verbs or adjectives but coding the length of each word 
by adding input nodes to explicitly signal the length of a word did not improve the per- 
formance of the net. It is also the case that for the total corpus the mean length of nouns, 
verbs, and adjectives are 7.8, 6.8, and 7.9 respectively, which explains this result. 
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5.5 Comparison with rules 
To make a more detailed analysis of the relationship between the predictions of the rules and 
the nets, we made the following experiment. After learning the net using the last four charac- 
ters of each word, we tested it by activating it with most of the patterns that were used by the 
rule system to predict word classes. Since one single rule may describe predictions for dif- 
ferent (similar) suffixes, we had to expand many rules to more than one single pattern. As 
some of the rules use the features: vowel, consonant, and tense consonant, each character was 
coded using three extra nodes that were set to one or zero, according to the existence of these 
features. Adding these input nodes did not significantly change the performance of the net. 

Activating the net with the rule-derived patterns showed that all of the most frequent 
endings in Table I1 that also are represented in the rule system are correctly classified. 

An interesting observation could be made for the ending LLT, that should be an adjective 
according to the rules. It was classified as a verb though 14 of the training suffixes were 
adjectives while only two were verbs. However, I I of the adjectives end with ELLT while a 
couple ends with ULLT. The two verbs end in ALLT. Activating the net with the word ending 
<vnwrl>LLT gave some more activation for adjective than only LLT but the verb activation 
was still dominant. However, when activating the net with the patterns ELLT and ULLT, the 
output became correct, as it did for the verb pattern ALLT. Thus, the net needs the vowel pre- 
ceding LLT in order to correctly predict these suffixes. This indicates that the net has not 
reached any generalized knowledge about the suffix LLT but rather learnt individual words 
ending in this suffix. 

The overall results of these comparisons show that the net agrees with most of the 
predictions made by the rule system. 

6. DISCUSSION 

We have shown that for Swedish it is possible to derive word class information from 
inflectional and derivational suffixes. We get about the same performance predicting word 
class from word endings using a 3-layered connectionist network and a rule-based system 
using only 38 rules. The good performance of these rules implies that the task is rather 
regular, and this is probably why only a few hidden nodes are needed to get good results for 
the network model. 

Using 3, 4, or 5 characters at the end of the words gives the best prediction capability. The 
best performance, 18.3% prediction errors, was achieved using the last 4 letters and 5 hidden 
nodes. This includes 6% errors due to conflicting word classes for the same word endings. 
When using the last 3 letters, these unavoidable errors constitute about two thirds of the errors 
while they make up only 1 %  of the errors when using the last 5 letters. This means that there 
is a conflict between using few "ambiguous" characters or using more characters, that will 
include more of the words than the relevant suffixes. 

A larger word corpus for training will improve the performance of the network. However, 
the results can not be better than the limits given by conflicting word classes, as discussed 
above. It is, of course, also possible to improve the rules. 

This study is naturally language specific and depends on the morphological structure of 
Swedish. English may show worse performance due to the rather restricted word-ending 
structure. 

The knowledge of the rules might be used by first training the net with patterns derived 
from the rules or by including special nodes that are activated by rule-derived patterns. 

Another possibility would be to use a sliding window of 3 to 6 characters, making the net 
sensitive to syllabic and morphological structures. In this case the sequence LIG in the 



suffixes LlG and LlCT can be seen as the same input pattern and not as the two separate 
patterns of the current approach. 
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