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TECHNIQUES AND DEVICES FOR AUTOMATIC SPEECH RECOGNITION* 

Kjell Elenius 

Abstract 

For some decades the possibility of automatic speech recognition has in- 
trigued many speech researchers as well as the general public. This disser- 
tation, which contains ten different speech studies and a summary, is 
mostly about "traditional speech recognition" which means the conversion 
of the acoustic speech signal to phonetic features, phonemes and words. 
This is opposed to 'kpeech understanding, "in which the system is required 
to make adequate responses to the 'heaning " of the input speech and that 
demands linguistic components such as syntax, semantics and pragma tics. 
The parameterisation of the speech signal is handled by the acoustic front 
end of a recognition system. The standard technique has been to convert 
the speech sipal to spectral information, for instance, filfer bank ampli- 
tudes. Frequently, cepstral coefficients are derived instead of amplitude 
parameters. These traditional techniques for speech parameterisation are 
basically static descr~~tions. In one study it is shown that the addition of 
spectral change parameters (differentia fed cepstrum coefficients) to regular 
cepstrum coefficients improves recognition performance. Another study at- 
tempted the use of parameters inspired by models of human auditory 
processing. However, there was a negative correlation befween the com- 
plexiq of the models used and the recognition performance, although 
some of the more simplistic models performed well. The possibility of us- 
ing synthetic speech to build templates for a word recognition system has 
also been examined with some encouraging results. This technique has 
some attractive qualities, since it could dramatically reduce the need for 
training of a recogniser. Some papers are oriented more towards the appli- 
cations of word recognition. One is a feasibility study of voice controlled 
dialling in an intercom system and one is about the construction of a port- 
able hardware recogniser. Another deals with the reduction of the effeck of 
background noise, especially when using speech recognition for voice con- 
trolled dialling in a cars. The method used is shown to improve the noise 
immunify of the system. There are furthermore some papers in which arti- 
ficial neural networks are used for phoneme and word recognition. It is 
shown that including coarticulation effects befween phonemes is a crucial 
factor and that in particular recurrent neural networks seem to be useful 
for this. Some experiments have been carried out to evaluate whether ar- 
ticulatorily based phonetic features are a better basis than phonemes for 
speaker independent word recognition. However, it seems that this is not 
the case, alihough the results are not fully conclusive. The last two studies 
deal with some linguistic aspects of speech technology. The first is a com- 
parison of the ')honetic" word space of five European languages, espe- 
cially in the context of speech recognition with broad, phonetic classes, and 
the results indicate that the lexical space is very unevenly exploited. The 
second compares word class assipment by explicit symbolic rules to an 
artificial neural network trained for the same task. The network-based 
method is shown toperform somewhat better. 
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1. INTRODUCTION 

1.1. Background 
The rapid development of computers made many researchers very optimistic about 
the future of language translation and speech recognition in the 1960's. It was a gen- 
eral feeling that having bigger and faster computers would help to solve these in- 
triguing challenges, and the barriers, as they were seen at that time, were rather the 
computing power than the knowledge needed: it was more a problem of quantity 
than of quality. Today, some 25 years later, when we have computer power available 
exceeding what one even could dream of in those times, we know that the problems 
are not only a question of how 'powerful " the computer hardware is but rather an 
issue of its software. It is true, however, that we have seen steady progress in the 
speech recognition field over these years. Speaker-dependent recognition has moved 
from the small vocabulary systems, 10 - 100 words, that were commercially available 
in the beginning of the 1980 5, to the large vocabulary systems, 5,000 - 50,000 words, 
currently available. Recently we have seen telephone companies starting to deploy 
speaker-independent recognition systems that work over the telephone line. It is true 
that their vocabulary is very small, 5 to 10 words, but they still seem to have a very 
strong commercial potential for special services - it is estimated that AT&T will save 
$200 million to $300 million a year by replacing operators for billing services with 
speech recognition systems (Wilpon & Roe [I]), and this task only requires a vocabu- 
lary of five words. 

At our department we have been involved in speech recognition studies for about 
20 years. It is a well-known fact that the technical evolution in the area of electronics 
and computers has been very rapid over the decade covered by the studies of this 
dissertation. The first experiments were performed with a 51-channel filter bank for 
extracting the speech parameters used. It was an impressive piece of equipment by 
today's standards: two 19 inch racks with a height of about 2 meters each. The speech 
was sampled by an A/D-converter and input to a mini-computer, CDC-1700. The 
parameters used were energies and centres of gravity in different frequency bands. 
Zero-crossing density measurements were also used, since they could be easily ex- 
tracted by rather simple hardware. It is also interesting to note that the study in Pa- 
per 3 was limited by the available memory of the computer to the use of maximally 9 
input speech parameters. However, it is our belief that limited experiments can result 
in important findings by indicating pertinent tendencies, i.e., they may not achieve 
the ultimate performance possible, but they can point out relevant and significant re- 
sults. As an example, the above study showed that using cepstral difference parame- 
ters improved recognition performance, something that is currently an established 
technique and used by many Hidden Markov Model (HMM) systems. 

Though limited resources restricted our first experiments, their motivation was in 
agreement with what might be described as long-term goals of our department: to 
gain further insight into speech and related processes. It is the hope of the author that 
the studies reported in this thesis will also reflect this perspective. This means that 
we have pursued our speech recognition work in a direction which somewhat devi- l 
ates from the mainstream, the statistically-based HMMs. It does not preclude our 
using these techniques in our research, but we have not put our effort into refine- 
ments in the techniques themselves. Over the years our computer resources have 

I 
naturally increased substantially and our attitude towards statistical methods has 

I 
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also changed to some extent. Whereas we still want to base our work on the knowl- 
edge of speech and language, we also recognise the benefits of statistics. The large in- 
tra- and inter-speaker variation of the speech signal requires large speech data bases 
as a foundation for future research and we are currently building up such facilities. 
On the other hand it should be pointed out that in recent years, more and more 
speech knowledge is utilised by HMMs, likewise making the division alluded to 
above less significant. 

1.2. Overview of the dissertation 

The main focus of this dissertation is automatic speech recognition and it consists of a 
number of papers describing different efforts in this field during the last decade. The 
subjects studied cover a rather broad range beginning with investigations of the per- 
formance of different parameters in the acoustic front-end processing, including the 
use of auditory models for speech pre-processing and synthetic speech for construct- 
ing reference templates. Other studies deal with the reduction of the effects of noise 
disturbances on recognition performance. Subsequent studies deal with the use of 
artificial neural networks in the context of speech recognition. There are also a few 
studies on linguistic aspects in the context of general speech technology. 

Two of the papers deal with the use of speech recognition in practical applications: 
voice-controlled dialling of intercoms and mobile telephones in cars. The author was 
involved in developing the speech recognition hardware system that later was com- 
mercialised by the Infovox company in 1984 - a device in the first 'hundred word 
category "mentioned in the beginning of this introduction. Recently he has converted 
a 5,000-word American speech recogniser to the Swedish language - a device in the 
second category above. 

1.3. About the summaries of the papers 

Since, by definition, the summaries should be concise, the descriptions of experimen- 
tal systems and methods are kept short. The purpose has been to give a qualitative 
account that preserves the basic ideas and hypotheses underlying the papers. Results, 
however, are given a somewhat more detailed account, in order to give the readers of 
the summary some insight into the outcomes of the different studies. 

The summaries are grouped according to the different subjects and are interleaved 
with general discussions and remarks regarding the current theme. 

Generally, no references are made to work referenced in the papers themselves. 
However, it has sometimes been considered well-motivated to make exceptions to 
this principle. Otherwise, references in the summaries most often pertain to articles 
published later than the summarised paper. 

Many studies are only published in full versions in the report series of our de- 
partment, STL-QPSR. However, shorter versions of them have been accepted at in- 
ternational conferences as indicated in the beginning of each summary. 

The studies were often done in close collaboration with colleagues at our depart- 
ment and it is often difficult to identify the contributions made by each individual, 
but I have attempted to do so at the end of each paper. 
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2. SPEECH RECOGNITION TECHNIQUES 

In this section we give a some background regarding methods and techniques used 
for speech recognition that are related to our studies. Discussions of methods and re- 
sults are done in the respective summaries. 

The parameterisation of the speech signal is a basic step in all speech recognition. 
Earlier, analog hardware was used for this and extracted parameters were, for ex- 
ample, amplitudes of filter banks and zero-crossing density measurements, i.e., the 
count of zero crossing of the (filtered) speech signal in a given interval (Zue & 
Schwartz [2]). Today, computers or signal processors are used to compute FFT- (Fast 
Fourier Transform) or LPC-(Linear Predictive Coding) transforms of the speech sig- 
nal. A standard method is to calculate spectral sections every 5 to 20 ms with around 
16 amplitude channels that are integrated approximately over 25 ms. 

Frequently, cepstral coefficients are derived and used instead of filter amplitudes, 
since they make it possible to reduce the number of input parameters without de- 
grading the performance of the recogniser (Ichikawa et al. [3]). Davis & Mermelstein 
[4] showed the advantage of using a mel-frequency scaled filter bank before calculat- 
ing the cepstral coefficients, and this was also done in Paper 2. Recognising that the 
dynamic aspects of speech are very important, a simple way of introducing them has 
been to include differenced parameters or regression coefficients of the parameters. 
This has proven to give performance improvements in numerous studies, for exam- 
ple by Furui [5], Rabiner et al. [6], Applebaum and Hanson [7] and Lee [8]. Dynamic 
aspects of the speech signal are the subject of Paper 3, and they are also addressed in 
Papers 7 and 8. 

Efforts have also been made to use auditorily motivated front ends, since one 
could assume that they should have inherent advantages, compare work by Kar- 
jalainen [9], Cohen [10], Seneff [Ill and Hunt & Lefebvre [12]. However, although 
there is a fair amount of knowledge about the cochlea, the auditory system beyond it 
is less explored and has not been modelled for speech recognition, though there are 
some simulations made with speech signals (Damper et al. [13]). Auditory models are 
further discussed in Paper 4, in which some have evaluated for automatic word rec- 
ognition. 

Other techniques for parameter extraction utilise orthogonal projection principles 
(Jalanko et al. [14]) or linear discriminant analysis of the primary speech parameters 
to get more compact and robust descriptions (Hunt & Lefebvre [15] and Bore11 & i 

Strom [16]). 
The concept of formants has proven to work very well for speech synthesis, and a 1 

lot of efforts were earlier put into the use of formants, or formant related measures, 
also for speech recognition. This is true for many "knowledge based" systems, in I 
which one tries to employ directly linguistic and phonetic knowledge for speech t 

recognition, see for example Mercier et al. [17], De Mori et al. [18], Stern et al. 1191 i I 
and Zue & Lame1 [20]. The speaker-independent system of Paper 1 is an example of 
this approach. It has, however, turned out that it is very hard to get a reliable, auto- ! 
matic formant analysis, due to interactions with the fundamental frequency of the 
voice source and the difficulty of resolving neighbouring formant peaks. An alternate 
technique is employed in 6, in which speech synthesis is used to construct reference 
templates. This may be seen as a technique to move explicit formant measurements 
to implicit ones, by calculating the difference between spectral shapes instead. A 
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small difference in formant location will be reflected in a small spectral distance and 
vice versa. 

In practical applications the issue of noise corrupted speech becomes more of an 
interest than in laboratory studies. Trying to estimate the noise and subtract it from 
the speech signal is one way (Boll [21]). One can also try to separate the speech from 
the noise by statistical knowledge of one of the signals by using speech enhancement 
methods (Porter & Boll [22]). A microphone array may be used to focus on the 
speaker and to estimate and subtract the noise (Nordebo et al. 1231). Another way is 
to add the current noise to reference templates recorded in a silent environment to 
simulate that training and recognition have occurred under the same conditions 
(Klatt [24]). This technique was successfully employed in Paper 6 for voice controlled 
dialling in a car. 

More recently artificial neural networks have been widely used in speech recogni- 
tion tasks, mainly for front-end processing, either using self-organised networks 
(Kohonen et al. [25], McDermott & Katagari [26]) or supervised training schemes, 
often in connection with multi-layer perceptrons (Waibel et al. [27]). Hopfield & Tank 
[28] have proposed a technique in which time delays are used to concentrate relevant 
speech events, for instance for a word, to a single detection point in time. A strength 
of artificial neural networks is that they can perform non-linear feature extraction. 
The coarticulation and context effects that characterise speech are often handled by 
the use of an input window of the speech signal, as in the NETtalk system by Sejnow- 
ski & Rosenberg [29], in which it was used for speech synthesis. Boulard & Wellekens 
[30] used the same scheme for speech recognition, and the 'time-delay neural net- 
works" by Waibel et al. [27] employ a similar method. Another technique is to use 
prediction based methods on the parametric level, such as 'linked predictive neural 
networks " (Tebelskis & Waibel [31]) and 'hidden-control neural networks " (Levin 
[32]), in which the network is trained to predict the trajectories of the used speech 
parameters. Adding recurrency is another way of dealing with speech dynamics 
(compare Watrous [33] and Robinson & Fallside [34]). In Papers 7 and 8 we report 
some speech recognition network studies. It is shown that including coarticulation 
effects is important and that in particular recurrent neural networks seem to be use- 
ful for this. 

It has been proposed that phonetic features could be used as primary entities 
rather than phonemes for speaker-independent speech recognition (Stevens et al. 135, 
361). This assumption was the subject of some experiments in Paper 8. However, 
phonemes performed better for most speakers for the feature set used. 

The problem of time alignment of an input utterance with some sort of reference 
templates is very crucial in speech recognition. For a long time the dynamic pro- 
gramming methods were the prevalent one, but over the last years it has been re- 
placed by Hidden Markov Models. The modelling of time has proven to be difficult 
for neural networks and frequently hybrid systems have been used, in which the 
speech analysis performed by the ANN (Artificial Neural Network) is fed to a DP- 
scheme (Dynamic Programming) (Robinson & Fallside [34] and Paper 8) or an HMM- 
recogniser (Bengio et al. [37]) for further processing. There are, however, interesting 
efforts in which networks uniquely have been used for both the phoneme and word 
recognition levels (Strom [38]). 

ANNs may also be used to estimate the emission probabilities of the HMM, since 
the outputs of the MLP (Multi-Layer Perceptron) approximates the a posteriori prob- 
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abilities, when using the least mean square error or entropy criterion (Boulard & 
Wellekens [39], Cohen et al. [40]). At BB&N a neural network used to rescore the N- 
best scoring list generated by an HMM has been shown to improve the recognition 
performance (Austin et al. [41]). 

At the end of the summary of Paper 8 we have included some results of a recent 
comparison of an MLP to a self-organised probabilistic neural network. Both have 
been used for the same phoneme recognition task. 

2.1. Basic features of the word recogniser used 
The basic technique for many of the reported studies is the use of a speech recogni- 
tion system based on spectral frames sampled every 10 - 25 ms combined with the 
use of dynamic programming (DP). In some experiments the spectral frames have 
been converted to cepstral coefficients before the DP-processing. This may be re- 
garded as a standard, state-of-the-art recognition system, considering the contempo- 
rary techniques used. The idea has been to manipulate different parts of this system 
in order to focus interest on the subject under study. 

2.2. Feasibility and hardware studies 
The first two papers deal with the development and application of a word recogni- 
tion system that was the basis for many of the following studies. The first study was 
initiated by the Ericsson telephone company and their interest in voice controlled 
dialling. It is mainly a feasibility study and ended with the development of a hard- 
ware recogniser that was marketed as a special option for one of their intercom ex- 
changes. The second paper gives a more detailed description of the hardware word 
recogniser . 

I 

2.2.1. Feasibility of voice control for intercoms 

Paper 1 "Voice-con trolled dialling in an intercom system, ' Blom berg, M., Elenius, K. 
& Lundin/ F. Proceedings of the 10th International Symposium on Human factors in 
Telecomm unica tions, Helsinki/ 1983, June, pp. 233-238. 

This study was the result of co-operation with the Ericsson telecommunication com- I 

pany. The objective was to develop a word recognition system for voice-controlled i 
dialling. First we did field studies with a speaker-independent word recognition sys- 
tem in the context of voice-controlled dialling. The recognition system was based on 
techniques described in Blomberg & Elenius [42]. The training vocabulary of 30 
Swedish names, first and last name concatenated, was read by 10 training speakers. 
The recognition time was between 2 and 5 seconds. The system was connected to an 
Ericsson intercom exchange and audio response was used to verify the recognised 
name before setting up a connection. It was recommended to the users that they 1 
speak at a distance of 40 cm from the microphone of the intercom device. 

During two months 23 people made more than 600 calls. Six percent of the calls 
were not recognised and ten percent were rejected. Allowing for repetitions of un- 
successful trials, the number of successful connections was 94%. The errors were 
caused by large variations in speaking level (up to 20 dB), background noise, pauses I 
between first and last name, transmission noise, wrong pronunciations and miscella- 
neous (not specified) sources. After the test period, it was a general opinion among 
the users that voice control was a useful facility for intercoms. However, the per- 
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formance of the test system was judged to be not good enough, and the recognition 
time was considered to be too long. 

The training of the speaker-independent system was rather complex and required 
special knowledge which would be hard to disseminate to future users. Based on this 
fact and the results above, it was decided to rather use a speaker-dependent device, 
based on the pattern recognition system described in Paper 2, which recently had 
been developed by the first two authors. The performance increase using a speaker- 
trained system was considered to be important and also recognition times were 
shorter: 1 second for a 30 word vocabulary. The speakers trained each vocabulary 
item by repeating it 5 times. It was possible to do voice dialling from other people's 
stations by first identifying oneself with one's own extension number. The system 
was implemented using a Motorola MC68000 micro processor and a NEC7720 signal 
processor and was marketed by Ericsson in the intercom exchange ASE 462 with up 
to 180 lines. The systems were mostly sold outside Europe and to our knowledge 
Ericsson did not investigate user satisfaction. 

The speaker-independent study was mainly done by Mats Blomberg, while the 
rest of the study, as well as the writing of the paper, was done as a close collaboration 
between the first two authors. Fred Lundin was responsible for all installations at 
Ericsson, where the user study was done. 

2.2.2. Hardware for word recognition 

Paper 2. '2 device for automatic speech recognition," Blomberg, M. & Elenius, K. 
This is a translation of a Swedish paper in the Proceedings of the meeting of 
'Nordiska Akustiska Sallskapepef, " 1982, A ug., Stockholm, pp. 383-386. 

In 1982, the rapid evolution of the technology for integrated circuits made it possible 
to devise hardware systems for automatic word recognition that were very small 
compared to the preceding technology. At that time effective one-chip microcomput- 
ers were already accessible and the missing, crucial component was an integrated 
signal processor for the speech signal analysis. When the NEC7720 chip was released, 
a compact speech recogniser could be constructed. 

This paper describes a speaker-adaptive, single-word recogniser based on the 
state-of-the-art techniques of pattern matching and dynamic programming for time 
alignment of the input word with the reference templates. A 16-channel filter bank 
was implemented on the signal processor and six cepstral coefficients were used as 
speech parameters. The speech signal was first sampled at a 10 kHz rate by a stan- 
dard CODEC chip designed for telephony applications and fed to the signal proces- 
sor. The 16 filter amplitudes were then fed to the micro processor MC68000 every 
25 ms and converted to cepstral coefficients. The dynamic programming algorithm 
was then used for pattern matching. 

The endpoint detection algorithm was designed to be robust by essentially being 
sensitive to voiced sounds. Weak unvoiced sounds, such as the unvoiced fricative 6 
are hard to detect at the endpoints of a word, and make the positioning of endpoints 
uncertain. The basic endpoint detection parameter was a low-pass filtered speech 
signal. When it passed a detection threshold the word was considered to have 
started. A small interval of about 150 ms preceding this time was also included in the 
word in order to capture weak sounds before the start of voicing. An interval after 
the end of voicing was also included for the same reason. This technique also could 
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repair same endpoint detection errors. A similar technique has later been used by 
Haltsonen 1431. 

The time to fully match two patterns by dynamic programming was 50 ms. Later 
the DP-programming was moved to the signal processor, which reduced this time to 
16 ms. In order to reduce the recognition time the matching was aborted if the accu- 
mulated distance to the current template exceeded the minimum distance achieved 
by the preceding templates. A minimal system needed three Europe-sized hardware 
boards and used the RS232-protocol for communication. 

The device was commercialised by the Infovox company in 1984 and also con- 
verted for use on standard IBM-compatible personal computers by rewriting the 
software and compressing the hardware to a half-sized PC-board. The Infovox rec- 
ogniser has performed well in evaluations done by Fondazione Ugo Bordoni (FUB) 
in Rome, where it rated at least as well as some market-leading American systems 
[44,45]. One reason for this may be the fairly robust endpoint detection and the use 
of cepstral parameters of a Bark scaled filter bank. 

Devices such as these, with their limited vocabulary, are useful in special, re- 
stricted applications. They have been used for such purposes as sorting of goods, 
product control and for environmental control for persons with severe motor dis- 
abilities. A productive and rewarding use of the Infovox device is for the control of 
telephone, TV- and VCR-equipment by a paraplegic person (Wachtmeister & Gran- 
strom [46]). 

The development of the software for the recogniser and the writing of the paper 
was done in close collaboration with Mats Blomberg. The hardware was developed 
by Bjorn Larsson and Lennart Neovius. 

2.3. Front-end processing 
The following four papers present studies of different aspects of the front-end proc- 
essing in a word recognition system. The first considers some ways to introduce dy- 
namic speech parameters, the second investigates the use of speech parameters based 
on auditory models, the third explores the use of synthesised speech for the creation 
of word recognition templates and the fourth is concerned with the reduction of the 
effects of background noise. 

2.3.1. Dynamic aspects 

Paper 3. 'Effects of emphasising transitional or stationary parts of the speech signal 1 

in a discrete utterance recognition system," Elenius, K. & Blomberg, M. IEEE Interna- 
tional Conference on Acoustics, Speech/ and Signal Processing, Paris, 1982, May, pp. 
535-538. 

The basic motivation for this paper was the realisation that the dynamic, transient 
parts of the speech wave carry more phonetic information than the quasi-stationary 
parts, whereas the state-of-the-art systems of 1982 were based on dynamic pro- 
gramming and pattern matching techniques that put equal weight on all speech 
samples. The test system was based on this method and used a front end of 19 critical 
band filters in the range 20-10,000 Hz that were converted to Critical Band Cepstral 
Coefficients, CBCCs. The 0-th order coefficient was discarded, to make the system in- 
sensitive to absolute signal amplitude. A difference function was defined as the sum 
of the absolute differences for all parameters over a certain time interval. The func- 
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2.3.2. Auditory models 

Paper 4 '2 uditory models and isolated word recognition," Blomberg, M., Carlson, R., 
EZenius, K. & Granstrom, B., STL-QPSR 4/1983, , pp. 1-15. This is an expanded ver- 
sion of a paper presen fed a t the Symposium on 'Yn variance and Variability of Speech 
Processes, 'WIT, Cambridge, 1983, Oct., pp. 108-114, and at the IEEE In terna tionaZ 
Conference on Acoustics, Speech, and Signal Processing, San Diego, 1984, April, Vol. 
2,pp 179.1-179.4. 

It is reasonable to believe that during the evolution of speech the human auditory 
and articulatory systems have developed in parallel. One could therefore expect 
benefits for speech recognition if one could process the speech signal in the same way 
as the human auditory system. The motivation behind these experiments is thus to 
evaluate the potential usage of some auditory models for speech recognition. The dif- 
ferent models were compared to a standard FFT-analysis of the speech wave that was 
used as a reference system. The speech was sampled at 16 kHz and an FFT-spectrum 
was calculated every 20 ms using a 25 ms Hamming window. The resulting line spec- 
trum was converted to 74 channels by adding energies in 300-Hz wide, overlapping 
bands from 0 to 7.7 kHz. In the auditory model calculations, the Hamming window 
was set to 10 ms with a sampling frequency of 16 kHz for frequencies above 2 kHz 
and to 20 ms with a sampling frequency of 4 kHz for frequencies below 2 kHz. This 
was in order to get faster filter responses above 2 kHz and better frequency resolu- 
tion below that frequency. 

In the BARK model, which is based upon psychoacoustical measurements of the 
frequency resolution of the human ear, the energies within each Bark band were 
summed together. Adding a psychoacoustic masking filter and equal loudness 
curves gave the phone/Bark model (called PHON) and adding perceived loudness to 
this representation resulted in the sone/Bark representation (called SONE). The 
DOMIN model of Carlson and Granstrom that was based on work on vowel percep- 
tion and that explores the possibility of temporal analysis in the auditory system was 
also tested. Finally an attempt to model forward masking in time was done in the 
PHONTEMP model. 

The outputs of the different models were used as input parameters to the speech 
recognition system described in Papers 2 and 3. All models had 74 output parameters 
and the words were normalised to 40 time samples before the dynamic program- 
ming. A vocabulary of 18 Swedish consonants (C) in an 'hCa 'Lcontext and 9 Swedish 
vowels (V) in an 'hV1 'Lcontext described in Paper 2 was used and the words were 
read in some different ways by one male and one female subject. 

Using just one word to build each template gave a mean recognition rate of 81% 
for the FFT-processed, male consonants. Using three or more utterances gave a 10% 
to 15% increase in recognition rate or more than a 50% reduction in error rate. In the 
following experiments, reference templates were built from seven words read in a 
normal way and the test words read in four different ways: normally, slowly, rapidly 
and emphatically. 

Looking at the error distribution for the male consonants over all models except 
PHONTEMP, revealed that the rapid and emphatic readings resulted in 50% more 
errors compared to the normal and slow reading. The results for all the auditory 
models are shown in Fig. 1. 
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Fig. I .  Recognition accuracy of the FFT-processing and the different auditory models. Mean 
of male and female subject. 
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It may be seen that as the complexity of the model increases, going from BARK to 
PHONTEMP, the performance declines for both consonants and vowels. The 
DOMIN model, however, the best of all representations for vowels, for consonants is 
no better than the PHON model. This is not surprising considering that the model 
was originally built for vowels; it looks at the frequency location of prominent re- 
gions and uses no amplitude information at all. The relatively poor performance on 
consonantal segments for the other models is probably due to their lower amplitude 
levels. The amplitude transformations of the models will decrease their intra spectral 
distances and make the task of discrimination more difficult. 

Three different measures for calculating the spectral distance during the dynamic 
programming were also tested on the male speaker: city-block, Euclidean and 
squared distance. The Euclidean metric performed best but the differences were most 
often not very significant. The sensitivity of the FFT-model to different number of pa- 
rameters was also examined. By summing the energies over 3 to 25 of the 74 FFT- 
bands, new parameter sets with 25, 13, 7 and 3 parameters were derived. Reducing 
the number of parameters decreases the performance, by only 2% for each of the first 
two steps, and then more rapidly, by 7% and 16% for the next two steps. Thus 
around 20 FFT parameters seem to be enough for the current task. 

A good overview of the use of auditory models for speech processing may be 
found in [9]. Today, a decade after this study, one can observe that cepstral and delta 
cepstral parameters, as discussed in Paper 3, are much more frequently used than 
auditorily motivated front ends. However, two very significant groups use auditory 
processing in their systems: IBMfs Tangora recogniser uses a model by Cohen [lo] 
and MIT's SUMMIT recogniser uses a model by Seneff [ll]. The Seneff model uses 
the same type of synchrony information as the DOMIN model complemented by 
amplitude information in BARK bands. Cohen reports performance improvements 
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In the first experiment, the loudspeaker output of the text-to-speech hardware 
developed at KTH was recorded without any adjustments. The recogniser, which 
was the same as the one described in Paper 2, was then trained by the synthesis and 
74.6% of the test words were identified correctly. Using one of the male speakers as a 
reference and testing on the others resulted in an average recognition score of 89.5%, 
with the results ranging from 79.1% to 93.6%. The largest discrepancies between the 
synthetic and the human speech were in their durational structure. When the seg- 
mental durations of one speaker were imposed on the synthesis this gave an almost 
7% increase in the recognition score to 81.5%. 

In a following experiment, the recogniser and synthesiser were replaced by soft- 
ware with the same functionality. The speech analysis was performed by FFT calcu- 
lations and later pooling of the spectral components into 16 bands, instead of using 
hardware bandpass filters. The increased accuracy of this analysis resulted in some- 
what improved results when repeating the recognition experiments. The speech 
generated by the software synthesis performed within 0.8% of the hardware synthe- 
siser . 

In another series of experiments the control parameters to the synthesiser were 
used to directly generate the spectral frames that in turn were transformed to the 16 
channel input of the recogniser. This technique removes the interaction between 
harmonics and formant peaks and results in stable fricative noise spectra. The frame 
rate was also increased from 25 ms to 10 ms. For the human speakers the average 
recognition rate increased to 92.8% and for the synthesis to 82.4% (without duration 
adjustment). Changing the parameter description of the synthesiser from smoothed 
square waves to linearly interpolated values and elaborating on the phonetic details 
of the synthesised words resulted in 88.5% accuracy, which was comparable to the 
two speakers with the poorest performance. These last results are shown i Fig. 2. It is 
clear that the elaborated synthesis gives promising results. 

Fig. 2. Recognition accuracy for the 10 ms analysis condition. Mean value over ten speakers 
and results for syn thesised templates. 
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speech recognition. Training was performed in a parked car by repeating each word 
five times; the tests were carried out under different conditions. Almost 2000 words 
were read in a total of 98 sessions. The signal-to-noise ratio was typically 15 - 25 dB 
for closed windows at 90 km/h. The average speech level varied a maximum of 9 dB 
between speakers. Substitution errors were treated separately from deletion and 
insertion errors. 

No rejection criteria were used, which means that the system was forced to make a 
decision on all input words, even if they matched very poorly to the vocabulary 
words. Introducing rejection criteria in the evaluation makes it more complex, since 
one needs to introduce one (or more) parameters in the assessments. In this case, the 
other measures were considered sufficient for measuring the noise immunity of the 
system. On the other hand, the inclusion of a rejection threshold is crucial in real 
applications, since it is much easier to repeat a word than to correct a substitution er- 
ror. A rejection procedure was later developed that used the value of the best match 
and also its distance to the next best match as parameters. 

The mean substitution rate for 90 km/h and closed windows was 9%, varying be- 
tween 0% and 22% for the different speakers. An open window gave a mean of 18%, 
and the variation was between 3% and 28%. Two of the female speakers spoke much 
louder during the test sessions than during the training, when the input gain of the 
recogniser was calibrated for each speaker. This resulted in saturation of the filter 
bank during testing. Otherwise there were no marked differences between the sexes. 
The three speakers familiar with the system performed markedly better than the 
others, their mean results for 90 km/h with window closed or open were 2% and 9% 
substitutions, respectively. 

It is evident that familiarity with a recognition system has large effects on per- 
formance. It is natural in all human communication to adapt one's speech to the re- 
ceiver (Lindblom [57]), and after some use of a recogniser the feedback of correct and 
substituted words will teach the user to speak in a certain a way that works well 
rather than trying to solve recogniser problems by strategies such as shouting. 

Further experiments were done with six speakers and 38 test lists. Before "adding" 
the noise to the reference template, the energy of the template and the input word 
had to be normalised in some way. It was shown that normalising by the mean word 
energy was better than using the maximum energy. It was also shown that using an 
adaptive threshold that was allowed to move (only upwards) from a preset low level 
to 5 dB above the measured noise level resulted in a stable performance in an 18 dB 
amplitude range, from -6 dB to +12 dB, relative to the optimal threshold calibrated 
for each test list. 

Looking at insertions and deletions, we get many insertions if we have a fixed 
amplitude threshold below the optimal threshold, about 45% extra "words" for 
-12 dB, whereas a fixed threshold above the optimal results in about 20% missed 
words for +12 dB. The adaptive threshold performs like the fixed one for high 
threshold levels, since it is not allowed to move downwards. It results in very few 
missed words for low initial thresholds, but the amount of extra words starts to in- 
crease below -6 dB, indicating that the threshold is rather close to the noise level. 

Since the signal-to-noise level of the recordings was quite high we tried to provoke 
the system by artificially increasing the noise level, adding a constant to the real 
noise measured in the car. This was done in 5 dB steps from +5 to +20 dB. The 
adapted threshold was shown to be very important for the performance at more than 
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+10 dB simulated noise levels and the noise adaptation of the templates reduced the 
number of substitutions from 23% to 14% at a 15 dB increase of the noise level. 

Word recognition in noisy environments is very dependent on good endpoint de- 
tection and it is essential to have an adaptable threshold for this as shown above. 
However, loud noise levels will still result in endpoint detection problems and seri- 
ously impede recognition performance. Experience from speech recognition over 
telephone lines indicates that techniques used for word spotting in combination with 
'garbage "models for background noise and extraneous speech perform substantially 
better in these conditions (Wilpon, et al. [58]). This naturally requires considerable 
processing power and is very similar to continuous speech recognition. 

The technique of modifying templates by noise has lately been employed in an 
ESPRIT project 'Adverse-Environment Speech Recognition " [59], in which linear re- 
gression techniques were used for the mapping from clean to noisy speech. This 
method was shown to perform better than both (non-linear) spectral subtraction of 
the noise from the test words (Lockwood & Boudy [60]) and speech enhancement 
techniques. However, the method is most useful for dealing with additive noise. To 
reduce effects of convolutional noise, such as frequency distorsions of telephone 
lines, very low frequency high-pass filtering of sub-band envelopes has turned out to 
be very effective (compare Hirsch, et al. [61], and also the related 'RASTA-PLP" 
method reported by Hermansky, et al. [62]). 

The system developed in this study is currently marketed by the Ericsson com- 
pany in combination with their mobile telephone equipment. It seems, however, that 
the need to train the recogniser limits its attractiveness for the general user. On the 
other hand it is hard to imagine a speaker-independent system in this application, 
considering the large number of different names. Furthermore, all the telephone 
numbers to be utilised must somehow be entered by the user. A possible compromise 
would be a speaker-independent digit recogniser, but this would mean that the ad- 
vantages of the %all by name "method would be lost. Moreover, the number of errors 
would increase, since digit strings would have to be entered for each call. 

This study was done in close collaboration between the authors and they contrib- 
uted equally to the paper. The recordings were made at Ericsson Radio Systems. 

2.4. Speech recognition with artificial neural networks 

Speech recognition efforts inspired by the nervous system have earlier been per- 
formed at our department, but without any automated training procedure (Carlson, 
et al. 1631). The next two studies investigate the use of multi-layer perceptrons for 
phoneme recognition in continuous speech. We have used the error back-propaga- 
tion technique for the training of the networks. 

2.4.1. Phoneme recognition 

Paper Z 'A  co us tic-Phone tic Recognition of Con tin uous Speech by Artificial Neural 
Net works, "Elenius, K. & Takacs, G. STL-QPSR 2-3/1990, pp. 1-44. Different con- 
densed versions of this paper ha ve been published in the Proceedings of the Interna- 
tional Conference on Artificial Neural Networks, Helsinki, 1991, June, Vol. Z., pp. 
1613-1616, and in the Proceedings of the European Conference on Speech Technol- 
ogy, Genova, 1991, Sept., Vol. 1, pp. 121-124. 
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The following study was done for Swedish and Hungarian, and a basic goal was to 
attempt to incorporate phonetic knowledge into the network. This was reflected in 
the hierarchical structure of the net, where the first part was intended to extract some 
quasi-phonetic features. These were the bases for the subsequent phoneme recogni- 
tion (compare Stevens et al. 135, 361, Dalsgaard [64], Bradshaw & Bell [65]). One ra- 
tionale for using features was the hypothesis that they should be more robust across 
speakers (Huckvale & Howard [66, 671) and perhaps even across languages. The 
number of features should be fairly low, to attain a good data reduction of the input 
speech spectra and also in order to achieve thorough training by using the speech 
material available. It was also conjectured that although features normally are seen as 
discrete, the network would be able to exploit differences in the graded node acti- 
vation levels to discriminate between phonemes with similar, or identical, feature 
sets. Efforts were also made in to try to segment the speech signal. 

For both languages fifty sentences of one speaker were used for training by the er- 
ror back-propagation technique and ten sentences were used for testing. The sen- 
tences were manually labelled by a phonetician. There were 40 phonetic elements for 
Swedish and 49 for Hungarian. The Swedish labelling was more phonemic than pho- 
netic, since this material was not initially intended to be used for speech recognition. 
The Hungarian labelling was more phonetic, i.e., closer to the acoustics. The input 
speech was converted to 16 Bark-scaled filter amplitudes each 10 ms (compare Paper 
4). The quasi-phonetic features chosen were a mix between four manner features: 
voicing, friction, nasality and vocalic complemented with three place-of-articulation 
features: front, central and back. A feature was coded as 0.9 if it was on and as 0.1 
otherwise, since this resulted in better convergence than the values 1 and 0. 

The performance of the feature net was evaluated in different ways. A simple, 
'binary, "method was to use a threshold of 0.5 to decide if a feature was on or off. 
This was done over all frames of the test sentences. The performance for the features 
varied between 80% and 95%. The manner of articulation features had a more binary 
character over time than the place of articulation features and performed better 
overall. The latter had more continuous output values, which could be expected 
considering that longitudinal tongue movements are required for their production. 
The result was somewhat better for Hungarian, probably due to the more acousti- 
cally oriented labelling. An interesting observation was that the network seemed to 
modulate the vocalic feature of Swedish in a way very similar to the feature dimen- 
sion high/low that is used by phoneticians, which was not included in the feature set 
of the network. 

In order to capture coarticulation effects the phoneme network used a seven-frame 
(70 ms) window of the feature net output as its input to classify the phoneme of the 
central frame. One spectral frame (corresponding to the central frame) was also used. 
Looking at the performance of the net during the training showed that it first learnt 
the most frequent phonemes and classified almost all phonemes as one of them. This 
corresponds to a local minimum in the network optimisation function. In fact, when 
doing updates after each epoch, i.e., after presenting each training pattern once, the 
standard back-propagation algorithm most often could not escape this minimum. 
The Quickprop-algorithm described by Fahlman [68] gave better results, but still not 
as good as the standard technique with updates after each training pattern. It seems 
that a pattern update results in a 'i-andom walk "along the optimisation path, which 
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gives a better chance to escape local minima (compare Hildebrandt [69] and Rilbe 

The performance of the phone network calculated on the frame level was 54% and 
55% frames correct for the Swedish and Hungarian nets respectively. The perform- 
ance for the Swedish training material was 59% indicating a good generalisation. A 
simple base-line phoneme net using only one spectral frame as input gave 41% cor- 
rect recognition for Swedish. Thus, adding a seven-frame input window of features 
definitely had a positive effect on the performance. Another way of introducing 
context information is by using diphones as recognition units (Altosaar & Karjalainen 
[711). 

The amount of training frames available per phoneme was shown to strongly in- 
fluence its performance. Also, confusion matrices showed that many of substitution 
errors can be explained by phonetic similarities. The activation of the phoneme out- 
put nodes showed interesting details: in the reduced suffix -en of the Swedish word 
'Uungen "the output node activation of the phoneme e is masked by the activation of 
the surrounding nasals, and for related phonemes, such as the laterals l and  r, one 
frequently gets about the same activation strength, indicating the similarity (and 
therefore the difficulty of the net in discriminating between them). 

The output phoneme activations were filtered by a simple five-frame median filter 
and the performance was measured on the segment level for Swedish according to 
the borders set by the phonetician. The output that had the strongest activity within 
each segment was correct in 64% of the cases and the correct phoneme was among 
the three strongest outputs in 82%. 

The relation between the peak value of the smoothed phone activations and the 
reliability of the network classification was well approximated by a linear function. 
Thus, the probability of correct recognition was linearly related to the activation 
strength. This might be used as probabilistic information for the lexical search stage 
of a following language level process. 

Speaker and language independence of the coarse feature set was a main objective I 

when planning the system structure. It has only been possible to test these character- 
istics to a limited extent. The net trained for the Swedish material was tested by an- I 

other male Swedish speaker and also by the Hungarian material, and the Hungarian 
feature net was tested by the Swedish material. The recognition rates of the coarse 1 
features decreased from a high level of 80%-90% by 0%-10% in 12 out of the 21 fea- 
ture comparisons. The maximum decrease was approximately 20% in 3 cases. The I 
place features were more stable than the manner features. A similar test on the pho- 
neme level across the two Swedish speakers resulted in a very poor performance: 
17% correct phoneme recognition on the frame level. 

I 
I 

The results indicate that the features used were quite robust across the speakers I 

and languages and seem to be a good basis for speaker-independent speech recogni- I 

tion. One should bear in mind, however, that the task of discriminating seven fea- 1 
tures is simpler than differentiating 38 phonemes. 

The results for the two languages were quite similar. Hungarian had a somewhat 
better performance for the feature net, which could be explained by the more pho- 

! I 
netic labelling. However, on the phoneme level the performance was about the same, I 

I 

probably since the Hungarian had nine more phoneme symbols, which counteracted 1 

the improvement of the more phonetic labelling. 
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All special programs for this study were written by Gyorgy TakBcs, who also re- 
corded and labelled the Hungarian speech material. He was a guest researcher at our 
laboratory at the time. The interpretation of the results and writing of the paper was 
done in close collaboration between the authors. 

2.4.2. Network topologies, simple recurrence and features 

Paper 8. 'Experiments with artifical neural networks for phoneme and word recog- 
nition, " Elenius, K. & BIomberg, M. Proceedings of the Swedish National Conference 
on Connectionism, University of Skovde, 1992, Sept., (in press). This is an extended 
version of a paper also published in the Proceedings of the International Conference 
on Spoken Language Processing, Banff, 1992, Oct., Vol. 2, pp. 1279-1282. 

This work may be seen as a direct continuation of the research pursued in the last 
Paper (7). However, a different training criterion was used in these studies, the cross- 
entropy cost function. It gave faster convergence, and is very simple: it is equal to the 
difference between the target and output activations (Solla et al. [72]). The main 
objective was to get a better understanding of different network topologies and other 
aspects of the recognition system. 

The first part of the study deals with the benefits of using phonetic features as an 
intermediate stage in a phoneme network. In the earlier paper the addition of a 
seven-frame feature window to the input single spectral frame was shown to sub- 
stantially improve the performance. In this study we wanted to separate the effects of 
the window from the effects of the features. 

First the seven feature nodes were replaced by nodes that were included in the 
training and not fixed after a feature training pass, and the input window was also 
varied. Thus the net was allowed to choose a selection of 'features "best suited for the 
phoneme classification task. It turned out that this gave a better performance by 2% 
for a 30 ms input window compared to the earlier 70 ms window. It is obviously 
better to let the net choose its own 'features "when you just have one speaker, which 
is not very surprising. However, the results also indicated that the network topology 
was too restricted for this rather complex classification task. 

In the following experiments we used a network with a single hidden layer (with 
more nodes), and varied the input window from one to seven frames. This simple 
topology resulted in a substantially improved performance: from 58% for a 10 ms 
window to 70% for 70 ms, and clearly shows the advantage of including context for 
phoneme classification. 

By ''sliding "the window forward and backward in time, it was shown that the op- 
timal position was to place it symmetrically around the frame that should be clas- 
sified. This indicates that the spectral information for a phoneme frame is located 
symmetrically around its position, at least taken as a mean over all phonemes. 

Another way of including context was to add recurrency to the network. We used 
the technique with context nodes which contain delayed values of other nodes in the 
network (Elman 1731). This method is simple to implement and gave good and stable 
convergence. We used context nodes for the hidden layer that stored the one-frame 
delayed (10 ms) values of them. The context nodes were connected to the hidden 
nodes with trainable weights. We also used 10 ms delayed context nodes for the out- 
put nodes connected to the outputs. However, using context nodes only for the hid- 
den or the output layer gave almost as good results as using both together. Using a 
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10 ms input window we got a large improvement from 58% to 69%, which is about 
the same as a net with a 70 ms window that has more than double the number of 
connections (9600 weights compared to 4196). This illustrates the power of using 
simple recurrent networks. The net has the ability to keep a 'memory" of relevant 
events that have passed, and can adjust the weights to the context nodes to get ap- 
propriate 'integration times "for crucial events. 

Adding context nodes to a 50 ms window resulted in a 6% improvement to 73% 
correctly recognised frames, which shows that simple recurrency may be combined 
with an input window (compare Cho et al. [74] who also used context nodes, and 
Greco et al. [75] who used a more complex recurrent network). Allowing for a + 2 
frame error for the phoneme borders by a dynamic programming procedure in- 
creased the score of correct frames to 75%. Doing phoneme classification by integrat- 
ing the phoneme outputs over the phoneme segments given by the manual labelling 
gave a segment recognition score of 78%. However, this net has many weights 
(13092), which means that the training becomes problematic with the approximately 
15,000 frames available. According to a rule of thumb the number of training exam- 
ples should be around 10 times the number of weights. Using the same technique 
with a 70 ms window did not improve the performance which most probably is due 
to the limited training set. Also, adding context nodes of the context nodes, which 
should result in an improved more flexible recurrency, gave no improvements, prob- 
ably due to the increased number of weights (Lee et al. have shown a small positive 
effect by using a similar technique [76]). A large number of weights makes it possible 
for the net to adjust itself to the training material, which counteracts generalisation. 
The performance for the training material of the 50 ms net with context nodes was 
84% correct frames, 11% better than for the test set. This corresponds to one errone- 
ous frame per phoneme border, a very good result. The result for the test material 
was the best we have found, indicating a good generalisation, although the perform- 
ance difference for the training and test set is fairly large. There are, of course, other, 
more fully recurrent network architectures (Pearlmutter [77]), and it would be inter- 
esting to compare their performance on the same speech material. 

Looking at the results more closely it is obvious that the amount of training frames 
I 

strongly influences the recognition rate; all frequent phonemes have high rates 
(compare the paragraph above and also Paper 7). This means that the statistical dis- 
tribution of the training frames has a direct effect upon performance. Trying to com- 

I b 

pensate for this by giving more emphasis to less frequent phonemes and vice versa in I 

the training improves the recognition rate of the less frequent phonemes but it results 
in poorer performance over all phonemes, as might be expected (Rilbe [70]). It is also 
a fact that specific, typical spectral shapes, such as voiceless fricatives, lead to better 1 

I 
scores, and that this effect is more pronounced the less frequent the phoneme is. 

Plotting the performance of each phoneme against its mean output activation for 
the best 50 ms recurrent net shows that there is a strong positive correlation, +0.94, 1 
between these two factors. This conforms with the results from our previous study 
for the maximum output activation though we have a modified error criterion com- 1 
bined with simple recurrency. i 

The rest of the study compares the use of features or phonemes for speaker-inde- 
I 

pendent speech recognition. The outputs of the nets were fed to a dynamic pro- 
gramming procedure to find the best path through a finite-state phoneme network. It 
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defines the possible word sequences at the phoneme level, and optional pronuncia- 
tions are realised as parallel branches. 

The outputs of the phoneme net were treated as probabilities for the occurrence of 
the respective phoneme and were fed to the DP-matching, for further evaluation. The 
outputs of the feature net had to first be converted to phoneme probabilities, before 
they could be used for the DP-matching program. This was done by treating them as 
independent probabilities for the respective feature. Recognising that the features 
had continuous, graded values we did another experiment where the mean value 
over the training material of each feature for each phoneme was used as its target 
value. The value used for the probability calculations was one minus the distance to 
this mean. Nine features were used, those of Paper 7 plus the features high/low and 
rounding, which were added for better vowel discrimination. 

The speech material consisted of 100 three-digit sequences recorded by seven male 
speakers. The net was first trained by all speakers except the test speaker who was 
rotated among all speakers. The mean word recognition rates were 90% for pho- 
nemes, 82% for features and 84% for the mean features. Including the test speaker in 
the training set roughly halved the number of errors. There was a large variation in 
the performance over the speakers but for five of them the phoneme recognition per- 
formed 10% to 15% better than the feature recognition. The mean feature results were 
better than the ideal features for all speakers except one, who had about the same 
performance for all three recognition methods. One speaker had a significantly better 
performance for the feature-based methods. 

Thus, phonemes seem to perform better than the articulatorily-based features 
used, although the results are not altogether consistent. It should be possible to de- 
sign feature sets with better discriminating power, but it is hard to know which they 
should be beforehand. Features based on spectral characteristics such as compact, 
acute and flat would be a possibility, but in a preliminary test they were not found to 
perform better than the articulatory ones. 

The rather simple assumption of independence between features used above was 
modified later by inserting a hidden layer of nodes between the feature and the pho- 
neme nodes. However, this did not significantly change the results. 

In this study the features have been converted to phonemes before the lexical 
matching. Another more straightforward approach would be to base the recognition 
entirely on features, which would give more flexibility in the (feature) specification of 
lexical items. As an example, all features of a specific segment need not be aligned in 
time and context information may change only some of the features. Also some fea- 
tures might be marked as less important or optional, but they still contribute to lexi- 
cal recognition when they exist. The features could also be hierarchically organised 
[36], which would have implications on the network topology. This is an interesting 
field for further studies. 

The multi-layer perceptron (MLP) studies above have been complemented by 
comparisons to a network based on probabilistic neural networks (PNNs), and used 
for the phoneme recognition task (Triivkn [78]). The work was done in co-operation 
with Hans TrAvkn and has been accepted to the Eurospeech '93 conference in Berlin 
in September 1993. The following gives a brief description of the study. Phoneme 
recognition can be viewed as classifying multivariate observations. The MLP and 
PNN "approach" the decision problem by using two complementary models. The 
MLP models the discriminant surfaces between different phoneme categories, essen- 
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tially by piecewise planar approximations. The PNN approximates class conditional 
probability densities by a Gaussian mixture and has no explicit model of the dis- 
criminants. The PNN was trained by a self-organising clustering algorithm, a sto- 
chastic approximation to the expectation maximisation (EM) algorithm. 

Results for a PNN with a 100 ms input window and the standard feed-forward 
MLP with a 70 ms window (same as reported above) may be seen in Fig. 3. Using a 
100 ms input window for the MLP gave no better results than a 70 ms one, probably 
since it had too many weights (compare above). Also shown are the results of the 
(best) MLP with context nodes and a 50 ms input window. The PNN had 128 hidden 
nodes while both MLPs had 64. It may be seen that the classification results of the 
MLP without recurrence and the PNN were rather similar. However, there are some 
other differences of practical interest. The PNN generally requires more hidden units 
than the MLP to reach comparable performance. Despite this, the training time, as 
measured by the number of iterations needed by the learning algorithm to reach its 
optimal performance, is significantly shorter for the PNN. Moreover, a problem with 
an MLP classifier is that it may give high confidence to novel, previously unknown, 
speech segments, while the PNN always gives low confidence to everything that is 
not inside the training set. It may also be seen that the MLP with simple recurrence 
performed better than the PNN, by 6% for frame recognition, and 8% for phoneme 
segment classification. 

PNN 100 ms window MLP 70 ms window MLP 50 ms window, recurrent 

I Training, frames Test, frames Test, segment, 1st Test, segment, 2nd Test, segment, 3rd I 
fig. 3. Performance on the training and test sets for the PNN and the MLP techniques for a 
male Swedish speaker. Columns indicate the phoneme recognition rate on the hame Ieveh 
and the phoneme segment classification rate according to the manual segmentation. 1st 2nd 
and 3rd means that the correctphoneme was among the top 1,2 or 3 choices. 

Mats Blomberg recorded the digit sequences and wrote the DP software used for 
the digit recognition task. Hans Triv6n performed the PNN studies. Other parts of 
this study were done by the first author. 
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cohorts and for the Germanic languages, 80% of the growth was in unique cohorts. 
All the other measures were dramatically decreased. 

F 2 class 

--+ 2 class + stress 

-x-- 6 class 

1 -1- 6 class + stress 1 

German Swedish English Italian French 

Fig. 4, Expected cohort size for 2- and 6-class classifications with and without stress for five 
languages. Logarithmic ordinate. 

The number of unique cohorts was almost a linear, increasing function of the total 
number of cohorts for all four types of classifications irrespective of language. We 
also studied how lexical search was affected by knowledge of the phonemic word 
structure. We calculated how many phonemes that were needed to uniquely identify 
a word, starting either from the beginning or from the end. There were no major 
differences in the forward identification points in the five languages. The mean iden- 
tification point for forward prediction over all languages was 74% into the word 
whereas it was 66% for backward prediction (if stress is not included the values are 
76% and 69%, respectively). The result that backward identification was more power- 

I 

I 
ful than forward was quite unexpected, since it has been widely believed that the 
advantage in human lexical access of word beginnings would be reflected in a more 
varied phonetic structure. One explanation for this is that words with the same root 
but different suffixes can not be distinguished from each other until at least the first I 
letter of the suffix is encountered, and suffixes are more prevalent than prefixes in the I 

languages examined. 
In conclusion the overall results show that the lexical space is extremely unevenly 

exploited. Only a small fraction of the possible lexical space seems to be utilised by 1 
the five languages. This clustering within the lexical space indicates an underlying I I 
standardisation process that to some part may be explained by known linguistic fac- 1 
tors. 

The authors collaborated very closely during these studies and contributed t 

equally to the paper. 1 
I 
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network with the endings used by the rules showed that the network had learnt all of 
them correctly, except some that only applied to relatively small sets of words. 

The good results of the 38 rules of the rule-based system indicates that the task is 
rather regular. Also the good performance of a neural network with only a few hid- 
den nodes points in the same direction. Which method one should use is very de- 
pendent upon what prior knowledge one has. The network-based method requires 
little linguistic insight, but it requires a large lexicon tagged with word class infor- 
mation. The rule-based method on the other hand needs linguistic knowledge, which 
has been built up over a long exposure to the language (compare Kallgren [81]). The 
processing requirements are small for both methods. Both techniques may be im- 
proved by increasing the size of the lexicon, which either may be used for better 
training of the network or for deriving new rules for words that the existing rule set 
cannot handle. 

4. CONCLUDING REMARKS 
In this thesis a number of different studies have been presented which are related to 
speech technology with a focus on speech recognition. They have been carried out 
over a rather long period of ten years. Some studies, especially the work on dynamic 
features, auditory models and the use of speech synthesis techniques in recognition 
have been, if not unique, at least original at the time they were done. Techniques 
related to the first two are now included in several recognition systems. Part of the 
work has resulted in commercial products, no smashing successes, but useful in spe- 
cific tasks, such as handicap applications and voice dialling. 

As mentioned in the introduction, substantial progress has been made in the field 
of speech recognition over the past years. A current focus for many research groups 
is the use of speech recognition as a component in interactive man-machine dialogue 
systems, frequently for database inquiries, such as train or airline travel information 
systems. This requires the integration of speech recognition with linguistic compo- 
nents. Such a spoken dialogue system is the objective of the current main project at 
our department. It deals with the boat traffic of the Waxholm company in the Stock- 
holm archipelago. It also necessitates the creation of a considerable speech database 
to be used for speech recognition research. But that is the subject of further studies, 
where we hopefully can benefit from some of the results of this thesis. 
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