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SYNTHETIC PHONEME PROTOTYPES AND DYNAMIC VOICE 
SOURCE ADAPTATION IN SPEECH RECOGNITION* 

Mats Blomberg 

ABSTRACT 

A speech production oriented technique for generating reference spectral 
data for speech recognition is presented as an alternative to training to 
natural speech. The potentials of this approach are discussed. 

In the presented recognition system, the vocabulary and grammar are 
described as a finite-state network. Phoneme templates are specified in 
terms of control parameters to a cascade formant synthesiser. Reduction 
and coarticulation nzodules modify initial phoneme target values and insert 
interpolated transition states at phoneme boundaries before computing 
spectral reference data. The recognition process uses a time-synchronous 
Viterbi search technique. 

The ejfect of voice source variation upon speech recognition performance 
is discussed. Experiments using synthetic data show that normal voice 
quality variation is large enough to cause vowel confusions in a recogniser 
using Bark cepstrum representation. An adaptation technique is proposed 
that models the deviation of the voice source from the reference quality in 
terms of amplitude and spectral balance. This technique reduces the 
recogniser sensitivity to voice source deviation. 

To account for medium-term time correlation, an algorithm for dynamic 
adaptation of mismatch between reference and test data is described. The 
algorithm has been implemented to adapt to voice source fluctuations in 
time. 

In an isolated-word recognition task, the average recognition for ten male 
speakers was 88% without dynamic source adaptation using a 26-word 
vocabulary. Adding the voice source adaptation function raised the per- 
formance to 96%. On a vocabulary of three connected digits, the digit 
recognition rate was maximally 96.1 % as an average for six male speakers. 
Setting the reference voice source model to contain low high-frequency 
energy level, as in a breathy voice, resulted in a recogrzition rate of 73% 
without the source adaptation module. Including source adaptation raised 
the performance to 91 %, showing the power of this component to compen- 
sate for this type of mismatch between reference and test data. 

INTRODUCTION 
1 Reference data for large-vocabulary and speaker-independent speech recognition 

systems are normally collected during a training session in which one or several sub- 
jects read part or all of the vocabulary that is going to be used in the particular applica- 
tion. At the time of writing the reports upon which this paper is based (Blomberg, 
1989a, 1989b, 1990, 1991c), very good results had been achieved using hidden 
Markov modelling (Averbuch et al., 1987; Lee, 1989) and neural networks (Waibel et 

* This is an extended and combined report of the following papers: Blomberg, 1989a, 1989b, 1990 and 
199 1 c. Hence, references are mainly made to work published before these papers. Some previously unpublished 
results have also been included. Results after 1991 will be presented in a forthcoming report. 
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al., 1988). However, the training procedure often required much processing time and a 
large speech material. To achieve speaker-independence, a large number of subjects 
had to be recorded in order to include sufficient speech variation in as many combina- 
tions as possible. 

In this paper, we describe a recognition system in which the training procedure is 
replaced by acoustic-phonetic knowledge in a top-down approach using a speech pro- 1 
duction system. A hypothesis from the higher levels of a recognition system is used to 
generate a synthetic reference template that is matched to the input utterance at the 
spectral level. There are several arguments for using a recognition-by-synthesis 
approach besides the training problem. Coarticulation effects at word boundaries cause 
errors for word-model based connected-word recognisers, since it is impractical to 
train every possible word pair sequence even in a medium-sized vocabulary. These 
boundaries can easily be produced by a text-to-speech synthesiser, following mainly 
the same segmental rules that are used for the production of single words. Also, a syn- 
thesis algorithm can account for a farther range of phonetic context-dependence than 
the immediate phoneme neighbours, which is common in systems that are trained on 
natural speech. This constraint is given by practical considerations regarding the size of 
the training material and the amount of processing required for generating the statis- 
tics. Finally, representing the speech process higher than the spectral level enables 
separate description of the excitation function and the vocal tract transfer function. The 
manner and place of articulation can be trained individually, if independence is 
assumed. Ideally, speaker adaptation could be performed more rapidly, since observa- 
tions of one phoneme, can be used for updating other phonemes having one or more 
features in common to the observed one. I 

Certain aspects of the speech signal are universal and quite regular and should not 
have to be trained for every new speaker and vocabulary. There still is variation that is 
best handled by statistical methods, but the required size of the training set could be 
decreased when there are fewer parameters to estimate. Also, some of this variability is 
vocabulary independent and reflects variation among speakers, such as voice quality, 
vocal tract size, etc. The distribution of these parameters could be measured in separate 
studies and later be used in the design of a specific application. 

Current synthesis-by-rule systems still have to be improved before they come close 
to the quality of natural speech. Modelling of different voices, dialects and reading 
styles are areas that need special improvement. Therefore, it is not to be expected that 
the accuracy of recognition-by-synthesis systems will be higher than of those which are 
trained on natural speech. Both synthesis and recognition development require better 
modelling of the speech production process. If this model can be described in a format 
that is usable by both applications, then improving the quality of this description will 
have positive effects on the performance of both recognition and synthesis systems. 
The use of speech production principles is therefore likely to play an increasing role in 
future recognition systems. 

A problem that is not addressed by text-to-speech synthesis is the considerable 
variation in natural speech, between speakers as well as between utterances produced 
by a single speaker. Synthesis systems may discard this matter and make use of 
phoneme average values but not their variation. Recognition systems, on the other 
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hand, need a description of the statistical distribution of the phoneme parameters. This 
information must therefore be included if the production model is to be used in 
recognition. The process of collecting the statistical distribution is certainly a training 
procedure, but fewer parameters, and accordingly a smaller training data size, may be 
used in a production approach than in a system based on training at the spectral level. 
In a production based approach, it is also possible to train certain aspects of the speech 
signal separately on small, specialised corpora and later combine them in the synthesis 
procedure. Adaptation to a new speaker could ideally be performed simply by com- 
bining hisher attributes regarding age, sex, regional accent, etc. Conventional training, 
on the other hand, makes use of a single training corpus, which should contain suffi- 
cient variation in each of all relevant speech dimensions. The required size of the 
training corpus is very large, and if it contains several speakers, the statistical variation 
will be too wide to serve as a good model of an individual speaker. 

In this report, we have not yet included detailed statistical description of the synthe- 
sis models but use a more simple spectral distance metric between mean values. A 
more detailed statistical model and the technique to train the synthesis procedure will 
be described in a forthcoming publication (Blomberg, 1994). 

The main sources of variation in natural speech are differences between speakers in 
voice characteristics, vocal tract physical dimensions and pronunciation habits. The 
recognition system described in this paper addresses two of these components. We 
account for optional pronunciation patterns by describing each word in a phonetic net- 
work. We also present a method for the compensation of deviating voice qualities 
using a technique of dynamic voice source adaptation during recognition. The con- 
tinuous variation of spectral properties that are caused by different vocal tract sizes, 
regional accent types, varying clarity of pronunciation, etc. is not modelled in this 
report. 

This paper is organised in the following way. We first review previous work in the 
area. Then, we describe the procedure to generate spectral templates from a phoneme 
transcription. The recognition framework is treated in the following section. The effect 
of voice source variation on vowel recognition is then shown and an algorithm for 
dynamic adaptation is described. Finally, recognition experiments are performed and 
the results are discussed. 

PREVIOUS WORK USING SYNTHETIC REFERENCE TEMPLATES 
The use of a synthesis system for generating reference data in a speech recognition 
system was first reported by Klatt (1975), Cook (1976) and Woods et al. (1976). The 
verification component of the HWIM system consisted of a text-to-speech system, 
modified to produce spectral output instead of a speech signal. Words that had been 
suggested by the acoustic-phonetic recognition part of the system, were synthesised 
and compared to a part of the spoken utterance. To improve the quality at word 
boundaries, available information regarding neighbouring phonemes was also taken 
into account. The spectral sequences of the synthesised and the hypothesised words 
were compared using a dynamic time-warping approach and a minimum prediction 
residual metric (Itakura, 1975). Detailed performance evaluation of the verification 
component was not published, to our knowledge. 
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between the subjects. However, it was understood that, even if the synthesis system 
would have produced high quality speech, it would not be sufficient to be used for 
generating reference data to a speaker-independent system since it does not describe 
inter-speaker variation. 

In summary, the use of synthetic speech for generating training data for speech 
recognition has not been very successful. Although several appealing arguments for 
this use have been published, there are few reported results and those reported have 
been far from competitive with systems trained on natural speech. One explanation 
may be the lower speech quality of current synthesis systems. Another may lie in the 
recognition systems that have been used. Not being very perceptually oriented, they 
may have paid too much attention to irrelevant deviating aspects of the synthetically 
produced templates, which are discarded by human listeners. To raise the performance, 
the similarity between synthetic and natural speech has to be increased. One way to do 
this is to have better rules and a more detailed parametric description. Another possi- 
bility is to include adaptation to human speech. In the next sections, we describe our 
efforts to overcome some of these problems. 

GENERATION OF SYNTHETIC REFERENCE DATA 
Our framework for testing the speech synthesis oriented technique of producing refer- 
ence templates is a recognition system, in which the grammar and vocabulary is 
implemented as a finite-state network. A block diagram showing the conversion from a 
word net to a spectral net is displayed in Fig. 1. Each word in the vocabulary is speci- 
fied by a phoneme net, defining different possible pronunciation alternatives. Every 
phoneme, in turn, is converted to a subphoneme net, consisting of one steady-state and 
a varying number of transitional states at each boundary. The phonemes are repre- 
sented by their corresponding production parameters. The parameters of the transi- 
tional states are interpolated from the surrounding steady states. Finally, a spectral 
section is computed for each subphoneme state from the control parameters. 

The rules and the rule interpretation component of a text-to-speech system (Carlson 
et al., 1990) were considered for the task of creating the synthetic reference data. 
However, these parts operate on sequential text and phoneme strings without optional 
branches, as opposed to the network structure of the recogniser. The complexity of the 
rules make them also difficult to adjust to new speakers. We chose another structure 
based on fewer rules and more data which makes it more flexible and easier to adapt to 
new environments. At this development stage, though, the rules and the data used for 
generating the synthesis parameters are considerably less elaborated than those of a 
speech synthesis system. 

There is an important argument for describing the speech processes in terms of 
synthesis control parameters while doing the matching in the spectral domain. In a top- 
down approach, individual processes can be described locally, independently from 
other effects (Klatt, 1977). The result of simultaneous processes are combined to a 
single output. This approach makes it possible to combine various sources of informa- 
tion. Each subset of information can be trained on a speech material especially 
designed for its purpose. In this way, the required size of the training data can be sub- 
stantially reduced compared to collecting one training set which contains the same 
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variation in every dimension as each of the individual subsets. Another important 
advantage with the top-down approach is that it is possible to have a powerful descrip- 
tion of the phoneme library in terms of production parameters, while simple spectral 
matching can be performed during recognition instead of an error prone formant 
traclung procedure. 

Phoneme Parametric 

Parameters 

Generation of 

I * 

Parametric 

Figure I .  A block diagram showing the conversion from a phoneme transcription net 
to a spectral net. 

Acoustic-phonetic representation 
The phonemes in the reference library are described in terms of control parameters of a 
cascade formant synthesiser. For vowels these are the frequencies and bandwidths of 
the lowest six formants and the voice source parameters. Vowel reference data has 
been collected from Stilhammar et al. (1973), who measured formant frequencies for 
the Swedish vowels for a group of male and female speakers. The frequencies of the 
lowest four formants were taken from male speaker data for vowels in stressed position 

I 

I 

in continuous, read speech. Formants number five and six are varied from neutral 
values according to the degree of rounding of each vowel. For each formant number, 
the bandwidth is set to a constant value, except for nasalised vowels, where the first 
formant bandwidth is increased. Lacking published data for Swedish consonants, these 

1 

were determined by an analysis-by-synthesis procedure of one Swedish male speaker. 
Nasal consonants are specified by six poles and two zeroes. For unvoiced fricatives 
and plosive bursts, two poles and one zero are used. For coarticulation purposes, all 
consonants also have their formant loci specified, i.e. the apparent start valueltarget of 
the formant transition intolfrom an adjacent vowel. 

In total, there are 60 allophones in the library. In average, 15 values are stored for 
each entry, making the total library size around 900 data elements. 
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Reduction 
Reduction rules are applied to model the neutralisation effects of unstressed vowels. In 
these rules, the target formant frequencies of unstressed, short vowels are moved 
towards neutral positions using a weighted average between the frequencies of the 
stressed and the neutral vowel. We use the same equation as Stilhammar et al. (1973) 
to compute a reduced formant frequency Fn,red from the initial frequency Fn,orig, the 
neutral vowel frequency Fn,neutral and the weighting constant kn: 

Stilhammar et al. determined the weighting factor for the lowest two formants to be 
around 0.35 in the transformation of short stressed vowels produced in isolated one- 
syllable words to connected speech. Since we picked formant data from vowels spoken 
in continuous speech, we do not need to do this transformation if our intended use is 
continuous speech recognition. However, we have used the same equation to transform 
stressed vowels to unstressed ones. A weight factor of 0.2 for all formants was found 
to be appropriate for this purpose. Reduction is also duration dependent. However, 
Nord (1986) showed that the relation between duration, stress and sentence position is 
complex. We have, therefore, discarded duration when calculating the formant fre- 
quencies of the reduced vowels. 

Coarticulation 
Two functions are performed by the coarticulation module. First, it modifies the 
steady-state formant values when the phonetic context and the lexical longlshort 
feature and the stress level of the phoneme are known. The steady-state values are 
modified using a weighted average of the context-free left-hand, middle and right-hand 
phonemes. In the case of consonants, the formant loci are used for this function. There 
are better techniques for predicting the contextual influence on phoneme acoustics. 
Lindblom (1963), presented a method to determine the steady-state values of a vowel 
given its identity, its phonetic context and physical duration. Since most recognition 
systems neither measure phoneme duration nor formant frequencies, this is difficult to 
model. Synthesis-based systems contain this information and have the possibility to 
apply these relations. However, the search process is bound to be very slow, since for 
every possible duration of a vowel, a new mid-point value has to be computed. The 
technique can be applicable in the final evaluation of a few candidates that have been 
selected using less precise, but faster algorithms. 

To apply context-dependent target modification requires a unique left and right 
phonetic context. At some positions in the phonetic net, this is not the case, due to 
optional pronunciation within a word or if there are several branches at a word bound- 
ary. We have used a technique to create unique context by splitting the middle 
phoneme in as many copies as the product of the number of left and right adjacent 
phonemes. Every new phoneme duplicate is connected to just one phoneme at each 
side. The left and right context is now unique and coarticulation modification is appli- 
cable. In a system with high word branching factor, i.e., when there are many possible 
new words after each recognised word, the number of such phoneme duplicates may be 
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very large and in these cases it may be necessary to limit their number in order to keep 
the memory requirement and the processing time within reasonable limits. 

Another function of the coarticulation module is to insert transitional states between 
phonemes. The number of inserted states depends on the spectral similarity between 
the phonemes and on the expected duration of the transition. A larger number of states 
is required between dissimilar phonemes than between similar ones. The place of 
articulation determines the predicted duration of the transition. If, at a certain phoneme 
boundary, there are many transitional states generated due to spectral dissimilarity and 
the predicted duration of the transition is short, a contradiction may arise, since the 
shortest duration of a state is one frame. In these cases, substates may be by-passed by 
inserting slup arcs. We have used place-of-articulation dependent typical transition 
duration values. 

The control parameters of the substates are derived by linear interpolation between 
the surrounding steady-states. At boundaries where both manner and place-of-articula- 
tion are changed, care is taken to provide a proper timing synchrony between the corre- 
sponding parameters. For example, at the boundary between a vowel and an unvoiced 
fricative the formant movement has to start in the vowel before the voiced-unvoiced 
transition takes place. There is also variation in this timing synchrony between speak- 
ers as well as within a speaker at different occasions. The acoustic consequences can 
be quite large, as described by Blomberg (1991a, 1991b). Techniques to deal with this 
problem have also been proposed by Deng (1991). Deng described a technique for use 
in a hidden Markov approach that tracks phonetic features related to articulatory 
phenomena. Blomberg suggested a two-dimensional network at phoneme boundaries, 
containing several quantified timing delays between the manner and place parameters. 
The technique is not used in the present report, due to the large size of the complete 
network and also to the lack of data for this effect. 

Source modelling 

Voiced source 
The excitation for voiced sounds is based on the model specified by 
Ananthapadmanabha (1984) and the LF model, developed by Fant et al. (1985a). The 
models are similar and both describe the shape of the time derivative of the glottal 
flow. The earlier results presented in this report are based on the Ananthapadmanabha 
model. The LF model is used for the continuing development. The reason for choosing 
the Ananthapadmanabha model for the initial experiments was that the parameters of 1 
the LF model were not finally determined at that time. 

A short description is given here of the LF model, since some of its parameters will 
be discussed later in the report. The time differentiated glottal airflow, U'g(t), is speci- 
fied in the LF model by: 

us ( t )  = E ~ ,  ear  sin(w,t) ; to I t < t ,  (2) 

-Ee - -  - e - , -  ; 5 f < t,. U ;  ( t )  = --[e I (3) 
t" 
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E is iteratively determined from the boundary condition 

U; ( t c )  = 0 and continuity conditions at time t,. 

Instead of the generating parameters Eo, a, a, and Ee, four other parameters that are 
easily extracted from the pulse shape are used to represent the pulse. These are: 
Ee: maximum negative peak of U'g(t), 

tp: time position of U'g(t) = 0, 
te: time position of Uk(t)=Ee, 
t,: time constant of the exponential curve of the return phase. 

A typical pulse shape and a description of the parameters is displayed in Fig. 2. 

Figure 2. A typical time differential voice source 
pulse shape and a description of the LF parameters. 

An additional set of parameters can be derived by normalising the time parameters: 

! In the frequency domain, t, is equivalent to the cut-off frequency 

of a first order low pass filter. 
Due to the time differentiation, the spectrum will also contain the effect of the 

+6 dB per octave filtering, approximately equal to the lip radiation effect. In thjs 
report, a common pulse shape for all voiced sounds is generated from parameter values 
in Table 1. The LF values were selected as what was considered to be typical for male 
Swedish speakers in the study by Gob1 (1988). A description of the 
Ananthapadmanabha model parameters is given by Ananthapadmanabha (1984) and 
will not be explained here. 
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Table I .  Parameter values used to generate the reference voice source differential pulse 
according to the Ananthapadmanabha and the LF model. 

Unvoiced source 
Fricatives and aspirative sounds are excited by air flow turbulence, created in a narrow 
constriction of the vocal tract. For aspiration, this constriction is in the glottis. The tur- 
bulent air stream is normally modelled by white noise in speech synthesis systems. 
However, the spectral shape has been suggested by Stevens (1971) to have a broad 
peak at the frequency 

where V is the particle velocity and D is a characteristic dimension of the constric- 
tion, which may, or may not, equal the diameter. The peak frequency is linearly pro- 
portional to the particle velocity and its range is between 500 and 3000 Hz. Stevens 
related the lower end of the range to aspiration, produced by a relatively open vocal 
tract and low air velocity at the glottis, and the upper end to fricatives. Due to the non- 
closed vocal folds, there is acoustic coupling to the sub-glottal system, the resonances 
of which are reflected by zeroes in the frequency spectrum of the aspirative noise. This 
effect is not yet fully described, and is therefore normally not implemented in practical 
speech synthesisers. Klatt and Klatt (1990) modelled the aspirative source as a flat 
spectrum above 500 Hz and decreasing energy at lower frequencies. In the experiments 
in this report, the fricative and the aspiration spectra are modelled with a negative 
slope of -6 dB per octave. Including the +6 dB per octave lip radiation effect results in ! 
a flat spectral shape. Deviations from the correct source spectral shape has been incor- 
porated into the description of the vocal tract transfer function for each consonant 
during the analysis-by-synthesis control parameter estimation procedure mentioned I 
above. 

In general, the different sound sources are simultaneously active during spealung. If 
one source is dominant, the spectral error caused by discarding the other sources will 
be small. It may often occur, though, that it is necessary to account for more than one I 
source function. One obvious case is voiced fricatives. Another example is aspirated 
vowels. The aspirative source and the voice source functions can be added before the 
vocal tract filtering function, while the fricative source has to be filtered separately. 
The addition of the two signals is implemented in the logarithmic spectral domain as 
selecting the maximum level in each frequency channel, which gives an error of 
maximally 3 dB if the two partial spectra are of equal amplitude. 

Ananthapadmanabha model LF model 
Parameter 
TO (ms) 
EI 
EE 
TP (% of TO) 
TN (% of TO) 
TB (% of TO) 

Parameter 
TO (ms) 
Ee 

tp (ms) 
te (ms) 
ta (ms) 

Value 
8 

12.5 
5 0 
50 
20 
2 

Value 
8 
0.1 
4 
6 
0.15 

- 
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Spectrum generation 
The prototype spectrum for each phonemic sub-state is derived by computing the vocal 
tract transfer function from the synthesis parameters and then adding it to a voiced or 
unvoiced excitation spectrum on a logarithmic amplitude scale. A cascade formant 
synthesiser, similar to Liljencrants (1968) is used. Three parallel branches are used for 
vocalic, nasal and fricative signals. The frequency characteristics of the acoustic 
channel, the microphone, the microphone amplifier and the anti-aliasing filter also 
have to be included, since the purpose is to model, as well as possible, the whole signal 
chain starting at the human speaker and ending at the spectral analysis of the digitised 
speech signal. 

The vocal tract transfer function is computed from the pole-zero pattern, according 
to Fant (1960): 

H ( f )  = H p ( f  ) H z ( f  1 7  (9) 

where 

and 

HPCf) and Hz(f) are the all-pole and the all-zero transfer functions, respectively. Fn 
and Bn are center frequency and bandwidth of pole number n, and Zm and Wm are the 
corresponding values for spectral zero number m. As mentioned above, six formants 
are used in vowels, which is regarded as sufficiently high not to require higher pole 
correction in the frequency range of interest, below 6000 Hz. 

Partial output spectra are produced in the fricative, the vocalic and the nasal 
branches. They are each computed by adding the source spectra to their respective 
transfer function in the logarithmic energy domain. Combination to a single output 
spectral section is theoretically performed by addition in the linear energy domain of 
the three partial spectra. In this report, addition is approximated by picking the maxi- 
mum of the three at every filter channel. The source spectra and the transfer functions 
are represented by a filter bank of 16 channels covering the frequency range 200 - 6000 
Hz (200 - 5000 Hz in early experiments). The filters are evenly distributed on a Bark 
scale, following the equation given by Schroeder et al. (1979), which approximates the 
frequency-to-Bark transformation in the following way 

The filter bank channels are listed in Table 2. Their levels are quantified into one dB 
steps. Spectral masking of low energy frequencies is simulated by limiting the level 
difference between adjacent filters to a maximum of 10 dB. If the amplitude of a filter 
channel is more than 10 dB below the lowest amplitude of the filters immediately 
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above or below, its level is raised to this amplitude minus 10 dB. This is a simple 
attempt to approximate masking in human perception and is intended to lower the 
sensitivity to low-energy spectral components. In comparison, Schroeder et al. (1979) 
approximated the same effect by a spectral spreading function, which had lower and 
upper skirt slopes of +25 dB and -10 dB per critical band, respectively. 

Table 2. Frequency allocation of the filter bank channels. 

Duration constraints 

Phoneme duration has been studied in several reports, e.g., Klatt (1976b), Crystal and 
House (1982), Carlson and Granstrom (1989), and Lindblom and Rapp (1973). These 
data are, however, difficult to implement in this system, since we have divided the 
phoneme states into substates. Lacking statistical duration information on these sub- 
states, we have modelled the duration density of the substates as uniform between 
maximum and minimum values. The duration limits of the transitional sub-states are 
predicted as parts of the estimated complete transition duration in the coarticulation 
module, described above. The limits for the steady-states are specified context- 
independently for broad phoneme categories. Vowels are divided into two groups 
dependent on their quantity. Accordingly, they have two different duration ranges. The 
duration limits have to be quite broad to include all duration variation caused by differ- 
ent speaking rate, phrase position, focal stress, etc. Better prediction of context- 
dependent phoneme duration could be taken from existing synthesis rules, thereby 
hopefully improving the recognition accuracy and reducing the search space and the 
response time. Also, the probability density function of segment duration should be 
rrsed instead of the uniform distribution that is used in this report. This will be dealt 
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with in a forthcoming paper (Blomberg, 1994), where the production system will be 
trained on natural speech data. 

RECOGNITION FRAMEWORK 
The recognition procedure in this report uses a time-synchronous Viterbi search 
(Viterbi, 1967) to find the most probable phoneme sequence in the network when 
matched to the input utterance. The state duration constraints are applied during the 
search. The Viterbi procedure is a dynamic programming technique for finding the 
most probable path through a phonetic network given a spoken utterance. Time syn- 
chrony refers to the fact that all the possible paths are evaluated simultaneously and 
they are all updated when a new input frame of the spoken utterance is available. Low 
scoring paths are truncated using a beam threshold search technique, i.e., paths with an 
accumulated score lower than that of the best path minus a constant are removed from 
further investigation. There is no guarantee that truncated paths would not rise above 
the beam threshold later in the utterance or even become the optimal full path. The 
setting of the threshold therefore has to be a compromise between short response time 
and high recognition accuracy. 

In our system, we use the accumulated spectral distance as a negative scoring func- 
tion. Normalisation for amplitude differences in the two spectra is performed by the 
adaptation procedure described below. The spectral distance between two frames is 
calculated using the squared Euclidean metric. This metric is equivalent with the 
logarithmic density function of Gaussian distribution if the standard deviation is 1 and 
there is independence between the vector elements. This assumption is obviously not 
true, and the performance will be degraded by this simple approximation. The estima- 
tion of the statistical distribution of phoneme spectra given the statistics of their control 
parameters will be discussed in a forthcoming paper (Blomberg, 1994). 

The information in the time varying behaviour of the speech signal is not handled 
explicitly in the form of time derivative representation of the spectrum. This data was 
judged to be difficult to implement using knowledge based approaches. However, the 
proposed adaptation technique accounts for correlation in the time domain, which is 
what the time differential measures in conventional recognition systems also try to 
capture. An advantage of the adaptation technique is that it can handle correlation over 
a longer time range, e.g., between voiced segments separated by an unvoiced interval. 

INITIAL FEATURE EXTRACTION 
Some features of an utterance are difficult to estimate without knowing its identity and 
the time position of its phonemes. They need to be estimated during the Viterbi search 
process. The technique we have adopted for doing this is described in the next section. 
Some robust decisions about the unknown utterance can preferably be made before the 
recognition process, though. If the accuracy in the decisions are high, they can be esti- 
mated in a pre-processing step before the Viterbi search. In this report, we estimate the 
static background noise level and the maximum voicing energy at this stage. The 
techniques we have chosen have shown to be robust enough to work well without the 
help of a lexicon and a grammar. In some experiments, we also have employed a 
simple implementation of auditory forward masking in a preprocessing procedure. 
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Background noise compensation 
Even speech recorded under the best conditions is distorted by additive noise. This 
noise is generated by the acoustic environment as well as all the components in the 
recording equipment, including the microphone, the amplifier and the quantisation of 
the signal during AID conversion. This type of noise is relatively constant among 
different recordings and does not influence the recognition performance of a system 
that is trained and tested on speech in similar conditions. In contrast, synthetically pro- 
duced reference templates contain no noise of this kind unless deliberately added. The 
dynamic range of the synthetic phoneme spectra is merely limited by the resolution in 
the numerical algorithm. This difference will cause bad match between natural and 
synthetic speech spectra and it is necessary to adjust the synthetic spectra to the noise 
level in the natural recordings, even if they may be of very high signal-to-noise ratio. 

We have adopted a technique of simulated noise addition, first suggested by Klatt 
(1976a) and which we have also used in systems based on pattern recognition and 
dynamic-time warping (Blomberg and Elenius, 1990). 

The frequency spectrum of the background noise is estimated in the silent interval 
before the detection of the start of the spoken utterance. It is assumed to be stationary 
during the utterance. The noise spectrum is estimated as the average of the logarithmic 
spectral sections in this interval. If the interval is too short for reliable estimation, the 
noise level is computed as the minimum level in the whole utterance plus a constant of 
5 dB. The noise spectrum is approximately added to the synthesised spectrum by 
selecting the maximum amplitude of the two spectra for each channel. Errors occur if 
the two levels are of equal amplitude, in which case the resulting level should be 
increased 3 dB. This error is judged to be small compared to the error in the noise 
estimation and in the accuracy of the synthetic spectra produced. 

The estimated noise is inserted both in the spoken utterance and in the reference 
spectra. It may appear illogical to insert the noise in the same recording as that in 
which it was estimated. However, the noise may be time varying and at points where 
the actual noise is lower than the estimated noise spectrum, there will be a matching 
error if the reference is exposed to higher noise than the real noise in the natural utter- 
ance. This error is eliminated if the utterance is also exposed to the estimated noise. 

This scheme of noise adaptation works well only for stationary noise. Varga and 
Moore (1990) have described a technique for compensation to time-varying noise. The 
technique employs a search in a three-dimensional plane spanned by the input utter- 
ance, the lexical network and the reference noise model. The result of the search is the 
identity of the utterance and the estimated time-varying background noise. This tech- 
nique is very efficient, but has not been implemented in this report, partly because of 
the increased processing requirements involved. 

Normalisation to the intensity of the utterance E 
I 

The energy contour of the speech signal is commonly agreed to contain essential 
phonetic information. However, the absolute amplitude level is not very discriminative, 
as it is in the case of formant frequencies. It is necessary to perform some form of 
amplitude normalisation before comparing unknown speech spectra to training data. 
The simplest way is to shift each frame in the utterance and in the reference data to a 
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The initial problem with bad spectral match in low energy intervals following high 
energy segments was eliminated using this simplified approach. The spectral level in 
both the input and the reference frames will be raised to the masking level and the dis- 
tance contribution will be zero. However, other problems arise. The spectral distance 
between a high energy input frame and a silence reference frame will be substantially 
reduced, since the silence reference will be replaced by the masking spectrum of the 
high energy input frame. 

As will be shown in the result section, forward masking modelling gave a small 
improvement to the recognition result in the early implementations of the system. Later 
versions of the production module generated spectral prototypes that matched these 
intervals better and then the described forward masking procedure did not improve the 
performance. 

ADAPTATION TO SOURCE CHARACTERISTICS 

Voice source variation in natural speech 
There is large variation in the voice source pulse among different speakers. Martony 
(1965) made an estimation of the voice source spectra of 12 Swedish male speakers. 
The speech material was the Swedish long vowels spoken in [h-dl and [h-rd] context. 
The average voice source spectrum of each speaker was classified into one of three 
groups with regard to its spectral slope being slight, normal or steep. The average 
spectra within these groups are displayed in Fig. 3. 

Figure 3. Mean voice source spectra for diflerent speakers, grouped into three categories dependent 
on .sj~ectral slope. Replotted after Martony (1965). Legends: A: slight fall, B: normal fall, C: steep 
fall. The spectra are normalised with respect to a -12 dB/octave spectral slope. In addition to the 
origincil,figure, the curves denoted A-B and C-B show the difference to the normal fall spectrum of the 
slight uncl steep fall spectra, respectively. 
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The deviation from the normal slope spectrum is also computed and is displayed for 
the slight and steep fall spectra. The differences are small below 800 Hz and are rather 
constant above 1000 Hz. Between the slight and steep slope groups, the level differ- 
ence above the latter frequency is around 10 dB. 

Price (1989) has studied the spectral effects of different voice qualities. Her 
measurements show considerably lower high frequency energy for breathy compared 
to normal and, especially, creaky voice. Similar results have been reported by Ni  
Chasaide et al. (1991), who studied acoustic correlates of different voice qualities. 
Normal and pathological voices have been studied by Hammarberg et al. (1986). They 
found high correlation between breathy voice and low energy in the frequency band 2- 
5 kHz compared to lower frequencies. Above 5 kHz, the aspirative noise increased the 
level of breathy voice. Fr~kjaer-Jensen and Prytz (1976) used an intensity relation 
measure between high and low frequency energies for evaluation of voice quality. 
After examination of long time average spectra from 50 patients and several normal 
subjects, they stated that 1000 Hz seemed to be a reasonable cut-off frequency. 

Male and female speech have typical differences in their glottal pulse shape. Apart 
from the higher fundamental frequency in female speech, there are also differences 
affecting the gross spectral shape. Price (1989) observed lower levels of high fre- 
quency energy for female talkers compared to males. Klatt and Klatt (1990) noted that, 
on average, females are more breathy than males, giving a strong first harmonic 
spectral component and substantial attenuation of higher harmonics. 

The dynamic behaviour of the glottal parameters has been demonstrated by Gob1 
(1988), Carlson et al. (1989), Price (1989) and Karlsson(l990). Some of this variation 
is determined by the phonetic content of the utterance and some by the prosodic 
pattern. The spectral shape of a particular phoneme can therefore vary considerably 
with its prominence level and position in an utterance. Repetitions of identical 
sentences spoken by the same speaker can display large spectral variation due to this 
effect. In order for a recognition system to fully compensate for this, it is not enough to 
make a voice source estimation during an initial training phase. The estimation needs 
to be performed repeatedly during the recognition of an utterance. 

Voicing intensity highly influences the frequency spectrum of the speech signal. 
Lindqvist (1970) showed typical differences in the glottal pulse shape when speaking 
with low, normal, loud, and very loud intensities. Blomberg and Elenius (1970) calcu- 
lated average spectra of 20 seconds of speech from two speakers at four different 
voicing efforts; - 10, 0, +10 and +20 dB relative to normal speaking level. They found 
that high and low voice efforts differed mainly by the spectrum slope below 1 kHz. 
The fall from 300 to 1000 Hz for the two respective speakers was 13 and 25 dB larger 
at -10 dB voice intensity compared to that of +20 dB. The spectral differences are not 
solely caused by voice source variation. Formant frequencies are also changed when 
speaking at higher intensities. Due to increased mouth opening at higher voicing 
efforts, the first formant frequency in vowels is increased and modifies the upper 
frequency levels in the same direction as the change of the glottal pulse shape. The 
influence from unvoiced sounds on the average spectra is small in the low and medium 
frequency range since this region is dominated by the voiced sounds, especially high- 
energy vowels. 
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variation in particle velocity in aerodynamical experiments. Badin (1989) has shown 
this property also in natural speech for one analysed subject. The fricative [J] exhibited 
the greatest spectrum tilt change when increasing the speech intensity, while [fl 
showed small and less regular changes. 

The decreasing lung pressure during the course of an utterance makes it, thus, 
probable that the amplitude and the spectral shape of a fricative will be dependent on 
its position in the utterance. Since the physical and aerodynamic mechanisms are radi- 
cally different in voiced and unvoiced sound excitation, the spectral change of the 
unvoiced noise source will not follow the deviation in the voiced source spectra caused 
by varying speed-of-closure of the glottal folds. 

Thus, it is principally not appropriate to use static fricative prototype spectra for 
recognition purposes. The extent to which the variation of the noise source has any 
practical importance for the performance of speech recognisers is not yet known, 
though. In this report, we will not attempt to adjust for varying spectral shape of the 
unvoiced source, only to amplitude deviations. 

Review of work with voice compensation for recognition 
There are few reports published on compensation for varying voice source characteris- 
tics in speech recognition. Matsumoto and Wakita (1979) used a slope modification 
technique, in which the input spectrum was modified in order to get the same slope as 
the reference spectrum before matching. A spectral modification described by a 
straight sloping line in the dB/kHz domain was added before matching. The vowel 
recognition rate for female speakers using male reference data increased from 64.8% to 
76.1 % with this technique. 

Hunt (1984) presented a technique for adapting synthetic speech to that of a natural 
speaker. Separate transforms were computed for voiced and voiceless sounds. This 
information was derived from the control parameters. Two techniques of varying 
complexity were tried. The simple transform technique performed a frequency- 
dependent amplitude scaling. The complex transform also could perform a frequency 
shift. When using synthetic speech adapted to one male speaker as training data, the 
simple transform improved the performance for all test speakers. The complex trans- 
form was of most value when adapting to a female speaker. If the spectral representa- 
tion of the synthetic training data was derived from the control parameters directly 
instead of the output speech wave form, the transforms were of little value, indicating 
that the transforms compensated for deviations in the signal generation component 
rather than differences in voice quality. 

There are several reports on methods for achieving independence of spectral slope 
variation, regardless of its origin. Common to these techniques is some form of pre- 
processing of the spectral input to remove all or most of the absolute signal level and 
average spectral tilt. Differentiation in the time or frequency domain has been tried in 
several reports, e.g., Blomberg and Elenius (1982), Furui (1986), Lee (1989), 
Hermansky et al. (1991) and Hirsch et al. (1991). However, since there is also phonetic 
information residing in the signal level and the spectral tilt, there is a great danger that 
this information is lost in the normalisation process. It is desirable that the phonetic 
and prosodic information is kept while information concerning speaker characteristics, 
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transmission channel and microphone is removed. None of the above approaches have, 
tb our knowledge, made use of the spectral distortion properties displayed in Figs 3 and 
4, which both suggest a band-limited spectral level correction rather than adjustment of 
spectral slope. 

Proposed dynamic voice source adaptation 
Explicit adaptation to voice source variation in a recognition system requires a 
phonetic approach, since voiced intervals of the signal need to be compensated differ- 
ently than unvoiced parts. Simple dynamic time-warping systems have no information 
regarding voicing and are therefore not appropriate for this function. The voicing 
information can be derived from broad classification of the unknown utterance, from 
the phoneme library, or, as done by Hunt, from the synthesiser control parameters. 

There must also be some constraints on the adaptation of the source spectrum. 
Otherwise, it would be possible to obtain a perfect match between phonemes of 
different spectral shapes by regarding the spectral dissimilarity as being caused 
completely by differences in their source spectra. In this report, we constrain the voice 
source adaptation to the effects of varying speed of the closure of the vocal folds. The 
difference spectrum between a frame of input speech and a phoneme prototype is 
modelled by two parameters. They measure differences in voice source amplitude and 
in spectral balance. The amplitude parameter is measured as the average spectral 
difference below 1000 Hz. This is regarded as a difference in voicing intensity and is 
used to shift the whole prototype spectrum in amplitude. The balance parameter is the 
remaining average difference above 1000 Hz after amplitude adaptation. In this report, 
we approximate varying fa values by shifting the spectral level above frequencies of 
1000 Hz. This approximation is well motivated by the differences in natural voice 
source spectra in Fig. 3 and by the manipulation of synthetic voice source spectra 
displayed in Fig. 4. Due to the different spectral sensitivity to fa variation below or 
above fa, this technique is especially effective for low fa values. To avoid excessive 
adjustment to silence and low energy background noise, the amount of adjustment is 
limited to empirically determined values. Fig. 5 displays an example of this process in 
the matching between a synthetic and a natural vowel spectrum. 

The parameters that model the spectral difference are estimated during the local 
distance computation in the DP algorithm. The estimates modify voiced reference 
spectra that occur later in the search path. Rapid changes of the parameters are 
prevented by low pass filtering of the correction functions. The values of the adapta- 
tion parameters are kept constant in intervals, that are unvoiced according to the search 
hypothesis. In this way, medium-term correlation between non-adjacent voiced 
phonemes are accounted for, to some extent. The algorithm is described in more detail 
below. Figure 6 shows the result of matching between a synthetic utterance net and a 
natural utterance. The resulting voice correction parameters are displayed with the 
spectral distance along the utterance. 
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Figure 5. Adaptation between a synthetic and a natural vowel spectrum. In a), the difference between 
the natural and the synthetic spectra is modelled by the 'Model' spectrum as a combination of low 
frequency level difference and spectral balance difference. b) shows the adapted synthetic spectrum 
after adding the 'Model' and the resulting difference spectrum. 

The spectral error when matching a natural speech signal interval against the correct 
phoneme prototype spectrum will, naturally, not be caused by differences in the glottal 
pulse shape alone. Aspiration and fricative noise, the position of the first formant 
frequency, the configuration of the higher formants, and other effects, such as channel 
characteristics, all influence the spectral balance. The described adaptation technique 
does not distinguish between all these effects. This may not be a disadvantage, though. 
For recognition purposes it may be favourable to have just one adaptation algorithm to 
handle all these effects, even though it is clearly insufficient for speech analysis. An 
example of adaptation to the combined effect is shown in Fig. 6. Close to boundaries 
between vowels and unvoiced segments, the balance correction is moving in a positive 
direction, indicating increasing energy ratio between the higher and the lower 
frequencies compared to the reference values. It has been shown, among others by 
Gob1 and Ni Chasaide (1988), that the higher frequencies of the harmonic voice source 
spectrum is decreased in these positions and that the aspirative noise is increased. 
There may also be an overlap between voiced and fricative sources at the [aJ] 
boundary. The combined result of these effects seems to be an increased energy ratio 
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between high and low frequencies according to the spectral balance correction 
parameter. 

- _ _ _ Synthetic 

Natural  

- _ _ _  Voice corr Fi le:  . /digi  ts/wd7301.f ib  

Figure 6. Display of a recognised utterance, the Swedish digit sequence 487, e r a  dtta sju', spoken by 
the male speaker JL. The phonetic transcription is [fj.:ra~ta@:), Three intensity curves in a high- 
pass, low-pass and all-pass frequency band are shown at the top. Segments without labels have been 
classified as transitions. Local spectral distance to the reference spectra and the estimated source 
correction parameters are plotted along the utterance. Natural, unadapted synthetic and voice 
correction spectra from the first vowel is shown at the bottom. Note the intervals of constancy in the 
voice correction parameters in unvoiced sounds. Also note the increasing voice balance correction at 
hountluries between vowels and unvoiced segments; see the text for explanation. 

Although synthetic prototype spectra have been used for adaptation in this report, 
the technique is regarded as suitable also for prototype spectra that are trained on 
natural speech. It would be especially useful when the training and test data are differ- 
ent in the voice quality aspect. One example would be if training is performed in quiet 
environment and the acoustic environment noise is high in real usage. Due to the 
1,ombard effect (Lombard, 191 l), the voicing effort increases in high background 
noise and the speech amplitude and the spectral balance is changed as described above. 
One solution would be to perform the training in the same background noise as will be I 
present in the actual usage. This is not always preferable, though. When used in cars, it 
is not recommendable to perform a training session while driving. Instead, due to 
safety reasons, it should be carried out when the car is parked. If the system is used in a 1 
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moving car, the Lombard effect will reduce the recognition performance, in addition to 
that of the increased environmental noise. (Blomberg and Elenius, 1990, Junqua, 
1992). It might, to a large extent, be compensated for using the described voice adap- 
tation technique. 

In contrast to techniques that measure time differentiated spectra or cepstra, this 
technique does not discard the information in the absolute values of the spectrum 
channels. The algorithm slowly adjusts its estimate concerning voice source amplitude 
and spectral balance as a results of spectral errors during match. The adjustment 
magnitude is limited by empirically determined values. 

Algorithm 

The conventional method of measuring the voice source spectrum is inverse filtering. 
In that technique, the effect of the vocal tract transfer function is removed by a filter 
containing zeroeslpoles of the same frequencies and bandwidths as the formants- 
lantiformants in the speech signal. The same principle is used in this report. In a 
recognition system, the subtraction of a reference spectrum from an input speech 
spectrum can be regarded as inverse filtering the input speech by the reference 
spectrum. If the vocal tract transfer functions are identical, as well as the transmission 
channel characteristics, then the difference spectrum between a voiced phoneme refer- 
ence spectrum and an input speech frame will be the difference in their voice source 
spectra. Therefore, the difference spectrum can be used to dynamically modify the 
reference source spectrum during the course of recognition. Since the identity and the 
formant pattern of the utterance are unknown, the task for the recognition procedure 
will be to find the combination of identity and voice source characteristics which 
minimises the spectral distance to the input utterance. 

For clarity reasons, no duration model is included in the description below. In the 
implemented system, we have used such a model, which modifies the algorithm 
somewhat. However, the basic principle is unchanged. 

Consider a spoken utterance A, represented by a sequence of parameter vectors 

where each parameter vector consists of N elements, 

The reference model, B, consists of J states, 

B = bl,b 2,...bj ,... " J ,  

where each state is represented by a parameter vector 

The distance between A and B is determined using a dynamic programming procedure. 
A correction matrix C, 
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is used to modify B before matching. cij is a parameter correction vector which is 
added to bj before matching with ai. cij is computed during the course of matching as a 
result of previous comparisons between ai and bj,, as described below. 
The distance between A and B can be expressed as 

d(ai,bj,cij) is the local distance between the parameter vectors ai and (bj + ciJ). 
wi is the warping function, i.e., for each frame i in the utterance a corresponding state 
wi is specified. wi is computed in the dynamic programming procedure. 

The local distance is a squared Euclidean metric: 

N 
2 

d(ai,bj,ci-l,k) = C(ai ,n  - (bj,n +ci-l,k,n)) Pj, (20) 
n=l  

where Pj is the set of subphone states that are forward connected to state j, including j. 

The partial accumulated distance at frame i and state j is then determined as the mini- 
mum distance among all possible predecessor states when extending them from frame 
i-1 to i: 

D(ai,bj)  = D(ai-1 ,bkrn,,,) +d(ai ,bj ,ci-l,k mln ). (2 1) 

where the previous state k,,, that minimises the partial sum is 

k,,,=argmin[~(ai-l,bk)+d(ai,bj,ei-l,k)] k k 3 p j .  

In voiced states, the correction spectrum is composed from the two components AL 
and AH: 

The constant n p  is the pivot channel number around which the spectral balance correc- 
tion is determined. AL can be viewed as a compensation for the average difference in 
the voice source amplitude between the input and the reference spectrum. AH compen- 
sates for spectral balance difference between input and reference. 1; 

The voice correction spectrum cij is updated in the following way. 
Initially, 
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The low frequency level difference between the input and the reference frame is 

The new voice correction parameter, Mi,,, is computed from ALi-,,kmin and Al,, using a 
first order low pass filter 

z is a smoothing time constant, expressed in number of frames. 

The dynamic range of AL is limited by the time varying amplitude normalisation 
interval, described above. As described in (20) and (23), AL, is added to all channels 
of the reference spectrum bi during distance measurement. Due to differing spectral 
balance in the input and the reference spectra, there will be a residual error above the 
pivot frequency np.  This error will be compensated for by AH,. 
The average error per channel is 

The new voice correction parameter, AH,,, is computed by smoothing Ah, similarly as 
for Mi,-: 

The dynamic range of AH is limited to the interval -20 - +15 dB. If state j is 
unvoiced, AL and AH are not used for spectral correction. However, their values at the 
end of a voiced segment are kept unchanged and will be used when matching against 
voiced sounds later in the hypothesis. In the unvoiced states, equations (28) and (30) 
are replaced by 

and 

respectively, which means that the voice correction is retained and kept unchanged 
over unvoiced intervals. In this way, correlation between voiced segments is taken into 
account, even if they are separated by long unvoiced intervals. 

The level of unvoiced sounds is normalised in a similar way to the normalisation of 
voiced speech amplitude. Spectral balance adaptation is not implemented, since it was 
considered to be an important feature for discriminating between unvoiced fricatives. 
A separate level parameter is used, since there is not necessarily a constant relationship 
between the fricative amplitudes and those of voiced sounds. The average level 
correction is computed over the whole spectral range. In segments that are voiced or 
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silent, the unvoiced sound amplitude correction is kept constant in the same way as the 
voiced correction parameters described above. 

where AUi,j is the level correction for unvoiced, non-silent states. AU and its instan- 
taneous target value, Au, is estimated over the full frequency range: 

Two principal objections may be raised against the proposed source adaptation 
procedure. Primarily, the guaranteed optimality of the dynamic programming algo- 
rithm is violated. Its optimal function is based upon the principle that the chosen path 
to reach a certain intermediate state at a certain frame does not influence the distance 
of the remaining part of the utterance. In the proposed scheme, the correction para- 
meters varies with the path taken. Their values at some intermediate time point do 
influence the choice of the path during later parts of the utterance. It is possible that the 
best path to this point are combined with parameter settings that will generate a very 
large matching error at a later stage in the search. To guarantee an optimal search, it 
would be necessary to increase the number of dimensions of the search space by the 
number of adaptation parameters used. Each parameter dimension would then be 
quantified into a number of values covering the range of the parameter. If three adap- 
tation parameters are used, the search space would expand from a two-dimensional 
time-state array to a five-dimensional space. The size of the DP array would increase 
dramatically. Even if each parameter were quantified into a low number of values, the 
size of the required computer memory would be unrealistically large. If the parameters 
are quantified into 20 values, the search space increases by a factor of 203=8000. It is 
clearly not realistic to perform the optimal search in this space. Despite the subopti- 
mality of the proposed technique it may perform better than standard DP matching due 
to its possibility to deal with correlation between distant parts of an utterance. 

The second objection concerns the fact that there are other origins of spectral 
balance variation than the voice source. Since the formant values of the reference 
spectra hardly are exactly the same as in the speech wave, there will be an error in the 
voice source estimation. However, the objective of the proposed adaptation scheme is 
not to determine an accurate estimate of the voice source spectrum, but rather to adapt 
to deviating spectral level and balance in the input speech signal. Even though the 
parameters are especially designed to cope with voice source variation, the algorithm 
will adapt to the sum of all factors that influence the spectral level and balance, such as 
formant frequencies, transmission channel characteristics, etc. The same principle 
could also be used for dynamic adaptation to other kinds of variation, such as back- 
ground noise, speech rate, individual speaker characteristics, etc. As discussed 
previously in this report, a more appropriate technique for modelling of forward 
masking could also be implemented using this technique. 
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The proposed voice source adaptation technique was also tested. The constraints in 
its time rate-of-change was, of course, not active, since only single sections of spectra 
were matched. The reference spectrum was normalised to remove amplitude and 
spectral balance difference to the test spectrum. The bottom half of table 3 shows the 
results using this technique. The average distance shows the same rank order of sensi- 
tivity to the three voice source parameters as in the case of cepstrum representation. 
However, no recognition errors occur with this technique. It must be pointed out, 
though, that this result cannot be used to predict the recognition performance on 
natural vowels, since we have only changed one single parameter at a time and 
discarded its statistical properties and its covariation with the other parameters as well 
as the influence on the spectral shape from other variability sources. The dynamic 
range of the parameters is also estimated from a very small speech material. With these 
limitations in mind, it is still encouraging that fewer errors are made by the voice 
source adaptation approach than when using the standard cepstrum representation. As 
mentioned, the full power of the technique is not utilised here, since time dynamic 
constraints are not used. This component is expected to further improve the accuracy. 

The malelfemale formant transformations caused considerably larger distortion than 
any voice source difference in both representations. The same number of confusions 
occurred in both representation forms. It is interesting to note the sensitivity to formant 
scaling in relation to ta variation. The distortion relation between ta variation and 3% 
formant scaling is 9.6 in the cepstrum representation and 3.8 in the source adapted 
filter bank. The latter form is evidently less sensitive to source variation. 

The main conclusion to be drawn from this experiment is, that normal voice source 
variation can lower the performance of a speech recognition system substantially. The 
most important parameter in this respect is ta, the time constant of the exponential 
closure of the glottal folds. The effect is smaller than what is caused by malelfemale 
formant deviation, but it is certainly not neglectable. Since there is little phonetic 
information in the glottal pulse shape, it would be advantageous if its influence could 
be minimised in the recognition process. The results indicate that the proposed adapta- 
tion technique can perform this function in an effective way. 

Other work on sensitivity to spectral tilt variation have displayed similar results 
(Carlson and Granstrom, 1979; Hermansky and Javlun, 1987; Crosnier et al., 1989). 
They found that spectral tilt deviation induces large distortion in different metrics. The 
above experiment points out the crucial parameters in the LF model and also shows 
that recognition errors do arise from voice source distortion. 

EXPERIMENTS 
Recognition experiments on complete natural utterances have been performed on two 
sets of speech material. Only male speakers have yet been tested. The reason for this is 
that the synthetic phoneme spectra are manually adjusted to a male voice. Since no 
attempt is made in this report to model the spectral variation caused by different vocal 
tract size, it was decided to postpone the test of a mixed malelfemale group until data 
for female speech has been obtained and a statistical modelling to handle the variation 
is developed. The first set is a vocabulary of 26 words pronounced in isolation by ten I 
male speakers, repeating each word once. The same material was also used by 

t 
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Table 5. Spelling and phonetic transcription of the Swedish digits. 

Speech analysis 
The speech signal was digitised using a preemphasis (+6 dB1octave between 200 and 
5000 Hz), a sample frequency of 16 kHz, a 12 bit AID converter and an anti-aliasing 
filter with cut-off frequency 6.3 kHz. A 512 point FFT was performed using a 25 ms 
Hamming window and a frame rate of 10 ms. The frequency range from 200 to 6000 
Hz (5000 Hz in the first experiment) was divided into 16 Bark-scaled channels in the 
same way as for the synthetic spectra described above. The prototype generation 
included the same spectral tilt and anti-aliasing filter. 

RESULTS 
Due to very long response time of the system, it was necessary to limit the test data 
size, which reduces the statistical significance of the results. The results reported here 
should be viewed as approximate measures of accuracy and qualitative estimates of 
positivelnegative contribution from different components. 

Isolated word vocabulary 

8 
Atta 
'3ta 

7 

Sju 
' 5 :  

The recognition results on the isolated word set are shown in Table 6. For comparison, 
two results from Blomberg et al. (1987, 1988) on the same material is included on the 
two first rows. In that report, the accuracy of the dynamic-time-warp system when 
trained by the text-to-speech system was 89%, averaged over the ten speakers. When 
training was done on one of the natural speakers and recognition on the other nine 
speakers, the performance was 93%, averaged over every speaker being used as refer- 
ence. 

The system described in this report achieved 94% recognition in a base-line con- 
figuration when all components except for the forward masking module were included. 
Removing the source adaptation component lowered the result to 88%. When, instead, 
the coarticulation modelling was removed, resulting in only one state per phoneme and 
no context-dependent target adjustment of formant frequencies, the performance was 
87%. The importance of alternative pronunciation was tested by removing all optional 
branches in the network, keeping only those that were considered to be the most 
probable ones. Even though Blomberg et al. (1987) found that the subjects in this 
corpus did use different ways of pronouncing the words, the result did not decrease 
when this feature was omitted. Evidently, it was not important for the performance in 
this case. In other vocabularies and especially in continuous speech, it is still regarded 
to be very important. 

Finally, adding the simple model of the forward maslung effect in human perception 
to the base-line system raised the result by 2% to 96%. An explanation for this result 
being at least as good as those of the DTW system could be that the voice source adap- 
tation and the forward masking conlponents normalise for some of the differences I 
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between the speakers in the test. One advantage using synthetic prototypes might also 
be that the fundamental frequency influence on the spectral shape is removed. Another 
advantage compared to whole-word based recognition systems is that, in a phoneme 
based approach, the focus of attention is placed on those parts of the words that are 
phonetically dissimilar. 

Table 6. Recognition results of the 26-word vocabulary with different methods. 

Connected digit vocabulary 

DTW system with 
synthetic references 
DTW system with 
natural references 
Base-line finite-state 
network system 
Finite-state network, 
no transition states 
Finite-state network, 
no source adaptation 
Finite-state network, 
no optional pronun- 
ciation 
Base-line finite-state 
network plus forward 
masking 

In the rest of this report, all results have been obtained from the connected digit mate- 
rial. Several parameters of the source adaptation algorithm have been varied in order to 
find optimal settings. The maximum digit recognition rate is 96.1 %, averaged over the 
six speakers. The individual results are displayed in Fig. 7, showing an accuracy of at 
least 96.0 % for five subjects while speaker KE only obtains 90.0% correct digit 
recognition. 

Vcrrying the source adaptation time constant 
Optimisation of the adaptation time constant was performed. Separate values of the 
time constants for voiced and unvoiced sounds were used. The results are shown in 
Figs. 8 and 9. The largest values of the time constant are equivalent to not using the 
adaptation at all. Optimal values were found at 90 ms and 30 ms for voiced and non- 
silent unvoiced phonemes, respectively. The recognition rate then reached a maximum 
of 96.1 % digit recognition. 

There is no significant improvement by using amplitude adaptation of the unvoiced 
phonemes. The digit recognition rate increased from 95.8% to 96.1% when 
incorporating it. 
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Comparing the level adaptation with other level normalisation techniques 
In order to evaluate the amplitude normalisation component in the source adaptation 
algorithm, we also tested a some more simple techniques. The techniques were: 

Cepstrum: 
Cepstrum coefficient number 1-15, leaving number zero (average level) out. 

All adapt: 
Shifting the input and reference spectra to a constant average level. 

Sound adapt: 
Shifting the level of non-silent spectra to a constant level. 

Adjust within limits: 
Shifting the level of non-silent spectra to a constant level. This is the first, pre- 
processing step of the dynamic amplitude normalisation. The maximum amount 
of shift is linearly increased along the utterance in the way described above in the 
paragraph "Normalisation to the intensity of the utterance". 

Dynamic amplitude adaptation: 
The proposed technique of source adaptation, but only adaptation to amplitude; 
not to spectral balance. This is achieved by setting the spectral balance pivot 
frequency above the highest filter bank frequency. The adaptation time rate-of- 
change is limited by a first order low pass filter with time constant 90 ms. 

The results are displayed in Fig. 10. The cepstrum representation result is lower than 
any of the other techniques, which is somewhat surprising. Possibly, fewer coefficients 
would have performed better. The synthesised spectra may also differ in a way from 
natural spectra that make them inappropriate for cepstrum representation. Among the 
other techniques, performance increases with increasing constraints on the adaptation. 
The best result is achieved by dynamic amplitude adaptation. 

100 

95 
Word 

correct 90 

("10 
85 

80 
Cepstrum All adapt Sound Adjust Dynamic 

adapt within amplitude 
limits adapt 

Figure 10. Recognition perjhormance for different amplitude normalisation techniques. 

Chunging the pivot.frequency 
The influence of the pivot frequency for spectral balance adaptation in voiced sounds 
has been tested for 4 values. These frequencies are boundaries between two adjacent 
channels in the filter bank. The effect is displayed in Fig. 11. There is a maximum 
around 1000 Hz, but the difference to the other frequencies is quite small and non- 
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significant. Indeed, the rightmost value displays the result when no spectral balance 
adaptation, is used. Without this function, the word error rate is 95.5%. At the optimal 
pivot frequency the result is 96.1%. It is obvious that the amplitude component of the 
adaptation is much more important for a good result than the spectral balance compo- 
nent. However, in this experiment, the reference voice source parameter fa was set to a 
value regarded as typical for male speakers when creating the spectral phoneme 
templates. It may thus be possible that little spectral adaptation is necessary, since the 
test speakers were all male. The next paragraph shows the importance of spectral 
balance adaptation when the reference fa is not optimal for the speaker group. 

100 

98 
Word 96 

correct 
94 ("w 
92 

90 
709 1069 1 547 6000 
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Figure I l .  Digit recognition rate as a function of pivot frequency for spectral balance calculation. 
The frequencies correspond to the upper frequencies of the filter bank channels number 4, 6 ,  8 and 
16, respectively. A pivot frequencq, above the highest channel means that no spectral balance 
adaptation is carried out. 

Investigating the contribution of the spectral balance adaptation 
To test the ability of the voice source adaptation technique to adapt to different voices, 
we also created phoneme libraries where the fa value was different from the typical 
male value. We used the frequencies 250, 500, 1000 and 2000 Hz. The two lowest 
values correspond to a soft, breathy voice, common to female voices. The last value, 
2000 Hz is often used in tense voices. We ran the test with each of the produced 
phoneme libraries and with spectral balance adaptation being on and off by means of 
switching the pivot frequency from 1000 Hz (channel 6) to 6000 Hz (above the highest 
filter). In the latter case, spectral balance adaptation turns into simple amplitude adap- 
tation. The recognition result averaged over all speakers is shown in Fig. 12. The 
improvement by using spectral balance adaptation is very large for reference fa = 250 
Hz. The digit recognition rate increases from 73% up to 91%. The condition of this 
result is similar to training the system with soft voice and testing it with speakers 
having average male voice quality. Also when fa is 500 Hz, the improvement is quite 
substantial. The results for the individual speakers are shown in Fig. 13. 
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Figure 12. Effect of spectral balance adaptation on recognition perj$ormance with different fa in the 
synthesised reference data. Average over all speakers. 

I Amplitude / 
balance -i 

adapt at ion 

60 - - Amplitude 

KE RD JL LNe LNo EJ 

Figure 13. Recognition rate for individual subjects with and without voice source spectral balance 
crduptation. The reference data has been produced with four different values of fa . Dark bars: 
Amplitude adaptation, Light bars: Amplitude + Balance adaptation. 

There is little improvement when fa is 1000 Hz. The most probable reason for this is 
that this value is close to the optimal position for the speakers. There still is improve- 
ment for speakers RD, JL and EJ, however, whose best recognition results are for fa 
values of 1000, 500 and 2000 Hz, respectively, when no balance adaptation is per- 
formed. 
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If fa is 2000 Hz, however, there is no improvement of the group average. One 
explanation to this asymmetry might be that the simplified compensation technique of 
spectral level shift no longer is justified. Fig. 3 also shows clearly, that the chosen 
technique for spectral correction, level shift above 1000 Hz, conforms better to the 
deviation of voices with steep spectral slope than to slight slope voices when they are 
compared to normal slope voices. 

The results show that there is improvement in the recognition accuracy if there is 
mismatch between the reference and the test data regarding the high frequency part of 
the spectra of voiced phonemes. Especially, if the reference data is based on low fa, the 
improvement is remarkably large. We have not shown that mismatch in the opposite 
direction, i.e., reference fa = 1000 Hz and testing on a group of speakers with low fa, 

will show the same rise in performance using the spectral balance adaptation compo- 
nent. This will be investigated in a future study. 

Displaying the individual results in Fig. 13 as a function of reference fa in Fig. 14, 
shows that there is large inter-speaker variation when no balance adaptation is 
performed. For some subjects, the recognition rate is very low when there is balance 
mismatch. For one subject, though, the performance is quite constant over the whole fa 

range. When balance adaptation is included, the worst results are improved substan- 
tially, resulting in lower variation among the speakers. In this way, a major improve- 
ment of the system robustness is achieved. 

250 500 1000 2000 

Reference fa (Hz) 

250 500 1000 2000 

Reference fa (Hz) 

Figure 14. Results for individual speakers as a function of reference fa. a): Amplitude adaptation, b): 
Aml>lir~~cle and spectral balance adaptation. 

Explicit nzodelling of fa variation 
In the next experiment, the voice source adaptation technique was modified to model 
the variation in the voice source cut-off frequency, fa, in a more detailed way than the 
spectral balance compensation. The spectral matching error in local distance computa- 
tion was used to get a better estimate of the current voice source spectrum. For 
processing speed reasons, voice source spectra with different fa values were precom- 
puted. The voice source spectrum was selected, which in combination with the current 
vocal tract transfer function, minimised the difference in spectral balance to the input 
spectrum. The low pass function of the adaptation was used, as before, to prevent too 
sudden changes in the estimated voice source. I 
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Contrary to expectation, the recognition rate decreased from 96.1 % to 94.8% when 
this adaptation technique was used. A possible explanation might be that only voice 
source differences are now compensated for. It is not possible to increase the high 
frequency part of the voiced reference spectra more than the difference between the 
voice source spectra of the highest f a  value and the f a  value used for reference creation. 
As the highest fa is supposed to be 2000 Hz and the reference f a  was 1000 Hz, the 
maximum balance increase is not greater than 6 dB, according to Fig. 4c. The more 
general balance adaptation algorithm has its maximum compensation set to +15 dB. 
The result indicates that the simple spectral balance adaptation technique is better since 
it adapts to the combined effect of voice quality and vocal tract transfer function 
deviation, such as differences in aspiration level and formant frequencies. 

Masking 
The simple model of forward masking that improved the recognition result in the iso- 
lated word task, did not improve the accuracy in the connected-digit vocabulary. The 
same performance, 96.1 %, was achieved when using the masking algorithm. Possibly, 
the spectral modelling was not as good in the early isolated word experiment and the 
masking technique did inhibit some badly modelled segments from being matched in 
that case. These segments were improved in the connected-digit experiments. As 
discussed previously, the masking technique also introduced some effects that would 
lower the performance. The statistic significance for the small improvement in the 
isolated word data is also low, due to the small size of the test material. 

Duration constraints 
To investigate the effect of the duration component, a recognition experiment was 
performed when all duration constraints were removed. The digit correct percentage 
then dropped from 96.1 % to 91.7%, as displayed in Fig. 15. Obviously, even a very 
simple duration model is substantially better than no model at all. It is therefore 
believed that further improvements can be gained by better modelling of phoneme 
duration. 

Max/min duration 
constraints 

No duration 
constraints 

80 85 90 95 100 

Word correct (%) 

Figure IS. Recognition results without duration constraints and with maximumfminimum constraints. 
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Reduction 
In one experiment, the context-dependent steady-state modification and reduction of 
unstressed vowels were removed. The recognition accuracy then dropped from 96.1 % 
to 95.5%, as shown in Fig. 16. The value of these components is small, but not negli- 
gible. To acquire statistical significance of their contribution requires increased size of 
the test data, though. 

Steady-state 
modification 

No steady-state 
modification 

80 85 90 95 100 

Word correct (%) 

Figure 16. The effect of steady-state modification on the recognition result. 

Computational requirements 
Both the modelling of duration and the dynamic voice source adaptation procedure are 
computationally very heavy processes. Considering duration, an additional search loop 
was performed to investigate all possible start points for every hypothesised end point 
of a state. Since each start point has its individual adaptation values, dependent on the 
previous, chosen path, separate spectral matching has to be performed. Instead of one 
spectral match (and one multiplication by a state transition probability as in hidden 
Markov models) the required number of spectral distance computations is the same as 
the duration window size. Furthermore, the spectral distance computation is more time 
consuming, since it also involves dynamic voice source adaptation. The two compo- 
nents increase the processing requirements by a factor 20-100. It is clear that they 
cannot presently be used in the full lexical search process in a practical system. The 
state duration density function could be approximated by a Markov model (Crystal and 
House, 1986), replacing the duration search loop by an increased number of phone I 
substates. Some form of reduction of the search space will still be necessary to perform 
beforehand, though. 

DISCUSSION 
Our results indicate that it is possible to achieve high recognition accuracy in a system ! 
based on phonetic knowledge and that a speech production system is a suitable tool for 
converting the knowledge into a representation that is usable by a recognition system. 

The results in this report are encouraging, especially when considering the small 
size of the phoneme library and the simple implementation of the reduction, coarticu- 
lation, and duration components. Improvements in these components is believed to 
increase the performance further. 
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The synthetic reference spectra often fit very well to the input speech, especially the 
frequency region below the third formant. It is important to model transitional effects 
by dividing the phonemes into steady-state and interpolated transitional regions. The 
interpolation technique for transients seems to work well, although there are timing 
differences between individual formants that could be handled in a better way. 

However, many errors were judged as being caused by bad reference prototype 
spectra produced by a too primitive production model. The speech pattern often dis- 
played regular, predictable behaviour which was not generated in the reference data. 
Basic rules for duration and coarticulation and also context-dependent phonological 
rules at word boundaries in the connected digits case would probably have corrected 
several of these errors. 

Another important cause of error is the distance calculation used. A probabilistic 
density model is necessary to describe the non-deterministic variation in the speech 
signal. This requires that we have trainable statistical models for the production 
system. The work to develop these models and a technique for training the production 
parameters will be described in a later report (Blomberg, 1994). 

The presented technique for dynamic voice source adaptation is an effective tool for 
increasing the robustness of a system when there is static and dynamic mismatch in 
amplitude and spectral balance between reference and test data. Especially, if the refer- 
ence data is based on a breathy voice quality, very large improvement is achieved. 
Adaptation of a tense quality reference voice to a normal voice did not improve the 
performance, though. There may be two reasons for this. First, the spectral difference 
between tense and normal voice quality is smaller than between normal and breathy 
quality. Thus, if no spectral adaptation is performed, the number of recognition errors 
caused by tense-normal voice differences is substantially smaller than in the normal- 
breathy case. Secondly, the approximation technique of the spectral error models a 
breathy voice better than a tense voice. The technique of approximating the spectral 
error by level error below 1 kHz and spectral balance error might be refined to accom- 
modate varying spectral slope below the pivot frequency. This would allow better 
modelling of spectral error when a tense or creaky reference voice quality is used. 
However, this assumption is contradicted by the lack of improvement using explicit 
adaptation of the voice source spectrum. 

Female speech has not been tested, since the phoneme library was adjusted for male 
speakers. High performance for female speakers requires adaptation of the library. This 
will also be reported in later work (Blomberg, 1994), when automatic library adapta- 
tion has been developed. 

Dynamic voice source adaptation is not limited to be used in combination with 
synthetic reference data as in this report. It may be of value also in systems trained on 
natural data. However, it is probable that its contribution is larger in synthesis based 
approaches where the modelling of the time-varying structure of the voice source still 
needs considerable improvement. 

The general principle of model adaptation during recognition can be extended to 
deal with other spectral characteristic qualities, such as different transmission channels, 
varying background noise or changing speech rate. The technique should be of special 
value in cases where the distortion is non-stationary. What is needed for each type of 
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distortion is a technique to estimate quantitative deviation measures of the distortion I 
parameters based on matching the spoken utterance with reference data. Also, a fast 
and simple way of modifying the models during the course of matching is needed . The 
guarantee of finding the optimal path in the DP search is, however, no longer valid and 
it is possible that small improvements obtained by the model adaptation technique will 
be cancelled by this effect. 

The simple maximurn/minimum duration constraints is significantly better than 
having no constraints. Better duration models are believed to increase the accuracy 
further. These models should be trained on natural speech data. 

A remaining source of recognition errors is the deviation of the production para- 
meters in the phoneme library from that of an unknown speaker. The parameter data 
and the rules for coarticulation and reduction are based on measurements on a few 
subjects. To improve the recognition rate for a certain speaker it is important to adapt 
phoneme target values and coarticulation and duration rules to hisker voice. Also 
hisker speaking habits could be automatically described by calculating the probabili- 
ties of using certain branches in the pronunciation network. It is believed that the adap- 
tation procedure can be performed more efficiently if the characteristics and 
constraints of a speech production system is taken into account. Experiments with 
automatic adaptation of the phoneme library to a specific speaker will be described in a 
forthcoming paper (Blomberg, 1994). 

A combination with statistical methods like Hidden Markov Models could be a good 
approach to model non-regular variation. In a combined system, the knowledge-based 
technique would be especially useful in situations that have not been sufficiently 
trained. 

Inevitably, the process is much slower than conventional systems and the technique 
would therefore be interesting in applications with small and medium vocabulary size. 
It could also be used in the final choice between a low number of remaining candidates 
in a large vocabulary system. 

Results of continuing research in speech analysis and synthesis will be incorporated 
to improve the performance. It is also hoped that the quality of synthetic speech can be 
improved by looking into the errors made by this system. 
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