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Speech synthesis for hearing impaired persons - 
in research, training and communication1 
Bjorn Granstrom & Anne-Marie Oster 

Abstract 
Speech synthesis techniques have shown to be powerful tools in research on the speech 
communication abilities of hearing impaired persons. In one study we have simulated the 
speech of severely hearing-impaired persons to study diJjcerent factors affecting intelligibility. 
The system transforms text to synthetic speech by phonetic and phonological rules working on 
both the segmental and the prosodic level. Different segmental andor prosodic deviations can 
be selected to estimate the effect of individual deviations on intelligibility or the interaction 
between them. 

Speech synthesis could be optimised to suit the individual perceptual preferences of hard of 
hearing persons. This paper discuss possibilities of various adjustments of synthetic speech to 
hearing impairment, as for instance changing speech rate, pitch, spectrum offiicative sounds 
and extent and speed of transitions. Some preliminary results of adjustments of speed of 
speech and speed of articulation and emotional expression for this user group are reported. 

Possibilities to use speech synthesis techniques in a variety of other situations like 
diagnostic speech audiometry, verzfiing transcriptions of deviant speech by 'proof listening", 
using face synthesis in lip-reading and speech training and to use speech analysis/synthesis 
techniques in restoring deviant speech to make it more immediately intelligible to inexperi- 
enced listeners are also discussed. 

Introduction 
The title might sound like a strange proposition. In this contribution, however, we want 
to discuss how speech synthesis techniques could be exploited in the area of hearing 1 impairment. In this enterprise we will build on two strands of interest within our 
department: general speech technology development and the research related to the 
communicative situation of hearing impaired persons. In research on disability there 
has been a focus on clear-cut cases, like blindness and deafness, while the predominant 
practice concerns partial impairment, like low vision and hearing impairment often in 
combination in elderly people (Gill, 1993). Especially for this category we believe that 
it is important to follow a multi-modal approach to communication. We will present a 
variety of situations where the use of adopted, speech synthesis technology could 
benefit the research, training and communication in relation to hearing impairment. 
Some of the presentation will review work in our department going back to the 
eighties, but less well known and some will be mainly speculative representing work in 
progress or planned for the future. 

' Invited paper to the 2nd International Symposium on Hearing Aids and Speech Training for the Hearing 
Impaired, Moriguchi, Japan, September 1994. 
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Modelling deviant speech 
Prelingually deaf children very rarely acquire speech spontaneously. Speech is almost 
always developed through training using the visibility of phonetic features, reading, 
tactile sensations and, if possible, residual hearing. These inputs severely limit the 
speech perception potential, and cause segmental and prosodic deviations in the 
children's speech. 

Previously, research on the speech of hearing impaired persons was concentrated on 
the assessment of speech errors and the cause of these errors. The articulation skill was 
compared with that of normally hearing speakers through traditional error analysis. In 
recent years, the studies have gradually been more concentrated on phonological and 
intelligibility aspects of deaf speech. The quality of the articulation is of secondary 
importance as long as the speech is intelligible. Hence, the speech of a deaf person 
may be looked upon as an idiolect that is dependent on the speech reception capabili- 
ties and factors that a deaf child relies on when learning to speak. 

Gold (1980) claimed that, "Whereas there is much documentation of the kinds of 
segmental and suprasegmental errors in the speech of the hearing impaired, there is far 
less evidence of the direct effects of each of these error types on overall speech 
intelligibility". - "Thus, although we may be able to identifj those errors which occur 
most frequently in the speech of the deaf, we need further research to indicate how 
these error types interact to reduce speech intelligibility and to determine which error 
types should be the first to be considered when planning a training program for 
improved speech production in the hearing impaired child". 

Several studies investigated the effect on intelligibility of deviations on both the 
segmental and prosodic levels of deaf speech using different techniques: correlational 
studies and qualitative studies (Hudgins & Numbers, 1942; John & Howarth, 1965; 
Monsen, 1983), manipulation by means of digital speech processing (Huggins, 1977; 
Kruger et al., 1972; Maassen & Powel, 1985; Osberger & Levitt, 1979), or speech 
synthesis techniques (Bernstein, 1977). With digital speech-coding techniques, only 
prosodic errors are easily manipulated, but in the case of speech synthesis both 
segmental and prosodic factors can be manipulated. However, the effect on the 
intelligibility of different kinds of deviations was not decisively established; much due 
to the fact that most of the studies did not study the interaction between the deviations 
and the individual effect of a deviation on intelligibility. Hence, the effect on 
intelligibility varied depending on which contribution of deviations that has been 
examined. 

Synthetic deaf speech by means of phonetic rules 
In this paper, a study by 0ster (1985) will be reviewed where normally hearing 
subjects estimated the effects of individual segmental and prosodic deviations on 
intelligibility in the simulated speech of three children from the Manilla School for 
Deaf Children in Stockholm. The synthesis-by-rule system, developed at the 
Department of Speech Communication and Music Acoustics, KTH, (Carlson et al., 
1982) was used. By using this technique it was possible to sort out segmental and/or 
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prosodic deviations, leaving others unchanged to study the effect on intelligibility and 
the interaction between them through listening tests with normally hearing subjects. 

In the synthesis-by-rule system an arbitrary text is transformed into synthetic speech 
with help of phonetic and phonological rules working on both the segmental as well as 
the prosodic level. On the segmental level the system is based on phonemes. The 
synthesis-by-rule system was judged to be useful when studying the impact of 
individual deviations on intelligibility, as our hypothesis was that deaf speakers have 
well-established speech habits. Several studies have confirmed that deaf speakers 
possess some kind of abstract and stable phonological systems as they tend to produce 
a speech sound in the same deviant manner, in similar contexts (Oller & Eilers, 1981; 
~ s t e r ,  1989, 1992). 

In this presentation we want to exemplify the technique with reference to only one 
child. This child was educated mainly by sign-language. His age at the time of 
recording his speech was 11 years. His pure-tone average was 90 dBm in his better ear 
( .5 ,  1, 2 kHz). It is apparent that the child had some residual hearing. His speech was 
recorded when he read monosyllabic words, polysyllabic words, and a coherent text. In 
the words all the Swedish vowels and consonants in all phonotactically possible 
positions were represented. A phonetically trained listener transcribed the segmental 
production broadly and the fundamental frequency and its range, pausing, speech rate, 
segment duration, and the stress-pattern was analysed in the coherent text by means of 
oscillographic recordings. 

Below, a systematic description of the segmental and prosodic deviations of this 
child is presented which formed the basis of the programmed phonetic rules that 
generated the synthetic speech. The vowel, consonant, and prosodic rules can be 
looked upon as a model of the child's faculty of speech. 

Vowel deviations 
Table 1 gives a detailed description of the phonetic symbols used and shows that the 
child reduces the Central Swedish vowel system from eleven long and ten short vowel 
qualities (including [z] and [ce] that are very open varieties of [el and [D] used before 
retroflexed dental consonants) to eight long and eight short vowel sounds. Deviations 
are found both in quantity and quality. All back vowels are realised as central [el. The 
child's lip positions are correct, while the tongue positions sometimes are incorrect, 
that shows the impact of lip-reading on the speech of severely hearing impaired 
children. 

Consonant deviations 
The plosives are voiced in initial position and unvoiced and aspirated in final position, 
except for /g/ which is nasalized in medial and final position, see Table 2. The sibilants 
are very indistinct and preceded or followed by lW. The dental sounds /j/ and 111 are 
often realised as a voiced velar sound. Many of the consonants are produced far back 
in the mouth. The retroflexed dental consonants are articulated as a sequence of /r/ and 
a dental, in accordance with the orthographic representation. 
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No deviations 
Vowel deviations 
Consonant deviations 
Prosodic deviations 
Vowel & consonant deviations 
Vowel & prosodic deviations 
Consonant & prosodic deviations 
Vowel & consonant & prosodic deviations 

The listeners were 2 1 students at the Department of Linguistics, Stockholm Univer- 
sity. They listened through earphones to one child at a time with a short interval 
between each child. Every sentence was presented twice. The listener wrote down 
what helshe understood. The test started with eight synthesised sentences with no 
deviations to familiarise the listeners with synthetic speech. 

Results 
Figure 1 shows the result of the listening test of the simulated speech of the child. The 
deviations are arranged according to increasing speech intelligibility. The result is 
classified in three groups of intelligibility: 

100-50 % correctly identified key words: intelligible speech 
50-25 % correctly identified key words: difficult to understand 
25- 0 % correctly identified key words: unintelligible speech 

NO VOW PROS VOW CONS CONS ALL VOW 
PROS PROS CONS 

Figure 1. Intelligibility of synthesised versions of the speech of the hearing impaired child. 
Corrections of vowel (VOW), consonant (CONS) and prosodic (PROS) deviations have been 
simulated. 
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Based on these results some recommendations could be given regarding the speech- 
training of this child. His speech is unintelligible with only 7% intelligibility. The 
consonant deviations have a seriously deteriorating effect on the intelligibility. If these 
are corrected, the intelligibility will increase to 61%. Thereafter, the vowels should be 
trained. Without the vowel deviations the intelligibility will further increase to 97% 
and the speech will be completely intelligible. Finally, the prosodic deviations should 
be corrected, but not motivated primarily by an expected increase in intelligibility, 
since an interesting result of this study was that the effect of the prosodic deviations on 
intelligibility was negligible, perhaps due to the short sentences. For the other two 
children the intelligibility even increased when the prosodic deviations were added to 
other deviations. This is probably owing to the slow speaking rate and the frequent 
pausing that gives the listener more time to segment and interpret the meaning of the 
sentences (Osberger & Levitt, 1979; Maassen & Powel, 1985). Thus, a slow tempo 
impacts the intelligibility positively on the condition that the speech contains grave 
segmental deviations. It makes the speech unnatural but still not unintelligible. 

Broad or detailed transcription 
In this study, where deaf speech was simulated, the intention was to get an opinion of 
the relative effect on intelligibility of a specific segmental and prosodic deviation. 
Hence, the assessment of the speech of the children was made through a traditional 
error-analysis and through a broad phonetic transcription that did not pay any attention 
to phonetic contexts or contrastive function. The articulatory deviant elements that the 
children used to signal phonological contrasts were ignored 

In a speech teaching program, on the other hand, it is necessary to study how speech 
sounds are realised in spoken language and to look for underlying rules in a child's 
speech to speci@ any idiosyncratic realisation of phonological contrasts. This must 
then be done through a detailed analysis. 

The importance of such an individualised assessment is stressed by, for example, 
Stoel-Gammon & Dunn (1985): "It is necessary to identi@ the unique characteristics 
of each child's system in order to design the most appropriate treatment plan for each 
child". Saben & Ingham (1991) also claimed that it is important to concentrate on the 
usage, in spoken language, of a child's productive knowledge, that is, the speech 
sounds that the child can produce in isolation, to identify the deviations made by the 
child. 

Traditionally, the speech of deaf children has been assessed using a broad phonetic 
transcription, missing important articulatory details. This approach, however, provides 
insufficient information, since it pays no attention to either the usage of the productive 
knowledge in spoken language or to whether a deviant articulation might signal a 
"correct" contrast (Monsen, 1976). 

Over the past eight years, we have worked in a joint project with the Manilla School 
for Deaf Children in Stockholm. To ensure that speech training does not become a 
series of meaningless "articulatory gymnastic" sessions, a phonologically based 
assessment method of video-recorded speech has been developed ( ~ s t e r ,  1994). Only a 
thorough phonological assessment can provide the answers to questions such as: 
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How successfully can the child produce speech contrasts? 
Might a deviant production in fact be a realisation of a phonological contrast? 
In what ways do the phonetic elements used for contrastive function differ from 
those used in normal speech? 

The phonologically based assessment method outlines a child's unique phonological 
system (phonetic and phonemic inventories) and is done in three steps through a 
detailed phonetic transcription: 

In the first step the individual child's productive knowledge is established, that is 
those speech sounds which the child has an articulatory knowledge of. 

After that the usage of these speech sounds is assessed, because the speech sounds 
which the child can articulate in isolation are not always correctly realised in different 
linguistic contexts. The child needs to develop the ability to use these existing sounds 
appropriately in all word positions before new speech sounds are taught. 

Finally, the child's idiosyncratic realisations of phonological contrasts are assessed 
that specifies the deviant phonetic elements used to signal meaning differences in 
spoken language. 

This is done through a detailed phonetic transcription. Due to the fact that many 
peculiarities and fusions occur in prelingually deaf children's speech an expansion of 
IPA symbols and diacritics is necessary. We have used some of those which Bush et al. 
(1973); Grunwell (1987); Roug et al., (1987) have developed to transcribe babbling 
and phonetic development in early infancy. 

The outcome of the complete assessment provides significant and valuable 
information which cannot be obtained if only a traditional error analysis and a broad 
transcription is used. By studying the transcription, revealing important articulatory 
details, it is possible to determine if the deviant pronunciations are, in fact, attempts by 
the child to realise phonological contrasts. 

The transcription is an important but difficult tool in the clinical work, especially 
when it comes to an unusual and detailed transcription system. This opens a new 
opportunity for speech synthesis. At KTH, a method of verifying transcriptions by 
"proof listening" has been used routinely in creating reference pronunciation databases 
for the multi-lingual text-to-speech project. The extra information available through 
speech has proved to be very efficient when checking the accuracy of transcriptions. 
Likewise we use the same method in the Swedish part of the European name pronun- 
ciation project, Onomastica (Gustafson, 1994). We intend to try a similar method to 
teach and verify transcriptions of deviant speech. The extended inventory of symbols 
and diacritics asks for a modified synthesis rule set that still has to be developed. 

Perception of speech synthesis 
It is well known that human speakers adjust their speaking habits or speaking styles to 
the communicative situation. Many references to this phenomenon exist in the 
literature, like the "hyper vs. hypo speech" of Lindblom & Moon (1988). Clear speech 
directed at hard of hearing persons has been investigated by Picheny et al. (1986). 
Recently databases of casual and clear speech have been collected, where the clear 
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speech was elicited by instructing the speaker that the recording should be used in a 
lip-reading experiment (Pean et al., 1993). Rule-based parametric synthesis should 
ideally allow similar adaptations of the speaking style. The flexibility of the 
synthesiser could actually make a more systematic approach to this kind of adaptation 
possible. 

Synthetic speech is commonly used in Sweden by persons with visual and/or speech 
defects. The synthetic speech is based on a text-to-speech system. The system trans- 
forms text to synthetic speech by means of rules implemented in the system. These 
rules can be changed easily, even interactively. This makes it possible to adjust the 
synthetic speech to the hearing impairment, for instance by changing speech rate, 
pitch, spectrum of fricative sounds and extent and speed of transitions. Different 
methods of cue enhancement, specifically adopted to the hearing impaired individual, 
could be very significant to the possibility of using synthetic speech for communi- 
cation by this group. Being able to control the amount of clarity could also be used in a 
speech training situation. The starting point could be prototypical speech patterns that 
gradually could be made less clearlmore natural as the training proceeds. Similar 
techniques using the reproducibility and control of the synthetic speech could be used 
in diagnostic speech audiometry (Hazan & Fourcin, 1985) 

In a newly initiated project sponsored by the Swedish Handicap Institute, the special 
demands that hearing impaired persons have on speech synthesis will be investigated. 
The project relates to the more general effort to create synthesis with different 
speaking styles, appropriate for different applications (Granstrom & Nord, 199 1). The 
aim of the project is twofold: first to test the quality of synthetic speech with different 
groups of hearing impaired listeners, secondly to investigate the possibility to adjust 
the synthetic speech to different types of hearing impairment to optimise the 
intelligibility for this user group. Many of the users of speech synthesis are elderly 
persons with deteriorating hearing, and the intelligibility of the synthesis-by-rule 
system with regard to hearing impairment in general has never been evaluated. In 
consideration of the fact that 10% of the population are hearing impaired, this is a 
significant problem. In the project we are studying two groups of hearing impaired 
persons' ability to understand the speech of the KTH-synthesis compared to normal 
speech; younger (25-45) years of age and elderly (60-80). The speech material is 
constructed to expose different aspects of the synthetic speech. It consists of syllables, 
words, sentences and connected speech. The material is presented both in normal and 
synthetic speech at three different rates; slow, normal and fast. The analysis of this 
material and the knowledge of perceptual limitations in the hearing impaired user 
group forms the background for the modified synthesis strategies. 

Some evaluations have been made in USA of the intelligibility of synthetic speech 
for hearing impaired listeners by Kangas & Allen (1990) and by Humes et al., (1991). 
In both studies, the speech material consisted of monosyllables. The results showed 
that hearing impaired listeners had fewer correct responses on natural as well as on 
synthetic speech compared to normally hearing listeners. Kangas & Allen drew the 
conclusion that, "Although there was no interaction effect between hearing ability and 



STL-QPSR 2-311 994 

speech type, the descriptive data raise serious questions as to the clinical applicability 
of synthetic speech for persons with hearing impairment". 

The quality of the KTH-system (Carlson et al., 1990) has been evaluated by nor- 
mally hearing listeners by Goldstein & Till (1992) and by Neovius & Raghavendra 
(1993). The result of both studies showed that the segmental intelligibility is very good 
as well as the general comprehension. 

We will use well established techniques to evaluate segmental intelligibility, such as 
the ones defined within the EspritISAM project, utilised in the study mentioned above. 
The suprasegmental aspects of speech is often more problematic to evaluate. We will 
in this case build on techniques and earlier studies that used normally hearing subjects. 
To illustrate the techniques involved, we will in this report discuss some very 
preliminary experiments relating to emotions, phrasing and talking rate vs. articulation 
speed. In doing so we have used only one very co-operative severely hearing impaired 
subject. The subject was an orally educated forty-year-old man, with pure-tone 
averages between 98-100 dBm in both ears at 0.5, 1 and 2 kHz. He was unusual in the 
sense that he is functioning very well in oral communication despite his substantial 
hearing loss. 

Emotional speech synthesis 

Appropriate signalling of attitudes and emotions are important features of human 
speech communication. In speech synthesis research a number of groups have lately 
been concerned with modelling such aspects of real speech (Cahn, 1990; Kitahara & 
Tokhura, 1992). The long-term goal is to be able to produce natural sounding synthetic 
speech for different voices and for different speaking styles. 

We are trying to model, as efficiently as possible, different speakers' emotional and 
attitudinal expressions by matching spectra and voice and assess the degree of success 
through perceptual tests. (Carlson et al., 1992, 1993). 

Speech material 
We used a sentence material with acted emotions that had been recorded for a project 
concerned with the perception of emotional speech by hard of hearing people by 0ster 
& Risberg (1986). The different emotions in their study were: angry, astonished, sad 
and happy. Normally hearing children, age ten, hearing-impaired children and adults 

i were tested. For the normally-hearing children and adults the number of confusions 
were few but many of the hearing-impaired subjects had great difficulties in identi- 
fying the different emotions, especially in identifLing happy. A typical confusion for 
the hearing-impaired children was to confuse happy with angry. A plausible explana- 
tion of the results of the hearing-impaired subjects was a reduced frequency 
discrimination ability as an acoustic analysis of the test sentences revealed that most of 
the differences between the emotions were transmitted by information in the 
fundamental frequency. In this test our subject behaved very close to the hearing- 
impaired group in the original test. He made the typical error of confusing happy with 
angry. 
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For synthesis purposes we chose sentences that showed a minimum of conhsions 
for the basic emotions "happy, sad, angry" and "neutral". Duration measurements on 
the material from the male subject showed in general that the sad utterances were 
produced at lower rate, while the happy and angry utterances were produced with more 
energy and at slightly faster rates. The neutral statements were the most rapid ones, a 
partial reason being that there were typically no emphasised words in these utterances. 
Moreover, the sad utterance was rather monotonous, while the happy and angry 
showed a more dynamic pitch contour. Several phonetic differences were observed. 
The angry and, to some extent, the happy utterances showed a more energetic 
articulation, with more abrupt vowel onsets, trilled /rl allophone, as opposed to vowel- 
like 11-1. 

Analysis by synthesis 
In an effort to distinguish the different acoustic factors that the actor made use of to 
convey emotions, we have used speech synthesis. Voice breaks and other changes in 
the voice source were also interesting, especially as our speech synthesis voice source 
is flexible and could be used to model such variation. 

The synthesised replicas were produced by using an analysis program that 
automatically extracted formants. Some hand-corrections of formant traces were 
needed, especially for the lively voice samples, that is, the sentences with strong 
emotional content. As part of the synthesis software, the parameter tracks can be 
superimposed on spectrograms of real speech and matchings can be made. An analysis 
program was used to derive the pitch contours. Matchings of voice source parameters 
were also tried in an attempt to improve the synthesis. 

After having produced replicas of four utterances, we also made new synthesised 
versions of sentences by mixing the acoustic elements. The original four sentences: 
neutral, happy, angry and sad, were mixed with the pitch contour of the others. To do 
this, time alignments were first made of the sentences, by making adjustments of the 
segmental durations. Part of our interest was to study how segmental articulation 
affected the perceived emotion. 

Listening tests 
According to the principles described in the previous section, a set of fifteen stimuli 
was produced. The basic happy, sad and angry utterances were synthesised (HH, SS, 
AA). The neutral sentence was time aligned to the happy, sad and angry sentence (Nh, 
Ns and Na). The next group of stimuli consists of the sad, angry and neutral sentences 
time aligned to the happy utterance and incorporating the happy pitch contour (SH, AH 
and NH). In the same fashion two more groups were produced, based on the sad and 
the angry sentence (HS, AS, NS and HA, SA, NA). A test list of fifty items was 
produced. It consisted of the fifteen stimuli randomised three times complemented 
with five dummy samples. 

The listening test was designed as a forced choice test. Eighteen subjects listened to 
the synthetic stimuli played from a tape and had to give one response for each stimulus 
sentence, presented twice. The emotion labels that were allowed were: "neutral, angry, 
happy, sad". Most of the listeners had previously been exposed to synthetic speech. 
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Two of the basic emotions (SS, AA) were quite convincingly conveyed. The sad 
sentence got 95% sad responses and the angry sentence 80% angry response; while the 
happy sentence was considered happy in only 42% of the cases, 25% being chance 
level. We will not discuss those results here, but instead concentrate on the stimuli 
with a mixture of cues. 

The group of sentences with a neutral spectral trace, aligned to the happy, the sad 
and the angry utterances, (Nh, Ns and Na) were consistently regarded as neutral 
utterances (ca 80%), see Fig. 2. Just manipulating the durations did not appear to affect 
the emotional categorisation appreciably. However, there was a weak tendency for the 
manipulated sentences to give sad impressions (10-15%) due to stretching. The 
original sad sentence was actually the longest utterance in our material. Sadness is 
often described as related to a slow speech tempo. 

Nh Ns Na 
Synthetic stimuli 

Figure 2. Mixed feelings. Neutral utterance with durations@om emotive utterances (normally 
hearing subjects). 

The group of stimuli, with the sad pitch contour superimposed on the "happy", 
"angry1' and "neutral" parameter tracks, (HS, AS and NS) gave generally high "sad" 
response, see Fig. 3. The only exception is the version based on the angry utterance 
with 63% "sad" and 24% "angry" responses. The explanation could be that the angry 
utterance had a characteristic energetic articulation. 

The mixed stimuli, with the timing and pitch taken from other sentences were 
perceived as having the same emotion as the sentence from which the pitch contour 
and segmental durations were copied. Especially, the "sad" emotion was successhlly 
conveyed by stimuli HS and AS, that is, sentences that originated from a happy and an 
angry utterance. Also the "angry" emotion was strongly signalled by the HA and the 
SA stimuli, that is, stimuli originating from the happy and the sad utterances. In this 
last group of stimuli, an unforeseen tendency occurred, namely that all three stimuli, 
HA, SA and NA often were labelled as "sad". A detailed analysis of the listener 
responses shows this effect clearly. Some subjects answered "sad" more often than any 
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other emotion, as if there was an inbuilt quality of sadness in many of the synthetic 
stimuli. 

neutral 
angry 

Synthetic stimuli 

Figure 3. Mixed feelings. Emotional utterances with pitch and duration ,porn the sad 
utterance (normally hearing subjects). 

From the study mentioned above we know that emotional classification is difficult 
for severely hard of hearing persons. When exposing our pilot subject to the same test, 
he showed, however, a response pattern very similar to the normally hearing group. 
This indicate that he appreciated both the durational and intonational structure with 
about the same strategies as normally hearing subjects. The only major difference was 
that he never used the label "happy" for the synthesised stimuli. The basic angry 
resynthesis (AA) was never labelled as "angry", while he did use that label for some of 
the mixed stimuli. 

From our studies it is obvious that emotional synthesis is far from mature. However, 
in the hture we want to include synthesised emotions in a screening test where we 
have the possibility to selectively manipulate different aspects of the speech. In a 
training situation the strength of an emotion could be varied, and hence adopted to the 
persons sensitivity to the acoustic manifestations of emotional speech. 

Perception of phrasing 
In a series of studies on Swedish prosody, specifically strategies of phrasing, our initial 
approach was to collect and analyse production data from a series of syntactically 
ambiguous sentences comprising minimal pairs, where the sentence internal boundary 
was varied. Our analysis showed that several different phrasing strategies were ex- 
ploited to disambiguate the sentences. These strategies include different combinations 
of FO and duration cues which contribute to coherence and boundary signalling (Bruce 
& Granstrom, 1993; Bruce et al., 1992, 1993a). The strategies were often quite subtle 
compared to the "phrasing through pausing" strategy used in the standard synthesis. 
While this synthesis strategy creates unambiguous interpretations it also contributed to 
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an unnatural quality of the speech. We wanted to implement and test more natural 
phrasing strategies. In the case of hearing-impaired listeners we run the risk of creating 
more natural, but less intelligible speech. 

As an example of such a study, we will now describe a test method used in Bruce et 
al. (1993b). A sentence with two possible interpretations, dependent on the location of 
the phrase boundary , marked by a comma, was used: 

B. Fast man offrade BONDEN, och lijparen hotade kungen. 
(but we sacrificed the pawn, and the bishop threatened the king) 

L. Fast man offrade bonden och LOPAREN, hotade kungen. 
(though we sacrificed the pawn and the bishop, the king threatened) 

When comparing natural versions of these sentences it was observed that the 
significant differences occurred in the duration of the final segments of the word 
BONDEN and the minimum value of the fundamental frequency (FO) in that interval. 
In making a synthesis production experiment we utilised a feature of the system that 
makes it possible to interactively change the synthesis by moving a point on the 
computer screen. The corresponding X- and Y-parameters are used in the synthesis 
rules, and can, depending on the rule system, be made to affect the synthesis in 
different ways. In this case, the controls were connected to the duration and FO in 
the crucial interval. The subjects were asked to listen to the way the test sentence 
was altered by moving the cursor around the screen. In Figure 4 diagonal lines from 
the top left to the bottom right means that duration and FO work together in cueing 

Figure 4. Individual results j?om the 
133 adjustment test, showing optimal 

i positions for synthetic versions with - 116 phrase boundary after loparen (L) 2 
C 

and bonden (B). The lines join the L 
= 100 z and B response for each subject with 
w the L optimal point as the left 
D 

83 endpoint and the B optimal point as 
8 the right endpoint of each line. The X- 
C 

6 67 axis represent the duration of the 
LL segments between the stressed vowel 

50 
of bonden and a potential phrase 

67 84 100 117 133 150 boundary after that word, in percent 

Duration of final segments in BONDEN (% of default) of the default duration. The Y-axis 
represents the FO at the end of the 
stressed vowel of bonden. 

phrasing. It is, thus, indicated that increased duration and a greater fall are perceived as 
a cue for a boundary after bonden at the same time as reduced duration and a shallower 
fall are perceived as a cue for a boundary after loparen. A more horizontal line 
indicates that the subject uses primarily duration as a cue for the boundaries, while a 
more vertical line indicates that the subject uses mainly FO for phrasing decisions in 
these tests. It is obvious that a great variability exists in the preferred settings for the 
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normally hearing subjects, some being more duration sensitive, some relying more on 
intonation. Our pilot subject was exposed to the same test and had no great problem in 
performing it. His selected settings were well within the range of the normally hearing 
subjects. His confidence on the Y-axis setting (FO) was, however, somewhat lower, 
producing some very low settings for the L interpretation. This illustrate the 
importance of multiple cues in synthesis. 

Speed of speech and speed of articulation 

Using the same method as the one described in the previous section we wanted to 
investigate the possibility of adjusting global aspects of the synthetic speech to suit the 
perceptual preferences of hard of hearing persons. In many experiment, including the 
experiment on simulated deaf speech, it seemed advantageous to use a slower speaking 
rate. In synthetic speech, the ambition is to increase the naturalness and fluency, trying 
to improve the modelling of e.g. reductions. In clear speech, the amount of reduction is 
decreased, and doing the same for synthetic speech, might be preferred by hard of 
hearing listeners. In one adjustment experiment with our pilot subject we allowed the 
adjustment of segmental duration on the X-axis and the speed of formant transitions on 
the Y-axis. Higher than normal speed implies that the articulatory targets are reached 
more often, but gives a rather unpleasant abruptness or lack of smoothness character to 
the speech. A too slow transition speed makes the speech very "smooth", implying a 
reduced, indistinct articulation. 

The settings were made while listening to a paragraph speech, one sentence at a 
time. Pure intelligibility was, intentionally not part of the test, since the text of the 
story was also given to our subject. His settings did actually not deviate a lot from the 
settings by normally hearing listeners, except that he preferred slightly slower speech 
and more rapid formant transitions. 

The implication on speech intelligibility is not evaluated here. It is conceivable that 
an optimisation as to intelligibility would result in a different optimisation. A question 
for the future is whether it is possible to systematically adopt the synthesis to a specific 
hearing impaired listener, based on individual characteristics of the hearing impair- 
ment, acoustic environment, hearing aid, previous training, etc. 

Visual speech synthesis in training and communication 
The use of lip-reading, or rather all visual cues in communication, is of obvious value 
in speech perception, especially in noisy environments. When it comes to synthetic 
speech the visual synthesis has been largely ignored. However, there are some notable 
exceptions to this and the area has attracted increasing attention in the last few years. 
For several reasons this is an interesting development for severely hard of hearing 
persons. In situations where acoustic synthetic speech is accompanied by visual 
synthesis the robustness in communication is expected to be much better, also for 
normally hearing persons. Aspects of speech that are hard to appreciate for severely 
hard of hearing persons, like extralinguistic and prosodic information, is often well 
represented in the facial images. 
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The problem of synthesising a talking face is in a sense the same as that in 
articulatory synthesis. One of the main problems in articulatory acoustic synthesis is 
the data acquisition. Data from natural speech is needed to set the model parameters. In 
the case of full articulatory synthesis this is a severe problem due to the problem of 
measuring the size of the vocal tract. Techniques like MRI still implies unnatural 
articulation conditions and too long "exposure times" to allow registration of dynamic 
articulation patterns. In the case of articulatory face synthesis the situation is much 
more favourable, and state-of-the-art 3-D image processing techniques gives good 
promise for data acquisition. The models used vary very much both in structure and 
quality. Stylised 2D models were first used (Brooke & Summerfield, 1983), while 
most present work is based on the developments of the Parke 3-D model (Parke, 1982; 
Cohen & Massaro, 1993). In parallel to the concatenative methods in acoustic speech 
synthesis, like the PSOLA technique (Charpentier & Moulines, 1990), it is possible to 
use a similar technique in face synthesis by interpolating and concatenating stored 
natural-face images. However, our interest is to use a system where the hll flexibility 
of parametric synthesis could be used for both acoustic and visual synthesis, both 
being controlled by the same control structure. 

Like in acoustic speech synthesis quality is to some extent traded for flexibility in 
the synthesis scheme. The quality of the visual synthesis is essential to its usehlness, 
but we know from published reports that a synthesised face could restore most part of 
the information in a natural talking face (Le Goff, 1993). The Parke-type face synthesis 
mostly run on workstations with dedicated 3-D image capabilities, like Silicon 
Graphics computers. This is not a major problem in research, where e.g. lip-reading 
experiments could be pre-computed. For wide acceptance in communication terminals 
we need implementations in more general hardware, something that will possibly 
happen through the increased interest in animation and multi-media. 

In computer aided speech training the use of natural looking (and sounding) 

1 articulatory speech synthesis is an interesting possibility. With a full articulatory 
model, e.g., realistic mid-sagittal images could be displayed for arbitrary, student or 
teacher selected speech sequences. The value of using face synthesis in lip-reading and 
speech training ought to be evaluated. 

Restoration of deviant speech 
Speech produced by deaf or severely hard of hearing persons is often hard to 
understand, in some situations hnctionally unintelligible. Persons in close contact with 
these speakers could, however, often cope quite well with the unusual speech patterns, 
due to the fact that although the speech is deviant it is systematic and stable over time 
( ~ s t e r ,  1989). In this respect the speech is similar to the speech of dysartric speech. In 
both situations, methods to "restore" the speech, to make it more immediately 
intelligible to inexperienced listeners has been discussed. As long as the speech 
patterns are consistent there is the promise of using advanced speech recognition 
devices in combination with personalised speech synthesis for resynthesis of the 

I speech. This application has much in common with development of speech prostheses 
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for non-vocal persons. In a recently initiated project within the European TIDE 
program (Technology Initiative for Elderly and Disabled people) called VAESS we are 
engaged in developing such possibilities in a portable demonstrator. "Voice fitting" is 
one of the key concepts. Ideally, the speaker should be able to select the appropriate 
speaker characteristics including speaking style and emotional/attitudinal colouring of 
the speech. For most deaf speakers this will not be very important in face to face 
communication, since non linguistic signalling of this component of communication 
will be possible. In mediated communication, such as telephone conversations, the 
situation is more demanding. The next section describes application possibilities in this 
domain. 

Relay services 
One application that is worth mentioning is the text-telephone relay service, where 
non-speaking persons, with or without hearing impairment, could get operator 
assistance in conveying their messages to users of ordinary telephones. In many 
instances, where privacy is a concern or the message to be delivered is essentially one- 
way, such as a voice-mail system or talking to a telephone-answering machine, an 
automatic service with speech synthesis could be established today. In future 
implementations, limited speech recognition could be exploited. Special, interesting, 
cases of translating telephony could be envisaged. As video phones get more common- 
place, expanded capabilities of services could be established, including talking faces, 
natural or synthetic, and possibly automatic translation between sign-language and 
spoken language. 
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