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Towards production-oriented techniques for 
speech recognition1 
Mats Blom berg 

Abstract 
This thesis presents work on techniques for speech recognition that has been directed towards 
incorporating constraints given by the human speech production mechanism. The potential 
advantages of this approach are discussed. An important argument is that higher 
generalisation and prediction power at the production level compared to a purely spectral 
representation reduce the required data for training and speaker adaptation. Transformation 
of the speaker characteristics of a trained phone library is also easier to perform in this 
domain. 

The early papers investigate various choices of speech units, acoustic representation forms 
and spectral metrics. In a phoneme-based recognition system, different uses of formant 
frequencies, time differentiation of parameters and amplitude normalisation were compared. 
One paper describes a template-matching isolated-word system that performed well in an 
independent evaluation. A metric based on non-linear frequency warping was developed in 
order to enhance the sensitivity to formantfiequencies. 

The production-oriented approach has developed fiom template-matching systems trained 
by text-to-speech synthesis equipment to automatically trained phone libraries and search 
procedures in subphone nets in a fashion similar to hidden Markov models. Dual 
representation of a phone library at the production as well as the spectral level combines the 
advantages of a production-oriented approach with the robustness of spectral matching. A 
technique for transforming the statistical distribution at the production level into the spectral 
domain is presented. 

Some aspects of speech variability are simple and straightforward at the articulatory level, 
but generate a complex distribution pattern in the speech signal. One example is the influence 
of timing asynchrony between overlapping articulatory gestures. This effect is described and 
a suggestion for how to handle it is given in one of the reports. 

The sensitivity to voice source variation has been exemplzfied and an algorithm for 
dynamic adaptation to its fluctuations in time is developed. It is shown to reduce the 
sensitivity to different voices and to increase the robustness of a system substantially. 

In a connected-digit experiment, multi-speaker training resulted in 99.1 % correct digits for 
male speakers. One advantage of a production-oriented representation is illustrated in the 
last paper. A simple male-to-female transformation of a phone library was performed by 
linear scaling of vowel formants and voice quality. The digit recognition rate for six new 
female speakers rose fiom 88.9% to 96.3% when using the transformed library. Many 
potential benefits of the production approach are still utilised only to a small degree. These 
will be investigated in the continued work. 

Labelling of speech at the word, phoneme and acoustic-phonetic levels has been performed 
using a hierarchic, multi-level data structure. The trainedphone library has also been used 
for generation of synthetic speech. This can be a complementary diagnostic tool to evaluate 
the quality of the phones. Synthesised Swedish digit strings, concatenated @om trained 

I This paper is a summary of Mats Blomberg's dissertation defended at the Royal Institute of Technology, 
Stockholm, December 2, 1994. 
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context-dependent phones, were intelligible, but lacked distinctiveness and prosodic 
information. 

Introduction 
Unconstrained spoken conversation between man and machine has been a dream since I 

computers were first used for speech analysis in the early 1950's. Initial optimism 
gradually decreased when the difficulty of the problem was realised. The technology 1 
developed, however, but at a slower speed than the optimistic forecasts had predicted. 
The first commercial equipment was manufactured in the beginning of the 70's. 
Several restrictions were necessary in order to make the technique economical and 
reliable. The system was speaker dependent and performed isolated word recognition 

I 

from a small vocabulary. 
Today, progress in speech and language science, combined with very rapid 

development of computer technology has reduced the limitations of the early systems. 
Powerful language models, phoneme-based approaches, stochastic modelling and 
efficient search algorithms have greatly reduced the speaker dependence and enabled 
large-vocabulary, continuous-speech recognition. The performance in several of these 
areas is still insufficient, however, which lowers the accuracy of the systems in more 
difficult tasks. One of the main limitations today concerns the training of these 
systems. A large amount of speech from many speakers is required to cover the speech 
variability in as many aspects as possible. 

Stochastic techniques are very powerful tools in modelling both our knowledge and I 
our ignorance and they are crucial parts of today's and tomorrow's systems. However, 
their success has reduced the interest in dealing with the problem from a knowledge- 
based perspective. In many recognition systems, speech is described merely as a signal 
with certain statistical properties in the time and frequency domains. In this apparently 
simple representation, certain relations will be very complex and a large training set 
will be required to discover these relations. The overall aim of the work in this thesis 
has been to raise the speech representation level above the amplitude-frequency 
spectrum to a domain more closely related to the production process. In this domain, 
some constraints given by articulatory, physiological and acoustic properties should be 
more straightforward to implement. It is argued that, properly implemented, this can 
lead to great reductions of the training data size. The result of training at this level can 
be used for both recognition and synthesis purposes. Several symbiotic effects can be 
expected from the integration of these two scientific disciplines (Moore, 1993). The 
difficulty of production parameter extraction can be avoided during recognition by 
transformation of the trained library to the spectral domain. 

The thesis covers work on techniques for recognition carried out during the last 16 
years. The use of speech knowledge has been an important component in most of this 
work. The approach has often not been along the mainstream of concurrent research 
trends. The choice of direction has been highly influenced by the opinion that human 
speech perception and production are important information sources in the speech 
recognition process. Whereas perception has frequently been explored in the literature 
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(e.g., Blomberg, Carlson, Elenius & Granstrom, 1983a, Seneff, 1988, and Cohen, 
1989), knowledge of speech production has been applied to a lesser degree. 

Another argument for investigating this not so common research direction is that 
there may be a risk in following the technique that currently performs best. If all 
speech scientists work along this path, the research frontier will be a very narrow beam 
search that may end in a technique that is difficult to develop further. Other approaches 
that have to overcome problems in their initial stages may later prove to be better 
solutions than, or good complements to, the initially better techniques. Using an 
analogy with speech recognition, it is necessary to set the beam search threshold for 
alternate research directions low enough so as not to run the risk of truncating a low- 
scoring partial path that may lead to a better solution to the complete problem. 

The first part of the thesis gives a brief description of the recognition problem and 
existing techniques. It is followed by an overview and discussions of common themes 
for the included papers and links between them. The third part includes a summary of 
each paper with more specific comments. The contribution of each author is also given 
if there is more than one. The last part consists of copies of the papers included in the 
thesis. 

Necessarily, several published papers by the author have not been included, due to 
their old age, deviating topic, or minor contribution in the case of several authors. 
Many of these reports are referred to in the discussion in order to give a wider 
perspective of the work. 

The speech recognition problem 
There are two major obstacles that currently lower the practical usefulness of speech 
recognition. One is the speech variability that lowers the discriminability between the 
speech units. The other is a more practical issue and a consequence of the first. The 
systems require large amounts of training data for high performance and there is much 
work involved in collecting and editing these corpora. 

The variability problem 
The dominating difficulty that has to be handled in a speech recognition system is the 
high variability in the speech signal. Intra- and inter-speaker variation due to emotion, 
health condition, physiological and psychological factors, regional accent, age, etc., 
generate overlap between the distributions of acoustically similar sounds. Environ- 
mental factors, such as background noise, reverberation, microphone and transmission 
channel characteristics, distort the signal and mask important information. The 
transmission channel could account for non-linearities, additive noise, clipping of high 
and low amplitudes, spectral filtering, etc. 

There is also interaction between these factors. The speaker is sensitive to auditive 
feedback from the acoustic channel. In a noisy environment, the Lombard effect 
(Lombard, 1911) induces voice amplitude increase and a change in its spectral 
properties. Feedback from the listener influences the speaker's articulation and the 
linguistic and semantic content of the continuing dialogue (Lindblom, 1990). 
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of the states. Hidden Markov modelling is the dominating technique used in current 
recognition systems. One reason for this is that the segmental property of speech is 
modelled in a realistic way. The approach is also very powerfbl in utilising statistics 
given in the training data. Recognition is performed using maximum likelihood or 
Viterbi search (Viterbi, 1967). The first technique computes the probability that a 
certain model produced the acoustic observations. The latter finds the most probable 
corresponding state sequence to a spoken utterance. Both search procedures are based 
on dynamic programming. 

The principal differences from DTW is that segmentation into states is performed 
and that probability theory is incorporated. Due to the state representation, fewer 
parameters are used than in DTW and the technique is, accordingly, faster. An 
attractive feature is that it can also be applied at the word and phrase levels in the 
recognition process, and not only in the decoding of phonetic information from the 
spectral sequence. 

Artificial neural networks 
Artificial neural networks (ANNs) combine and restructure the input information in a 
weighted, non-linear fashion. Each node in the net has input and output connections to 
other nodes in a predefined structure. Simple arithmetic operations are performed on 
the incoming branches. The resulting output signal is a non-linear summation of the 
input signals. The decision regions in ANNs can be given a complex structure. High 
accuracy has been achieved in limited phoneme recognition experiments (e.g., Waibel 
et al., 1989), but it has been difficult to include sequential decisions, such as the 
sequence of phonemes in a word. Recurrent networks have that possibility to some 
extent, but ANNs are mostly used in combination with methods that are more capable 
of this, such as hidden Markov models. 

Knowledge-based (Expert) systems 
The term expert system here refers to the explicit incorporation of human knowledge 
of speech in the form of phonetic decision rules based on the acoustic data. This 
method was popular during the 1980's. It relied on the development of general 
techniques for artificial intelligence at that time. The results were not good enough to 
be competitive with other existing techniques. It became obvious that manually 
designed rules for classification are non-flexible and give poor results compared to 
trainable algorithms. 

The expert's knowledge can also be coded as generative rules, as in a speech 
synthesis system. This technique involves fewer error-prone decisions but is dependent 
on the capability of producing high quality speech of different voices. As mentioned, 
variations of this approach have been used in the thesis. Automatic training has also 
been applied. When trained in this way, knowledge is included in the sense that the 
information is coded at a higher level than the acoustic representation. 
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Choice of basic lexical unit for recognition 
The hierarchical and segmental nature of speech allows a choice of the basic lexical 
unit to be recognised. The largest units are words or even complete phrases. Words can 
be further divided into morphs, syllables and phonemes. As a general rule, the larger 
unit types have the advantage that they better describe coarticulation effects at a cost of 
larger number of units. (See also Shoup, 1980). Training aspects and speed of 1 
recognition issues make it necessary to use subword units in a large-vocabulary 
system, whereas a small vocabulary system may reach higher performance using 
whole word modelling. The thesis contains studies using both whole words and 
phonemes as basic units. The phonemes can be treated as single units or as being 
hrther divided into subphonemes, reflecting steady states and transitional regions. 

I 
Whole word units 

Whole word-based pattern recognition techniques, such as dynamic time-warping rely 
on a frame-based description of the word unit. Whole word Hidden Markov model 
systems specifi a given number of states into which each utterance is divided. The 
assignment of each state to a part of the word is determined during training. I 

The recognition approach in Papers 2 and 4 is the whole word DTW technique. 
Paper 2 describes a standard system based on Bark cepstral analysis. This system was 
later commercialised by the Swedish company Infovox AB (Elenius & Blomberg, 
1986). Paper 4 describes initial studies on recognition-by-synthesis based on this 
system. A later version was modified to increase the performance in noisy 
environments (Blomberg & Elenius, 1990). In that system, training was performed in 
quiet conditions. During recognition, the estimated background noise spectrum was 
inserted into the reference spectra and a transformation to the cepstral domain was 
made. Important features were a noise adaptive word detection threshold and an 
amplitude normalisation technique to adjust for increased speech intensity in noise. 
The system was marketed by the Ericsson company for a period of time. 

Systems based on whole word models have shown high accuracy in speaker- 
dependent, isolated word and small vocabulary connected-word applications. The I 
major problems are difficulties in handling word boundary coarticulation and optional 
pronunciation. Phoneme-specific normalisation and compensation is, of course, 
impossible. Large vocabulary recognition is also unattractive due to its computational 
demands and the requirement of training each word in the vocabulary. 

Phonemes 
One important advantage with this matching level is that the number of phonemes is 
low, which is attractive from training and search efficiency perspectives. However, 
coarticulation with neighbouring phonemes is often handled by expanding the 
inventory into diphones and triphones, whose numbers are much higher. Another 
advantage is that phonological rules can be used to predict optional pronunciation and 
word boundary coarticulation effects. Current systems normally divide these units 
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further into subphonemes before matching, but single state representation is also used. 
These two techniques are discussed in the next paragraphs. 

Single state units 
Treating the entire phoneme as a single decision unit has the advantage, compared to 
subphoneme units, that correlation and continuity constraints within the phoneme are 
easier to apply. One problem, however, is non-stationarity within phonemes, which 
requires time alignment of transitions and formant trajectories to be performed. Since 
the initial and final transitions are less sensitive to speech rate compared to the steady- 
state region of the phoneme, linear compression/expansion of the time scale is not 
sufficient. Applying DTW to phoneme recognition would be a logical solution. 
Techniques similar to DTW-based recognition of connected words could be used. The 
limitations in the DTW in handling the stochastic nature of speech has caused this 
approach to be less investigated compared to HMM-based techniques. 

A well-known example of a system based on phone-sized single state units for 
recognition is the SUMMIT system at MIT (Zue et al., 1989). An early attempt at 
phoneme recognition in continuous speech and phoneme-based isolated word 
recognition is described by Blomberg & Elenius (1 974). Paper 1, the earliest report in 
the thesis, describes a context-dependent phone representation, which was not so 
common at that time (for overview, see Shoup, 1980). The intra-phoneme time 
alignment problem was avoided by assuming constant, parameter-dependent duration 
of transitions. The central part was represented by mid-point values or segment 
average. The transition was represented by time differential values of the parameters. 
The size and position of the differential window was optimised using F-ratio analysis. 

In Paper 5, a speech production algorithm was used to create spectral phone 
prototypes. In an isolated-word recognition experiment, single state average over the 
complete phone was compared to division into a sequence of subphone states. The 
performance of the single-state-per-phone representation was substantially worse than 
the split into subphones, revealing the need to model the dynamics of the transitional 
intervals. 

In artificial neural nets, the front-end and bottom-up processing normally perform a 
transformation to the phoneme level, where lexical matching is made. Artificial neural 
nets for phoneme recognition have been developed at our department by Elenius & 
Takacs (1990). We have also used them for connected-digit recognition (Elenius & 
Blomberg, 1992, 1994). 

Recently, increasing attention has been paid to non-stationary phone models (Poritz, 
1982; Kenny et al., 1990; Levin, 1990; Tebelskis & Waibel, 1990; Iso & Watanabe, 
1990; Digalakis et al., 1991; Woodland, 1992; Deng, 1992; Ghitza & Sondhi, 1993; 
Saerens, 1993; Saerens & Bourlard, 1993; Maxwell & Woodland, 1993). In these 
approaches, the phones are modelled by a dynamic system producing a frame-wise 
prediction of the spectral evolution. This approach combines the advantages of frame- 
wise templates and phoneme-sized units, giving higher time resolution of the spectral 
evolution within the phone, while the number of units are kept low. 

\ 
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The production-oriented studies in Papers 4 - 10 applied a combined representation 
approach. Phoneme-sized units were used in the original reference library, using a non- 
stationary representation of the production parameter trajectories. Papers 4, 5, 6, and 7 
used manually designed rules for the trajectories. Papers 8, 9, and 10 performed 
automatic training of piece-wise linear approximations of the production parameter 
time fbnctions. This representation was converted to subphone-sized spectral 
sequences for recognition. In such a dual representation, the phoneme-sized time 
fbnctions of the production parameters are modelled during training, while robust and 
computationally efficient subphone states are used for recognition. 

Subphoneme states 
By splitting the phone sized units into subsegments, the non-stationarity problem is 
reduced. There is still an incorrect assumption of stationarity within these, but the 
effect is less in a shorter unit. The intra-unit time alignment problem is eliminated by I 
using segment average measures. The majority of HMM-based systems use this 
representation. Problems with these units are their large number, the incorrect 
stationarity assumption, and the difficulty in dealing with dynamic intervals that 
extend over several states. The non-stationarity is often approached by measuring time 
differentiated spectral data of the first or second order in addition to the segment 
average. However, the error caused by matching the moving spectrum during the state 
to a static average is not eliminated. Utilisation of correlation in time would be a better 
approach in this respect (Wellekens, 1987, Woodland, 1992, Paliwal, 1993) or the use 1 
of non-stationary models, as mentioned above. 

Papers 6 - 10 all used the subphone unit for recognition. Training was performed on 
single-state phones as mentioned above. 

I 

Front-end processing and normalisation 
The purpose of front-end processing is to transform the speech signal to a 
representation where data reduction is possible and where a meaningful comparison to 
the reference library can be made. Important aspects of this transform are phonetic 
discriminability and robustness. Other aspects are speaker invariance and compu- 
tational requirement. The processing techniques can be divided into two main F 
categories; those which merely describe the spectral shape and parameter envelopes 
over time and those which make decisions regarding parameter values or phonetic 
categories. Normalisation is used to reduce the influence of irrelevant factors and to 
make the phonetic information more invariant. 

The majority of the papers in the thesis used as front-end a digital implementation of 
a 16 channel Bark filterbank. The Bark scale models the ear's critical bandwidth and is 
linear for low frequencies, changing gradually to logarithmic with increasing 
frequency (Zwicker & Feldtkeller, 1967). The work reported in Paper required higher 
spectral resolution and used 100 Bark spaced channels. 

Cepstrum coefficients are computed using a cosine transform operating on the 
logarithmic energy spectrum. They represent the gross spectral shape with a small 

I 
number of parameters. In Papers 2 and 4, cepstral analysis of the filterbank sections 
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alignment is achieved in this case; much work and concentration by a skilled 
phonetician is still required. In Paper 8, we have automated the whole chain from the 
orthographic text to the phonetic labels. 

Besides the practical difficulties in automatic and manual labelling of speech, there 
are two principal problems involved: the quantisation problem and the single boundary 
requirement. The process of quantisation of a continuous acoustic space into a 
sequence of a finite number of discrete symbols is bound to introduce distortion. In 
slowly varying intervals, such as glides and boundaries between vowels, the chosen 
boundary position is sensitive to the value of the decision threshold. The quantisation 
also generates a detection problem as to whether a certain phoneme was pronounced or 
just signalled by a gesture in the adjacent phonemes. 

The second problem with phonetic segmentation is that one single time position 
often has to be determined to represent the boundary between two phonemes. t 
However, many phoneme boundaries involve more than one articulatory gesture, as 
discussed in paper 6. These gestures are not exactly simultaneous, resulting in a subset 
of micro-segments during the transition. Assigning only one time position for these 
boundaries is a source of inconsistency during labelling or manual correction of 
automatically produced labels. The conventional technique of transcribing an utterance 
into a linear sequence of phonemes is obviously not a good model of what is going on 
in the acoustic signal. It would be better to use a descriptive model that incorporates 
our knowledge of speech instead of trying to adjust an incorrect model to describe an I 

utterance. Labelling at the feature level would solve several of these problems. This is 
not yet implemented in our system. 

A structure with hierarchic word, phonemic and acoustic-phonetic labelling is of 
great value for extracting phoneme transcriptions of the words and the individual, 
context-dependent realisations of the phonemes. Paper 8 presents the first steps 
towards a multi-level segmentation and labelling of a spoken utterance. Word, 
phoneme, and phone labels are described in a hierarchical structure. Future levels to be 
included would be distinctive features, syllables, prosodic segments and phrases. 

Production-oriented representation 
One way of combining the descriptive power of formants and the robustness of a 
spectral representation is to have a procedure for transformation between the two 
domains. The bottom-up direction of this transform is formant tracking which was 
used in Paper 1. Formant extraction Erom the speech signal is, however, well-known as 
a very difficult problem and tracking errors are difficult to correct at later stages in the 
recognition process. However, the top-down transform to generate spectra fkom I 
formant parameters is a straight-forward algorithm and does not include decisions that 
are prone to errors. This transformation is actually a formant-based speech synthesis 
procedure. By this dual representation, production constraints can be included in the 
spectral templates, resulting in smaller required size of the training data. 

Conventional phoneme-based recognition techniques omit the production parameter 
level in their hierarchical representation, starting with the linguistic and semantic 
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levels going down to the spectral level. The phone units and their spectral correlates 
are connected directly. There are several arguments given in the papers of this thesis 
for including the production level in the chain. Their common theme is that the 
constraints given by the static and the dynamic properties of the articulatory system 
can be used to determine important intra- and inter-phoneme relations. Interpolation 
techniques can be used to model transitions, and to estimate properties of unseen 
phonemes from their neighbours in the phoneme space. At least in theory, this makes it 
better in predicting the realisation of phonetic contexts that are not covered in the 
training data. The observations during training can be generalised, resulting in faster 
adaptation and a smaller training corpus. Keeping production factors separate makes it 
easier to exchange individual components, such as source and vocal tract. 

Papers 4 through 10 all use an approach where the acoustic-phonetic effects are 
described in the production parameter domain, in the framework of a cascade formant 
synthesiser. This representation is transformed to the spectral domain for matching. 
Synthetic stimuli were also used to analyse the behaviour of the frequency warping 
algorithm in Paper 3.  In a separate paper (Crosnier et al., 1989), the sensitivity of the 
speech recogniser described in Paper 2 to individual production factors was investi- 
gated using a text-to-speech synthesis system. This study showed the considerable 
sensitivity of a dynamic-time warp system based on Bark cepstra to variation in voice 
source, fundamental frequency, and speech rate. 

In paper 4, the whole chain from the orthographic text to the speech signal was in 
the form of a stand-alone text-to-speech system. Matching was performed by a DTW- 
based recognition system. The results were encouraging, but considerably poorer than 
if the system was trained on a natural speaker. Paper 5 describes further experiments 
on the same speech data, but with a subphone-based recognition system and another 
type of synthesis algorithm. The result was improved substantially, largely due to 
inclusion of the algorithm for dynamic voice source adaptation mentioned above. 

One observation in Paper 5 and the papers upon which it is based, was that phoneme 
boundaries were often poorly matched. An attempt to deal with this problem was made 
in Paper 6, which used the production parametric representation to model the variation 
in synchrony between two or more overlapping articulatory gestures. Instead of a 
linear sequence of transitional states, a network is constructed with the same 
dimensionality as the number of articulators to model. The synchrony is determined 
during recognition by selecting a path through the network. The technique was 
demonstrated in one example of formant movement and voiced-unvoiced transition. 
Incorporation in a practical system was prevented by the large number of states and the 
increased possibility of getting too good a match for non-identical phonemes. The 
construction of the transitional nets was based on manually designed rules. Automatic 
training seems more important in these intervals than in the steady-state regions. The 
approach is worthy of reconsideration using the training technique described in paper 
9. 

A system for recognition of continuous speech based on this technique was 
developed in Paper 7. The lexical search space was allocated dynamically during 
recognition, by concatenation of synthetic whole word and triphone models. The 
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advantage of such an approach is that the memory requirement is independent of the 
vocabulary size; it is linearly proportional to the number of active hypotheses. This is 
particularly valuable in very large vocabulary tasks. By this combined representation, 
both intra-word and word boundary coarticulation can be accounted for. A prototype 
system was built and minor fimctional tests were reported. 

Papers 9 and 10 describe automatic training of a production-oriented phone library. 
A piecewise line approximation technique for the production parameters was 
developed together with a procedure for computing the spectral distribution of 
subphones from the line trajectory statistics of the phones. The results on connected- 
digit recognition were similar to those of an HMM system, used for reference, on the 
same data. The papers also include some efforts in taking special advantage of the 
production approach. Speaker adaptation and generation of unseen triphones were 
attempted in the work described in Paper 9. Phone library transformation from male to 
female speakers was performed in paper 10. The improvement compared to the I 

untransformed male library when tested on female speech was surprisingly large, 
especially when considering the simple algorithm with constant, non-adjusted, linear 
scaling of formant frequencies and voice quality parameters. The number of errors 
were reduced by a factor of three. This result illustrates one benefit of the production 
approach. Separate knowledge sources, whether expressed as human expertise or as a 
result of automatic training, can be integrated at this level. This is more difficult in the 
spectral domain. 

The production parameter representation also enables resynthesis into audible 
speech. In Paper 9, speech was produced by concatenating trained phones. The quality 
was lower than that of dedicated synthesis systems, partly due to the lack of prosodic 
information. Improving the speech quality will at the same time improve the 
recognition performance. Listening can be a good diagnostic method to discover parts 
of the library that are badly modelled. 

Paper 8 uses a production-oriented phone library for automatic labelling purposes. 
In this application, the production approach does not increase alignment performance. 
On the contrary, the experiment reveals some weak points in the parameter trajectory 
approximation, which is interpreted to be responsible for low precision in certain types 
of boundaries. This is also noted in paper 9, which proposes methods to improve the 
precision. 

The long-term development of the production-oriented approach is illustrated in 
Figure 1. The error rate has decreased by an order of magnitude between 1989 and 
1994. Only part of the specific benefits of the approach have so far been incorporated 
and there are several ways of continuing the progress. Improving the parameter 
extraction accuracy and incorporating correlation in time and frequency are two 
important areas. The work on fast speaker adaptation and creation of unseen triphones 
will be continued. An ambitious goal would be to replace the formant synthesis by a 
more articulatory-oriented approach. A practical issue is the speed of processing, 
which has to be substantially increased. We are currently dealing with this matter. 
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Figure I .  Word error rate using a speech production representation 1987 - 1994 on two test 
sets: speaker-independent (male speakers) isolated-word recognition of a 26-word 
vocabulary and connected digit strings. 

Speech production aspects are beginning to be incorporated into systems today. It is 
believed that their importance will be increased in future systems, resulting in higher 
robustness and less demands on training corpora. The techniques described in this 
thesis are planned to be used for sorting of the remaining, "N-best," candidates after an 
initial, fast recognition stage in our WAXHOLM dialogue system (Blomberg et al., 
1993). 

Summaries and comments on individual papers 

Paper 1 
"Experiments with a segment-based speech recognition system" 
Mats Blomberg and Kjell Elenius (1 981). 

Translation into English from the Swedish report: "Forsok med ett segmentbaserat 
taligenkanningssystern", Technical Report TRITA-TLF-81-4, Department of Speech 
Communication and Music Acoustics, KTH. Also presented at the 96th meeting of the 
Acoustical Society of America: Honolulu, Nov. 1978, JASA, Supplement No. 1, Fall 
1978, pp. 181: Mats Blomberg and Kjell Elenius (1978): "A phonetically based 
isolated word recognition system". 

This report deals with two main tasks of a phone-based speech recognition system. The 
first one is to segment a spoken utterance into its constituent phones. The second task 
is to extract selective information measures of the acoustic signal in order to classify 
the segments into phones. The developed procedures were implemented in a system for 
isolated word recognition. The report is based on work performed before 1978 and 
should be read with this in mind. The segmentation and recognition techniques are 
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(1986) and Applebaum & Hanson (1991) showed similar optimum size of the 
differentiation window. The two latter papers used time regression analysis instead of 
time differentiation. 

The best parameter for amplitude normalisation was the energy below 300 Hz. It 
was robust and showed low phoneme dependence within voiced phonemes. This 
normalisation technique has been used in later work by the authors. 

Normalised phoneme duration contained more information than absolute duration in 
the analysed data. This was the case especially for vowels, where an increase in F-ratio 
by almost four times was registered. The norm used was the utterance duration which 
makes the measures word identity dependent, which is undesirable in a phone library. 
A better norm is required, possibly the estimated syllable rate during front-end analysis 
or the average speech rate derived from the partially recognised utterance. Still, since 
most of the words in the vocabulary used were two-syllabic, the word duration is not 
particularly word identity dependent, which justifies the method in this experiment. 

Recognition 
The scoring of word hypotheses combined a variance-weighted Euclidean metric for 
the segment parameters with probabilities of phone detection in a heuristic fashion. 
Recognition experiments were performed for four additional male speakers, using 
parameters trained on the first six male speakers. The mean word recognition rate for 
the new speakers was 96%, compared to 98% for the speakers in the training set. A 
recognition score of 86% was obtained for three female speakers using the same male 
reference data. Removing the absolute values of the centre of gravity measures and 
only using the differences between them (G2-G1 and G3-G2) resulted in a better score: 
89%. Excluding the dynamic information during matching reduced the result to 92% 
for the new male speakers and to 81% for the female group, which indicates its 
valuable contribution to the recognition result. 

Comments 
The phone library consisted of triphones (context-dependent phones), not so common 
at this time. The value of this unit type, however, was limited in the experiments since 
the vocabulary was quite small. 

Different number of distance measurements were made in different phonetic 
categories. This was not compensated for, which imposed an arbitrary weighting of the 
segments. An approximate way of compensation would have been to divide, for each 
segment, by the number of parameters used. 

The statistical significance of the results is lowered by the small test size, which was 
the case for many experiments at that time. 

Mats Blomberg performed most of the work in this study. Both authors discussed and 
interpreted the results. 
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Paper 2 

"A device for automatic speech recognition " 
Mats Blom berg and Kjell Elenius (1982) 
Translation into English @om the Swedish report: "Utrustning for automatisk 
taligenkanning, " Proceedings porn the meeting of Nordiska Akustiska Sallskapet (The 
Nordic Acoustical Society), Stockholm, pp 383-386. 

This paper describes hardware and software of a speaker-adaptive isolated-word 
recogniser based on template matching and dynamic time-warping. The scientific 
value of the paper is limited, but it is included in the thesis since the same system has 
been used in Paper 4. 

I 

The hardware of the original system was based on a Motorola MC68000 micro 
processor and a NEC7720 digital signal processing chip. The spectral analysis was a 
16-channel Bark scale filterbank, from which 6 cepstral coefficients were produced 
every 25 ms. The dynamic programming algorithm, initially programmed in the micro 
processor was later moved into the signal processor. The system was commercialised 
by the Swedish company Infovox AB. After the introduction of the IBM personal 
computer, the system was built on a compatible expansion board and all software, 
except for the spectral analysis and the DP algorithm, was moved to the PC processor 
(Elenius & Blomberg, 1986). The system performed well in an evaluation including 
some other commercial systems (Delugo et al., 1991). 

Comments 
One discriminating feature was the technique for endpoint detection. It was made 
robust by using the low frequency region for voiced speech detection. Possible word- 
initial and word-final unvoiced sounds were included by incorporating intervals before 
and after the detected utterance. To some extent, these intervals also repaired initial 
voice endpoint positioning errors. 

Peak amplitude detection in the filter channels was later replaced by signal 
magnitude averaging during the frame interval. 

The equation for computing cepstrum coefficients in the report includes a 
subtraction of 0.5 from the channel index. The given argument for using this index 
translation was that filter number 8 would otherwise have no influence on the 
computations. A more correct argument is that the cosine orthogonal functions are 
unsymmetrically sampled without this channel number compensation. 

The development of the software for the recogniser and the writing of the paper was 
done in close collaboration between the authors. The hardware was designed by Bjorn 
Larsson and Lennart Neovius. Kjell Elenius translated the report into English. 
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Paper 3 

"Nonlinear frequency warp for speech recognition " 
Mats Blom berg and Kjell Elenius (1 986) 
Paper presented at the International Conference on Acoustics, Speech and Signal 
Processing, Tokyo, pp 263 1-2634. 

Perception experiments have shown that the human auditory system is more sensitive 
to differences in formant frequency than to their amplitudes (Flanagan, 1955, 1957, 
1972; Nord & Sventelius, 1979; Carlson et al., 1979). An attractive feature of a 
spectral metric would therefore be to emphasise the differences in formant frequencies 
between two spectra in relation to other factors that influence the spectral shape. Theis 
principle was investigated in paper 3, using a procedure for non-linear frequency 
warping. Experiments with frequency warping had been carried out before, mainly for 
the purpose of speaker normalisation (Matsumoto & Wakita, 1979; Sejnoha, 1982). In 
those studies, the frequency axis of the unknown speech spectrum was warped, using 
dynamic programming, to minimise the amplitude difference to the reference 
spectrum. The warping function was restricted to fall into a narrow linear region. 

The new approach in paper 3 was to use a wider adjustment window and to include 
the resulting warp function in the distance measure. With proper alignment, the warp 
function between two speech spectra would reflect the differences in formant 
frequencies. The distance was a weighted sum between the aligned spectra and the 
warping function itself. Differences in spectral level were removed by a first order 
differentiation along the frequency axis. Second order differentiation had been used to 
remove spectral slope in the work presented in a preceding paper (Blomberg & 
Elenius, 1985a) but it had proved to be sensitive to local spectral fluctuations. 

In a speaker-independent, natural vowel experiment, little improvement was 
obtained by optimum warping weights compared to unwarped spectral distances. Since 
the technique does not normalise for formant frequency deviation, this is not 
surprising. When separating the male and the female groups, the improvement was 
larger. However, the optimal regions were quite narrow and they were positioned 
differently in the male and the female groups. This result reduces the immediate merits 
in a speaker-independent recognition task. Nevertheless, there existed ranges of 
weighting values where the recognition rate was, at least moderately, increased for the 
male, the female as well as the combined speaker group. The speaker-independent 
performance might be increased by making the distance a function of the shape of the 
warping function. Shapes that can be interpreted as a difference in vocal tract length 
should have a low contribution to the global distance. 

The synthetic stimuli were varied systematically in formant frequency, bandwidth 
and voice source variation. In this experiment, the robustness against variation in voice 
source, pitch and formant bandwidths was very high. When keeping formant 
frequencies constant while varying all the other factors, optimal frequency warping 
drastically reduced the number of vowel confusions from 24 errors to 2 in a total of 
540 test stimuli. The conclusion was that the proposed metric enhances the sensitivity 
to frequency differences relative to amplitude and, thus, improves the robustness 
against voice source variation. 
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Comments 
The constraints on the warping hnction by fixed endpoint alignment were not optimal 
for the higher frequency region. Better alignment of upper formants would have been 
achieved by having a relaxed endpoint at higher frequencies. On the other hand, these 
formants carry little phonetic information and it may be wiser to give more emphasis 
to the lower formants, for which the used adjustment window approximates their 

I 
dynamic range. 

The technique has not been tested in a practical speech recognition system, mostly 
due to its computational requirements. The large increase in computer processing 
speed since the time of the report motivates renewed investigation. 

Mats Blomberg performed the main part of the studies in this report. Both authors I 
discussed and interpreted the results. 

Paper 4 

"Word recognition using synthesized templates" 
Mats Blomberg, Rolf Carlson, Kjell Elenius, Bjorn Granstrom and Sheri Hunnicutt 
(1 988) 

STL-QPSR 2-3/1988, Department of Speech Communication and Music Acoustics, 
KTH, pp 69-81, and The Second Symposium on Advanced Man-Machine Interface 
Through Spoken Language, Makaha, Hawaii, pp 2 7.1-2 7.12. 

This is an expanded version of a paper presented at the 7th FASE Symposium, 
SPEECH'88, Edinburgh, Aug. 1988, Book 4, pp 1 1 71 -1 1 78. 

This paper represents our first attempts to produce reference data to a recogniser by 
means of an artificial speech production procedure. In a conceptual framework for 
continuous speech recognition, a text-to-speech synthesis system would generate 
reference templates for verification of predicted words from the linguistic modules. 
The experiments investigate this possibility in an isolated-word recognition task. The 
text-to-speech system trained the template matching isolated-word recogniser 
described in Paper 2 using a vocabulary of 26 words. These words were selected from I 

a 10.000 word vocabulary on the basis of having a common vowel-consonant 
sequence. The test data were recorded by ten male speakers in an office room. Initial 
speaker-independent tests resulted in a modest 75% correct recognition rate. For 
comparison, when training on each of the natural speakers and testing on the other 
nine, the performance ranged from 79% to 94% with an average around 90%. Several 
improvements were then made to the initial setup. The dedicated synthesis and 
recognition hardware were replaced by software, running on standard computer 
workstations. Using better tools for spectral analysis and bypassing the analog 
representation of the signal increased the rate slightly to 76%. Further improvements 
were made by generating the synthesiser output in the spectral domain directly usable 
for training. The frame length was also decreased from 25 to 10 ms. These changes 
raised the performance to 82%. Finally, the synthesis system and its rules were 
changed in a number of ways. The phonetic transcription rules were altered to conform 
with the most common pronunciation of the speakers. The smoothed square wave 
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representation of the control parameters was replaced by piecewise linear segments. 
The realisation of some phonetic segments was improved. The resulting accuracy was 
88%, which was better than the worst score for a human reference speaker. 

Comments 
The test data was quite small, but it was sufficiently large to point out consistent 
discrepancies between the synthetic and the natural speech. The original synthetic 
speech quality was obviously too distant from any of the human speakers to produce 
representative reference data. The fact that the modified synthetic speech could 
generate better reference data than at least one natural speaker was encouraging. 
Naturally, even a perfect synthetic voice is not enough for generating reference data 
for speaker-independent use. The speaker variability problem has to be addressed. One 
way to do this could be to use several synthetic voices in the training data. The 
recogniser also needs to be modified to deal with this variability. 

Rolf Carlson and Bjorn Granstrom wrote the synthesis component including 
additional rules and the software for generation of spectral reference data. Kjell 
Elenius transferred and modified the software from the hardware recogniser to the 
computer network of the department and wrote new diagnostic analysis programs. 
Mats Blomberg wrote the software for the filterbank analysis. All authors collaborated 
closely and contributed equally to the rest of the work. 

Paper 5 

"Synthetic phoneme prototypes and dynamic voice source adaptation in 
speech recognition" 
Mats Blom berg (1 993) 
STL-QPSR 4/93, Department of Speech Communication and Music Acoustics, KTH, pp 
97-140. 

This is a combined and extended version of the following reports by the same 
author: "Synthetic phoneme prototypes in a connected-word speech recognition 
system, " Proceedings of International Conference on Acoustics, Speech and Signal 
Processing, Glasgow, 1989, pp. 687-690; 

"Voice source adaptation of synthetic phoneme spectra in speech recognition," 
Proceedings of EUROSPEECH '89, the European Conference on Speech Commu- 
nication and Technology, Paris, 1989, pp 621 -624; 

"Adaptation to a speaker's voice in a speech recognition system based on synthetic 
phoneme references", Speech Communication, 1991, Vol. 10, No. 5-6, pp 453-461. 

This paper includes new complementary studies and experiments in addition to the 
work described in the original papers. There are two main objectives of the paper. 
First, a speech production-oriented technique for generating reference spectral data for 
speech recognition is presented as an alternative to training on natural speech. Second, 
the negative effect of voice source variation upon speech recognition performance is 
demonstrated. An algorithm for dynamic adaptation to fluctuation in amplitude and 
spectral balance is described. 
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When given a finite state network of phones as input, the synthesis algorithm used a 
phoneme library and rules for coarticulation and reduction to produce context- 
dependent phone parameter values. Adjacent phones were connected using linear 
trajectory interpolation. An LF voice source model (Fant et al., 1985) and a cascade 
formant synthesiser generated subphone spectral states. The state duration was limited I 
to maximum and minimum values. Recognition was performed by Viterbi search in the 
resulting subphone network. 1 

The negative effect of deviating voice quality on recognition was exemplified with 
synthetic vowel spectra. The most important voice source aspect was shown to be the 
exponential decay time constant, t,, of the LF model, modifying the cut-off frequency I 
of an equivalent first order low pass filter. A spectral compensation technique to 
reduce this influence was proposed. In that technique, the spectral matching error is 
assumed to be completely caused by voice source differences. It is modelled by a 
correction spectrum that modifies the reference spectrum in the continued matching of 
the utterance. The adaptation is constrained by the spectral variation space in the LF 
model. Time continuity is applied by low pass filtering the correction model along the 
chosen track during search. By only performing adaptation in presumed voiced 
segments and keeping the correction unchanged elsewhere, voice source induced 
spectral correlation between voiced intervals can be accounted for, even when 
separated by unvoiced segments. Separate amplitude correction for unvoiced intervals 
was also performed using this technique. 

The benefit of the algorithm is shown to be especially high when there is large 
spectral mismatch between training and test data. The approach can be seen as a 
combined recognition process, where a search for the best combination of utterance I 
identity and voice adaptation is performed. The search is non-optimal in a dynamic 
programming sense. However, to perform an optimal search requires a huge search 
space. A non-optimal search may be a good compromise. 

This method is principally similar to a procedure for decomposition of speech and 
dynamically fluctuating noise, described by Varga and Moore (1990) in the respect 
that the recognition result is the optimal combination of solutions to two problems. The 
problems in the latter case were those of decoding the utterance identity and 1 
determining the structure of the additive noise. The solution to the second problem is 
generally not of interest, but it is necessary for solving the first one. In our case, the 
secondary problem is the time-varying voice quality deviation from the reference 
template. 

In an isolated-word recognition task, the average recognition for ten male speakers 
was 88% without dynamic source adaptation using a 26-word vocabulary. Adding 
voice source adaptation raised the performance to 96%. On a vocabulary of three 
connected digits, the digit recognition rate was maximally 96.1% as an average over 
six male speakers. Modifying the reference voice source to contain low high-frequency 
energy, as in a breathy voice, resulted in a recognition rate of 73% without the source 
adaptation module. Including source adaptation raised the performance to 91%, 
showing the power of this component to compensate for this type of mismatch between 
reference and test data. 
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Paper 6 
"Modelling articulatory inter-timing variation in a speech recognition system 
based on synthetic references" 
Mats Blom berg (1 991) 
Proceedings of EUROSPEECH '91, the 2nd European Conference on Speech 
Communication and Technology, Genoa, Sept. 24 - 26, pp 789 - 792. I 

Several articulatory gestures are often combined in the transition between two adjacent 
phonemes. Depending on simple timing relations between these gestures, the acoustic 
properties of the transition interval may be very different. This variability lowers the I 
accuracy and robustness of recognition systems and, as discussed previously, makes 
manual as well as automatic phonetic labelling difficult and inconsistent. 

An articulatory phonological description of this effect is given by Browman & 
Goldstein (1990). The author's first mention of the problem for speech recognition was 
made in Blomberg (1990b). Deng & Erler (1991), Erler & Deng (1992) and Deng & 
Sun (1994) have developed a procedure for use in an HMM system. They used 
transitions in articulatory feature dimensions to generate phoneme boundary networks 
that could be trained using ordinary HMM procedures. Consistently better results in 
isolated word recognition were reported compared to conventional word and phone 
models. The reason for this was claimed to be found in the ability to share training data 
effectively. 

The number of parameters for modelling the acoustic effect of the timing relations is 
much lower in the production parameter domain than at the spectral level. This is an 
advantage during training. However, the difficulty in tracking them from the speech 
signal necessitates a different approach compared to direct parameter extraction and 
modelling in an HMM system. In this paper, a system for synthetic generation of 
reference prototypes was used and the effect could be incorporated in a straight- 
forward manner. A formant-based speech production system was used for generating 
the reference templates to be used for recognition. The delay between voicing 
onsedoffset and formant movements was systematically varied, forming different paths 
through a transition network at phoneme boundaries. The approach was rule-based and 
implemented in the system described in Paper 5. A pilot experiment was performed on 
two identical utterances spoken in different ways by two male speakers. The proposed 
algorithm succeeded in tracking the different time positions of the devoicing of phrase- 
final vowels correctly. 

Comments 
The experiment in this report just served as an illustration of the ability of the proposed 
technique to compensate for articulator asynchrony. The technique has since been 
tested in a recognition task. Preliminary experiments showed no performance 
improvement. The interpretation is that the manually designed rules allowed too much 
timing variation. The rules need to be trained and it would therefore be interesting to 
reapply the approach in the trainable production-oriented system described in paper 9. 
It might also be feasible to initialise the models in Deng's and Erler's work using a 
synthesis technique. The model initialisation was one problem in their work. The 
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actual use of a production parameter level may predict unseen pronunciation patterns 
better than the approach of Deng & Erler. 

The method is not restricted to modeling effects that are local to a phoneme 
boundary. It could also model articulatory timing variability that extends across one or 
more phonemes, e.g., anticipatory lip-rounding, voicing onset after unvoiced con- 
sonants, etc. 

A problem with this technique is the increase of the size of the lexical network. The 
produced phoneme boundary nets become quite large due to the higher dimensionality. 
If each feature is modelled by the same number of substates as in the one-dimensional 
case, the number of substates in the complete boundary net will be the average number 
of substates per feature raised to the power of the number of features that are treated as 
separate dimensions. If the network is three-dimensional, and there are four transitional 
states per feature, it will contain 43 = 64 substates compared to 4 in the conventional 
linear substate sequence. This is regarded as being too much for being used in current 
large-vocabulary continuous speech recognition systems. Training will be necessary to 
eliminate less probable paths. It may be possible to use clustering or state tying to 
reduce the size of the net and the amount of computation. 

A formant-based production system is capable of modelling just a few of the 
articulatory timing effects, mainly when there is a combined manner- and place-of- 
articulation change. Accounting for more complex changes in the vocal tract 
configuration would require the use of an articulatory production model. 

Paper 7 

"Con tin uo us speech recognition using synthetic word and triphone 
prototypes" 
Mats Blom berg (1 992) 
Proceedings of FONETIK '92, the Sixth Swedish Phonetics Conference, Gothenburgh, 
May 20-22, pp 19 - 22. 

This is a presentation of a system under development for recognition of continuous 
speech. It is based on a combined word and triphone unit representation. Intra-word 
coarticulation effects which are longer range than immediate phonetic context can be 
captured in the word models. At the same time, word boundary coarticulation is 
accounted for by the triphones. In systems trained on natural speech, the training data 
size would be unrealistically large with a word model representation. Synthetically 
produced references avoid this data collection problem. The synthesis and the intra- 
word recognition procedures were essentially the same as described in Paper 5. 

The search space is dynamically built up during recognition in a tightly coupled 
interaction between the acoustic recognition and the language modules, similarly to 
Ney et al. (1992). In this way, the memory requirement is linearly proportional to the 
number o f  active hypotheses, not to the vocabulary size, which is normally the case in 
systems with precompiled, static allocation of the complete search space. This is 
especially valuable in tasks having very large vocabularies but low perplexity. 
Dynamic search space allocation is regarded to be especially important when more 
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advanced language models are tightly coupled to the recognition process. Static 
allocation of long range dependencies will create a huge search space. 

Comments 
The paper contains a brief description of a system under development and only a few 
preliminary results are presented, mainly for verification of the technical hnctions. 
Continued work has been suspended while developing techniques for training the I 
production-based phone libraries, as described in Paper 9. 

The benefit of word models will appear when long range coarticulatory effects are 
accounted for. In the implementation, these effects were considered only to a small 
degree. The realisation of a phoneme boundary depends on the steady-state properties 1 
of the two phonemes. These are, in turn, influenced by their phoneme neighbour on the 
far side of the boundary. 

One problem with this approach is the overhead processing for building new I 
hypotheses and connecting new candidate words to partial sentences. The system 
response time will be increased. To some degree, however, more effective use of the 
memory will compensate for this effect. 

Paper 8 
"Labelling of speech given its text representation" 

Mats Blom berg and Rolf Carlson 
Proceedings of EUROSPEECH '93 - the 3rd European Conference on Speech 
Communication and Technology, Berlin, 21-23 Sept. 1993, pp 1 775-1 778. 

The main purpose of this work was to design a completely automatic procedure for the 
phonetic labelling of speech given the spoken utterance and its corresponding 
orthographic representation. Another requirement was that the time positions of 
individual words should be marked and that it should be easy to extract pronunciation 
of words as well as the phonetic realisation of the individual phonemes. These 
specifications led to a hierarchical representation of the sentence with linking between I 

the word, the phoneme and the phonetic levels. The base form phoneme transcription 
was generated by the text-to-phoneme part of a text-to-speech system (Carlson et al.,, 
1990). Alternate pronunciation was added from a lexicon of common words and a set 
of simple optional context-dependent rules. These rules accounted for some word 
boundary coarticulation effects. The alignment system was essentially the same as the 
system used for recognition in paper 9. 

The system was tested for one male speaker, intended to be a "reference" speaker in 
a speech synthesis project. Training was carried out on 200 sentences by the same 
speaker. The corpus for labelling was around 2000 sentences from newspapers and 
novels. Evaluation was performed on recordings of the newspaper material, consisting 
of 100 sentences, their average and maximum length being 18 and 31 words, 
respectively. The length of the sentences clearly influenced the articulation. Inhalation 
breaks were necessary in the longer sentences. 

The errors in the generation of the base form phoneme transcription were quite few 
and mainly of prosodic type. Of the words, 0.9% were foreign and had to be manually 
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corrected. The overall alignment precision was somewhat lower than that which is 
reported for other work. This was believed to be caused, to some degree, by the long 
average sentence length and by the line approximation representation for the 
production parameter envelopes in the phone library. The largest errors occurred for 
boundaries between voiced phonemes, especially between two vowels. One reason for 
this may be slowly varying spectral properties that probably are also a source of 
variability for manual labellers. Optional silent intervals between words were essential 
for accurate alignment. 

Comments 
The evaluation of the alignment accuracy needs to be performed on a large number of 
speakers. The reason for choosing the test data of a single speaker was the need of the 
speech synthesis project to use this corpus. The emphasis in this work was put on the 
system design. After the report, we have used the system for labelling of speech in the 
WAXHOLM project (Blomberg et al., 1993), work on which is currently being 
pursued at the department. So far, 1450 spontaneous speech utterances fi-om 43 male 
and female subjects in the form of man-machine dialogues have been labelled using 
the system. The multilevel structure has facilitated the collection of word pronun- 
ciation statistics from the label files. Occasional errors inserted during manual 
correction were easily detected by inspecting these statistics. The possibility of finding 
phonological rules and their occurrence frequencies through the link between the 
phoneme and the phone levels has not yet been utilised. 

Future incorporation of other levels in the hierarchy, such as phrase, syllable and 
distinctive features, is foreseen. A feature level would reduce the problem of assigning 
a single time point to a phone boundary with more than one, non-synchronous, feature 
transition, as discussed previously. The phone boundary would then be an interval 
between the first and the last transition instead of a single time point. One problem is 
the increased manual correction effort that will be required. On the other hand, the 
number of ambiguous boundaries requiring special attention would probably be 
substantially reduced. 

The optional rules seem to be too productive. The system is not accurate enough to 
make fine phonetic distinctions as to, for example, whether a nasal consonant is 
produced, or only signalled by nasalisation of the preceding vowel. 

Mats Blomberg developed the software for construction of a multi-level utterance 
network and the labelling system. Rolf Carlson and Lennart Nord specified the text 
corpus and made the recordings. Both authors collaborated in specifiing the format of 
the input and output data and in the interpretation of the results. 
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information would improve the speech quality and probably also the recognition 
performance. 

Comments 
A related study, not referenced in the original paper, is the one by Deng et al. (1992). 
They claimed that it is necessary to develop techniques for generalising from small 
training sets to solve the problem of speaker-dependent very large vocabulary 
recognition. They used state interpolation to construct context-dependent models for 
vowels not seen in the training data. Interpolation was performed between consonant 
loci and vowel steady states, which both were determined in a reestimation procedure. 
A modest but consistent improvement was achieved for different acoustic parameters, 
including mel-based cepstra, log area ratio and center-of-gravity measures. 

The system is still in an early stage. Several possible improvements are suggested in 
the analysis module, the trajectory approximation and the statistical modelling. 

The transformation of trained production parameters on phone units to spectral 
distribution of subphone states functioned quite well. There is room for further benefits 
of the transform. For example, some spectral correlation could be directly estimated 
from a diagonal covariance parametric representation of the production model. 

The results of multi-speaker training were better than expected. It is not guaranteed 
that the synthesised spectrum of the averaged parameters will be similar to the average 
spectrum in the training data, especially if the variation is large. Evidently, the male 
speaker group was homogenous enough not to create this problem. Female speakers 
were not tested in this study. Experiments with male-to-female transformation of the 
phone library is reported in Paper 10. 

Nasals and fricatives were especially difficult phoneme categories to model. The 
reason for this is assumed to be their more complex pole-zero transfer function 
structure. Transformation and interpolation of individual parameters may violate the 
sensitive pole-zero configuration with unrealistic spectral result. Grouping into pole- 
zero pairs would probably be a better technique. The lack of improvement in the 
experiments with speaker adaptation and creation of unseen triphones could probably 
partly be explained to be caused by this effect. 

Another possible way to incorporate production constraints would be to use an extra 
hidden layer of articulatory features and a front-end parameter tracking procedure. 
This approach is easier to incorporate in HMM systems and has been used by 
Schmidbauer & Hoge (1991) and Schmidbauer et al. (1993) with good results. One 
difficulty is that high accuracy parameter extraction is required. If this could be 
obtained, further improvements are expected. The positive contribution from this 
information in combination with the acoustic signal has been shown in experiments 
with electromagnetic articulatory parameter tracking techniques (Zlokarnik, 1993). 

The computational requirements of the system suggest practical applications to be 
reordering of an N-best list, produced by a fast match procedure. In that list, time 
positions of the phonemes could be given. The allowed time window will be very 
limited by this procedure and the disadvantage with an explicit duration model will be 
much reduced. 
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Increased benefits with the proposed approach for speech recognition are expected 
when we are able to train speaker characteristics. These could be combined to predict 
the pronunciation patterns of a particular speaker, based on a short adaptation session. 
The presented system is considered to be a small step in that direction. 

Paper 10 
"A common phone model representation for speech recognition and 
synthesis " 
Mats Blom berg (1 994) 
Proceedings of ICSLP 94 - The International Conference on Spoken Language 
Processing, Yokohama, 18-23 Sept. 1994, pp 1875-1 878. 

The contents of this paper is to a large part a condensation of Paper 9. The new 
contribution is a successful male-to-female transformation of a trained phone reference 
library. The untransformed library was trained using connected-digit recordings of six 
male speakers. A simple scaling of formants and voice source characteristics was 
performed, based on general knowledge of differences between male and female 
speech. All formant frequencies and bandwidths were increased by 20%. The 
fundamental frequency was raised and the voice source was given a more soft, breathy 
quality by lowering f,, the voice cut-off frequency in the LF model. The standard 
deviation values were unchanged. In a connected-digit recognition test on six female 
speakers, the result increased fiom 88.9% correct digits using the untransformed male 
reference library to 96.3% with the female-transformed library. 

Comments 

The improvement for female speakers using the male-to-female transformed phone 
library was quite large, considering the simplicity of the transform. Using separate 
scaling for each vowel would presumably raise the performance further, since the scale 
factor is very vowel-dependent (Fant, 1975). Further improvements could be expected 
with more detailed training of male-to-female differences. The result illustrates the 
potentials of the production-oriented approach. To perform the same transformation in 
the spectral domain would be more difficult, especially in the case of vowel and 
formant-specific scale factors. 

The high performance of male to female transformation raises the question as to 
whether it is possible to transform other speaker characteristics in the same way, such 
as regional accent, clarity of articulation, etc. Then the advantage of a production- 
based orientation will be more evident. A successful implementation of these trans- 
o m s  would dramatically reduce the required amount of training data for speaker- 
independent recognition. 

The absolute recognition rate is quite satisfactory, especially when considering the 
I 

different recording conditions for the male and female data. The male data was 
recorded on tape and then digitised using 12 bit AD conversion and an analog high 
frequency emphasis filter. The female speech was recorded directly into a 16 bit AD 
converter using a flat frequency response. The high frequency emphasis filtering was 
implemented digitally. 
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