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Abstract 
With limited training data, infrequent triphone models for speech recognition will 
not be observed in suficient number. In this report, a speech production approach 
is used to predict the characteristics of unseen triphones by using a transformation 
technique in the parametric representation of a formant speech synthesiser. Two 
techniques are currently tested. In one approach, unseen triphones are created by 
concatenating monophones and diphones and interpolating the parameter trajec- 
tories across the connection points. The second technique combines information 
from two similar triphones; one with correct context and one with correct mid 
phone identity. Preliminary experiments are performed in the task of rescoring 
recognition candidates in an N-best list. 

Introduction 
The triphone unit is the basic phone model in 
many current phonetic speech recognition sys- 
tems. The reasons for this is that triphones cap- 
ture the coarticulation effect on a phoneme 
caused by the immediate preceding or following 
phonetic context. The drawback with this unit 
size is that the triphone inventory is quite large. 
To include all triphones of a language in suffi- 
cient number of occurrences in a training corpus 
for speech recognition is not practically possi- 
ble. The low-frequent triphones will occur in 
too small numbers or not at all. 

Current training corpora for large vocabu- 
lary, speaker independent speech recognition 
systems are very large in order to include as 
many triphones as possible in sufficient number. 
Typically, hundreds or thousands of speakers 
are used and the total duration of the recordings 
may well amount to 100 hours or more. 

An extra problem is that the corpora often 
are application specific. The recognition accu- 
racy of a system trained on such a corpus may 
drop significantly if it is used in another appli- 
cation than the one for which the corpus was 
designed. It is therefore a risk that the reusabil- 
ity of collected training corpora will be limited 
and the development cost has to be shared 
among a few tasks with similarities in their 
application types. Low budget applications 
generally cannot afford to collect and organise 
the necessary speech data for training large 
vocabulary, speaker independent recognisers. 

Different techniques may be used to over- 
come the problem of unseen triphones. The 
training cobus can be designed td give higher 
priority to application independence and to 
phonetic balance. Another approach is to try to 
make better use of the existing training data. A 
common technique to account for limited train- 
ing data in systems based on Hidden Markov 
modelling is deleted interpolation (Bahl, Jelinek 
and Mercer, 1983), which uses all three context 
models of a phone in an optimal, weighted 
probabilistic way. Tying of acoustically similar 
models has also been used to handle the insuffi- 
cient training data problem. Lee (1989) clus- 
tered phones into generalised triphones using 
entropy measures. Decision-tree based algo- 
rithms have been used to cluster allophones 
(Bahl et al, 1989, Hogberg, 1994) or subphone 
states (Hwang, Huang and Alleva, 1993, Young, 
Ode11 and Woodland, 1994). With these tech- 
niques, data is shared between different models, 
thus reducing the required training data. Deci- 
sion trees can also be used to predict triphones 
that have not occurred at all during training. 

The underlying hypothesis in this report is 
that it may be possible to predict unseen 
triphones by using relations between similar 
elements in a limited triphone library. These 
relations may be known or trained. We believe 
that these relations are easier to describe and 
understand using a speech production oriented 
representation than a spectral (or cepstral) one. 
The ideas described in this report employ some 
of the possibilities that are enabled by this 
representation. 
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Triphone representation 
In this report, context-dependent phones are 
denoted context-free phones (monophones), 
diphones or triphones if they have specified 
neighbouring phones at none, one or two sides, 
respectively. Diphones are left- or right- 
dependent with respect to which side of the 
middle phone that is connected to a specified 
phone. 

In our work, the context-dependent phones 
are represented at both a production parameter 
and spectral level (Blomberg, 1994a). The pro- 
duction parameters are those of a cascade for- 
mant synthesiser. The parameter envelopes are 
approximated by piece-wise linear segments 
according to Figure 1. The formant representa- 
tion is used for triphone training while matching 
is performed at the spectral level. The formant 
representation is suitable also for speaker adap- 
tation and different types of transformation. 
Male-to-female library conversion has been per- 
formed with good results (Blomberg, 1994b). 

Figure I .  Dejinition of time positions of con- 
nections between successive line segments that 
approximate a parameter curve. Tb and Te are 
phoneme boundaries. to and tl are relative to Tb 
. tt and t3 are relative to Te . 

Triphone training 
During training, formants are tracked using an 
analysis-by-synthesis technique. The cascade 
formant speech generation module is described 
in Blomberg (1994a). The trained line segments 
of each contextdependent phone are converted 
into a spectral state sequence by the formant 
synthesiser and a dynamic programming algo- 
rithm. 

Techniques for creation of 
unseen triphones 
A possibility in the production parameter 
approach is to concatenate trained diphones or 
phones into triphones using linear interpolation 
between parameter line end points in adjacent 
units. Spectral frame sequences representing 
transient intervals may be better predicted by 
interpolation in the formant domain than at the 
spectral level. A first attempt with this tech- 
nique was done by Blomberg (1994a). Two 
different techniques for predicting unseen 
triphones are currently investigated. They are 
compared to a baseline technique, which uses a 
diphone or a monophone if the requested 
triphone has too few occurrences in the training 
data. 

Diphone concatenation 
Spectral concatenation of diphone pairs 
If both a left- and a right-dependent diphone 
exist that match the requested triphone (a 
diphone pair), the first part of the triphone may 
be modelled by the first spectral states of the 
left-dependent diphone, and the last part by the 
last states of the right-dependent one. Approxi- 
mately the same number of states is picked from 
each diphone. This technique concatenates 
spectral states and does not use the formant 
representation. 

Formant concatenation of diphone pairs 
The diphone pair can also be concatenated at the 
formant level followed by conversion to spectral 
states. Referring to Figure 1, the values of the 
first two time points of each parameter are taken 
from the first diphone and the last two points 
from the second one. 

Diphone-monophone concatenation 
If no diphone pair exists for a requested 
triphone, the triphone can be created from a 
diphone and a monophone. One problem in this 
case is that they will be connected at their non- 
specific context side. The parameter envelopes 
will have large variability in this position and 
the phonetic discrimination will be reduced. 

Triphone concatenation 
The phonetic context is often unique for longer 
sequences than three phones, mainly within long 
words. In that case, it would be preferable to use 
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larger context models than the triphone. How- Another problem is that there may not exist 
ever, the number of these units is extremely any trained triphone in the library that is close 
large and it is unrealistic to train all of them. enough to the requested one to allow for a good 
One approach to account for some of the distant transformation. 
coarticulation effects is possible in a represen- 
tation using piece-wise iinear paramete; enve- 
lopes. In this case, we can utilise the fact that, in 
our representation, parts of the line segments of 
the triphones are defined outside the central 
segment and inside the adjacent segments. Thus, 
the time point t j  in Fig. 1 models the initial part 
of a phone with asymmetric context; two 
defined preceding phones and an undefined 
succeeding phone. The same holds for time 
point to but in the opposite direction. Concate- 
nating a triphone pair in the same way as 
described above for diphone pairs results in a 
pentaphone, a unit with specified context in the 
two neighbouring phones in each direction. 
Future studies will investigate the possible 
advantages with this type of context expansion. 

Triphone transformation 
The hypothesis in this technique is that an 
unseen triphone can be estimated by transform- 
ing an existing, similar triphone. The require- 
ments are currently that its left and right con- 
texts must be identical to those of the requested 
triphone. Also, its mid phone should be as 
similar as possible to the requested mid phone. 
The current, quite simple, transformation 
replaces the two mid points, tl and t2  in Fig. 1, 
of each parameter line description by those of a 
triphone with correct mid phone identity and 
with maximally similar context. The spectral 
substates are computed in the same way as 
described above. 

As metric for triphone similarity, we have 
chosen the articulatory phonetic feature repre- 
sentation. The number of features being unequal 
is used as a measure of the distance between the 
two triphones. The features are weighted 
equally. Improvements could be made by giving 
higher weights to features that are judged to be 
especially important for the spectral character- 
istics. 

The advantage with this replacement tech- 
nique compared to concatenation of diphones 
and monophones is that the context is specified 
and the smearing of information due to un- 
defined contexts therefore does not appear. 

A problem with the technique and the 
simple metric is that context-sensitive effects 
are not guaranteed to be included. More elabo- 
rate transformation could use context-sensitive 
modification of the parameter values. 

Feature composition 
Here, the idea is that some features are tightly 
coupled to certain synthesis parameters. The 
requested triphone could then be composed by 
picking the parameter envelopes from different 
trigram sequences of broad phoneme categories, 
'trifeatures'. The identity of this type of model 
is not determined by three phones but by three 
units specified by their phonetic feature values. 
Sequences of voiced and unvoiced phones could 
be one example of such a unit type. In that 
'trifeature', the amplitude and other characteris- 
tic parameters of the voice source would be 
more informative than, for example the formant 
envelopes. Theoretically, an unvoiced triphone 
could then be oredicted if there exists another 
triphone, which differs only in voicing from the 
requested phone. Changing the envelopes of the 
voicing parameters to those of an unvoiced 
trifeature would ideally perform this transfor- 
mation. This idea has not yet been implemented. 

Recogniser framework 
The recogniser used in the experiments is 
described by Blomberg (1993). In the experi- 
ments described in this report, it is used for 
rescoring an N-best list of sentence candidates 
produced by an A* stack search algorithm 
(Blomberg, Elenius and Strom, 1994). Phones 
with multiple and non-identical left or right 
context due to branching are duplicated in order 
to allow triphone modelling of every phone 
state. The recognition algorithm performs a 
Viterbi search in the Bark spectral domain to 
find the best path through this net. Dynamic 
source adaptation is performed during search in 
order to compensate for deviant voices. Dura- 
tion is alternatively modelled by a logarithmic 
Gaussian distribution or an exponential function 
as in conventional HMM systems. 

The objective in this report is not to optimise 
the total system performance but to compare 
different techniques for expanding a triphone 
library. We have therefore removed some 
features that disable or are unimportant for a 
correct comparison between the techniques. The 
residual spectral error in the analysis-by- 
synthesis formant tracking algorithm is normally 
compensated for in the spectral estimates of the 
trained triphones. There is currently no estima- 
tion of residual spectral error in the created 
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triphones so we have disabled this 
compensation in all experiments. To increase 
the speed of calculation we use the exponential 
duration model instead of the logarithmic 
Gaussian model. Both these features have been 
shown to increase system performance and the 
expected accuracy will therefore be lower than 
optimal. 

Experiments 
The WAXHOLM speech data base (Bertenstam 
et al., 1995) is used for training the triphone 
library and for the tests. Currently, spoken dia- 
logues from 65 speakers, 48 male and 17 
female, have been collected and used in the 
experiments. Of these, 56 subjects were selected 
for training. The test corpus consists of 327 
sentences (1672 words) spoken by 5 male and 4 
female speakers. The N-best lists used contained 
10 candidates in average and enabled a worst 
word accuracy of 49% and a top score of 87%. 
Higher accuracy lists are continually produced 
in the ongoing development work. 

Results 
Preliminary results show small differences in 
recognition accuracy using the diphone con- 
catenation or triphone transformation techniques 
compared to the baseline. The baseline tech- 
nique yields a word accuracy of 70.6%. 
Diphone concatenation between spectral states 
gives some improvement, while the formant- 
based techniques currently are not better than 
the baseline results. 

Discussion 
The results so far are preliminary and quite 
modest. It is probable that more elaborate, 
context-sensitive methods for steady-state modi- 
fication are needed in addition to the simple 
concatenation and interpolation techniques used 
here. In order to improve the quality of the 
unseen triphones, it will be important to have a 
diagnostic evaluation technique as a comple- 
ment to recognition experiments. This could be 
performed by measuring the error between 

trained and predicted triphones of the same 
identity. 
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