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FO trend of a phrase. Each phrase's pitch 
contour is modelled separately, using its 
individual set of parameter values. By setting 
the parameters successively for each phrase, we 
can simulate the varying intonation of longer 
stretches of speech. Several successive phrases 
with varying register andlor range can thus be 
modelled, resynthesised, and evaluated. 

so, etc.) are used to locate the boundaries be- 
tween segments. This means that a segment 
contains one subject, one (compound) verb, and 
the objects and attributes related to them. 
Classification of the segments is based on the 
word items that segments contain and their 
properties according to the lexical relations 
described above. The following categories are 
used: 

Lexical-semantic relations and Initial: 

textual analysis 
The lexical-semantic relations between content 
words form an important part of discourse 
structure. In our analysis of these relations, con- 
tent words are used to denote discourse refer- 
ents which are related to each other by lexical- 
semantic relationships. We have developed a 
method of tracking and transcribing such rela- 
tions, which is also implemented in the 
ESPS/Waves+ environment (cf. Bruce et al., 
1996, and Figure 1). The following table pre- 
sents the relations used. In the table, x, y, and z 
represent numbers. Each time a new referent is 
encountered in the text it is given a unique 
number. Its relation with the earlier referent is 
expressed by stating the type of relation and the 
number of the earlier referent. 

x The discourse referent (DR) x is 
not related to any other DR 

= x The DR x uses the same lexeme(s) 
as, or is a pronominalized form of, 
a preceding DR 

x = y  The DR x is a synonym of the DR y 

segment containing a DR not related to any 
other previous DR. 

Expansion: 
segment containing a DR related to a 
previous DR by hyponymy, partonymy, im- 
plication or summation. 

Continuation: 
segment containing coreference or iteration 
of previous referent; or a DR related to a 
previous DR by morphology or synonymy; 
or by pronominalization, coordination 
(elliptic subject), or by a correlate; or an 
assignment of an attribute to a DR. 

Follower: 
segment not containing referential material, 
objects or attributes. 

Summary: 
evaluational expressions, judgements and 
opinions. 

MistakelRepair: 
speech errors and the announcement of 
them (" ... I almost said"). 

Integrating discourse analysis 
X < Y  The DR x is a hyponym of the DR and model-based resynthesis 

, , 
Y 

X > Y  The DR x is a hyperonym of DR y 
~ E Y  The DR x is part of the DR y 
x Z yl ...y, The DR x is the sum of the DR's 

Yl...Y" 
[XI The DR x is a superordinate (non- 

basic) term 
x <- y The DR x is inferable from the DR 

Y 
In parallel, we have developed and implemented 
a method of textual analysis that is based on the 
lexical-semantic analysis and traditional func- 
tional grammar. The lexical items are classified 
according to a simple model of functional gram- 
mar. The categories used are Subject, 
PredicateNerb, Object and Attribute. Segmen- 
tation of the text is performed so that each seg- 
ment maximally contains one subject and one 
(compound) verb. 'Connector' words (and, or, if, 

A method of performing the parameter setting 
automatically from phrase to phrase is also im- 
plemented in the model-based resynthesis 
system. This is done by introducing a separate 
layer of labels, whose categories are associated 
with different sets of parameter values. This is a 
useful configuration since it enables us to use 
different types of dialogue analysis to affect the 
modelling and synthesis of intonation. Current- 
ly, this is exploited to implement the textual 
model described in the previous section. By 
means of the textual analysis, the verbatim 
transcription of a spontaneous dialogue is 
divided into segments, and each segment is 
consequently assigned one of the six categories 
on the basis of their lexical-semantic properties. 
Each segment then receives its own set of 
parameter values from rules associated with the 
textual category the segment belongs to. 
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Figure I :  From top to bottom: Original, default-modelled and discourse-modelled FO contours of the 
utterance 'and then eh a little pointed collar like this that goes up then and goes round and it is round 
round eh round on the back'. Below is shown the corresponding labelling for text segmentation 
relations, lexical relations, phrasing, prominence and boundary tones, and orthography. Note the 
diferent ranges between segments of accent peaks and poor in the discourse-modelled contour. 

In writing the rules for the influence of the b) the 'fine-tuning' approach, where the fre- 
textual categories on intonation, we perform an quency parameters are set so that the 
acoustic analysis, where we exploit the model- resulting pitch contour is as similar to the 
based resynthesis. For each segment, pitch con- original of a phrase as possible. This gives us 
tours are modelled using two different tech- an indication of what the optimal, or desired, 
niques: parameter values for each particular phrase 

a) the 'default' approach, in which the same fre- 
quency parameters are used for all phrases. 
The exact parameters vary with each 
speaker, and they are dependent on a model 
of the speaker's average register and range. 
All phrases thus have the same register and 
range. This results in an overview of how the 
prosodic model (just accentual and phrasing 
information) performs. 

are. 
The methodology is illustrated in Figure 1. 

By comparing these two kinds of contours, 
we are able to see deviations from the current 
prosodic model, which does not contain 
regulation of discourse prosody, e.g., topic 
structure, dialogue features, etc. The places of 
major deviation need additional modelling that 
can govern the setting of parameter values 
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appropriately. The idea is to relate the textual 
analysis of discourse to intonational patterns in 
dialogues and extract possible correlations. On 
the basis of the results, a model of the textual 
influence on intonation is created, i.e. rules for 
parameter value generation are constructed. The 
result is an extended prosody model, where we 
control both local (accents and boundary tones) 
and global aspects of FO (FO trends within 
phrases, relations between phrases and influence 
from discourse structure). We are, of course, 
well aware that this modelling represents a 
simplification of the dialogue situation. At 
present, we are not, for instance, taking into 
account prosodic variation due to attitudinal 
factors or the emotional state of the participants, 
or to other factors extraneous to the dialogue 
situation. 

The implementation of the 
extended prosody model in our 
TTS system 
In addition to the analysis-resynthesis method 
described above, we have implemented our ex- 
tended prosody model in the KTH text-to- 
speech (?Ts) system (Carlson et al., 1990). This 
makes it possible to test the model and our 
hypotheses in a TTS setting, and it opens the 
way to a more advanced use of TTS in dialogue 
situations involving speech synthesis. 

The prosody model used in the standard 
version of the KTH TTS system is, in essence, 
an implementation of that proposed by Bruce 
(1977) and Bruce & Granstrom (1993). In this 
model, key events are represented as H(igh) or 
L(ow) turning points, appropriately timed. In the 
experimental implementation of the extended 
model each one of these key events is 
represented by parameters which have default 
values corresponding to those in the standard 
version, but which can be specified by the user 
and varied with a great amount of flexibility. 

Features of the implementation 
in the TTS version 
The flexibility of the prosodic implementation 
derives from the fact that utterances are broken 
down into phrases and sub-phrases, and that the 
parameters can be specified independently for 
each of these parts. 

Phrases 
Each utterance can be analysed into several 
phrases. The phrases are determined by both 

boundary and coherence signals (Bruce et al., 
1993). Both boundary and coherence signals are 
commonly conveyed by manipulating pauses, 
duration and FO. 

Domains 
The scope of the model is the major phrase unit, 
which may consist of two or more minor 
phrases. Each phrase will (normally) consist of 
one focus domain and an initial and a terminal 
juncture domain, and, optionally, one or both of 
the following: prefocal domain and postfocal 
domain. 

FO events and timing of FO events 
The key FO events have been implemented as 
turning points (H's and L's). The targets of each 
of these can be specified (in Hz). The exact 
manifestation, however, depends on both model- 
imposed constraints and user-specified 
modifications. The timing of each FO event has 
a default specification in the model, but the 
defaults can be overridden by the user, who can 
specify an earlier or later time. 

Baseline slope 
The model contains a default baseline slope, im- 
plemented differently depending on sentence 
type, representative for read Swedish. This 
slope can be changed by the user. The slope can 
be negative, which is the most common in 
spoken Swedish, but it can be made zero or 
positive (i.e., rising) for special effects. A single 
slope specification can be applied to the whole 
of an utterance, but slope is also one of the 
features that can be manipulated as a phrase 
boundary indicator. Therefore, the specification 
of different slopes to different parts of an 
utterance can be exploited as phrasing cues. 

Duration and rhythm 
Segmental duration can be manipulated globally 
across a larger or smaller part of an utterance; 
the scope of the durational settings does not 
have to correspond to a phrase boundary; one 
setting can thus be applied to more than one 
phrase, or the use of two or more settings can be 
used to subdivide a phrase into smaller parts. 
This way, the duration parameters, too, can be 
exploited as phrase determiners, but they can 
also be used to create intra-phrasal effects. For 
instance, the focus domain can be made to 
become more prominent relative to the pre-focal 
domain by specifying a faster tempo prefocally 
and by increasing the relative duration of the 
focally stressed vowel relative to the other 
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Figure 2. U S  without and with dialogue-specific markers. Figure 2a shows the default FO contour 
for the utterance SA har jag tankt att jag skulle kopa ett vitt tyg ("Then I had thought I might buy 
some white material"), Figure 2b shows the same utterance with markers inserted into the ortho- 
graphic text. The markers are intended to convey both the feedback-seeking and the contrastive 
stress that the original utterance in the database is judged to convey. 

segments in the focal domain. The implemen- relevant in a dialogue situation. These con- 
tation of this is an extension of a mechanism figurations have been encoded symbolically, so 
that exists in the standard version of the TTS that the insertion of the relevant symbol in an 
system. orthographic text will produce the desired 

prosody. Fig. 2 shows the FO pattern of an 
Specification in absolute or relative terms 
Most of the various parameters of this imple- 
mentation of the prosody model are specified in 
quasi-absolute terms. For instance, the FO range 
in prefocal position can be given in terms of a 
baseline and a topline specified in Hz. These 
values are, however, subject to various modifi- 
cations, such as a downtrend given by a default 
or modified by the user. This kind of absolute 
specification is suitable, for instance, when we 
want to do copy synthesis, or in an experiment 
situation where a high degree of accuracy in FO 
specification is required. However, in a TTS ap- 
proach, where more generalized configurations 
are required, a different strategy has proved 
more efficient, namely where FO range is 
specified as a percentage of the standard range, 
or FO level is related to the standard level. 

Encodability in terms of dialogue 
structure 
In order for such a model to be of practical use 
in a TI'S system, suitable parameter settings 
have to be selected at appropriate times. 
Building on our analyses of spontaneous and 
read dialogue, we have identified a number of 
parameter configurations that produce prosodic 
patterns resembling those that appear to be 

utterance from our spontaneous speech data, 
synthesized with our TTS system. Version 2.a 
was produced without the insertion of dialogue 
specific prosody markers, whereas the text input 
of 2.b contained two markers, one specifying a 
reduced FO range and faster tempo prefocally, 
and one specifying a particularly marked FO 
range in the focal domain. The prosodic 
realization of the spontaneous utterance that 
served as a model is particularly interesting; it 
appears that this pattern here has the function 
both of conveying a feedback-seeking gesture 
and emphasizing the contrast that is implied by 
the adjective vitt ('white') applied to the 
material used in sewing a blouse, which 
contrasts with the mention of other types of ma- 
terial just before. 

In a TTS application of a working dialogue 
system there will be a dialogue manager com- 
ponent that takes on the role-of the user in the 
experimental settings referred to in the 
discussion above. 

Use of the extended version 
The introduction of the enhanced prosodic 
model in our TTS system can be exploited in a 
variety of ways. Apart from offering an 
improved prosodic realization in general TTS 
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applications, it can be used experimentally to 
test hypotheses of various kinds. 

Perception experiments 
The inclusion of the enhanced prosody in our 
TTS system makes it possible to test the percep- 
tion of the contribution of both durational and 
FO-related parameter variation to utterance- 
internal effects, such as phrasing, as well as to 
discourse-related phenomena. 

Hypothesis testing 
We have performed our basic analyses of dia- 
logue structure as much as possible without re- 
course to prosodic information. The connections 
that we make between dialogue structure and 
prosody are essentially hypotheses. These are 
precisely among those kinds of hypotheses that 
lend themselves to being tested using TTS with 
our enhanced prosody model, as well as with the 
resynthesis method. But the TTS approach is 
essential in testing hypotheses on the 
importance and relevance of specific kinds of 
prosodic behaviour of the machine partner in a 
man-machine dialogue system, such as the 
Waxholm system (Bertenstam et al. 1995). 

Incorporation in a working TTS-based 
dialogue systems 
We are therefore at the moment working on in- 
corporating the extended prosody model into the 
TTS component of the Waxholm dialogue sys- 
tem. Until now, the text generation of this 
system has consisted of a number of set phrases 
into which variables determined by the actual 
dialogue may be inserted. The prosody of these 
phrases has been predetermined. What we want 
to do is to introduce dialogue-related parameters 
into the text generation procedure and allow the 
values of those parameters to be determined by 
the dialogue handler. Appropriate prosody is 
important for the acceptability of any kind of 
speech synthesis. It is particularly important 
when using a formant-based synthesizer, which 
tends to require a certain amount of time for the 
listener to adapt to; ill-formed prosody is an 
extra burden which detracts from the primary 
task of listening to the spoken message. But it is 
equally important from the point of view of the 
conveying of the message - in any kind of dia- 
logue, prosody plays an important role as disam- 
biguator. The use of the wrong prosodic pattern 
can have, at best, the effect of decreasing the ac- 
ceptability of the speech, more seriously, it can 
result in confusions or even serious rnisunder- 
standings. 

Concluding remarks 
In this project we have studied the interaction 
between dialogue structure and prosody, how 
prosody is used to signal features that are 
essential to successful spoken communication 
between people and how, in turn, the prosody in 
a dialogue situation is influenced by, and takes 
account of, the dialogue-specific aspects of the 
discourse. We have used this new knowledge to 
investigate how dialogue-specific information 
can be automatically encoded in synthetic 
speech. In this we have developed a method for 
doing so using a resynthesis approach in the 
ESPS/WAVES+ environment, as well as in a 
TTS environment. This knowledge will be put 
to the test, and become practically useful, when 
these kinds of syntheses form part of a package 
of automatic text generation in spoken dialogue 
systems. We are working on the integration of a 
lexical-semantic analyser with the resynthesis 
algorithms, and of the Waxholm dialogue man- 
ager with the TTS system. A further integration 
of the lexical-semantic analyser and the TTS 
system is also planned. When these integrations 
become operational, we have the prospect of 
achieving synthetic speech that in a dialogue 
situation is more adequate, and therefore more 
acceptable, than what is possible at present. 
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