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Some studies of the relationship between speech 
acoustics, articulation and phonetic structure* 
Jesper Hogberg 

Abstract 
This paper is the introductory part of a compilation of papers discussing analyses 
of acoustic and articulatory variability and the relation between acoustics, 
articulation and phonetic structure. 

The first paper addresses problems concerning vocal tract geometry and inter- 
subject and gender related articulatory and acoustic variability. Midsagittal X-ray 
and acoustic vowel data were analysed for two French subjects, one male and one 
female. Area functions of the vocal tract were inferred from the midsagittal data. 
The result of the analysis indicated that the female subject used more extreme 
articulations for /a/ and /if than the male subject. Large inter-subject differences 
were observed in area functions pertaining to /ce/, /&I and /8/, that is, the three 
most central vowels in the set. These findings indicate that the subjects used 
different articulation strategies. 

Papers two and three concern the relation between acoustics and articulation. 
Artificial neural networks (ANN) were used to map acoustic features on the 
corresponding vocal tract area functions generated by vocal tract models. ANNs 
were trained and tested on data generated by different vocal tract models. In 
particular, a modular net configuration was tested that consisted of a number of 
parallel ANNs.. This design improved the results when tested on speech from both 
a male and a female subject. 

The two last papers describe analysis of segmental acoustic quality depending 
on phonetic structure where data driven methods are shown to be useful. A 
regression tree approach and a normalisation technique were used to derive 
predictions for Fl and F2 of Swedish front vowels. The data base used in these 
two papers contains some 3000 front vowels in read speech of one male speaker. 
All vowels were pooled to represent a generic front vowel as a starting point for 
the analysis. The results of both papers indicate that more than 50% of the 
standard deviation of F l  and F2 (mel) can be explained by the phonetic factors 
used. 

Introduction 
Background 
The study of speech is characterised by its 
interdisciplinary nature. There are psychologic- 
al, linguistic, phonetic, neurological, clinical, 
and technological aspects that are of interest. 
Whatever aspect the researcher is interested in, 
the key issues are modelling and understanding 
speech production and speech perception, which 
in turn imply acoustic and articulatory analyses 
of speech. 

The most challenging and illusive feature of 
the speech signal is no doubt its great 
variability. The same linguistic, or more speci- 
fically, the same pragmatic contents of a spoken 

message can take an infinite number of acoustic 
shapes. The question is what links there are 
between the acoustic speech wave and the 
underlying message. How can physically 
different chunks of speech be perceived as the 
same entities? To the phonetician this is known 
as the invariance problem. 

On the lowest level, the properties of the 
speech wave, are conditioned by the physical 
and physiological properties of the speech 
production system. That is, some acoustic 
variability is a direct consequence of the 
physical constitution of the speaker and 
coarticulatory constraints. Apart from these 
built-in limits of the speech production system, 
speakers display different articulatory habits 

* This paper is a summary of Jesper Hogberg's licentiate thesis presented at KTH, Stockholm, March 26, 1996 

13 



Jesper Hogberg: Some studies of the relationships . . . . 

speaking style can, for instance, be defined 
along an axis, the extremes of which are very 
reduced speech and hyper-articulated speech 
(Lindblom, 1990). 

Other sources of variability are linguistic 
structure, the emotional state of the speaker, the 
speaker's social relation to the listener, the 
acoustic environment, etc. 

In applied speech technology, it is essential 
to model this variation. Today's high per- 
forming speech recognition systems use masses 
of data to statistically model inter-speaker 
variation, but they also use explicit phonetic 
knowledge about inter-gender differences and 
phoneme coarticulation. The degree of natural- 
ness in synthetic speech depends on the ability 
to generate appropriate acoustic variations. In 
articulatory synthesis there is still need for a 
more profound understanding of the articulatory 
process and how the dimensions and the 
physiology of the vocal folds and the vocal 
cavities vary with age and gender and among 
individuals. In formant and concatenative syn- 
thesis we need to know how the acoustic 
characteristics of a phoneme change in different 
contexts, whether we are going to generate 
speech or use pre-stored waveforms. Producing 
high quality synthetic speech is a very complex 
task, even if only one speaker is modelled. 

Thus a systematic approach to most speech 
related research problems involves describing 
different sources of variability and how they are 
related to the acoustic speech wave. 

Outline of the thesis 
The main body of this thesis consists of five 
papers that deal with speech analysis. The 
spread in the topic of these studies is due to the 
fact that they have been carried out in several 
different research projects. However, the focus 
is on articulatory and acoustic variations and 
how they are related. Paper 1 is a study on 
speech production that primarily investigates 
articulatory differences between a male and a 
female subject. This work was camed out at 
ENST, Paris, during a leave of absence from 
KTH. The scope of the next two papers is some- 
what widened, concentrating on articulatory- 
acoustic relations where the articulatory data 
originate from different vocal tract models. 
Paper 2 is the first paper produced by the two 
authors. A few points would have been 
expressed differently, had it been written today. 

The two last papers describe automatic 
methods used to analyse segmental acoustic 
variability for one speaker. These methods are 
essentially data driven, but they describe 

acoustic variation in terms of phonetically 
motivated factors such as distinctive features 
and stress. Thus, the opportunity to perform 
articulatory interpretations is maintained. 

Paper 1 is more extensive than the others. 
The remaining papers, though presented in a 
more condensed form, correspond to a com- 
parable amount of research. References pro- 
vided in section two pertain to a general 
discussion and only a few references used in the 
papers are repeated. 

Analysis of acoustic and 
articulatory variability: 
summaries 
Variability in vocal tract dimensions in 
two subjects of different gender 
Paper 1. Hogberg J (1995). From sagittal distance to 

area function and male to female scaling of the 
vocal tract. STL-QPSR 4: 11-53. Also in Report no 
93 D 026, Ecole Nationale SupCrieure des 
TC1Ccommunications, Paris, 1993. 

We know from acoustic theory of speech pro- 
duction that the geometrical relations determine 
the transfer function of the vocal tract (Fant, 
1960). This means that a great deal of the 
acoustic variability can be explained by the 
anatomical constraints of different speakers. For 
instance, a speaker with a relatively short vocal 
tract, typically a child or a woman, will have 
higher formant frequencies than speakers with 
longer vocal tracts. Thus, it is essential to study 
vocal tract data and articulatory-acoustic 
relations in any attempt aiming at explaining 
acoustic variability. 

Reliable articulatory data are scarce since 
measurements of the vocal tract are difficult to 
make. In particular, three-dimensional data 
taken while the subject is speaking are very rare. 

Paper 1 addresses problems concerning vocal 
tract geometry and inter-subject and gender 
related articulatory and acoustic differences. 
Previous research on these problems is 
presented in some detail in the introduction of 
the paper. 

Ten non-nasalised vowels uttered in different 
contexts by two French speakers, one male and 
one female, were analysed. The data consisted 
of midsagittal tracings from X-ray films and 
LPC spectra of the corresponding acoustic 
recordings (Bothorel et al. 1986). The first part 
of the paper treats the problem of relating the 
midsagittal measures to the area function which 
determines the transfer function of the vocal 
tract. 
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It was assumed that the cross-sectional area 
of the vocal tract can be calculated from the 
corresponding midsagittal distance using a set 
of power functions. The area at the lips was 
estimated from labio-film registered syn- 
chronously with the X-rays. As in many other 
investigations, it was found that a model that is 
fitted to one speaker performs rather poorly 
when applied to other speakers. 

The midsagittal projections of the two 
subjects displayed large differences, most 
notably in the upperlposterior vocal tract wall 
which is in part limited by hard structures. 
Speakers can use muscular control to shape the 
vocal tract to a large extent, but the hard 
structures of the vocal tract will still contribute 
to differences in area functions. The analysis of 
the articulatory data strengthened earlier 
findings concerning the length dimension of the 
vocal tract. For instance, the mean vocal tract 
length was 14.4 and 17.3 cm for the female and 
the male subject respectively, that is the vocal 
tract of the female was about 17% shorter than 
that of the male subject. The female pharynx 
was relatively shorter than that of the male 
subject. The female-to-male ratio of the pharynx 
length was 0.76 while the ratio of the oral cavity 
was 0.89. 

The malelfemale comparison is the topic of 
the second part of the paper. Systematic differ- 
ences between subjects, and possibly between 
genders, are not only due to the anatomical 
constraints but also to the articulatory habits of 
the speakers. In an attempt to isolate articulatory 
habits and anatomical constraints, the area 
functions of /i/, /a/ and /u/ were fitted to a vocal 
tract model (Lin, 1990). It was hypothesised that 
the zctual parameters of the model reflect a 
chosen articulation while some hidden constants 
describe the anatomy. Scaling the constants of 
the male subject to those of the female yielded 
vocal tract descriptions which, hypothetically, 
differed only in articulation. The results of this 
analysis showed that the female subject used 
more extreme articulations for /a/ and /i/ than 
the male subject. That is, she retracted and 
lowered the tongue body relatively more, 
pronouncing /a/ and vice versa for /if. The 
vowel /u/ seemed to be pronounced in a way 
similar to that of the male subject. Some of the 
most dissimilar area functions for the two 
subjects were those of Ice/, /el and /a/, that is, 
those pertaining to the three most central vowels 
in the set. 

Larynx height and lip protrusion which could 
have been used to actively control the vocal 
tract length were not used differently by the two 
subjects. A high correlation in lip rounding was 

found between the subjects which suggests that 
the use of this articulator is highly constrained. 

The same midsagittal distance to cross- 
sectional area model was used for the two 
subjects. It is possible that the cross-sectional 
areas in the oropharynx of the female subject 
have been overestimated. This is supported by 
another study (Sundberg et al., 1987) of a male 
and a female subject. The difference in sagittal 
to area relation in the pharynx was largest in the 
highest and the lowest parts. Also, a theoretical 
study, carried out to explain typical inter-gender 
differences in vowel formant frequencies 
(Traunmiiller, 1984), emphasises a relatively 
more narrow female pharynx than we have 
presumed. 

Several tentative corrections of the derived 
area functions were made to obtain a better fit in 
terms of formant frequency deviations. The 
error in F3, for instance, seemed to be quite 
systematic. The F3 of the female subject was 
generally too high for the front vowels, while 
the opposite was true for the male subject. The 
aim was to perform these corrections on a 
knowledge basis. This task proved to be too 
complex as the number of combinations of 
qualified guesses soon became too large. In any 
further attempts to improve the fit, the area 
functions should be automatically optimised as, 
for instance, in Maeda (1972). If the initial 
estimate is good, one might find the true area 
function or, at least, one that is acoustically 
equivalent. Some work along these lines has 
been reported quite recently by Beautemps et al. 
(1995). In that study, an optimisation of the 
power function, A = dP, was done, relating 
midsagittal distance to cross sectional area. The 
p-coefficient was fixed while the value of a was 
assumed to be a function of the midsagittal 
distance and the co-ordinate along the length 
dimension of the vocal tract. The modelling 
accounted for fricatives as well as vowels, thus 
extending the scope of the technique. Quite 
good results were obtained for formant 
frequencies after a second optimisation step in 
which the constraints were loosened and the 
midsagittal distances were modified. 

Investigating articulatory-acoustic varia- 
bility by comparing vocal tract models 
Paper 2. BAvegArd M & Hogberg J (1992). Using 

artificial networks to relate articulation to acoustic 
features of the vocal tract. STL-QPSR 4: 33-48. 

Paper 3. BAveghd M & Hogberg J (1993). Using 
artificial neural nets to compare different vocal 
tract models. Proceedings of Eurospeech '93, 
Berlin, 1: 553-556. Also in STL-QPSR 199312-3: 
7-13. 
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In the previous section, we discussed articula- 
tory analyses that were, in part, evaluated in 
acoustic terms. Another approach to 
articulatory-acoustic analysis is to derive a 
vocal tract description from the corresponding 
acoustic representation, a task referred to as the 
inverse problem. This is a mathematically ill- 
posed problem which means that there is no 
one-to-one relation between acoustics and 
articulation. Thus, theoretically there are an 
infinite number of ways to produce the same 
sound. This is very interesting from a speech 
production point of view, since speakers may be 
able to use alternative articulatory strategies. 
Speakers might, for instance, co-ordinate 
articulators to compensate for each other in 
order to obtain relatively invariant acoustic 
goals (Maeda, 1990; Maeda, 1991). It is not 
clear to what degree different but acoustically 
equivalent area functions are used (Gay et al., 
1981; Boe et al., 1992; Perkell et al., 1993). The 
inverse problem has been treated by many 
researchers. See Schroeter and Sondhi (1993) 
for an excellent overview of acoustic to 
articulatory inversion methods. 

Papers 2 and 3 of this thesis describe some 
aspects of relating articulation to acoustic 
features using artificial neural networks (ANN). 
These two papers are partly overlapping. 

One aim of these two studies was to 
investigate the potential use of model-generated 
data in acoustic-articulatory analysis. The basic 
idea was that training an ANN on model- 
generated data ideally constrains the inversion 
to yield physiologically and anatomically 
possible vocal tract descriptions. 

If model-generated data would prove to be 
useful when applied to real speech, this could 
make up for the lack of articulatory data. In 
particular, the use of ANNs was investigated 
since, optimally, these nets have a generalising 
capacity, thus providing a useful tool for 
articulatory analyses. Furthermore, ANNs were 
trained on material generated by different vocal 
tract models to examine to what extent these 
models can describe an arbitrary speaker. 

In Paper 2, ANNs were trained to map 15 to 
16 spectral input parameters on either 16 cross- 
sectional areas, absolute or logarithmic values, 
or seven articulatory parameters. A time-domain 
speech synthesiser (Liljencrants, 1985) was 
used to generate speech with the model- 
generated vocal tract configurations. The use of 
this synthesiser constrained the area functions to 
be represented by a fixed number of equi-long 
tubes. This severely restricted the acoustic- 
articulatory flexibility of the system. Different 
spectral representations were derived from the 

synthetic speech. The spectral input parameters 
thus obtained were either cepstral, filter-bank or 
delta filter-bank coefficients. The latter were 
calculated as the difference between two 
consecutive filter-bank coefficients to disregard 
the absolute level. All coefficients were 
calculated from mel-scaled frequency bands. 
The ANNs, which were trained on different 
input-output representations and vocal tract 
models, were evaluated on area functions 
derived from X-ray data of some Russian and 
Swedish vowels (Fant, 1960; Fant, 1992). 

The results showed that the model that 
performed best on some of the Russian vowels 
was a model based on those X-ray data. Hence, 
the test material was not entirely independent of 
all training data. The articulatory metric 
suggested that the other model performed as 
well, when the worst cases were included. An 
acoustical distance measure was defined as the 
sum of the squared differences between the 
filter bank coefficients corresponding to the 
tested area function and the output area 
function. In retrospect, it seems that the 
acoustical error should have been presented 
systematically in parallel with the articulatory 
deviation. Alternatively, a single distance 
measure should have been considered, incorpo- 
rating a weight for each cross sectional area 
representing its relative acoustic sensitivity to 
changes. The distance measure that was used 
shows only how close one area function is to 
another in some gross articulatory sense. Much 
of the difficulty in this analysis is, of course, 
due to the non-linear nature of the acoustic- 
articulatory relation: it is hard to predict the 
quality and the quantity of the acoustic change 
due to an articulatory perturbation. 

Some articulatory and acoustic information 
was presented for 181. There was quite some 
difference in cross-sectional area between the 
area function in the training material that was 
spectrally closest and the area function that was 
articulatorily closest to the original. There are 
two possible interpretations of this. One is that 
the vocal tract model has generated some area 
functions that are anatomically and physio- 
logically impossible. The other possibility is 
that there actually exists a wide range of 
alternative articulatory strategies that result in 
nearly the same acoustic target. The implication 
is that the one-to-many relation between 
acoustics and articulation remains a problem 
even when anatomical and physiological con- 
straints are taken into account. It is tempting to 
favour the latter standpoint considering the 
results of Paper 1. We recall that the area 
function pertaining to the most central vowels, 
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one speaker. In Papers 4 and 5, statistical 
methods were used to automatically extract 
important factors that influence the spectral 
characteristics of vowels from a labelled speech 
data base. Basically the analysis methods are 
data driven with built-in top-down constraints. 

The data that have been used in these studies 
pertain to one male speaker reading 11 passages 
on different topics. The formant frequencies 
were measured manually in the middle of the 
segments. The speech material had been 
labelled and segmented prior to these studies. 
The objective was to predict F1 and F2 of 
sixteen Swedish front vowels. The short vowels 
/el and /el have been transcribed separately in 
accordance with the praxis used at the 
department though their respective acoustic 
realisations are not distinct in the dialect of the 
speaker (Stockholm region). The transcription is 
done at a semi-phoneticlphonematic level. Pre-r 
allophones are transcribed with unique labels 
and lexically stressed vowels are indicated. The 
vowel /a:/ in these studies is sometimes 
transcribed with other symbols in Sweden but 
/a:/ is the closest IPA-symbol. The data base 
contains some 3000 front vowels in all. 

The predictions were derived from infor- 
mation about the duration and phonetic context 
of the target vowel. Predictions could also be 
made using the lexical stress level of the target 
and information about whether it was word 
initial or word final. The beginning and the end 
of the utterance were also labelled as parts of 
the context. 

In Paper 4, front vowel allophone models 
were derived using a decision tree approach 
(Breiman et al., 1984). The idea was to 
hierarchically divide the vowels into acoustic- 
ally similar groups until an appropriate number 
of allophone models had been obtained. The 
actual value of this number depends on the 
degree of variability in the material and the 
amount of data. The stepwise partitioning of the 
data was based on binary questions applying to 
the predictor variables as for instance "Is the 
phoneme preceding the target a nasal?'or "Is 
the duration of the target less than 100 rns?'A 
predetermined number of questions were 
evaluated and the one that minimised the sum of 
acoustic variances in the two resulting groups of 
vowels was used for prediction in the final tree 
structure. The decision trees were iteratively 
grown, tested and pruned to ensure good 
generalisation. The iteration was stopped when 
no further improvement could be achieved or 
when the best partitioning yielded two groups 
either of which contained too few vowel 
samples. Thus an important parameter of the 

algorithm was the minimum number of vowels 
used for prediction. All the front vowels were 
pooled to form a generic front vowel at the top 
of the tree, which means that cross-phonemic 
allophone models could be derived. 

The most important questions concerned the 
phonetic label of the target itself, which was 
expected. However not all sixteen phonemes 
were separated before other predictor variables 
were used for partitioning. The duration also 
proved to be an important predictor variable, 
since short segments tend to be more reduced 
than long ones. 

The tree-growing scheme that included 
testing was intended to deliver properly sized 
trees. However, the evaluation indicated that the 
best tree was the largest tree. This is the same 
kind of indication one will get from extensive 
training on given material without testing: the 
prediction seems to improve monotonously with 
training. The testing and pruning might not have 
been efficient enough, leaving the problem of 
optimising the tree size unsolved. On the other 
hand, the growing procedure was too restricted 
since further splitting was stopped whenever the 
best split was not allowed. 

Decision trees can be used for non-linear 
prediction but have the inherent drawback of 
fragmenting data, providing fewer and fewer 
samples for parameter estimation. The decision 
tree approach therefore creates a need for very 
large speech data bases. 

In Paper 5 a method was introduced that 
makes use of all the data in each step of an 
iterative method to derive predictions of vowel 
formant frequencies. The assumption was that 
the acoustic influence of different phonetic 
factors can be superimposed when predicting 
formant frequencies. That is, a linear model is 
adopted to derive phonetic rules. The same data 
as in Paper 4 were used with a few corrections. 

The idea was to find the subset in the data 
that, when normalised and replaced, would 
minimise the variance in the formant frequen- 
cies. The subset was selected by using about the 
same set of binary questions as was used in 
Paper 4. A five-fold cross validation procedure 
was used to estimate the number of rules that 
could be derived without loss of generalising 
capacity. In the first experiment, all the front 
vowels were pooled as in the previous paper. 
Composite questions specifying both the 
identity of the target and one other predictor 
variable were introduced. The cross validation 
score indicated that the first 50 rules were 
useful for prediction. These rules explained 
55% of the standard deviation (mel) in F2 and 
50% in F1 when composite questions were 
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used. The results were comparable to that of a 
reasonably sized tree that was reported in Paper 
4. The method worked robustly but a large part 
of the variance remained. When the rules were 
applied to the training material, it was evident 
that the largest deviations from the formant 
frequency mean values were never predicted. 
The validity of the super-position model needs to 
be assessed in continued research. The use of 
more powerful complex questions is one 
potential candidate to modelling non-linear 
variable interaction. 

An example of the acoustic variability, not 
shown in either Paper 4 or 5, is provided in 
Figure 1. Here F1-F2 values of la ,  preceded by 
/k/ and followed by Inl are shown. All but four 
samples pertain to the Swedish word kan (the 
auxiliary verb can). The samples that are 
associated with kan are indicated with squares. 
We observe that the variation in F2 amounts to 
more than 400 Hz. The discrete values of F1 and 
F2 are due to the limited frequency resolution of 

the formant frequency measurements. A few 
hints of what is needed to explain this 
variability is given by a closer study of these 
samples. A few samples with low F2s (no or 
small reduction) are initial in prosodic phrases, 
possibly implying a relatively high articulatory 
effort. Some samples are coarticulated with 
more distant phonemes. Two are actually not 
followed by Id; in one case this segment has 
been deleted and in the other case it has been 
assimilated with a neighbouring velar segment. 
Three samples (triangles) pertain to a word 
suffix defining the definite article in Swedish. 
These samples have rather high Fl and F2. The 
single sample indicated by diamonds originates 
from the root of a content word which carries 
secondary stress and is not reduced. 

This example was included to show that 
much of the variance remaining after the 
analysis in Papers 4 and 5 is probably due to 
factors not accounted for in the analysis. 

F1 [Hz] 

Fig I .  FI-F2 scatter diagram for 21 Id vowels in the context kanl. Each sample is associated with 
two symbols. Unfilled symbols and filled symbols indicate the F1 -F2 values of the sample before and 
after normalisation respectively. Squares pertain to the auxiliary verb "kan " ("can "). Triangles are 
associated with samples that include a word sufix (-an) defining the definite article in Swedish. The 
single sample indicated by diamonds pertains to a root morph of a content word ("sexkantiga"). 
Some samples are de$ned by the same point partly due to the limited resolution of the measurements. 
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Future work 
Future research will be pursued along the lines 
of Papers 4 and 5. The large variance that 
appears in connected speech, as shown in Figure 
1, prompts us to expand and generalise the 
analysis by considering, for example, morpho- 
logical, syntactic and prosodic criteria. Thus we 
need to create models integrating different 
aspects that contribute to the variability of 
speech. These analyses could be incorporated in 
a synthesis scheme which would facilitate 
on acoustic-phonetic modelling in speech 
recognition will be two-fold: objective testing of 
the models and simultaneous improvement of 
the recognition. Data collected in a spoken 
dialogue system (Bertenstam et al., 1995) will 
be valuable in extending the context to account 
for inter-speaker variability due to vocal tract 
geometry and dynamic factors such as speaking 
styles. Other dynamic features influencing 
acoustic realisations such as the degree of 
emphasis on segments, words and utterances 
could potentially be predicted using higher level 
knowledge provided in the dialogue framework. 
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perceptual assessment and ultimately provide 
more natural sounding synthetic speech. A 
larger data base will be required to provide a 
sound basis for extensive acoustic-phonetic 
modelling. The intention is to profit from the 
advantages of both data driven and knowledge 
based methods and to maintain flexibility and, 
to some extent, interpretability, by using a 
parametric synthesiser. The methods used in 
Papers 4 and 5 are general tools that can be 
applied to articulatory synthesis as well. Work 
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