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This thesis presents work done during the last ten years on developing five
multimodal spoken dialogue systems, and the empirical user studies that
have been conducted with them. The dialogue systems have been
multimodal, giving information both verbally with animated talking
characters and graphically on maps and in text tables. To be able to study a
wider rage of user behaviour each new system has been in a new domain
and with a new set of interactional abilities. The five system presented in
this thesis are: The Waxholm system where users could ask about the boat
traffic in the Stockholm archipelago; the Gulan system where people could
retrieve information from the Yellow pages of Stockholm; the August system
which was a publicly available system where people could get information
about the author Strindberg, KTH and Stockholm; the AdApt system that
allowed users to browse apartments for sale in Stockholm and the Pixie
system where users could help an animated agent to fix things in a
visionary apartment publicly available at the Telecom museum in
Stockholm. Some of the dialogue systems have been used in controlled
experiments in laboratory environments, while others have been placed in
public environments where members of the general public have interacted
with them. All spoken human-computer interactions have been transcribed
and analyzed to increase our understanding of how people interact verbally
with computers, and to obtain knowledge on how spoken dialogue systems
can utilize the regularities found in these interactions. This thesis
summarizes the experiences from building these five dialogue systems and
presents some of the findings from the analyses of the collected dialogue
corpora.

Keywords: Spoken dialogue system, multimodal, speech, GUI, animated
agents, embodied conversational characters, talking heads, empirical user
studies, speech corpora, system evaluation, system development, Wizard of
Oz simulations, system architecture, linguistic analysis.
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This thesis describes work carried out during the last ten years, aiming at
developing multimodal spoken dialogue systems where users can express
themselves freely without having to learn a special way of speaking. In all
these systems the users have interacted in spoken Swedish with animated
talking characters. To be able to develop these systems, human– computer
dialogues have been collected and analyzed. The purpose of the studies has
been to increase our understanding of how dialogue systems can utilize the
regularities found in human– computer interaction.

! !#"%$'&($%)*+-,/.0& &21%$'&

The general research aim has been to design multimodal spoken dialogue
systems that allow users to communicate naturally and efficiently. For this
purpose, two interrelated goals have been pursued:
1. To develop a series of multimodal spoken dialogue systems that would
serve as experimental test benches.
2. To perform empirical studies of how users behave and interact with
these experimental systems. “Users” have not only been subjects in a
controlled laboratory setting but also people of different ages and
backgrounds, who have interacted with these systems in public
environments.
The user studies have provided guidance and inspiration for the
next design iteration, and each successive dialogue system has in turn
allowed for novel experiments and data collection.
To be able to study a wide range of user behavior, systems in a number
of different domains have been implemented and used to collect human–
computer dialogues. Five different systems will be presented in the thesis:
The Waxholm system where users could ask about the boat traffic in the
Stockholm archipelago; the Gulan system where people could retrieve
information from the Yellow pages of Stockholm; the August system which
was a publicly available system where people could get information about
the author Strindberg, KTH and Stockholm; the AdApt system that allowed
users to browse apartments for sale in Stockholm and the Pixie system
where users could help an animated agent to fix things in a visionary
apartment publicly available at the Telecom museum in Stockholm. All
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systems are the result of collaborative projects. Four of the systems were
used to collect spoken dialogue corpora: Waxholm, August, AdApt and Pixie.
The Gulan system was used for educational purposes. All systems will be
described in chapter 4.
Apart from making it possible to pursue the two general aims presented
above, the work of collecting and analyzing spoken human– computer
interaction also led to the emergence of more specific research issues, e.g.:
• How are subjects influenced by written scenarios?
In the Waxholm user experiments the subjects were found to reuse large
parts of the written scenarios they were given. This was handled by adding
a graphical representation of the domain as well as a multimedia
introduction to the fully automated Waxholm system. This will be
described in Section 4.1.1.
• How are users influenced by the wording of the system output?
Paper II describes how subjects who interacted with a simulated system
reused parts of the system questions in their answers. Paper V reports on
an experiment with the simulated version of the AdApt system. In this
study it was investigated if it would be possible to influence the users’
choice of modality in their input by using a certain modality in the system
output. Examples of verbal convergence in the fully automated AdApt
system are given in Section 4.1.4.
• How do users change their way of speaking when a dialogue system fails?
Analyses of the August dialogue corpus revealed some of the strategies
people employ for error handling. When the users repeat a misunderstood
utterance they modify their speech either by using other words in the
repetition or by modifying the pronunciation towards a clearer articulation.
A detailed analysis of this can be found in Paper III and Paper IV.
• How does a dialogue system with an open microphone affect users’ input?
The multimodal system AdApt used speech detection instead of a push-totalk button. This led to fragmented utterances when the subjects took the
turn by referring to an object on the screen, or by giving feedback on the
system’s previous turn. They would in many cases pause for a moment
while considering what to say next. The initial feedback fragments are
analyzed in Paper VI. To be able to handle these fragmented utterances, a
new system architecture and a parser were developed. This allowed the
system to wait for more input, if it regarded the user utterance as
incomplete in the current dialogue context. An I/O handler that handled
the timing of the multimodal input and output was added. The method for
handling fragmented utterances is described in Paper VIII.
• How should a system that allows for advanced turn-handling be able to
communicate to the user whether it is waiting for more input or not?
The August, AdApt and Pixie systems used visual feedback for turntaking. The animated face was used to encourage the users to keep
talking. In the AdApt system, facial feedback was accompanied by icons
intended to represent the relevant parts of the recognized utterances. The
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turn-taking gestures used in the AdApt system are shown in Section 4.1.4.
and the icon handler is described in Paper IX.
• What happens when you put a spoken dialogue system with multiple
domains in a public environment?
Experiences from the August and Pixie systems showed that people are
inclined to engage in a socializing dialogue where they talk about the
context of the dialogue, e.g. about the agent, the exhibition or the previous
discourse. Furthermore, it is possible to influence the users to talk about
topics that the system can handle. This will be described in Section 4.4.
and is also discussed in Paper IV.
• How can recognition of children’s speech be improved, when only acoustic
models trained on adult speech are available?
Many children interacted with the August and Pixie systems. Paper III
deals with how children and adults modify their pronunciation during
error handling. The effects of these modifications on the KTH speech
recognizer are also discussed. The Pixie system included a commercial
speech recognizer trained on adult speech, with telephone bandwidth. To
decrease error rates, the children’s voices were acoustically transformed
on the fly, before being sent to the recognizer. Learning from the
difficulties of assessing gender and age of speakers in the August corpus,
the users of the Pixie system had to provide this information before
interacting with the system. Paper X presents details on the voice
transformation method and the result of using it.
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The thesis consists of two parts. The first part is an introduction to the field
of spoken dialogue systems, followed by a short description of the thesis
work. The second part consists of ten internationally published scientific
papers. The thesis is outlined as follows: In Chapter 2, speech interfaces are
introduced and compared to graphical interfaces. The advantage of
combining them into multimodal interfaces is also discussed. Finally, the
point of embodying the speech interface is reviewed. Chapter 3 introduces
spoken dialogue systems. It describes how spoken dialogue systems are
developed and what they can be used for. Chapter 4 describes the five
dialogue systems discussed in this thesis and gives some examples of
specific research issues that they have highlighted. It also describes the
different system architectures of the implemented dialogue systems. Finally,
it describes some relevant features of the systems and the settings in which
they were used to collect human– computer dialogues. An overview of the
topics of the included papers is presented in Chapter 5, and Chapter 6
summarizes some of the findings in the thesis work. The second part of the
thesis contains the ten research papers that make up the basis for this
thesis.

 

Today, users mostly interact with computers via direct manipulation in
Graphical User Interfaces (GUIs). The work presented in this thesis aims at
providing computer systems with speech interfaces as well. This chapter
summarizes some of the advantages of using speech in human– computer
interfaces. It also argues for combining speech and graphical interfaces into
multimodal interfaces. Finally, it discusses the value of embodying speech
interfaces.

! "#%$'&'('(*),+.-0/213(5476389):(!; 8</*=?><4@8<&9+'-A):8<B5-C/213(5476389):(!;

The literature provides a number of reasons for using speech in human–
machine interaction, some of which have been summarized by Cohen (1992)
and Cohen and Oviatt (1995). An obvious advantage is that you can speak
without using your hands and that you do not have to turn your attention
to a computer screen. This feature makes speech as an interface especially
suitable for people who do not see well or cannot move their hands easily
(Damper 1984). The hands/eyes free property is also useful in situations
where these resources are used for other tasks, e.g. data entry and machine
control in factories (Martin 1976). Using speech instead of a keyboard in
these situations can reduce error rates. Nye (1982) reported that a speech
interface for supplying the destination of baggage at an airport produced
less than 1% errors, compared to 10% to 40% for keyboard input. Another
hands/eyes busy situation is driving a car (Julia and Cheyer 1998,
Westphal and Weibel 1999). Nowadays car drivers can choose to operate
mobile phones, navigation systems and advanced information systems.
Speech control of these is safer than using a graphical interface, since the
driver does not have to turn his attention from the road to the interface to
control it by hand. However, it is important to design these new speech
controlled systems with care so they do not overload the driver with more
tasks than can be handled. The systems could for example be dependent on
the driving situation, so that they keep quiet in situations where the users
need to focus on the traffic.
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In small devices with limited screen size and keyboards, graphical interfaces
can only be used for simple tasks with a small set of actions. Hence, speech
interfaces are especially advantageous for small mobile devices. They are
also useful for large-scale displays or virtual environments (Julia et al.
1998, Pavlovi et al. 1998). A coming trend is to embed the information
technology in the environment, removing the screen altogether. The EC
Information Society Technologies Advisory Group has presented a future
concept called Ambient Intelligence, which combines Ubiquitous Computing
with Intelligent User Interfaces (Ducatel et al. 2001). According to their
vision, information technology is present everywhere, but without being
visible or imposing. Interfaces should appear when needed, and then be
easy to use, context dependent and personalized. Speech and gesture
recognition are among the key technologies identified as necessary to be able
to realize this vision.
Speech communication is an efficient way of transmitting information
between humans, who have communicated using spoken language for
thousands of years. However, Noyes (2000) questions whether the situation
of talking to a computer can be regarded as natural. An often-claimed
advantage of spoken human– computer interfaces is that since they are
natural for humans they would be universally accessible. According to
Buxton (1990) natural does not mean universally accessible, at least not
without having to be learned first. Natural languages like conversational
English and German differ both in vocabulary and syntax and they can be
regarded as natural for speakers that have acquired fluency in using them.
Thus, having to learn a syntax and vocabulary that is appropriate for the
tasks that are related to a specific domain does not make a speech interface
unnatural, even though it makes it less universally accessible. If a speech
interface is to be regarded as natural, it must be obvious how to express the
desired concepts of the domain and the users have to be able to express
themselves in a rich and fluent manner. Usually when humans
communicate with computers they interact via GUIs where they receive
information visually, and input information via a keyboard or pointing
device. This kind of interaction is not necessarily natural either as was
exemplified in the following scene from a Star Trek movie, that is shown in
Figure 1 on the next page.
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Scotty, having been transported from 2200 back through time to the late 1980s,
attempts to use a Macintosh computer. At first, he speaks to the Mac from across
the room:
Scotty: Computer! – Computer?
His friend Bones quickly realizes that the primitive 1980s technology does not
respond directly to voice commands, so he hands Scotty a mouse. Scottie takes
the mouse and then holds it up to his mouth like a microphone saying:
Scotty:
Ah! - Hello computer!
Technician: Just use the keyboard!
Scotty:
The keyboard? How quaint!
Figure 1. A transcript from the film Star Trek IV: The Voyage Home (1986).
In direct manipulation interfaces, users interact by selecting linked texts or
icons that represent commands to the system. A limiting factor is that
everything the users want to do at any given time must be represented in
the GUI. To overcome this limitation many GUIs also make all commands
available through keyboard shortcuts. However, the meanings of the words
used in menus, the icons in the tool bars and the keyboard shortcuts all
have to be learned by the users. This would not be necessary in a system
where the users could say what they wanted to do using unrestricted
spoken language.
Spoken interaction can be faster if users immediately can say what they
want to achieve without going through the menus or hierarchical pages that
are used in GUIs. Users can give a number of information units in one
single utterance, e.g. saying I want to go from Stockholm to Waxholm today
at about five o’clock instead of selecting a number of popup menus in a GUI.
If you want to build more intelligent systems, natural language makes it
possible to construct complex messages that would be hard to input
graphically, e.g. Why is this apartment more expensive than the one
downtown that you showed me before? Furthermore, users can
communicate their attitudes and emotions simultaneously by providing
their verbal message with certain prosodic cues. These can be used in
dialogue systems to detect if something has gone wrong in the previous
discourse (Hirschberg et al. 2000) or to detect self-repair in spontaneous
speech (Nakatani and Hirschberg 1994).
However, the freedom and efficiency that speech gives users also makes
speech harder for the computer to handle. In spoken interfaces the users
can at any time choose to say whatever they want regardless of what the
dialogue designer had anticipated. In a spoken dialogue system a user who
is posed with a question might answer with a meta question, Please state
your security number – Why do you want me to do that?, a rejection Please
state your security number – Forget it!, with a clarification question, When do
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you want to leave – What tickets are available? or with a related request,
When do you want to leave – I want to take the express train! Thus, it is
important to conduct studies with real users to be able to anticipate how
they will react when performing tasks using spoken dialogue systems. In
GUIs this is not a problem since the users are limited to the actions the
interface designer has decided should be possible to perform. The system
will for example not continue until the users press the OK button in certain
contexts. Moreover, objects and actions are visually represented in the
interface and there are a limited number of ways for users to express what
they want to do, e.g. deleting a file either by selecting a file icon and
pressing delete or by dragging the file icon to a trashcan icon. This makes it
possible for users to explore the possibilities of the system and it makes it
easy for the system to understand what they wish to do. However, the
simple syntax that is used in GUIs limits the types of tasks they can be
used for. Speech interfaces of today can handle more complex syntax, but
they cannot understand unrestricted spoken language – to get a reasonable
performance they have to use a restricted dictionary and grammar, which
leads to a vocabulary problem. It is hard for users to know the limitations of
what they can say, and to explore the set of possible tasks they can perform
using speech (Yankelovich 1996). It is difficult for the dialogue designer to
anticipate how people will express what they want to do. Furnas et al.
(1987) found that even people interacting with computers via command
language will use many different terms to express the same thing, and
Brennan (1990) refers to a report from the HP Natural Language project
1986, called “7000 variations on a single sentence.” Nonetheless, there are
some general features of spoken interaction that make it possible to predict
what people will say when they engage in spoken dialogue. There are
regularities in dialogues that can be used when designing spoken dialogue
systems. People usually adjust their way of talking according to the receiver,
hence also when they interact with computers. Computer-directed speech
has in previous studies been shown to be simpler in syntax resulting in
shorter utterances, has smaller lexical variation and uses ambiguous
pronouns and anaphoric expressions in a restricted way (Guindon 1988,
Kennedy et al. 1988, Dahlbäck 1991, Oviatt 1995, Bell and Gustafson
1999b). People also tend to use the same words as the system when
referring to various concepts in the dialogue (Brennan 1996, Gustafson et
al. 1997).
Another problem with speech is that it uses a lot of short-term memory
(Karl et al. 1993) and takes up the linguistic channel, which according to
Schneiderman (2000) makes speech interfaces less suitable for some types
of complex tasks that also need the linguistic channel. Such a task could
for example be to write a business text (Leijten and Van Waes 2001). Speech
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often requires planning during execution, which might lead to fragmented
utterances (Bell et al. 2001) or disfluent speech (Oviatt 1995, Yankelovich et
al. 1995). Users who interact with systems with high error rates are also
often disfluent (Oviatt et al. 1998). Yet another problem to overcome is the
fact that speech recognition is still quite error prone, which makes it less
reliable than traditional graphical interfaces. According to Schneiderman
(1997) a user interface must do what the users intended it to do otherwise
they will lose confidence in the system and stop using it. It must also be
possible for the users to inspect which command the system received from
the users before it is executed, giving the users a feeling of control. This is
possible in a GUI, but hard in speech interfaces since speech is dynamic
and volatile. It is possible to use verbal confirmations of what the system
understood in each turn, but as Boyce (1999) points out people will regard
such a system as slow and tedious.
Speed is a problem for speech on the output side of a system, since the
information has to be conveyed serially piece by piece. In GUIs a lot of
information can be presented at the same time, which makes it possible for
users to browse or skim through the information to get an overall feel of the
material and then access the interesting parts more carefully. Large
amounts of structured information is for example often easier to convey
graphically in a table than verbally in a spoken dialogue system – especially
if the users have to compare a number of features between a limited
number of objects. However, if there are many features and a very large
number of objects an intelligent spoken interface could be better. Carefully
designed, it could guide the users to the most relevant objects and help the
users to interpret the difference in features between objects.
This section has presented a number of advantages of speech
interfaces, but also a number of challenges in dealing with spoken user
input. Instead of arguing about which type of interface is the superior one,
it would be more interesting to investigate how they can be combined into a
multimodal interface. The next chapter deals with how spoken and
graphical interfaces can be integrated, and it gives examples of advantages
and problems of multimodal interfaces that have been found in different
studies.
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Spoken and graphical interfaces have their respective benefits, which means
that it could be advantageous to let an application use both, and let the
users change modality depending on the situation. For example, an email
application that is used on a desktop computer at the office should probably
be provided with a graphical interface. However, when it is used on a small
mobile device in the car it would probably be better with a spoken interface.
But then again, if the user drives past a construction site with a lot of noise,
or if the user goes by public transportation and wants privacy, a GUI would
be preferable. The solution would be to have both a spoken and a graphical
interface and let the users decide for themselves which modality they prefer
on different occasions.
Systems that use more than one channel/modality to communicate
information are called either multimedia or multimodal systems. The
difference is that multimodal systems use a higher level of abstraction from
which they generate output and to which they transform the user input
(Coutaz et al. 1994). This means that multimodal systems can render the
same information through different output channels, and that they can fuse
user input that was transmitted through multiple channels into a single
message. A benefit of multimodality is the fact that users can combine
multiple modalities to transfer a single message, which has been shown to
decrease error rates (Bangalore and Johnston 2000, Oviatt and VanGent
1996). According to the TYCOON framework six basic types of cooperation
between modalities can be defined (Martin et al. 1998, Martin 1998):
Equivalence

Several modalities are suitable for transmitting the same
information.

Specialization

Some modalities are better than others for transmitting the
information, e.g., it is better to convey spatial information in a
visual than a verbal channel.

Redundancy

Exactly the same information is transferred through multiple
channels at the same time, and this could e.g. be used to
prevent speech recognition errors.

Complementarity Several modalities are used together to convey the information,
e.g. selecting an icon using the mouse while saying: How much
does this one cost?
Transfer

Information that was produced by one modality is used by
another modality. An example would be to use mouse input to
restrict the grammar of the speech recognizer.

Concurrency

Several modalities transfer independent information units at
the same time, e.g. using a voice command to save a document
that is being keyboard edited in a word processor.

Chapter 2. Background

11

If two modalities are equivalent users can switch between them to avoid and
correct errors. Oviatt (1992) showed that people who could use either
speech input or pen input in a system, switched to pen input when entering
foreign names and alternated between modalities to resolve repeated errors.
According to Grasso (1997) speech and direct manipulation have
different specializations that it would be beneficial to take advantage of
when building human– computer interfaces. GUIs are good at handling a few
and visible references while speech interfaces are good at handling
numerous and non-visible references. GUIs handle simple actions very well
but cannot handle the complex actions that speech interfaces make
possible. Furthermore, graphic representation is persistent in contrast to
speech which is non-persistent. This feature was used in the AdApt system,
presented in Paper IX, where graphical icons were used instead of verbal
confirmation to give feedback on what the system thought the users had
asked for. In addition to this, the current set of search constraints specified
so far in the dialogue was visualized, making it possible for the users to
inspect and change previously given constraints.
Multimodal redundancy does not seem to be very common. Petrelli et al.
(1997) report that people who used their multimodal system rarely
transmitted redundant information through multiple channels. Redundancy
can be used to ensure that the information is correctly understood, e.g. in
noisy environments or during error resolution. However, Oviatt (1999) only
observed 1% redundant multimodal commands during error resolution.
Oviatt et al. (1997) reported that people use modalities in a contrastive
manner to communicate a shift in content or functionality. Similarly, in the
AdApt user studies only a few examples of redundant multimodal input
were observed. In this system apartments were indicated as colored squares
on a map and these could be selected with mouse input. Some users would
select apartments graphically when they shifted focus from one apartment
to another, even in cases when they referred to it verbally. This resulted in
partly redundant multimodal input like when a user clicks on the red
square while saying How much does the red one cost?
Complementary use of several modalities is the most common
multimodal pattern. Oviatt et al. (1997) have shown that it is possible to use
redundancy and complementarity between n-best lists for graphical and
spoken input in order to get the correct interpretation of the multimodal
command, even though none of the n-best lists had the correct
interpretation as number one. It can be hard to decide if a combination of
modalities is redundant or complementary. Martin et al. (2001) propose an
axis of “salience values” where the combination is regarded as
complementary if this value is zero and very redundant if it is one.
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Transfer can be used to improve speech recognition by limiting its grammar
according to mouse clicks. Bangalore and Johnston (2000) used finite-state
transducers to allow the gestural part of multimodal utterances to directly
influence the speech recognition search, thus reducing the error rates by
about 23%.
According to Martin’s definition, modalities are concurrent if they are
independent of each other, but used in the same system. Even in cases
where they are used simultaneously, their input should not be merged.
However, simultaneous input from several modalities has rarely been found
at all, not even in cases where they should be merged. This applies for
example for systems with spoken and graphical interfaces where the
graphical input normally precedes the verbal input. Oviatt et al. (1997)
reported that about 25% of all multimodal commands were concurrent.
Typically, users would submit the graphical part of the command between
one and two seconds before the verbal part. In the AdApt system concurrent
multimodal input was only found in some rare cases (Gustafson et al.
2000). This is of course dependent on the applications and the kind of input
devices that are used for gesture input. Future multimodal systems might
elicit more concurrent commands. If the system could interpret the users’
hand gestures and facial expression in a visual modality, it might for
example be natural for these to occur concurrently with the speech.
However, this remains to be verified in experimental studies.
There are a number of possible output modalities that systems can use,
e.g. recorded or synthesized speech, non-speech sounds, written text,
graphs, maps, tables or embodied characters that use gestures and facial
expressions. Input modalities could for example be speech, pointing and
gestures in 2D or 3D, characters or hand-writing, eye movements, lip
movements, facial expressions or keyboard and mouse input (Benoît et al.
2000). Bernsen (2001) presents taxonomies of input/output modalities as
well as a methodology that can be used to select the most useful
combination of input/output modalities for a certain application.
One modality that humans use while speaking to one another is the
visual modality of facial and body movements. The next section describes
how embodied conversational agents can be added to dialogue systems,
resulting in systems with multimodal spoken output.
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Humans who engage in face-to-face dialogues use non-verbal
communication such as body gestures, gaze, facial expressions and lip
movements to transmit information, attitudes and emotions. If computers
are to engage in spoken dialogue with humans it would seem natural to give
them the possibility to use non-verbal communication too. An embodied
conversational character could increase the believability of the system and
make the interaction more natural. Previous studies have shown that users
who interact with an animated talking agent spend more time with the
system, enjoy the interaction more and think that the system performed
better. This has been called the persona effect, and it is considered by many
researchers to be the most important reason for adding animated agents in
educational systems (Walker et al. 1994, Koda and Maes 1996, Lester et al.
97, van Mulken 1998, Lester et al. 1999). There is a risk that the interaction
becomes slower when users try to interpret all the signals that the face
emits, even though they were not deliberately inserted by the interaction
designer (Takeuchi and Naito 1995). This means that some types of
animated agents might distract the users from their tasks (Koda and Maes
1996, McBreen and Jack 2001). However, Pandzic et al. (1999) and Walker
et al. (1994) did not find any degraded task performance when using
embodied agents.
Another concern is that embodied agents will lead people to
anthropomorphize the interface, resulting in too high expectations of the
intelligence of the system (Takeuchi and Naito 1995, Koda and Maes 1996,
Walker et al. 1994). On the other hand, Reeves and Nass (1996) have shown
that users tend to interact socially with computers in the same way as they
interact with people even though the system does not have a human
appearance. Laurel (1990) and Cassell et al. (1999) argue that interface
designers could take advantage of anthropomorphism by embodying some
types of interfaces, thus making the interaction more natural. Dehn and
van Mulken (2000) have reviewed a number of studies on the usefulness of
animated characters, and they conclude that most of these studies have
failed to show an increase in user performance. Nevertheless, they argue
that most of these studies were conducted on too short sessions, and that it
would be desirable to do user studies on longer and multiple sessions. The
animated agents’ entertaining features could for example be used to
motivate students to interact with educational systems. They believe that if
animated characters are used correctly, larger studies will yield better user
performances.
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Adding a face can make the dialogue situation more entertaining and
engaging. The appearance of the face communicates who the speaker is by
means of personality, social status mood, etc. This could be used in
dialogue systems to increase the users’ trust and satisfaction (Nass et al.
2000). Most humans are very good at recognizing and remembering faces
(Donath 2001), a feature which can be used to make different speech
services memorable and familiar. The appearance of the agent can be used
to communicate the system domain. This can be done using a famous real
or fictive person’s face or by dressing the characters to show that they
belong to a certain occupational group. If a single dialogue system supplies
a number of different services, domain specific recognizer lexicons and
dialogue managers could be loaded depending on which character the user
is speaking to, e.g. load the food domain when they are talking to the
Swedish chef and the sports domain when they interact with the virtual
sports commentator. It could also be useful to have multiple characters with
different personality within the same domain. ! "$#%& (1999) describe a
market place with a number of embodied characters that were given
different personalities.

  ' ( )+*-,.)

Animating the face brings the embodied character to life, making it more
believable as a dialogue partner. According to Ekman (1979) facial actions
can be clustered according to their communicative functions in three
different channels: the phonemic, the intonational and the emotional.
The phonemic channel is used to communicate redundant and
complementary information in what is being said. Fisher (1968) coined the
term viseme for the visual realization of phonemes. Accurate lip movements
in audiovisual speech can improve intelligibility, especially for the hearing
impaired (Agelfors et al. 1998), but also in general in noisy environments
(Benoît et al. 1994, Beskow et al. 1997). To be able to produce 3D
animations of audiovisual speech, appropriate face models have to be
developed. These models can be either physically based like Waters’ model
(Waters 1987) or parametric like Parke’s model (Parke 1975). The Parke
model has been used in several audiovisual speech synthesis systems
(Lewis and Parke 1987, Cohen and Massaro 1993, Beskow 1995). There are
also 2D facial animation systems that use image processing techniques to
morph between recorded visemes (Bregler et al. 1997, Ezzat & Poggio 1998).
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The intonational channel is used to facilitate a smooth interaction. Facial
expressions, eyebrow raising and head nods can be used to communicate
the information structure of an utterance, for instance stressing new or
important objects (Scherer 1980, Pelachaud et al. 1994, Cassel et al. 2001,
Decarlo et al. 2002).
The emotional channel is used to increase the animated character’s
social believability. Ekman et al. (1972) found the six universal emotions
that are interpreted by August in Figure 2 (Lundeberg and Beskow 1999).
There are display rules that regulate when speakers show emotions. These
rules depend on the meaning the speaker wants to convey, the mood of the
speaker, the relationship between speaker and listener and the dialogue
situation (Ekman 1982). Some animation systems have implemented such
display rules (Poggi and Pelachaud 1998, de Carolis et al. 2001). Cassell
and Thórisson (1999) found that adding gestures for dialogue regulation, i.e.
turn-taking gestures, in their Ymir dialogue system increased user
satisfaction more than it did when adding emotional gestures. Guye–
Vuillieme et al. (1999) argue that the domain of Ymir (the solar system) had
little emotional content and they conclude that both kinds of feedback are
needed to get more user-friendly virtual environments.

Happiness

Surprise

Anger

Sadness

Fear

Disgust

Figure 2. Ekman’s universal emotions, as interpreted by August.
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classes of gesture usage in dialogues. Speech markers (beats, batons) are
used to communicate the information structure of an utterances, e.g. to
stress important or new objects in a verbal utterance. Ideographs are
produced while the speaker is preparing an utterance to indicate the
direction of thought. Iconic gestures are used to show some representation
of an object that is being referred to verbally. The gesture can depict the
shape, some spatial relation or action of an object. Pantomimic gestures play
the role of the referent. Deictic gestures are used to point to objects visual in
the users environment or represented in the graphical interface. Finally,
Emblematic gestures are gestures that have a direct translation into words
that is known in a specific culture or social group. They are used to send
messages like thumbs up for “ok”, which is shown in Figure 3 among other
examples of gestures used in the Pixie system.

Figure 3. Some of Pixie’s body gestures (Liquid Media 2002).

Chapter 2. Background

  

17



According to Kahneman (1973) gaze indicates three types of mental
processes: spontaneous looking, task-relevant looking and looking as a
function of orientation of thought. Thus, in conversation gaze carries
information about what the interlocutors are focusing on. Gaze can be used
to communicate the speaker’s degree of attention and interest during a
conversation, to regulate the turn-taking, to refer to visible objects, to show
the speaker’s mental activity, to display emotions or to define power and
status. Pelachaud et al. (1996) described a facial animation system that
among other things could display different gaze patterns. According to
Duncan (1972) speakers can give cues that indicate the end of their turns
not only with prosody and syntax, but also by changing the direction of
their gaze. According to Goodwin (1981) the listener looks away from the
speaker while taking the turn to avoid cognitive overload while planning
what to say. The usefulness of gaze in turn-handling was investigated by
Cassell et al. (1999). They found that the speakers looked away from the
listeners at the beginning of turns and towards the listeners at the end of
turns. They also found that speakers tended to look away from the listeners
while giving old information (theme) and towards the listeners while giving
new information (rheme). If theme coincided with the start of a turn, the
speakers always looked away from the listeners. Thórisson (2002) describes
a turn-taking model called the Ymir Turn-Taking Model (YTTM) that uses
speech detection, prosody, gesture and body language to determine when
the animated agent should take the turn. The BEAT system uses gaze, head
nods and eyebrow-raising for turn-handling (Cassel et al. 2000). Finally,
according to Colburn et al. (2000) turn-handling gaze can be used to indicate
who is talking in multi-party dialogues such as virtual conferencing.
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In spoken dialogue systems the users’ spoken input is translated into
computer readable form by a speech recognizer (ASR). The output from the
recognizer could be orthographic words, syntactic classes or application
specific commands that occur in sentences, n-best lists (lists of possible
sentences) or hypothesis lattices. The output from the recognizer is sent to a
linguistic understanding component that interprets the semantic meaning
of the input, which in turn is used by the dialogue manager to determine
what to do, e.g. perform a database search, send a command to an external
device or ask a clarification question to the user. The system also
communicates with speech output, using either recorded prompts or speech
synthesis.
To date, the speech recognizer and the linguistic understanding
components have had to use limited lexicons and grammars in order to get
reasonable performance. However, in some services with simple dialogue
structure and where it is possible to collect large speech corpora, statistical
grammars can be built that have less limited coverage. An example of such
a service is call routing, where the system sends an incoming telephone call
to the appropriate operator (Arai et al. 1998).
At every given point in a dialogue either the system or the user has the
initiative. If the same part controls the dialogue all the time it is called
single initiative, while it is called mixed initiative when the initiative changes
over time. If the task model determines who has the initiative it is called
fixed mixed, and if both dialogue partners can take the initiative at any
given time it is called dynamic mixed (Allen 1997).
Most commercial spoken dialogue systems use system initiative, where
predefined slots are filled or where the users are prompted with menu
choices. In these systems the structure of the application determines the
structure of the dialogue. While menu dialogue systems are appropriate for
many simple tasks, they are not suitable for large vocabulary applications
or for applications where the users have to provide the system with a lot of
data (Balentine 1999). It is problematic to build large and complex
applications since menus preferably should not contain more than about
five items (Balentine & Morgan 1999, Garder–Bonneau 1999) and because
deep menu structures should be avoided (Virzi & Huitema 1997). Moreover,
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since the menu hierarchy is built from the structure of the backend system,
users are required to know how the system is organized in order to be able
to find adequate help.
In contrast, in a system with dynamic mixed initiative users can say
what they want to do without having to learn a special way of speaking, and
without knowing the organization of the backend system. However, since
such dialogues are not strictly system driven it is more difficult to
understand the underlying intention of the users’ utterances. User adaptive
spoken dialogue systems cannot be built without studying both human–
human dialogues and human–computer dialogues. To be able to study
human–computer dialogues both real and simulated systems have to be
developed. By studying human–human interaction it is possible to take
advantage of the rules and regularities that it reveals. Furthermore, it is
very important that conversational systems are able to handle errors and try
to prevent them from occurring, by communicating what has been
understood and if necessary initiate a clarification dialogue to solve
communicative problems. This also requires the collection and study of user
data.
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Spoken dialogue systems usually have three parts: Understanding the user
input, deciding what to do, and generating the system output. In simple
question/answer dialogue systems this can be done in a pipeline manner
where one module sends its output to the next module and finally an
answer is generated, as seen in Figure 4.
speech act
resolved parse
parse
text Parser
ASR
speech

USER INPUT

Reference
resolution

Speech act
determiner

Response
planner

deep structure
Text
generator

tagged text
Speech
synthesizer
speech

SYSTEM OUTPUT

Figure 4. A system architecture for a simple spoken dialogue system.
If the system is to be multimodal and conversational a more complicated
system architecture is needed. The system must be able to combine input
from several modalities, which means that it in some cases has to wait for
more information from the same or another channel before sending the
input to the dialogue manager. To make the system reactive it has to be
able to produce output while it is processing the input, for example
producing turn-handling facial gestures while listening to speech input.
Finally it has to be able to decide which channels to use for output and
when to produce it. Figure 5 below shows an example of what an
architecture that can handle some of these issues might look like. Apart
from the vision input, this architecture is almost identical to the
architecture used in the AdApt system. Another difference is that the I/O
Manager has been divided into three sub-modules, one module for merging
input from different input modalities, one module for decomposing
multimodal messages from the dialogue manager that are to be sent to
respective output module, and a module that is responsible for the timing of
the input and output of the system.
In order to build conversional systems it is important to be able to
handle user utterances that contain problematic parts, due to either
recognition errors or user hesitation or disfluencies. The system also has to
respond fast to give the dialogue a conversational feel. The demands that
conversational systems put on the understanding modules are quite hard to
meet. The system should be able to understand the intentions of the user,
use planning to decide what to reply and then answer very fast. Some of
these requirements can be met by using machine learning for the semantic
analysis.
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Input understanding modules
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Output
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output generator

Speech
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Output devices

Figure 5. A system architecture for a multimodal conversational system.
Spoken dialogue systems are quite complex with many different
components, which also puts constraints on the system architecture. Since
many developers have to work together to build the systems it is necessary
to make them modularized. This modularization could be done in different
ways: either the system is built in an object-oriented language where the
whole system could be run in one process and where there are different
internal modules/objects that communicate via internal interfaces; or the
modules could be distributed into multiple processes that communicate via
external interfaces, e.g. sockets. The latter makes it easier to build a system
that is distributed over several computers and more importantly it is
possible to implement the different modules in different programming
languages. This makes it easier to distribute the work of implementing the
modules to developers with different backgrounds and requirements on the
programming language. A drawback of the distributed architecture is that it
might be slow in cases where a lot of information must be communicated at
a high rate. It may also make the installation and maintenance more
complicated.
The next chapter will present an overview of how to develop spoken
dialogue systems. It will also give a short introduction to knowledge sources
that have been used when developing such systems.
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One difficulty when building spoken dialogue systems is that it is hard to
anticipate how people will speak to the system. Furthermore, since the
users’ way of speaking will be influenced by the functionality of the system,
it would be desirable to do user studies under realistic conditions before
deciding on the design of the dialogue system. Wooffitt et al. (1997) present
three solutions to the problem of predicting how users will interact with
spoken dialogue systems. The first is design by inspiration, using the fact
that humans are experts in human language. In these cases the application
is analyzed and a strictly system driven dialogue system that is developed
uses the linguistic intuition of the system designer. As Wooffitt et al. (1997)
point out this is not a very good idea since the designer usually cannot
think of all possible situations in advance. Another problem is that this
method relies on the designer’s linguistic competence and not his
knowledge of language use. The next method is design by observation. This
means that the designer observes how people solve the same tasks while
talking to other humans. To be able to do this it has to be possible to collect
human–human dialogues. If there is no manual version of the service this is
of course impossible. In those cases it is necessary to design by simulation.
This is the well-known Wizard-Of-Oz (WOZ) technique, where some or all
parts of the system are simulated by a human operator. To get realistic user
interaction it is important that the users believe that they are interacting
with a real system.
Bernsen et al. (1998) presented a life cycle for the development of
spoken dialogue systems, see Figure 6.

Figure 6. The life-cycle from Bernsen et al. (1998).
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The life cycle starts either with research ideas or commercial requests that
are used in a survey that aims at producing design specifications,
requirement specifications and evaluation criteria. The design specification
is first used to develop a simulated version of the system. This is exposed to
test users and the evaluation of the user interactions is used to revise the
design specification. Then a fully functional system is built, user tested and
the design specification is revised iteratively until the requirement
specifications are met. The evaluation criteria are then used to do
acceptance tests with the end users.
There are a number of knowledge sources that are useful in the
development of spoken dialogue systems. Here is a brief overview of three
types of knowledge sources.
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Human– human dialogues have been studied extensively and there are many
theories that aim at modeling different aspects of communication. This
section will give some examples of theories about human– human dialogue
that have been influential for designers of human– computer dialogue
systems. Before going into these theories the usages of the term
conversation will be commented on.
Conversation and conversational
Humans use language to perform many communicative functions.
Traditionally, spoken language mostly has had an interactional function - to
establish and maintain personal relationships, while written language
mostly has had a transactional function - to transfer information (Brown
and Yule 1983). This is not completely the case anymore - people leave
short messages verbally on answering machines and they write e-mails and
sms-messages to maintain their personal relationships. According to Leech
et al. (1995) “conversation ... is dialogue conducted primarily for interactional,
rather than transactional reasons”, but others, for example Sacks et al.
(1974) use the term conversation for any unscripted dialogic talk. Levinson
(1983) points out the following about conversation “conversation is not a
structural product in the way that a sentence is - it is rather the outcome of
the interaction of two or more independent, goal-directed individuals, often
with divergent interests”. Button (1990) argues that even though it is
possible to build machines that simulate conversational sequences, it would
be wrong to say that they are “conversing” in the same way as humans. He
claims that this has implications on how conversational analysis should be
used when developing dialogue systems. Zue and Glass (2000) and Allen et
al. (2001) use the term conversational dialogue systems to indicate that they
allow the users to state what they want to do freely - just as they would if
solving the task by talking with another human. However, the goals of these
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conversational human– computer interactions are still primarily taskoriented. There are a number of spoken dialogue systems that can be called
conversational according to this interpretation of the expression, e.g. the
How may I help you? system (Gorin et al. 1997), the MIRACLE system (Stein
et al. 1997), the Jupiter system (Zue et al. 2000), the August system
(Gustafson et al. 1999) and the AdApt system (Gustafson et al. 2000).
Speech acts
Speech act theory is based primarily on the works of Austin (1962) and
Searle (1969). The speech act theory deals with the communicative function
of utterances, i.e. the intention of the speaker and the effect on the listener.
It is highly relevant when designing spoken dialogue systems, since for each
user utterance the system must decide its purpose: whether it is a request
for information, a clarification question, a confirmation, an action, a change
of topic, etc. It can be hard to assign speech acts to utterances in dialogue
systems, since the same utterance can be associated with multiple speech
acts depending on a range of factors, such as prosody and dialogue context.
A number of plan-based computational dialogue models which use speech
acts as plan operators have been developed (Cohen and Perrault 1979, Allen
and Perrault 1980, Cohen and Levesque 1990, Litman and Allen 1990,
Carberry 1990, Lambert 1993, McRoy and Hirst 1995).
Conversational structure
The main feature of a dialogue that distinguishes it from a monologue is
that there are at least two partners who contribute to the discourse. This
feature has been called the “chaining principle” (Good 1979). The dialogue
consists of turns that are composed by smaller so called turn construction
units (TCUs). These are potentially complete turns, which means that at the
end of a TCU it is possible but not obligatory for the listener to take the
turn. These places are called transition relevance places (TRPs). Turns can
have various components, from a single phone to several utterances (Sacks
et al. 1974, Schenkein 1978). The overlap in speech between interlocutors is
less than 5%, while at the same time the silent intervals between turns are
typically only a few tenths of a second (Levinson 1983, Ervin-Tripp 1979).
Bull (1996) found that a third of the between-speaker intervals were less
than 200 ms long - which is typically the shortest possible response time to
speech. This means that the listener uses a range of features in the
speaker’s speech to anticipate where the TRP will come. Studies on how
speakers indicate and listeners perceive TRPs have for example found the
following features to be relevant: cue words (Grosz and Sidner 1986),
intonation (Hirschberg and Pierrehumbert 1986), boundary tones and
silences (Traum and Heeman 1997), control phrases, topic and global
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organisation (Whittaker and Stenton 1988). In dialogues there are
regularities in the ordering at a local level described as adjacency pairs
(Schegloff 1968), for example Question– Answer. This simple structure is not
always applicable, there is often an insertion-sequence which delays the
Answer-part to a Question-part, until some other question has been
answered. There are also global organization principles that describe how
different types of dialogues are initiated and ended.
These regularities in dialogue have led some researchers to propose that
coherent utterance exchanges in dialogue can be described by means of
conversational rules, much the way coherent sentences are described by
syntactic rules. The basic categories of these conversational rules are
speech acts, and the general idea is that sequences of speech acts that
adhere to the rules are coherent, while the remaining sequences are
incoherent. While there are serious theoretical problems with this approach
as a general model for human– human conversations (Levinson 1983), it has
been successfully applied to the design of human– computer dialogue
systems, such as the dialogue games of Power (1979) and Carlson (1983) or
the dialogue grammars of Polanyi and Scha (1984) and Jö nsson (1993,
1996).
There are two simultaneous information channels in a dialogue: the
information channel from the speaker, and the backchannel feedback from
the listener. The backchannel feedback indicates attention, feelings and
understanding, and its purpose is to support the interaction (Yngve 1970).
It is communicated by anything from short vocalizations like “mm” to
utterances like “I think I understand” , or by facial expressions and gestures
(Goodwin 1981). Jurafsky et al. (1998) presented a computational model
that used lexical, prosodic and syntactic cues for automatically
distinguishing between the dialogue acts yes-answer and three types of
backchanneling acts: continuers, incipient speakership and agreement. All of
these can be realized by words like “yeah” , “ok” , “mm-hmm” .
Co-operation
Another fairly well agreed upon finding is that most human dialogues are
characterized by co-operation (Grice 1975, Allwood 1976). Grice defined the
Co-operative Principle: “Make your conversational contribution such as is
required, at the stage at which it occurs, by the accepted purpose or direction
of the talk exchange in which you are engaged” , which is manifested in the
maxims of Quantity, Quality, Relation and Manner. Dybkjær et al. (1996)
have extended the Gricean maxims to be useful for human– computer
dialogues. They added three more aspects that they argued a dialogue
system must take into consideration:
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Partner asymmetry

Provide clear and comprehensible communication of
what the system can and cannot do, and how the user
has to interact with the system.

Background knowledge

The system has to take into account the users’
background knowledge and their assumed expectations
of the system’s knowledge.
The system should initiate clarification metacommunication if necessary, e.g. if the user input is
inconsistent or ambiguous.

Repair and clarification

Gaasterland et al. (1992) give an overview of the use of Gricean maxims as a
starting point for cooperative answering. They describe cooperative
techniques for information retrieval that consider both the users’
conceptions and their misconceptions.
Grounding and collaboration
Participants in spoken dialogue establish a common ground from their past
conversations, their immediate surroundings and the current dialogue
(Clark and Schaefer 1989, Clark and Brennan 1991). Speakers co-ordinate
their use of language with other participants in a language arena in two
phases: first an utterance is presented, it is then accepted when the receiver
signals that he has received the information. The acceptance is
acknowledged by feedback words like “ok”, paraphrases of the presented
utterance, or by implicit acknowledgments (Traum and Allen 1992). The
implicit acknowledgment could be produced by reusing the terms the
participant used or by continuing the dialogue in a way that is in
accordance with the previous turn.
Collaboration in dialogue is the process where the participants
coordinate their action towards a shared goal. This has been formalized in
the Shared Plans theory (Grosz and Sidner 1986), where three discourse
structures are used: the intentional structure in the form of Shared Plans,
the linguistic structure in the form of segments of actions, and the
attentional structure in the form of a focus stack. Collagen is a
computational model that is based on this theory (Rich and Sidner 1998).
Participants in a conversation also collaborate while making references
(Clark and Wilkes– Gibbs 1986). A computational model of how users
collaborate on referring expressions was proposed by Heeman and Hirst
(1995). Traum and Allen (1992) presented a computational model of
grounding. They also defined discourse units (DUs) that are built up by
single-utterance grounding acts. They extended the speech act theory into
the conversation act theory that used four discourse levels: turn-taking,
grounding, core speech acts and argumentation. This theory was presented
in Traum and Hinkelman (1992).
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In task-oriented dialogues users talk with the system in order to be able to
complete a task. If it is a task that people usually solve by talking to other
humans the dialogue designer can use transcripts from human– human
interaction as an inspiration when designing the task model. A method of
formalizing this work has been proposed by Jö nsson and Dahlbäck (2000).
They argue that human– human dialogues might be relevant to get an idea
of what tasks users would like to solve and how these tasks are related to
each other, but that they will not be optimal for building grammars and
language models, since people adjust their way of speaking according to the
receiver. Their suggestion is to distill the human– human dialogues by rewriting them as the dialogue designer thinks they would have been
conducted if they were human– computer dialogues. Their distilling
guidelines state that the ‘user’ utterances should be changed as little as
possible, and that the ‘system’ utterances should be changed in order to
match the desired capabilities of the future automated system. These
dialogues can give the designer inspiration for the task analysis needed to
build the initial domain model and a WOZ system that could be used to
collect more realistic data. Another way of getting the information needed
for the task analysis from an existing manual version of the service is to
interview the humans that perform the task, as well as their customers.
If there is no manual version of the service, other methods have to be
used. One commonly used method in system development is scenario
analysis. A scenario describes a user situation where an imaginary user
interacts with the future system. The scenario can describe different kinds
of typical users in various user situations. The scenario describes
everything that is happening, what the user does and how the system
reacts. These descriptions can be used to specify what kind of modules the
system must have. A method that was used in the Olga project (Beskow &
McGlashan 1997) at this stage in the scenario analysis was to let the
system developers simulate their own modules verbally while stepping
through the scenarios. At each step they had to specify what messages their
modules would need from other modules in order to perform the tasks
needed for them to support the complete system in generating the desired
output. A popular type of scenario in object-oriented system development is
use cases (Jacobson et al. 1992). According to Hulstijn (2000) use cases are
useful in the development of simple spoken dialogue since they are easy to
use and because they generalize over a set of related scenarios. However,
Hulstijn states that use case tools (flow graphs and sequence diagrams) are
not optimal for developing mixed initiative dialogue systems.
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One final source of knowledge on how to build spoken dialogue systems is
to perform user studies on people who interact with real or (partly)
simulated systems. With such simulations, researchers and system
designers achieve many goals: they get data for speech recognizer training,
information on domain-specific expressions, utterances and dialogue
patterns, turn-taking behavior, and (if the system is multimodal)
information on how the users prefer to make use of the various modalities.
In addition, data from simulations may point to problems and research
issues that would have been difficult to anticipate otherwise.
Rapid prototyping and iterative development are common methods in
software engineering, and they can also be useful when developing spoken
dialogue systems. These methods have been successfully used for graphical
interfaces where the user interacts with a system that is not fully
functional, but that gives the users the look and feel of the final system.
This is not as easy in spoken dialogue systems since the prototype system
has to have some rudimentary speech understanding and the system
designer has to anticipate how the users will speak to the prototype. To be
able to build the first iteration of the prototype it might be necessary to
simulate at least the speech understanding.
The method of simulating the whole or parts of a dialogue systems, in
order to be able to collect human– computer interaction, has been called the
Wizard-of-OZ (WOZ) method (Richards and Underwood 1984, Guyomard
and Siroux 1988, Jö nsson and Dahlbäck 1988, Fraser and Gilbert 1991). A
crucial part of WOZ simulation is to make the subjects think that they are
interacting with a fully automated system. The term comes from the
children’s novel The Wonderful Wizard of Oz (Baum 1900):
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There are some requirements that need to be met in order to perform a WOZ
simulation. It must be possible for the wizard to perform the intended tasks,
the desired system behavior must be specifiable and the whole simulation
must be believable (Fraser and Gilbert 1991). An early attempt at dealing
with these issues was the ARNE-3 WOZ environment (Dahlbäck et al. 1993).
This system had an editor for making database queries and used menus
with canned system prompts to ensure fast and consistent answers from
the wizard. It is also possible to simulate only one component in the system,
like in the Waxholm WOZ experiments where the wizard simulated only the
speech recognizer, typing in exactly what the subjects said (Blomberg et al.
1993). The WOZ method for initial data collection has been used in the
development of a number of spoken dialogue systems, e.g. Circuit Fix It Shop
(Moody 1988), ATIS (Hemphill 1990), SUNDIAL (Peckham 1991), MADCOW
(Hirschman 1992), The Philips train timetable system (Oerder and Aust
1994).
If WOZ simulations are used to collect spoken interaction that will be
used to train speech understanding components it is important to decide
what degree of understanding the wizard should simulate. However,
Dahlbäck et al. (1993) did not let their wizards simulate limited
understanding because they did not want to decide on what kind of
understanding a future system might be capable of. Furthermore, they
argued that it is very hard for a wizard to simulate limited understanding in
a convincing way. However, Bernsen et al. (1998) argue for giving the wizard
simple rules on how to simulate limited understanding, e.g. “do not
understand any personal names” or “do not understand negations”. They
also state that input filtering can be used to elicit wizard misrecognitions.
There have been other attempts at simulating limited understanding
capabilities. According to Fraser and Gilbert (1991) text input systems could
use filters that introduce insertion and deletion errors, and speech input
systems could have a speech recognizer between the subject and the human
wizard. Peissner et al. (2001) presented a WOZ system where the human
wizard only decided if it was possible for the system to understand the
subject’s utterances according to some given restrictions. The system then
used this assessment to decide with what probability it should understand
the user input correctly.
In multimodal WOZ systems the wizard has to be able to handle the
graphical modality as well. In the AdApt WOZ experiment the subjects’
speech and graphical input was sent to a WOZ interface that was run on a
seperate computer (Gustafson et al. 2000). Graphical selections were
automatically translated to text and inserted into the wizard’s database
interface. In the same interface the wizard would insert the constraints that
the subject provided in his spoken input. The wizard generated synthesized
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answers using menus of answer templates. The system could be adjusted to
construct verbal answers with deictic references that had to be
synchronized with the graphical output. Salber and Coutaz (1993) argue
that one could use multiple wizards in multimodal WOZ simulations, one
for handling the input, one for handling the task level decisions and one for
formulating the answers. They also state that it might be useful to have
different wizards for each input modality, but then an additional wizard is
needed for modality fusion. However, using multiple wizards in any of these
two ways will introduce rather complicated coordination between the
wizards, that might be hard to handle.
In the MASK project three cycles of WOZ simulations were run before
building the prototype system (Life et al. 1996). They used the WOZ
experiments for the dual purpose of prototyping the user interface and for
collecting realistic spoken interaction. At later stages of the iterative
development of spoken dialogue systems, more advanced WOZ experiments
can be conducted. Ammicht et al. (1999) describe a system where the
wizard supervises a fully automated dialogue system. The wizard can either
control every step of the interaction or let the system work semiautomatically, where the wizard can override the system decisions at
different levels when necessary. Thus, the wizard can correct wrong
decisions in one module and then let the rest of the system do its job.
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A number of taxonomies of dialogues have been presented over recent years.
Dahlbä ck (1997) distinguishes between seven main dimensions that are
relevant when investigating dialogues:
•

Modality (spoken or written)

•

Kinds of agent (human or computer)

•

Interaction (dialogue or monologue)

•

Shared context (spatial and temporal)

•

Number and types of tasks

•

The dialogue-task distance (dialogue and task structures)

•

Kinds of shared knowledge

Allen (1997) uses dimensions that describe phenomena a dialogue system
must be able to handle:
•

Reference resolution - from none to arbitrary anaphora

•

Task complexity - from static to hierarchical

•

Dialogue management - from none to meta conversation

•

Initiative - from fixed single to dynamic mixed

Spoken dialogue systems have so far mostly been designed with an overall
goal to carry out a specific task, e.g. ordering tickets. In addition, it would
be interesting to consider other goals that the users could have when
interacting with a spoken dialogue system. Extending the types of dialogues
that could be handled by spoken dialogue systems has consequences for
both implementation and evaluation. Most current systems are taskoriented because it makes it easier to build domain models that can be used
to pre-define the language models and dialogue rules. Furthermore, having
pre-defined tasks makes it easier to evaluate the performance of the
dialogue system. The system that can help the users to obtain their overall
goal fastest, with the least number of turns might be regarded as the best
one.
It would be interesting to extend the goals of spoken dialogue systems,
without making it impossible to handle the user interaction that these
systems elicit. A first extension could be to remove the overall goal of the
dialogues, e.g. buying a train ticket, thus getting explorative dialogues.
These dialogues would still have tasks that are solved during the
interaction, i.e. giving constraints or receiving information about objects.
However, in the case of explorative dialogues, it is harder to compare the
number of turns between different user interactions, in order to decide the
quality of the system. For how long different users like to browse an
information-set varies a lot.
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The next step could be to remove the presence of an external task
altogether, thereby obtaining interactional dialogues that are not used to
achieve anything outside the dialogue itself (Brown and Yule 1983).
Correctly designed, such dialogues might still be amenable to processing by
a dialogue system, since they are likely to primarily bring up features from
the immediate shared context. These context-oriented dialogues would
focus on who the dialogue partner is, objects in the shared spatial context
and the actual situation of the dialogue partner. The resulting three
dialogue categories could be summarized in the following way:
Task-oriented – spoken dialogues that are used to simplify tasks that the
users would like to get help with, e.g. control devices and simple computer
applications, retrieve or store information in databases, order goods or
services, collaborate with the system to do complex tasks. The advantage of
task-oriented dialogues is that the turns usually are quite short. Moreover,
the users have well-defined goals with their interaction, which make it
possible to determine if they have succeeded by measuring task completion
rates.
Explorative - spoken dialogues that are used to acquire knowledge about
some complex task or browse structured information, e.g. tutoring or
educational systems, browsing a large dataset, tourist information systems
or asking animated characters in a computer game to perform certain tasks.
The users have a goal with their interaction, but it is not easily defined.
Rather than finding something in particular it is to explore the possibilities.
This makes it hard to determine if and when the users succeed. It is
possible to measure query error rates but that does not tell you if the users
found what they were looking for. Using an evaluation scheme like Paradise
(Walker et al. 1997) might be hard since users might like a system with high
query error rate that happened to help them to find something interesting,
while they may dislike a system with low query error rate that did not help
them to find any interesting items.
Context-oriented – spoken dialogues that are targeted at the dialogue
situation, where users engage in small talk with an embodied agent in order
to get to know more about the agent’s personality, the location where the
dialogue takes place and the situation. Bickmore and Cassel (2000)
experimented with different degrees of small talk in their REA system to
establish a social relation that would increase the users’ trust in their
animated agent, and to give the users a notion of the agent’s capabilities.
Context-oriented dialogues could be used by a conversational agent that
embodies a real or fictive person in an information kiosk, interactive actors
or characters in computer games or museum guides that can engage in
dialogues about the exhibition they inhabit. It is quite hard to measure
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success rate since the user’s primary goal is to be entertained. It is possible
to measure query error rates, but to build an entertaining system it is not
certain that understanding is the only important feature. It might be equally
important for the system to be able to act as if it understood or to keep the
conversation going trying to understand what the user meant later on. An
early example of keeping the dialogue going without deep understanding
was Eliza (Weizenbaum 1966). A later example is Julia, a ‘chatterbot’ who
inhabited a text-based MUD (Mauldin 1994, Foner 1997). Julia used word
pattern matching and answer templates, often with humorous responses, to
create a socially viable persona that users enjoyed chatting with.
The features proposed by Dahlbä ck and Allen are of course very
important to consider when implementing dialogue systems with any of
these three types of goals. Allen et al. (2000) argue that it is necessary to
limit spoken dialogue systems to goal-seeking dialogues, practical dialogues,
which would correspond to the task-oriented dialogues and explorative
dialogues above. They suggest that unrestricted natural dialogues are too
hard to handle. However, the experiences from the August and Pixie
systems indicate that people are rather restricted in context-oriented
dialogues as well. The users mostly talked about the agent and the shared
spatial context. If a dialogue system would have control of the context it
would be possible to build systems where the users’ goal is to have
entertaining dialogues. These kinds of context-oriented dialogues will be
important if spoken dialogues are to be used in computer games. The users
will be able to refer multimodally to objects in their shared spatial context.
It will be possible to generate context-oriented dialogues since the system
will know what is shown in a particular scene and since the personality and
traits of the characters will be indicated by their appearance, movements
and speech.
Spoken dialogue systems could benefit from having all three types of
goals, but the benefit might vary in importance depending on the
application type, which is indicated in Table 1. The size of the dots in this
table represents an attempt at assessing the importance of the dialogue
goals for a range of application types.
The first three application types in this table are typical task-oriented
domains that most spoken dialogue systems have been targeted at so far. In
these task-oriented domains, explorative dialogues might be useful as a
help option, where they could be used to explain the available options in the
system. Context-oriented dialogues might be useful if the interface is
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problem solving applications built so far have focused on solving a single
specific task, e.g. rescuing people (Allen et al. 2001) or mending a circuit
board (Smith et al. 1992), but there is of course a need for a browsing
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feature in these also, e.g. while the users are familiarizing themselves with
the domain of the system. Information browsing is the obvious application
for explorative dialogues. Bickmore and Cassel (2000) argued for the use of
small talk in their REA system in order to “grease the wheels of task talk”. It
would also be natural to use an information browsing system to perform a
certain task, e.g. allowing a user of the AdApt system to contact the seller of
a specific apartment in order to place a bid on it.
Table 1. A list of application types, examples of systems, the importance of
supporting different types of goals, and the value of an embodied agent.
Type of application

Example Systems

Voice-controlled
devices

Put-That-There (Bolt 80)
VODIS (Westphal & Weibel 99)
D’homme (Rayner et al. 01)

Transactional
Systems

Telia/SRI travel system (Boye et al. 99)
CTT-bank (Melin et al. 01)
SmartKom (Wahlster et al. 01)

Information
Retrieval

Sundial (Peckham 1991)
Voyager (Zue et al. 91)
Waxholm (Blomberg et al. 93)
Philips Train timetable (Aust et al. 95)
PADIS (Kellner et al. 96)
Galaxy (Seneff et al. 98),
Arise (Lamel et al. 98)
MIMIC (Chu-Carroll 00)

Problem Solving

Circuit Fix It shop (Smith et al. 92)
Trains (Allen et al. 95),
Trips (Allen et al. 01)
Larri (Bohus & Rudnicky 02)

Information
Browsing

REA (Cassell et al. 99)
AdApt (Gustafson et al.00)
Nokia TV Guide(Ibrahim et al. 01)

Tutoring system

PPP persona (Rist et al. 97)
Collagen (Rich et al. 01)
Steve goes to Bosnia (Traum & Rickel 01)

Educational
system

Herman the Bug (Lester & Stone 97)
Baldie (Cole et al. 99)
Cosmo (Lester et al. 99)
Steve (Johnson et al. 00)

Persona/Guide at
Exhibition/Museum

August (Gustafson & Bell 00)
I SEE (Oviatt 00)
Mack (Cassell et al. 02)
Pixie (Gustafson & Sjölander 02)

Entertainment,
Computer Game

Seaman (Sega 00)
Hey, you, Pikachu! (Nintendo 99)
NICE (www.niceproject.com 02)

TaskContext- Embodied
Explorative
oriented
oriented
Agent
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Both tutoring and educational dialogues are primarily explorative, but they
have the overall goal of teaching somebody something, maybe to improve a
student’s performance in a subsequent written assignment. An embodied
character with a personality that can engage in context-oriented dialogues
might make the learning experience more engaging, thus improving the
learning effect (Dehn and van Mulken 2000).
The last two application types are the most context-oriented. Initially
the users will try to get to know the animated characters. Then they will
explore and use the agent’s capabilities, e.g. telling it to do things in a game
or asking it questions about an exhibition. An embodied character in an
exhibition could also be used to perform tasks, such as ordering tickets for
certain events, and the players of dialogue games might have the overall
goal of solving the game.
This chapter has described the parts needed to build multimodal
spoken dialogue systems, and has outlined some guidelines on how to build
them. The importance of studying the way humans interact with other
humans as well as with computers has been stressed. Lastly, a taxonomy of
dialogue goals was presented and discussed. The next chapter will describe
five spoken dialogue systems that have been developed as part of the
current thesis.

 
!#"#$%&'
The work described in this thesis was carried out at the Department of
Speech Music and Hearing (TMH) at KTH between 1992 and 2000, and at
Telia Research between 2000 and 2002. TMH has a long-standing tradition
as one of the world's leading speech research departments. The pioneering
work of Fant, Lindblom, Öhman and others in the fields of speech
production and perception (Jakobson, Fant and Halle 1952, Fant 1960,
Lindblom 1963, Öhman 1966), was later applied in work on speech
synthesis and recognition (Fant 1953, Liljencrants 1967, Carlson and
Granströ m 1976, Blomberg and Elenius 1978). Since 1992, the department
has also worked in the dialogue field, building spoken dialogue systems.
Many of these systems have used an animated talking head as a dialogue
partner for its users. The spoken dialogue systems that will be described in
this thesis are shown in Figure 7. Their chronology is indicated by the
timeline: The Waxholm system was developed from 1992 to 1995, Gulan
from 1997 to 1998, August in 1998, AdApt from 2000 to 2002 and finally
the Pixie system that was developed at Telia Research in 2002.
This chapter introduces these systems briefly and gives an overview of
some of the features of the systems that might have influenced the dialogue
corpora collected. All systems have used spoken Swedish as input and
output, and all dialogue examples below have been translated into English.

Info-seeking

Education

Public Agent Info-browsing Home Control

Figure 7. The spoken dialogue systems presented in this thesis.
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This section will give a short overview of the five dialogue systems, as well as
some example dialogues that will give an idea of their functionalities.

  !"$#

Waxholm was a spoken dialogue system for retrieving information about the
ferryboat services in the Stockholm archipelago (Blomberg et al. 1993). The
system also had some information about facilities like hotels and
restaurants on the islands. The system could be used to find information,
not to carry out the actual bookings or provide further tourist information.
The system featured a graphical interface with an animated talking head
and a picture that visualized the system’s domain (Bertenstam et al. 1995).
Textual information was presented by placing tables by the icons depicting
the corresponding facilities, as in Figure 8, where the table with available
hotels is below the picture of the hotel, while the timetable is shown below
the boat. Information provided by the user was also displayed at different
places, the recognized destination was shown on the island and the
recognized departure on the jetty.

Simple icons of the facilities on the
islands that indicate where related
information tables will be displayed

Time tables with the names
of the boats and their
departure and arrival times

Figure 8. The Waxholm user interface.

The animated agent turns his head
to the part of the screen where the
information referred to is displayed

The information that the user
has given is shown at certain
places in the interface
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The Waxholm project was initiated in 1992 as a research effort for building
spoken dialogue systems. In this project, new dialogue management and
parsing modules were developed and combined with TMH’s existing speech
synthesis and recognition. The goal was to acquire knowledge on how to
develop the natural language modules and the other system modules
needed to build spoken dialogue systems (Carlson 1996). Another important
purpose was to collect spoken dialogue data. The fully automated Waxholm
system has not been used in any extensive users studies. These were
instead carried out during the iterative development of the system. The WOZ
version was used to collect dialogues from 66 subjects. Before interacting
with the system, the subjects of the WOZ experiment were given written
scenarios, but these turned out to influence the subjects. Some of the
subjects reused large parts of the written scenarios when they approached
the system. An example of this can be seen in Figure 9.
Scenario 2:
You would like to take a trip out into the archipelago during the weekend. Because you’d like to
have a comfortable stay, you want to stay at a hotel. You quit work at 3:00 pm on Friday and start
work again at 10:00 on Monday. Find out where you can stay and when you can travel.
The user’s first utterance:
”I want to go out into the archipelago during weekend EEH and stay at a hotel, when, where is it
possible EEH to stay”
Figure 9. Example of priming from the written scenarios in Waxholm.
The users were also influenced by the wording of the verbal output of the
system. This phenomenon was further investigated in the study that is
presented in Paper II of this thesis. In this study users had to answer
questions about their holiday plans. The system used one of two verbs in its
questions. The subjects reused the verb in their answers in 51% of the
cases while they used another verb with the same or almost the same
meaning in only 4% of the cases (in the rest of the cases they did not use
any verb at all in the answer or did not even answer the question).
Another problem was that the users often did not understand what the
system was looking for. The system did not use verbal confirmation in each
turn since it would make the dialogues slow and unnatural. To overcome
the priming problem and to be able to give the users feedback on what the
system had understood so far, a graphical representation of the system
domain was added (Bertenstam et al. 1995). The domain can be viewed as a
microcosm consisting of harbours with facilities and boats that can take
you between them, see Figure 8. Instead of the written scenario the
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animated talking head gave a verbal introduction to the system while the
system highlighted the relevant parts of the graphical interface, as can bee
seen in Figure 10.
Welcome to the Waxholm project. The microcosm you are about to explore is the Stockholm
archipelago. What you see on the screen is a graphical representation of the objects in this world.
There are 224 ports and a number of Waxholm boats. The ports have:
Restaurants, /shows a photograph of a restaurant where the restaurant table will be shown/
Campings sites, /shows a photograph of a tent where the camping table will be shown/
Hotels and
/shows a photograph of a hotel where the hotel table will be shown/
Youth hostels
/shows a photograph of a hostel where the hostel table will be shown/
You can also use maps of the archipelago
Figure 10. The verbal introduction that the talking head gave while the
pictorial introduction was shown in the GUI.
The idea of the pictorial introduction was to give the users a hint of what
kinds of things they could ask about and also to remind them of this later
on in the dialogue. Another purpose was to be able to continuously
feedback the information that the system had obtained from the processing
of the users’ utterances, such as place of departure, day of travelling and so
on. The interface was also meant to give a graphical view of the knowledge
the subjects had secured so far, in the form of listings of hotels, etc.
The nature of the domain, with boats cruising in the Stockholm
archipelago - sometimes returning to the same harbour on the same trip,
made the backend system a bit complicated (Gustafson 1992). Another
feature of the domain was the hierarchal structure, were harbours were
located on islands. As an example of problems resulting from the hierarchal
structure, Stockholm was regarded as an island by the system, but probably
as a harbour by the users. This solution was chosen because it could not be
expected of the users to know which of the three harbours in Stockholm
they had to go from in order to be able to get to their destination. Dialogue 1
below shows an example of when this led to confusing system output. It is a
user interacting with an early version of the WOZ system, where the notion
of return-trip had not been implemented yet. Since all harbours in
Stockholm were considered when the users asked for Stockholm, the
system in this example tries to find a trip between any of its harbours.
However, the subject identifies this problem and corrects it at the same time
as he specifies on what day he wants to return.
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SUBJECT

SYSTEM (Waxholm)

Er I have a question

I don’t understand

Where is Lådna?

Lådna is located on this map

Er how long does it take to
go there

From where do you want to depart?

From Stockholm

Where do you want to go?

To Lådna

Which weekday do you want to travel?

On Friday

There are many boats that go from Stockholm to Lådna on a
Friday, what time do you want to go?

Well... in the afternoon

This is a timetable of the boats that go from Stockholm to
Lådna on a Friday after 12 o’clock am and before 6 o’clock
pm .

Are there no boats later at
night?

This is a timetable of the boats that go from Stockholm to
Lådna on a Friday after 5 o’clock and before 12 o’clock.

If I want to go back to
Stockholm later on?

There are no boats that go from Stockholm to Stockholm on
a Friday after 5 o’clock and before 12 o’clock.

From Lådna on the
Saturday?

This is a timetable of the boats that go from Lådna to
Stockholm on a Saturday after 5 o’clock and before 12
o’clock.

Dialogue 1. A dialogue example from the Waxholm WOZ corpus. The subjects
were given the following written scenario: “You are visiting friends who have
a summer cottage on Lådna. Your task is to locate Lådna and then find out
how to get there. Please start by pushing the button.”
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The Gulan educational system was a modular dialogue system which
students could reconfigure interactively whilse running it. The students got
a simple dialogue system where they could search the web-based version of
the Swedish Yellow Pages. The system presented information both verbally
(with an optional talking head) and graphically on a map and in a text table.
The student could inspect and change the different modules of the spoken
dialogue system. The purpose of the lab assignment was to stimulate the
students to think about the possibilities, limitations and some practical
problems of task-oriented spoken dialogue systems in the information
retrieval domain. The system was developed at KTH (Sjö lander and
Gustafson 1997). A new dialogue manager for Gulan was developed by
NLPLAB at Linkö ping University in a joint project (Gustafson et al. 1998).
Gulan has been used in a number of speech technology courses at five
different universities in Sweden. The system has also been demonstrated
live at a number of workshops.
The system overview window is shown to the left in Figure 11. The
students could access the different dialogue modules by pressing the
buttons at the bottom of the screen.

Figure 11. The Gulan interface, where the overview window is shown.
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Gulan has been used in lab assignments where students were given a
version of the system which had some basic functionality that they could
extend. They were told to first try the system for a while, then later to
extend the lexicon with more words, add new items, e.g. book stores, from
the yellow pages database and finally add new dialogue management rules.
The lexicon module was the most central one, where the students would
make many of their changes and additions. It was used by the recognizer,
the keyword spotting module, the dialogue manager and the speech
synthesizer. The lexicon had five fields: orthography, transcription(s),
semantic class, semantic sub-class and a class/instance tag that was used
by the dialogue manager.
In the recognition module the students could generate a new
recognition lexicon that they could use on a previously recorded utterance
or interactively by pressing the push-to-talk button and producing a new
utterance. Some of the pruning parameters could be changed during
runtime. The students could generate a ten-best list and get information
about the CPU-time it took to generate it. They could try different settings to
see for themselves how different pruning parameters influence the speed
and quality of the speech recognition. They could also visualize the speech
file with f0-contours and spectrograms, which made it possible see how
different ways of speaking and background noise influence the recognition
rates.
The dialogue manager module,
which is a simplified version of the
LINLIN dialogue manager (Jö nsson
1997), was implemented by Patrik
Elmberg (Gustafson et al. 1998).
The students could change the
dialogue rules and the focus
handling strategy as well as
inspect the dialogue history tree by
going to the dialogue history
window shown in Figure 12.
Figure 12. The dialogue history window
of the Gulan system.
Gulan has been used in courses at five different departments since 1997. In
1998 it was used by a total number of 150 students. The learning effect of
the dialogue component of Gulan has been evaluated by Qvarfordt and
Jö nsson (1999).
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The August system was a conversational spoken dialogue system featuring
an animated agent called August, whose persona was inspired by August
Strindberg, the famous Swedish 19th century author (Gustafson et al. 1999).
The August project was initiated as a way to promote speech technology and
KTH in connection with Stockholm being the Cultural Capital of Europe in
1998. The spoken dialogue system as well as the animated character were
developed during the first half of 1998 and the system was available for the
general public at the Culture Center in Stockholm, daily from August 1998 to
March 1999, see Figure 13.

The thought-balloon is used to
give hints to the user on what to say
or to give additional information
The flat screen is used
to display information
in a table and on a map

The microphone in
the metal box is a
directional Sennheiser

The mouse buttons are
used to initiate the sound
recording for the recognizer

Figure 13. The August display case at the Cultural Center in Stockholm.
The research purpose of the project was to expose speech technology to the
general public, and in this way get practical experience from moving a
research system outside the lab environment, and at the same time collect
data on how people might interact with animated agents. August could
answer questions covering a number of topics, for example giving the
location of restaurants in Stockholm, sharing facts about the author August
Strindberg or exchange social utterances. The dialogues can be considered
as quite shallow since the system primarily answered questions and only
occasionally initiated one-level clarification sub-dialogues. This meant that
the dialogues were user driven, which of course influenced the dialogue
data collected.
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August was a spoken dialogue system with multiple domains. The first
issue that had to be handled was how the system should communicate
which domains it could handle, without explicitly asking the users to ask
certain questions. To make it possible to give hints on topics of
conversation, a thought balloon was added. If the user asked August
something that he did not understand August would state that he did not
understand, while at the same time indicate that he was ‘thinking’ by
displaying Why don’t they ask me about Strindberg? as text in the thought
balloon. The users would also ask August what they could talk about, see
Dialogue 2. As can be seen August would in these cases tell the users about
the things he could talk about.

USER (Child)
What do you know?
What can I ask you?
Yes!
What is your name?
What is the name of the Swedish king
What can I ask about then?
How many restaurants are there in
Stockholm?
What restaurants are there on
Hornsgatan?

SYSTEM (August)
I can tell you almost anything.
Do I seem confused?
I did not understand that!
I did not understand that!
I can’t tell you about such things!
I know where to find restaurants in Stockholm
I did not understand that!
The information you asked for is shown on this
map /shows a map on the second screen where
the found restaurants are displayed/

Dialogue 2. An example from the August corpus.
The initial idea was that the different domains should have different kinds
of dialogue managers, but due to limited time and resources all different
domains used the same dialogue manager, but with different domain
specific knowledge bases. However, this separation facilitated structuring
the knowledge in each domain and it also made it easier to add or delete
domains. The dialogue manager was quite rudimentary since it only
handled question–answer dialogues with a single level of clarification
questions, e.g. Where can I find restaurants? – You have to specify a street
for me to be able to help you. The system used machine learning to do
domain prediction, semantic analysis and to filter out implausible
hypotheses from the speech recognizer (Lindberg and Gustafson 2000). This
method was used to facilitate rapid prototyping and simplify an extension of
the system according to the collected user interaction.
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One of the lessons learned from the August project was the difficulty of
handling speech input in public spaces, with tough acoustic conditions. The
August system was exhibited in a public space with a stone floor, glass
walls, and background noise from other equipment and visitors constantly
passing by. Because of the acoustic conditions it was necessary to use a
push-to-talk solution for speech input, instead of using speech detection.
The simplest microphone solution would have been to use a headset, but
this was considered too vulnerable in a publicly available system. Instead, a
number of ways to mount a microphone out of reach from the users were
considered (Gustafson et al. 1999). An initial idea was to use an acoustical
lens in the form of a large balloon, filled with CO2 .The speaker would then
stand in front of the balloon and the microphone would be placed at the
focal point at the other side. This did not work well because the sphere had
poorly defined focal points and insufficient effect at low frequencies. A
second trial was to build a large segment of an ellipsoid reflector, where the
focal points were located at the speaker position and 1 m above,
respectively. Again, the basic problem was that the size of this reflector was
too small to have an appreciable effect below about 1 kHz. Getting sharp
enough focussing would require a bigger reflector than was possible to set
up. The solution finally selected was to use a directional microphone,
secured in a metal grid box, into which the speaker could talk at short
distance. The box introduced some deterioration of the sound but this did
not affect the recognition significantly.
August used facial gestures for a number of purposes in the dialogue
(Lundeberg and Beskow 1999). He would typically raise his eyebrows early
in the sentence followed by a small nod, and he would mark focal words and
stressed syllables with eyebrow movements. To enhance the perceived
reactivity of the system, a set of listening gestures and thinking gestures
was used. When the user pressed the push-to-talk button, the agent
immediately started a randomly selected listening gesture, e.g. raising the
eyebrows. At the release of the push-to-talk button, the agent changed to a
randomly selected thinking gesture, e.g. looking away from the user. In
order to make the synthetic face appear less artificial, and to make the
agent appear to be aware of the user's actions the agent changed the
direction of the head and eyes according to the detected movements of an
approaching user. This was accomplished by using a desktop video camera
together with image analysis software (Ö hman 1999).
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The AdApt system was a multimodal spoken dialogue system in an
information-browsing domain. The users could get an overview of available
apartments in Stockholm by means of interaction with a virtual real-estate
agent (Gustafson et al. 2000). The practical goal of the project was to
develop a conversational dialogue system where the interface would be as
intuitive as possible and where the system would be multimodal both in the
input and the output channels. The users could for example refer to
apartments verbally or graphically by selecting them on an interactive map.
One of the research goals of the project was to study how people interact
multimodally, and how the design of the system output would influence the
users’ input behavior. Another goal was to see what the system
requirements are on a spoken dialogue system that can handle multimodal
and conversational input. The system was also developed to make it
possible to experiment with different ways of using an animated character
in the dialogue, e.g. to handle turn-taking using appropriate gazing and
head movements. The system was developed in two phases. A WOZ version
of the system was developed in the spring of 2000 and multimodal dialogue
data from 32 subjects was collected. The data was then analyzed and used
in the development of the fully automated version of the system that was
completed in March 2001. The system has been further developed in 2002
and the final system is shown in Figure 14.
Pane 1 - the map overview

Pane 3 - the interactive map with
colored dots for found apartments
or icons for all secured constraints

Pane 2 – Constraint icons for the last turn

Pane 4 - the animated agent that
uses his gaze for turn-taking and
to direct the attention to the map

Figure 14. The AdApt user interface.
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The users of the AdApt system could interact with the animated agent
Urban to browse apartments available in Stockholm. To simplify the
browsing the system used reference handling that allowed the users to keep
either the object or the question from the previous turn when asking the
system a new question. This made it possible for the users to ask a number
of questions about a certain apartment without having to explicitly refer to
it in each turn, see for example Dialogue 3.
USER
Available one room apartments on södermalm
1.200.000

SYSTEM (AdApt)
How much are you willing to pay?
Is there anything special you would like your
apartment to have
No
There are 7 such apartments, these are
shown on the map
Bellmansgatan 32
NON-CLOSING GESTURE
The apart-(cut-off)
NON-CLOSING GESTURE
How much does the apartment on Bellmansgatan 32 The black apartment costs 890000 crowns
cost?
How many square meters?
The black apartment is 37 square meters
Which floor?
The black apartment is on the fourth floor
How many rooms?
The black apartment has one room
How many square meters is the yellow apartment?
The yellow apartment is 40 square meters
How much does it cost?
The yellow apartment costs 895000 crowns
Which floor is it on?
The yellow apartment is on the first floor
How many rooms?
The yellow apartment has one room
How much does the apartment on Bastugatan 57 cost? The green apartment costs 950000 crowns
How many square meters is the blue apartment?
The blue apartment is 32 square meters
How much does the red apartment cost?
The red apartment costs 750000 crowns
How many square meters?
The red apartment is 44 square meters
Dialogue 3. An example with a user that interacts with the fully automated
AdApt system to get information about some apartments.

The users could also keep the topic from the previous question. If the
system had provided information about a specific apartment in the previous
turn, a reference to an apartment was then considered as an elliptic query
to get the same information for the apartment newly referred to, e.g. How
much does the blue one cost? – Two million! – The red one? – One million!.
However, in cases where the system had introduced a number of
apartments in the previous turn the system would not regard a reference as
a complete turn. The AdApt system used a method described in Paper VIII to
decide whether the user’s utterance was complete in the current discourse.
This method used syntactic cues as well as information from the dialogue
manager on what types of utterances should be considered complete in this
dialogue context.
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The AdApt system used facial gestures for turn-taking, some of which are
shown in Figure 15. If an utterance was considered incomplete the
animated agent would display the continued attention gesture. If the user
had not continued within four seconds the system would timeout and try to
interpret the utterance fragment anyway, probably asking a clarification
question. In cases where the input was considered complete the agent
would make the turn-taking gesture while generating the answer, and then
look towards the user again while speaking. After finishing speaking the
agent would indicate that his attention was on what the user might say
next.
Speech detected

Non-closing

Timeout

Continued attention
Answer prepared

Attention

Talking

End-of-speech detection
Closing

Preparing answer
Utterance finished

Figure 15. Turn handling gestures in the AdApt system.
Another way of indicating that the system had understood a turn was to
show icons that represented the constraints in the users last utterances
that the system had been able to understand. This was chosen instead of
verbal feedback to make the interaction faster and to make it easier for the
user to detect and correct misunderstandings. To make browsing the
information easier, the user also got an overview of all constraints the
system had understood so far in the dialogue, thus making it possible to
remove or change previously given constraints. This constraint visualization
is described in Paper IX.
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The AdApt system referred to the found apartments by the color of the dot
that indicated their position on the interactive map. A study was performed
where the users also interacted with a system that used deictic references,
e.g. highlighting an icon while saying This one costs two million. This WOZ
experiment showed that it was easier to prime the users to refer to
apartments by their colors than to influence them to use deictic expressions
(Bell et al. 2000). Since it is easier to recognize seven colors than seven
hundred street names the initial version of the fully automated AdApt
system used colors when referring to apartments, see Dialogue 4.

USER (fp08)
SYSTEM (Urban)
I am looking for an apartment in the center of How many rooms would you like to have?
Stockholm
I would like to have two rooms and a kitchen
How much can the apartment cost?
Four million
Where should the apartment be located?
In Vasastan
Is there anything special you would like your
apartment to have
Parquet floor
There are 7 such apartments, shown on the
map
I am interested in the apartment at Roslagsgatan NON-CLOSING GESTURE
I want information about the apartment on NON-CLOSING GESTURE
Rödabergsgatan
How much does the apartment on Frejgatan The pink apartment costs 1695000 crowns
cost
How much does the ‘rose’ apartment cost
The pink apartment costs 1695000 crowns
How much does the black apartment cost
The black apartment costs 1695000 crowns
How much does the white apartment cost
The white apartment costs 1195000 crowns
Does it have an open stove?
Yes the apartment has an open stove
How old is the house?
The white apartment was built in 1884
Dialogue 4. A user that is primed to use colors while referring.
This dialogue is taken from a study where 26 users interacted with the first
version of the fully automated AdApt system (Edlund et al. 2002). This
corpus shows the same priming effect that was found in the earlier WOZ
study. The user in this example realized that the system had difficulties in
recognizing street names, and immediately picks up the way of referring
that the system uses. The verbal priming can be shown more clearly by
looking at all referring expressions produced by all users. Figure 16 shows
how all users referred to apartments in their first forty references. In the first
ten references the users did not have a preferred way of referencing that they
used more often. The share of elliptic questions like What is the price? or
questions with pronouns like Does it have a bathtub? does not seem to
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Percentage of all references

change during the course of the dialogues. The system referred to the
apartments by color in all its answers, which might explain why the share of
color references increases at the expense of the references using the address
or other constructions.

100%

260

234

205

161

75%

other
color
address
pronoun or ellipse

50%
25%
0%
1-10

11-20

21-30

31-40

References in groups of ten

Figure 16. The priming effect from the system’s use of color references.
Each bar represents the references from all users. The total numbers of all
references in each group of ten are given at the top of the picture.
Another priming effect was found when analyzing the very first utterances
from the subjects in the AdApt WOZ experiments and the AdApt user test,
respectively. In the WOZ study the subjects were given pictorial scenarios
with about four constraints each that they should specify, where the
numerical constrains could be an interval like 2– 3 rooms or built between
the years 1890– 1920. The users in the test of the initial version of the fully
automated system on the other hand were only asked to look for an
apartment. The first utterance from the subjects in the WOZ corpus was on
average 10,4 words long, while it was only on average 5,7 words long for the
users in the system corpus. They had exactly the same interface and the
same overall task, the only difference being that the WOZ subjects were
given some suggestions on what to look for in the pictorial scenarios. Both
groups specified about one constraint in their first utterance. However, the
WOZ subjects were primed by their pictorial scenarios to provide multiple
values for the constraints. They often said things like Hi I’m interested in a
two or three room apartment on Södermalm or Gamla Stan .. it should
preferably be built before 1920 maybe as early as 1790. Somewhere in
between. This behavior was not found at all in the dialogues collected with
the initial AdApt system, where the users were not given any suggestions on
what to look for. These users would instead provide one constraint value per
slot and ask about the found apartments, and then change the constraint to
get new sets of apartments to investigate.
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Pixie is an animated agent with whom visitors can talk at the
Telecommunication museum in Stockholm. The system is placed in a
permanent exhibition called “Tä nk Om” (“What If”) that opened in January
2002. The exhibition consists of a full-scale future apartment, aimed at
showing what such a home might look like in the year 2010. Among other
things the visitors can interact with Pixie, who is shown in Figure 17. Pixie
is there to show the potential of embodied speech interfaces, and how they
could be used in the future to control devices in the home and to retrieve
information. The visitors are asked to either assist Pixie in performing
certain tasks in the apartment or to ask Pixie general questions about
herself or the exhibition. The users can also ask Pixie to change the lighting
in the apartment.
The microphone icon is shown
when Pixie listens again after
she has finished speaking
The animated agent Pixie
showing the users that she
can dance if they ask her to

When the users
arrives at a screen
Pixie flies by and this
icon tells them to
insert their smart card

Figure 17. The Pixie graphical interface.
Visitors enter the exhibition in groups of up to 25. There are twelve
computer screens that have been built into walls and tables in the
apartment, through which Pixie flies as long as nobody is interacting with
her. The users have to register before entering the exhibition, providing
some basic information about themselves, such as gender and age. The
users get the attention of Pixie by inserting a smart card into a slot besides
the screen. This makes it possible for the distributed system to load
information from the central server about the current user, such as what
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they have done at the previous screens along with some personal
information. The information about the age of the visitor is used to make it
possible to transform children’s voices, with regard to their frequency
distribution, before sending them to a black-box speech recognizer, thus
improving the performance (Gustafson and Sjö lander 2002).
The users interact with Pixie in different parts of the apartment, see Figure
18. As can be seen these terminals sometimes are very close to each other,
which of course makes the acoustic environment problematic.

Figure 18. Some users interacting with Pixie at the different terminals.
Each terminal has its own list of possible dialogues that it can initiate.
Some of the dialogues are only possible at certain places, while others can
be initiated from any terminal. The bedroom is for example the only place
where the users can change between different lighting settings. Pixie will
initiate the following system directed dialogue the first time any of the users
insert their card in the bedroom, see Dialogue 5.

USER
/user inserts card/
Disco lighting!
The default lighting of the Ström
family!
Cozy lighting
Turn on k9 (the robot dog)
Can you do anything else except
the lighting?
Sing me a song!

SYSTEM (Pixie)
Do you want to help me to prepare for the party tonight,
maybe by changing the lighting to something more
entertaining?
Here are some exciting variants: cozy lighting, night
lighting, reading light, the default lighting of the Ström
family or no lighting.
The default lighting has been activated, I know how the
Ström family want things. Do you want another lighting?
The cozy lighting is activated. Do you want another
lighting?
Now I don’t understand a thing!
The lighting is turned off!

Dialogue 5. An example from the Lighting scenario in the Pixie system.
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There are a number of small task-oriented dialogues that can be initiated at
any terminal. In these dialogues Pixie will describe her problem to the user
and ask them for advice on what to do. The dialogues are system directed
and look something like the one in Dialogue 6.

USER
/User inserts card/
Yes

SYSTEM (Pixie)
Do you want to help Peter in his preparations for dinner tonight?
I know Nancy’s absolute favorite dishes. Do you want me to tell
you?
/Silence for 5 seconds/ hi
Please help out, Peter would really appreciate it!
Okay, but only because you Here are Nancy’s favorite dishes: Sushi and Bangalian stew.
are so cute!
Help Peter to choose one of these dishes.
Sushi
Peter is allergic to shellfish. Should I order one of the sushis
without shellfish?
Yes do that, its quite alright Sorry?
/7 seconds of silence/ Hello I did not quite get that, I’ll repeat the question: Should I order …
Yes!
Okay, I’ll send the order and then help Peter to prepare dinner.
Thank you for your assistance.
Dialogue 6. An example from the task of helping Pixie to prepare a dinner.
After one or two such system directed dialogues Pixie will invite the users to
ask questions about Pixie herself or the exhibition she inhabits. This results
in system directed dialogues where the users can either ask questions or
turn on and off devices like lamps. A typical dialogue might look something
like Dialogue 7.

USER
Do you know how to cook?

SYSTEM (Pixie)
You look like the tastiest thing in here. Now I 'm coming to
gobble you up, hee hee!

What do you know about You are the best, right?
me?
How old am I?
How old am I

Sorry, I did not quite catch that!
Let me think, when was I activated, it must have been in
December 2001, but I think I am a bit smarter than a newborn!

What is my name?

You are the best, right?

Do you have a family?

I was created by a bunch of researchers at Telia Research, but
my family is of course the Strö m family…

Dialogue 7. An example of the user directed dialogues about Pixie and the
‘Tänk Om’-exhibition.
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Initially, the turn handling was a problematic issue in the Pixie system. Due
to time lags in network communication, Pixie did not listen until she had
finished talking, sometimes with a lag of a little less than a second. This
sometimes resulted in the initial part of the user utterances being cut-off.
To solve this a listening icon with a microphone was added to indicate when
the users could talk. This reduced the average number of too early
utterances from about 12% to about 3% .
Wooffitt and MacDermid (1995) describe a simulated spoken dialogue
system that used a turn-giving beep to signal that the system gave over the
turn to the user. They found that the users talked before the beep more
often when the system had failed to handle the previous utterance. The
same tendency is found in the Pixie system, where the turn-giving icon is
used instead of a beep. As was concluded earlier, the turn-taking icon
reduces the number of too early utterances considerably. In problematic
discourses users talk too early more frequently. Figure 19 shows that even
with the icon people will start talking too early twice as often if the previous
system turn was problematic, than if it was correctly handled by the
system. A problematic turn would be if Pixie gave the wrong answer or
stated that she did not understand the previous user utterance due to a
rejection by the speech regognizer. Wooffitt and MacDermid argue that this
phenomenon could be explained by the structural properties of repair in
conversation (Schegloff et al. 1977). Repairs in human– human dialogues are
mostly initiated within the same turn as the problem or immediately at the
next transition relevance point (Schegloff et al. 1974). The other speaker will
try to position the repair as closely as possible to the error. In cases where
the spoken dialogue system fails to correctly handle a turn the users will
initiate error recovery as soon as possible, overriding any instructions to
wait for the system’s turn-giving signal.

Percentage too
early utterances

[%]
previous correct
previous wrong/rejected

10

5

0

no icon

icon

Figure 19. The percentage of too early utterances depending on whether or
not the previous utterance was handled correctly.
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In the dialogue systems described in this chapter, slightly different
architectures were used, depending on the requirements of each new
system. It has proven quite useful to change both domain and setting of the
dialogue systems, since it has forced the system architecture to be
reconsidered. Real-time spoken dialogue systems require fast computers
with a lot of memory1. This means that the design choices are dependent on
the capabilities of the computers that are available at the time of
development. It is not until the last couple years that it has been possible to
build advanced real-time spoken dialogue systems.
The programming languages available are another influential factor.
When Waxholm was developed in 1992 all modules were written in C. The
communication between the modules was achieved by developing a Clibrary for message handling. Since 1996 the scripting language Tcl/Tk,
which simplifies the development of graphical interfaces, has also been used
at TMH. Its embedded nature makes it easy to add speech technology
specific extensions, e.g. for audiovisual speech synthesis (Beskow 1997),
speech recognition (Strö m 1997) and audio handling (Sjö lander 1997).
Another useful feature is its plug-in capabilities for web browsers, which
made it easier to introduce Gulan into courses at other universities (Carlson
et al. 1998).
The development of 3D graphic cards has also been dramatic over the
last ten years. When the August system was developed the 3D animation
capabilities of PCs were not good enough to render a high-quality lipsynchronized talking head2. To be able to get a responsive and smoothly
animated August system the talking head module had to be run on a
separate computer with better animation capabilities, while the rest of the
dialogue modules were run on a PC with Linux. To simplify the
implementation of this distributed system, a Broker architecture for
communication between clients and servers was developed (Lewin 1998). In
AdApt, all messages between modules were encoded in XML, in order to
make it easier to handle multimodal messages (Beskow et al. Forthcoming).
These and other architecture related decisions are listed in Table 2. The
table is also supposed to show the new demands each system had on the
system architecture, in addition to the demands of earlier systems.

1 According to Moore’s Law the speed and memory are doubled every eighteen months (Moore
1965, 1997). In 1992 a PC would run at a speed of about 30 MHz with a memory of 16 Mb,
while PCs in 2002 run at a speed of 2.8 GHz with a possibility of 1.5 Gb of memory.
2 In 1998 a 3D graphics card on a PC could produce 10 frames per second, compared to 100
frames per second in 3D cards in 2002.
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Table 2. A list of architecture decisions in the different dialogue systems.
System

System Requirements

Added system architecture feature

Multiple modules: synthesis, ASR,
Parser, Dialogue Manager (DM),
GUI, as well as a group of
developers

Modularized architecture, which led to the development
of a message handling system. Each module could use
this system as a C-library that could be linked in during
compilation.

Developers at multiple locations

The dialogue modules were provided with Tclwrappers, which made them easier to use. The
application and its GUI were built using Tcl/Tk.

Users at multiple locations

By using the Tcl-plugin to Netscape it was possible to
build a web-based version of Gulan, which students
could use over the Internet.

System on multiple computers

A distributed architecture was developed, with a central
Broker that handled all the messages that registered
clients and servers wanted to send to each other.

System in public environment

All servers that registered with the Broker had to
provide information on how to restart them if they did
not respond.

System with multiple domains

An Input Manager and a domain predictor were used,
making it possible to have several different dialogue
managers for the different domains.

A system with multimodal output as
well as multimodal input.

An Input/Output Manager was used, which merged
input from different modalities into one message to the
DM and decomposed a multimodal output message to
the different output modules. Messages were encoded
in XML to simplify handling of multimodal commands.

Multiple graphical output modules
(Map, Agent and Icon handler) that
needed to get access to parts of
the same GUI.

A GUI manager was developed which provided a
common window with frames that it lent to the different
output modules.

The system used an open
microphone, which led to a lot of
fragmented user utterances.

The I/O Manager was responsible for sending only
those utterances that were complete to the DM,
incomplete utterances led to a facial expression of
continued attention. It also handled timing in the
system.

Multiple simultaneous
users,
multiple user terminals in a public
exhibition.

A central database was used where information about
the users was stored. Users had to register (providing
age and gender) before interacting with Pixie. The
database also stored what they did at each terminal (a
smart card was used to identify the users).

The system was used in an
exhibition that had thirty-minute
shows.

The communication had to be asynchronous to make it
possible for the exhibition manager to stop the
interaction or for the users to go to the next terminal.
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This thesis describes the development of spoken dialogue systems and
subsequent empirical user studies. The collected dialogue corpora are
influenced by a number of system features. This section tries to give an
overview of some of the features of the corpus collection systems that might
have influenced the human– computer interaction.
The behavior of the users is influenced by the type of domain, as well as
the way in which the users acquired their interaction goals, see Table 3.
Users of task-oriented dialogue systems have explicit goals with their
interaction. In the simulated information retrieval dialogues of Waxholm
and AdApt the goals were given in written or graphical scenarios. This made
it possible to assess if the users had succeeded or not. In the user study
with the fully automated AdApt system the users were only given the
general goal of browsing the available apartments (Edlund et al. 2002). In
the context-oriented dialogues with August and Pixie the users have no
other goals than interacting with the system and get to know more about
the agent or exhibition. This makes it hard to assess task success rates in
these dialogues.
Table 3. The domains of the systems and the origin of the users’ goals.

System

Domain

Domain type

User goals

Waxholm (woz)
August (sys)
AdApt (woz)
AdApt (sys)
Pixie (domain)
Pixie (social)

Information Retrieval
Persona at Exhibition
Information Retrieval
Information Browsing
Home control
Guide at Museum

Task-oriented
Context-oriented
Task-oriented
Exploring
Task-oriented
Context-oriented

Written scenario
Not any given
Pictorial scenario
Find an apartment
Help Pixie
Get to know Pixie

The systems’ capabilities to understand also influenced the user interaction,
and some of these features are listed in Table 4. If the system understands
everything, users will behave differently than if it understands very little,
since users tend to adapt their language to the understanding capabilities of
the dialogue partner. The fully automated systems August and Pixie had
limited understanding capabilities, which resulted in dialogues filled with
misunderstandings. However, these corpora are interesting for two reasons:
firstly they show what people would like to ask the system, secondly they
show how people change their way of speaking to make the system
understand them better when things go wrong. From a system development
perspective a fully developed system gives experiences that are hard to gain
in simulated settings. In the Waxholm simulations the understanding was
limited by the domain specific parser and the dialogue manager, while the
AdApt WOZ system simulated all parts of the input understanding.
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However, the human wizard in the AdApt WOZ study tried to understand
only utterances that were part of the domain and that were not too
syntactically complex. Furthermore, the wizard was limited in the output
generation by a fixed number of text templates.
Another relevant system feature is whether the user or the system
controls the course of the dialogue. The system driven Pixie dialogues might
for example be less interesting to study from a discourse perspective, than
the mixed initiative AdApt dialogues.
Table 4. Some system features of the corpus collection systems.
System

Understanding restrictions

Initiative

Turn handling

Waxholm
(woz)

Simulated ASR and a domain specific
parser

Mixed

Push-to-talk, text
button

August
(sys)

500 words ASR bigram grammar
semantic analyzer

User

Click-to-talk, facial
expressions

AdApt
(woz)
AdApt
(sys)
Pixie
(domain)

Simulated understanding and dialogue
management
3000 words statistical ASR grammar and
domain specific parser
Dynamic ASR grammar, average 280
states and 400 transitions

Pixie
(social)

Static ASR grammar, 1500 states and
2000 transitions

Mixed
Mixed
System
User

Speech detection,
facial expressions
Speech detection,
facial expressions
Speech detection,
microphone icon
Speech detection,
microphone icon

Furthermore, the turn-handling strategies used in the systems are very
important. In Waxholm and August the users had to push a button before
speaking while AdApt and Pixie used speech detection, thus allowing the
users to talk without having to push any buttons. This influenced the users’
ways of speaking, resulting in a large number of fragmented utterances in
the AdApt dialogues. The use of speech detection made turn-handling
harder in the AdApt and Pixie systems. In these systems both facial
expressions and graphical icons were used to simplify the turn-handling.
None of the systems used barge-in, because an intelligent barge-in must be
able to distinguish between turn-taking speech and backchanneling or selfdirected speech. To train such a module the users’ speech during system
output must be recorded, transcribed and analyzed. However, for practical
reasons the users’ speech during system output was not recorded in any of
the corpus collections, except for the user test on the fully automated AdApt
system, which was videotaped. These recordings show that some users
talked while the system was not listening. However, more empirical data is
needed to be able to build an intelligent barge-in module for AdApt.
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A number of dialogue corpora have been collected and transcribed. For each
corpus collection a simulated or fully automated dialogue system has been
developed, where the interactions have been logged and sound files have
been saved. Transcription tools have been developed using the Snack sound
toolkit (Sjö lander 1997). Each of these has been designed to simplify the
process of annotating certain features of the dialogue corpora and to make
it easy to listen to certain parts of the dialogues. An overview of the collected
and analyzed corpora is shown in Table 5.
Table 5. An overview of all dialogue corpora.

System

No. of users No. of utterances No. of words

No. of word types

Waxholm (WOZ)

68

1.912

10.829

694

August

2.500

10.058

41.330

2.968

Adapt (WOZ)

32

1.845

13.970

1.180

Adapt (SYS)

25

3.939

17.494

900

Pixie (domain)

1560

6.324

21.569

1.179

Pixie (social)

1346

11.259

22.480

1.491

As can be seen it has either been long and controlled dialogue collections
from a few subjects at the lab, or short and uncontrolled interactions from
thousands of users in public settings. Some features of the settings of the
data collection are shown in Table 6. Who the users are and why they
interact with the system might also be of interest. The Waxholm and AdApt
dialogue collections were conducted at KTH, where students, friends and
colleagues got a small reward for participating. The August and Pixie
systems were exhibited in publicly available places where anybody could
talk to them. Hence, the users of these systems are more representative of
the general public and the settings of the data collection were more realistic
than controlled laboratory settings. A problem with the August data is to
ascertain who the users were. This was solved in the Pixie system by
encouraging the users to register before they could interact with the system.
In both these systems it was hard to know what the users’ goals were and it
was not possible to interview the users afterwards as was done when
collecting the Waxholm and AdApt data.

Chapter 4. Five dialogue systems

61

Table 6. Some facts about how the data was collected.
System

Place

Users/Subjects

Reward

System Introduction

Waxholm(woz)

Silent room at
KTH

students and
colleagues

T-shirt

Verbal from Wizard

August

Exhibition public
place

visitors general public

None

None

AdApt (woz)

Office at KTH

friends and colleagues

Cinema
tickets

Verbal from experiment
leader

AdApt (sys)

Office at KTH

friends and students

Cinema
tickets

Minimal

Pixie (domain)

Museum

visitors general public

Users paid

Movie, museum guide

Pixie (social)

Museum

visitors general public

Users paid

Movie, museum guide

In the Waxholm and AdApt simulations, the experimental leader gave the
subjects a short introduction to the system, and gave them the written
scenarios to be regarded as hints on what to look for. Further to this, the
experimental leaders told the subjects that they could interact for as long as
they liked and that they could say “thank you” or “goodbye” when they
wanted to finish. However, since the users of the AdApt system browsed the
available apartments it was hard for them to know when to finish, which
meant that the experiment leader had to enter the room after some time and
ask the subject to finish.
There were no experimental leaders or guides present that could
introduce the users of the August system to the system or its domains. It
was placed in an exhibition space with concurrent exhibitions, but these
were all unrelated to August. The users would often start the interaction by
asking personal questions about August. Bell and Gustafson (1999a)
investigated whether it was possible to make the users talk about the
different domains instead of merely socializing. Some of the system’s
utterances functioned as suggestions for possible topics of conversation. In
some cases these were triggered by mistakes due to recognition errors. The
effects of these mistakes were studied to see if the users followed these
hints even though they had been socializing with the system before they
occurred. The study showed that users often followed these hints and
started asking domain related questions.
Pixie, on the other hand was an integrated part of the future home in
the ‘Tä nk Om’-exhibition. The users were introduced to Pixie in a short
movie that all visitors saw before entering the exhibition. Furthermore,
there were guides present that told the users to how to interact with Pixie
and that asked them to help Pixie by talking to her. After engaging in a
number of system driven dialogues, Pixie encouraged the visitors to ask
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questions about herself or about the exhibition. The visitors often followed
these instructions, and asked questions about Pixie’s personal appearance
or interests, or questions about things they could see in the exhibition.
Users of the August system found it difficult to know what to say, which
led to a large number of out-of-domain questions like What is the capital of
Finland? and uncooperative dialogues in which the users tested the limits of
the system by asking questions like What is my name? The same type of
problematic utterances were also found in the Pixie dialogues with user
initiative, where both out-of-domain utterances like What is fifteen times
twenty? and uncooperative questions like How long is a train? were found.
However, as can be seen in Figure 20, these two categories of problematic
utterances were much more common in the August corpus than in the Pixie
corpus.
Percentage of all utterances

[%]
10

Pixie
August

8
6
4
2
0

Out-of-domain

Uncooperative

Figure 20. The number of problematic utterances in the August corpus and in
the Pixie corpus of dialogues where the users had the initiative.
It seems like the users of the Pixie system found it easier to understand
which the domains of the system were and they were less inclined to try to
trick the system. This can be explained by the fact that Pixie and her role in
the apartment was introduced in a movie, and that the museum guides
explained how the users should interact with her. The users did not have to
come up with something to say out of the blue, but could engage in
dialogues about Pixie’s abilities to change things in the apartment or to ask
her to inform them about items that could be found there. Such contextoriented dialogues are possible to handle if the embodied character is given
a natural role in its environment, and if users are introduced to the kinds of
tasks it can handle.
This concludes the overview of the five spoken dialogue systems and
some of the findings in the analyses of the collected dialogue corpora. The
next chapter will give a short introduction to the included papers, and some
examples of the findings they have reported on.
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This paper describes the spoken dialogue system Waxholm, the WOZ
experiments conducted with this system, the corpus of computer directed
dialogues collected in these experiments and analyses of these data. The
analyses include an extensive account of observed dialogue phenomena,
some basic linguistic analyses of the user utterances, as well as an analysis
of what the users said in different dialogue contexts. The paper also reports
on the performance of the system.
The author of this thesis was one of the two Wizards in the WOZ
simulations, and was involved in the dialogue design of the system, using
the graphical interface for the STINA dialogue manager developed by Rolf
Carlson (Carlson 1996). The author of this thesis performed the dialogue
analysis presented in the paper.
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This paper describes the WOZ experiments performed with a unimodal
spoken dialogue system in the travel domain and computerized
questionnaire about travel plans. The experiments investigated how the
systems verbal choices influenced the users’ verbal input. Users were found
to reuse the terms used by the system when answering system questions.
The experiments showed that people adapt their answers to the system
questions, by reusing the vocabulary and syntactic structures.
The author of this thesis designed the WOZ simulation environment and
analyzed the collected data.
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This paper contains a more detailed analysis of the strategies people used
when August had failed to handle their previous utterance. The paper
focuses on the phonetic realization of repeated utterances that had exactly
the same words as the original utterances. Features such as
hyperarticulation, inserted pauses and slower speaking rate were often
found in the repeated utterances. Adults tended to shift the primary focus
of the repeated utterances, while children often talked louder.
The author of this thesis developed the main parts of the August
system, and collaborated with the co-author on the data analysis and
corpus studies.
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This paper describes the multimodal spoken dialogue system August.
Furthermore, the August dialogue corpus is described and analyzed. In
particular, the paper discusses how the system design influenced the users’
behavior and how the users behaved during error resolution. Both identical
and non-identical repetitive sequences were analyzed, examining phonetic,
lexical and syntactic aspects of linguistic adaptation. In the non-identical
repetitions the most common change was the exchange of one lexical item
for another. When an utterance was repeated users tended to alternate a
specific feature, e.g. increased/decreased syntactic complexity. The paper
also presents an analysis of what the users talked about with August. The
corpus was tagged with utterance types that were supposed to reflect the
users’ intentions. In the August corpus about 40% of the utterances were
tagged as ‘socializing’.
The author of this thesis developed the main parts of the August
system, and collaborated with the co-author on the data analysis and
corpus studies.
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This paper describes the multimodal spoken dialogue system AdApt and the
design of a WOZ experiment that was aimed at studying the users’
multimodal behavior. The aim was to investigate how the system’s choice of
reference influenced the users’ verbal and graphical input to the system.
Two versions of the system were used, one which used verbal only
references and one that used multimodal references by shaking an icon
while saying This one has a balcony. The study showed that the subjects
were clearly influenced by the verbal references but less by the graphical.
However, several users said in the post-experiment interviews that they did
not quite understand what actions they were able to perform using mouse
input.
The author of this thesis both designed the WOZ experiments and
implemented the WOZ system in collaboration with other members of the
AdApt group. He was also responsible for the data collection together with
the first author.
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This paper examines feedback strategies in the AdApt WOZ corpus. The aim
of the study was to investigate how users express positive and negative
feedback to a dialogue system and to discuss the function of these
utterances in the dialogues. User feedback in the AdApt corpus was labeled
and analyzed, and its distribution in the dialogues is discussed. In the
AdApt WOZ corpus 18% of all utterances were labeled as containing
feedback. Feedback was often used to comment on the system’s answer
before asking the next question. Feedback was rarely provided in a turn of
its own, but sometimes there was a short pause between the feedback and
the next question. Only one subject avoided feedback altogether. The paper
also discusses whether it is possible to utilize user feedback in the process
of identifying errors in spoken dialogue systems.
The author of this thesis both designed the WOZ experiments and
implemented the WOZ system in collaboration with other members of the
AdApt group. The author collaborated with the co-author on the data
analysis and corpus studies.
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This paper describes an analysis of disfluency rates in the AdApt WOZ
corpus of multimodal interactions and in the Telia Research Travel system
corpus of unimodal interactions. The aim of the paper is to analyze and
discuss the effects of modality, task and interface design on the distribution
and frequency of disfluencies in these two corpora. The unimodal corpus
was found to contain more disfluencies. A reason for this might be that the
unimodal system used a very open greeting utterance and allowed the users
to say very long and complex utterances. This made the user utterances
longer during the entire unimodal dialogues, which partly explains the
higher number of disfluencies in this corpus.
The author of this thesis both designed the multimodal WOZ
experiments and implemented that WOZ system in collaboration with other
members of the AdApt group. He performed the dialogue analysis of both
the travel and the AdApt corpora together with the first author.

 
'^ &# _`,$ 2&4a[3#  'b4 c<-b &,d&3;0e,C,d&-(<&
=<><? ? @ACB @=<S"fF>$@UTB<L9H"INMG<OQP L<RQOCS9H$@UTB
g'h9h]W9AiS jQEO-k<S l1S H!h]I L9l"P L P m S9H[m H1n]m L9? S<o9G<>[XFf"OQP > p!OZ<\]\ q

This paper investigates the problem of turn-handling in the AdApt system.
The AdApt WOZ corpus contained a large number of fragmented user
utterances, and it was difficult for the system to decide when an utterance
had ended. The paper proposes a method of using syntax and discourse to
handle fragmented utterances and describes how it was implemented in the
AdApt System.
The author of this thesis both designed the WOZ experiments and
implemented the WOZ system in collaboration with other members of the
AdApt group. He performed the analysis of the fragmented utterances
together with the first author. He was responsible for adding the I/O
handler that would handle fragmented utterances. This was incorporated
into the AdApt system in collaboration with the second author.
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This paper describes how the fully implemented AdApt system was
developed and reports on some findings in the early user studies. It focuses
especially on the problems the users had in understanding and influencing
the way their input was processed by the system. The paper suggests that
the search constraints that have been found in a user utterance would be
displayed as graphical icons instead of given as verbal feedback. This could
make the interaction faster and make it easier for the user to detect and
correct misunderstandings. It also discusses the problem of constraint
relaxation, and proposes that if automatic constraint relaxation is to be
used, it would be helpful to visualize these as graphical icons as well,
making it possible to show all constraints that the system is using for the
moment. This would make browsing the information easier, since the user
gets an overview of all constraints and has the possibility to use multimodal
input to change a particular constraint.
The author of this thesis came up with the idea of adding the icon
handler that handled the visualization of the constraints, and collaborated
with the third and fourth authors to implement and incorporate it into the
AdApt system
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This paper describes the “Tä nk Om” (“What If”) exhibition and the Pixie
dialogue system. It discusses the problem of collecting spoken dialogues
with children without having a speech recognizer which is trained on
children’s speech. It is important to collect computer directed dialogues
from children to be able to develop acoustic speech recognition for future
systems. The paper describes a method of improving the recognition rates
for children when using a commercial speech recognizer which is trained on
adult speech and that uses telephone bandwidth. The children’s speech is
transformed on-the-fly before being down-sampled to telephone bandwidth
and then sent to the speech recognizer. Two transformation methods were
tested, one inspired by the Phase Vocoder algorithm and another by the
Time-Domain Pitch-Synchronous Overlap-Add (TD-PSOLA) algorithm.
Recognition errors could be reduced by something in the order of 30 to 45
percent if children’s voices were transformed before the signal was downsampled to telephone bandwidth.
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The author of this thesis came up with the idea of transforming the
children’s voices on-the-fly before sending it to the recognizer. He also
collaborated with the second author on incorporating the transformation
software, developed by the second author, into the Pixie system.
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This thesis has described the development of a number of multimodal
spoken dialogue systems. The work has aimed at acquiring an
understanding of how to build spoken dialogue systems that allow users to
interact naturally. The need for data collection and the importance of
analyzing dialogue corpora has been stressed. The collected dialogue
corpora in this work have been used to train Swedish acoustic models for
the Waxholm system, statistical recognition grammars for the fully
automated AdApt system and as inspiration and data for building parsers
and dialogue managers for both the Waxholm and the AdApt systems.
The experiences from the Waxholm and AdApt dialogue collections show
the difficulty in collecting dialogue data from subjects who are given
artificial goals. These data also show that users are influenced by the
system output in the dialogues. However, this user behavior might be used
to implicitly influence the users to say things that the system is able to
understand. Other aspects of the system design also influenced the
interaction, e.g. an open microphone in combination with a graphical user
interface led to fragmented user utterances.
While developing the systems a number of problems had to be solved:
Fragmented utterances which led to the development of a input/output
handler in AdApt; turn-taking problems which led to the introduction of
turn-taking gestures in August and AdApt, a microphone icon in Pixie and
constraint icons in AdApt; problems of recognizing children’s speech using a
recognizer trained on adults led to the incorporation of a voice
transformation module in the Pixie system.
The analyses of the speech corpora have given some insight into how
people adjust their way of talking to computers. For example, users tend to
use simple syntax, a quite small lexical variation and unambiguous
pronouns. Furthermore, if the system fails they move towards a
hyperarticulate pronunciation, sometimes inserting pauses between the
words.
The experiences from the August and Pixie system show how naïve
users would interact with an animated agent in a public setting. They
indicate that people socialize if they are not given a specific task, but that
these dialogues often are context-oriented, which means that they are
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possible to handle if the system set-up is controlled. Furthermore, the users
of these publicly available systems were cooperative most of the time and
willing to talk about the topics of conversation the animated agent
suggested.
Finally, it was stated that context-oriented dialogues will be important
in speech-enabled computer games. The author of this thesis will explore
this issue in the three year EU project NICE (www.niceproject.com). NICE
aims at developing a speech-enabled computer game which allows both
children and adults to engage in natural and fun communication with
embodied literary characters using several modalities. The users will be able
to refer multimodally to objects in their shared spatial context. It will be
possible to generate context-oriented dialogues, since the system will know
what is shown in a particular scene and since the personality and traits of
the characters will be indicated by their appearance, movements and
speech.
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In 1950, in an article published in the scientific journal Mind, British Mathematician Alan Turing asked the
question, “Can machines think?” He proposed a test, now known as the Turing Test, in which machines—
computers—could be judged and evaluated on their “human” ability to “think” by asking them a series of
idiosyncratic questions that most people can answer. His prediction: within fifty years, a computer program
would be capable of mimicking human thinking to such a degree that it would fool a human interrogator
more than 50% of the time. Every year since 1990, the Loebner Prize ($100,000 and an 18k gold medal) has
been offered to the first computer program that can pass the Turing Test.
What Turing did not consider—and what experts in artificial intelligence have ignored—is an even
weightier question: “Can humans think?” Every year since 1999, the Neuman Prize (a medal) has been
offered to the first human that can pass the Neuman Test, a test designed to determine whether or not
humans have the ability to think.
The most recent Neuman Prize competition took place near my home where, as judge, I administered the
Neuman Test in a controlled environment by communicating anonymously (I was speaking into a
microphone hidden inside a clown's head) with an equally anonymous and (presumably) “human”
respondent. Here is the complete text:
Test date: May 24, 1999
Time of day: 12:21 PM (PDT)
“HUMAN”:
Next, please.
Can I take your order?
What?
I feel fine.
What do you want?
You want a burger?
One burger. With cheese?
You want fries?
Is that a yes?
Small or large?
You get more for the money with a large.
Yes sir. Anything to drink?
Coke, Sprite, or Root Beer.
What?
No drink, sir?
What?
Okay, one burger, small fries, no drink— Is
that all you're having?
Anything else?
Huh?
I'm sorry, I —
I can't hear you.
105,621.
The sum of 34,957 and 70,764.

Your total is two ninety-nine. Pull forward,
pay at the next window. Next, please.”

JUDGE:
Hello. How are you?
How are you?
How do you feel?
How does Fine feel?
I want some of that old time religion. Can you name one?
How did you know I wanted a burger?
Cheese? What is cheese?
You tell me. Do I want fries?
A yes is a negative no, isn't it?
Which do you recommend?
Then I'd like the small. Does that make sense?
If one were thirsty for knowledge, where would one go?
Please write me a sonnet on the subject of the Forth Bridge.
Add 34,957 to 70,764.
Where is Ypsilanti?
Where is Ypsilanti?
Is that all I can have?
What's your favorite black-and-white movie?
Do you play chess?
I have my king at King1, and no other pieces. You have your king
at King6 and a rook at Rook1. It's your move. What do you play?
(There is a sustained honking of car horns.)
Never mind. How much?
What?
Oh.

A satirical text written by the humorist Matt Neuman called “Can humans think?”, which is
available at http://www.mattneuman.com/think.htm. Used by kind permission of Matt Neuman.
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All papers have been reformatted to fit the layout of this thesis. No other changes have been
made.
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ABSTRACT
This paper describes the data collected in Wizard of Oz experiments
in a spoken dialogue system, WAXHOLM, that provides information
on boat traffic in the Stockholm archipelago. The data consist of
utterance-length speech files, their corresponding transcriptions,
and log files of the dialogue sessions. Apart from the spontaneous
dialogue speech, the speech material also comprise recordings of
phonetically balanced reference sentences uttered by all 66 subjects.
The recording procedure is described as well as some
characteristics of the speech data and the dialogue.

1. INTRODUCTION
Our research group at KTH is currently building a generic system in which speech synthesis
and speech recognition can be studied and developed in a man-machine dialogue framework.
The system is designed to facilitate the collection of speech and text data that are required for
development (Blomberg et al., 1993; Carlson, 1994).
In this paper, we describe the data that have been collected in Wizard of Oz experiments
with the demonstrator application, WAXHOLM, a spoken dialogue system providing
information on the boat traffic in the archipelago of Stockholm. The wizard has only been
serving to replace the speech recognition module in the system, a fact which has been known
to the subjects.
The collected data consist of utterance-sized speech files that are stored together with the
text entered by the wizard and the corresponding phonetic labels. A complete log of the
dialogue session is also stored. The acoustic-phonetic database also consists of phonetically
rich reference sentences uttered by all subjects. Thus, the data collected provide a good basis
for studies of spontaneous speech and related phenomena, as well as read speech material
suitable for inter-speaker comparisons, speaker adaptation experiments, etc.
In the first section, we give a brief description of the demonstrator application
WAXHOLM. Further, we describe the Wizard of Oz experiments and the recording
conditions. Some characteristics of the subjects, word statistics, the labelling of the speech
files, and the phonetic composition of the data, are presented in the three following sections.
Special care has been taken to label extralinguistic sounds in the recorded speech material
and some of these results are reported. Finally, the last section provides an analysis of the
dialogue. Translations of the reference sentences and the dialogue scenarios are enclosed in
appendices.
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2. SYSTEM DESCRIPTION
2.1. The demonstrator application
The demonstrator application, which we call WAXHOLM, gives information on boat traffic
in the Stockholm archipelago. It references timetables for a fleet of some twenty boats from
the Waxholm company, which connects about two hundred ports.
Besides the speech recognition and synthesis components, the system contains modules
that handle graphic information, such as pictures, maps, charts, and time-tables (Figure 1).
This information can be presented to the user as a result of the user initiated dialogue. The
application has great similarities to the ATIS domain within the ARPA community, the
Voyager system from MIT (Glass et al., 1994), and similar tasks in Europe, for example
SUNDIAL (Peckham, 1993), the system for train timetables information developed by
Philips (Aust et al., 1994; Oerder & Aust, 1994), and the Danish Dialogue Project (Dalsgaard
& Baekgaard, 1994).
The possibility of expanding the task in many directions is an advantage for our future
research on spoken dialogue systems. In addition to boat timetables, the database also
contains information about port locations, hotels, camping grounds, and restaurants in the
Stockholm archipelago. This information is accessed by SQL, the standardized query
language (Gustafson, 1992). An initial version of the system based on text input has been
running since September 1992.

INPUT
Speech

RECORD
RECOGNITION

WIZARD OF OZ

Words
Parts of speech
Semantic information
Pronunciation
LEXICON

DATA BASE

DATABASE
SEARCH

GRAMMAR & SEMANTICS

Context sensitive rules
transition networks

DIALOG MANAGER
Human interaction

Ship schedules
Port locations
Lodging
Eating

GRAPHICS

ACOUSTIC AND VISUAL
SPEECH SYNTHESIS

Sound

Charts Maps Tables

Speech

Recordings

OUTPUT

Figure 1. The modules of the WAXHOLM spoken dialogue system. The function of the
Wizard of Oz used for the data collection is indicated

The Quarterly Progress and Status Report STL-QPSR 1/1995.

103

2.2. Speech recognition and lexical search
The speech recognition component, which has been integrated in the system, handles
continuous speech with a vocabulary of about 1000 words. The work on recognition has been
carried out along two main lines: artificial neural networks (Elenius & Takács, 1990; Elenius
& Blomberg, 1992; Elenius & Tråvén, 1993), and a speech production oriented approach
(Blomberg, 1991). Since neural nets are general classification tools, it is quite feasible to
combine the two approaches.
The frame-based outputs from the neural network form the input to the lexical search.
There is one output for each of the 40 Swedish phonemes used in our lexicon. Each word in
the lexicon is described on the phonetic level and may include alternative pronunciations of
each word. The outputs are seen as the a posteriori probabilities of the respective phonemes
in each frame. An A*, N-best search has been implemented using a simple bigram language
model (Ström, 1994).

2.3. Synthesis
For the speech output component, we have chosen our multi-lingual text-to-speech system
(Carlson et al., 1991). The system is modified for this application. The application
vocabulary has been checked for correctness, especially considering the general problem of
name pronunciation (Gustafson, 1994).
Since the recognition and synthesis modules have similar need of semantic, syntactic and
pragmatic information, the lexical information is, to a great extent, shared. In dialogue
applications, such as the WAXHOLM, we have a better base for prosodic modeling
compared to ordinary text-to-speech, since, in such an environment, we will have access to
much more information than if we used an unknown text as input to the speech synthesiser
(Bruce et al., 1994).
The speech synthesis has recently been complemented with a face-synthesis module.
Both the visual and the acoustic speech synthesis are controlled by the same synthesis
software (Beskow, 1995).

2.4. The natural language component
Our work on the natural language component is focused on a sublanguage grammar, a
grammar limited to the particular subject domain -- that of requesting information from a
travel database. Our parser, STINA, is knowledge based and is designed as a probabilistic
language model. It contains a context-free grammar, which is compiled into an augmented
transition network (ATN). Probabilities are assigned to each arc after training.
Characteristics of STINA are a stack-decoding search strategy and a feature-passing
mechanism to implement unification.
Dialogue management based on grammar rules and lexical semantic features is
implemented in STINA. The notation to describe the syntactic rules has been expanded to
cover some of our special needs to model the dialogue. The STINA parser is running with
two different time scales corresponding to the words in each utterance and to the turns in the
dialogue. Topic selection is accomplished based on probabilities calculated from user
initiatives.
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We have found it very profitable to handle both the regular grammar analysis and the
dialogue control with the STINA parser. The same notation, semantic feature system and
developing tools can be shared. The rule-based probabilistic approach has made it reasonably
easy to implement an experimental dialogue management module. STINA is described in
more detail in Carlson & Hunnicutt (1995).

3. WIZARD OF OZ EXPERIMENTS
The data has been collected using the complete system. That is, all system modules, except
the speech recognition, which has been replaced by a Wizard of Oz, have been in use since
the start of the data collection phase. This section describes the experimental set-up and
procedure.
The subjects are seated in an anechoic room in front of a display with a uni-directional
cardioid electret condenser microphone mounted on top of it. The wizard is seated in an
adjacent room facing two screens, one displaying what is shown to the subject and the other
displaying system information. The subjects were all aware of the fact that the wizard
replaced the speech recognition. Each utterance is digitally recorded at 16 kHz and stored
together with its respective text and, later, label file. The system provides the wizard with a
playback function to facilitate correct text entry. All system information is logged during the
data collection sessions making it possible to replay the dialogue.
An experimental session starts with a system introduction presented in text on the screen.
The text is also read by speech synthesis, thus permitting the subject to adapt to the synthetic
voice. The subject practices the push-to-talk procedure reading a sound calibration sentence
and a few test sentences followed by eight phonetically rich reference sentences (Appendix
A). The reference sentences are designed to cover both common and uncommon phonemes.
However, / / and retroflex / / are not represented. Each subject is provided with three
information retrieval scenarios. Fourteen different scenarios are used altogether. The first
scenario, which is the same for all subjects, is presented below.


Scenario 1
It’s a beautiful summer day and you are in Stockholm. You decide that
you’d like to go to Vaxholm1.
Your task is to find out when the boats leave for Vaxholm this evening.
For a complete list of translated scenarios, see appendix B. The scenarios are presented to the
subject both as text on the screen and with speech synthesis. The subject is instructed that the
scenarios are starting points for further exploration of the system capabilities. It is not
emphasised that the subject should regard the scenario as a task to be completed as fast as
possible, encouraging the subject to use the system beyond the scope of the scenario.
Utterances resulting in extremely low or high sound levels are automatically detected by the
system, which prompts the subject for a repetition.

1

“Vaxholm” is a town in the archipelago. The spelling “Waxholm” is used in the name of a
boating company and for some boats in their fleet.
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After the experimental session, the subject fills in a questionnaire with questions about
weight, height, age, profession, dialect, speaking habits, native tongue, comments about the
experiment, etc.
So far, some 1900 dialogue utterances have been recorded containing 9200 words. The
total recording time amounts to 2 hours and 16 minutes, one third of which is labelled as
pause. One fourth of the recording time pertains to the calibration and reference sentences.

4. SPEAKER CHARACTERISTICS
Initially, 66 different subjects, of which 17 are female, have participated in the first phase of
the data collection. The majority of the subjects, 43, were 20-29 years old while 4 were 3039, 10 were 40-49 and 9 were more than 50 years old. A few voices are trained.
Most subjects are department staff or undergraduate students from the school of
electrical engineering and computer science (Figure 2.)
30

25

Number
of subjects

20

15

10

5

0
A

B

C

D

Figure 2. Professional affiliation of subjects. A: project staff, B: other department staff,
C: undergraduate students from KTH D: others.
The subjects have given a written description of how they sound in terms of dialects or
accents. Many speakers do not seem to appreciate the full value of their deviations from
standard Swedish. That is, although some subjects have a discernible non-standard Swedish
dialect they did not indicate it in the questionnaire.
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At least 50% of the speakers of standard Swedish have a Stockholm area dialect. Table 1
displays the number of speakers whose dialect is considered as being non-standard Swedish
by an expert phonetician and the corresponding city, county or country affiliation.
A few foreign accents are represented: Portuguese, Finnish, Norwegian, and American
English. There are three speakers from the city of Gothenburg and one from Eskilstuna,
Uppsala, and Norrköping, respectively. The dialects of the Norrland and Dalarna regions are
represented, as well as a less well defined “countryside” accent.
Table 1. Speakers that don’t speak standard Swedish. Columns two and three
contain the number of male and female speakers from the city, region or
country designated in column one.

Geographical affiliation of accent
Gothenburg
Eskilstuna
Dalarna
Norrköping
Västmanland
Värmland
Norrland
Finland
Norway
Portugal
USA

Males
1
2
1
1
1
1
1
1
1
-

Females
2
1
2

4.1. Speaking styles
There is definitely some spread in the speaking styles. The introductory test and calibration
sentences sound very different from the following dialogue for some speakers. Thus, many
subjects alter speaking style when switching from read to spontaneous speech. Although the
dialogue speech has a spontaneous quality it is also characterised by the task the subjects are
performing, e.g., effecting the speaking rate.
Figure 3 shows a scatter diagram of mean phoneme durations for the read sentences and
the dialogue corpora. Since some phonemes are very rare or even non-existing in the read
speech, only phonemes that have more than 50 occurrences in the read speech are included.
Most phonemes have a longer duration in the dialogue speech, as is indicated by the
regression line which has a slope of 0.85 (r = 0.91). All phonemes below the dotted diagonal
are longer in the dialogue speech. The phonemically long vowels seem to be especially
prolonged in the spontaneous speech. The main reason for this may be that the subjects were
slowed down since they were solving a task. Another sign of this is that the mean length of
the sentence internal pauses were 216 ms for the dialogue speech compared to 131 ms for the
read part. A further reason may be that some speakers, although they knew they were talking
to a Wizard, rather performed as if talking to a computer, speaking slowly and elaborately,
perhaps because the system had not understood sentences that seemed very simple to the
subject. Still another factor for the articulate speech might be the rather unnatural setup, with
the subjects alone in a soundproof booth with a microphone and a terminal.
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In particular, one male and one female speaker produce very peculiar speech. They
overarticulate in an unnatural way, word-by-word. In one of these cases there was a problem
with the sound level and the system repeatedly urged the subject to speak louder during the
experimental dialogue session. However, in the other case, the style clearly reflects the
subject’s attitude to man-machine communication.
ms
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dialogue speech
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Figure 3. Scatter plot of the mean phoneme length in ms for the dialogue and read part of
the WAXHOLM speech data base. The phonetic symbols are explained in Table 5.
Moreover, intra-subject variations in tempo and loudness are sometimes quite considerable.
Extralinguistic phenomena, such as hesitations, pauses, coughs, and sounds of breathing, also
contribute to the speaking style. These sounds are discussed separately in a following
section.
The dialogue contains spontaneous reactions reflected in the subjects choice of words,
the occurrence of extralinguistic sounds and emotional cues in the voice character. As many
as five of the subjects have what could be considered “laughter in their voice.” Explicit and
muffled laughter occur in a few cases. Anger can be heard in some recordings and also more
subtle indications of irritation or aggressiveness, even though the subject does not always
express his or her emotional state in words.
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4.2. Voice characteristics
A voice evaluation was made of the 66 speakers. It turned out that as many as thirty-three
speakers have a creaky voice character, especially in phrase endings, while eleven also have
some grating. The voicing onset is hard in twenty-seven of the voices.
In five of the voices, the voice register is unstable and a voice break occurs in two. The
general term “hoarse” is used for ten of the voices. Twelve of the voices are considered to be
carrying very little energy, while five are considered to be strained. These aspects, listed in
Table 2, are not pathological deviances, but could influence the performance of a speech
recognition system.
One of the female speakers had a special tremor character in her voice. Combined with a
guarded speaking style, this gives the voice a very uncertain character. The unstable quality
gives the voice a grating character. Two of the women have a girlish tone of voice and one
male speaker has a distinct gloomy character to his voice.
Some of the young male speakers use a very low fundamental frequency at the bottom of
their registers. Examples of rough, tense, weak, and screaming voice characters are also
present in the speech material. Only one speaker sounded as if he had a cold. On the whole,
most voices are very good, and the tone is pleasant in most cases.
Table 2. Some common voice characteristics in the speech material.
The right column indicates the number of subjects to which the voice
characteristic applies.

Voice characteristics
grating
creak
hard glottal attacks
voice breaks
unstable register
hoarse
laughter in the voice
poor timbre
strained voice
girlish voice

Number of subjects
11
33
27
2
5
10
5
12
5
2
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Table 3. The most frequent words in the WAXHOLM speech database plus some additional ones. An
approximate English translation is given as well as the frequency rank in the KTH text corpus of 150
million words.
WAXHOLM
rank
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
...
35
...
-

WAXHOLM
frequency
601
438
395
373
355
306
295
260
250
208
186
165
150
137
136
135
134
115
113
94
94
91
84
83
79
72
72
69
69
65
...
54
...
2
1
1
1

KTH
rank
18
13
639
74
7
4
82
27
8220
2
72
148
5
643
31
32
20
1471
486
10077
3537
39
7502
28
369
2301
207
6852
1620
71
...
1
...
0
0
0
0

KTH
frequency
1248597
1537177
18502
199430
2394192
2902952
181863
573911
1327
4261937
207407
89468
2543912
18461
504248
500352
1066758
8552
25427
1031
3392
326109
1468
556489
34469
5382
64214
1630
7754
217583
...
4428106
...
0
0
0
0

Word

English translation

jag
till
åka
vill
på
det
går
från
Vaxholm
i
finns
Stockholm
en
tack
kan
när
var
hotell
klockan
ikväll
båtar
efter
båtarna
man
vilka
båt
ligger
skärgården
fredag
hur
...
och
...
vartifrån
tältningsplats
avgångsplatser
båttid

I
to
~go
want
on
it
~leave
from
Vaxholm
in
is there (exists)
Stockholm
a
thank you
can
when
where
hotel
clock (time)
tonight
boats
after
the boats
one (person)
what
boat
is located
the archipelago
Friday
how
...
and
...
where from
place for tenting
places of departure
boat time
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5. WORD STATISTICS
5.1. Word frequencies
The word frequency ranking of the WAXHOLM corpus is naturally different from that of
large corpora collected from written text. In Table 3, it is compared to a written corpus of
150 million Swedish words - the KTH corpus - that has been collected mostly for the
purpose of language modelling in the context of speech recognition. It consists mostly of
newspaper text, but also of text from novels, educational books and almost 5 million words
from speeches in the Swedish parliament. The total number of unique words is 1.88 million
compared to the about 600 different words in the WAXHOLM dialogue corpus.
The top ranking WAXHOLM words almost make up the sentence “jag vill åka till
Vaxholm” (I want to go to Vaxholm), which indicates the influence of the domain and the
scenarios given to the subjects. Though many of the most frequent words in the large corpus
have a high rank in the dialogue corpus, the most frequent one, och (and), only has rank 35.
It is also interesting to note that although there are only 600 unique words in the dialogues, 9
of them cannot be found in the large KTH corpus. Five of these are names of small ports, and
the other four are listed at the bottom of the table. Of these, vartifrån, is a spoken language
variant of VARIFRÅN (where from) while the others may be seen as very typical for the
Vaxholm domain.
As shown in Figure 4, the 10 most frequent words cover 35% of all words in the
dialogues and the 200 most frequent words cover 92%.
120

Coverage in %

100

80
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1000

The n most common words
Figure 4. Word coverage as a function of frequency rank, i.e., the words are
ordered by frequency rank along the abscissa.
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6. LABELLING AND PHONETIC TRANSCRIPTIONS
6.1. Automatic alignment followed by manual corrections
The recorded utterances are labelled on the word, phoneme, and phone levels with links
between the levels. In this way, it is easy to extract the phonetic realisation of the words, as
well as the word affiliation of individual phones or phonemes. We use an automatic labelling
and alignment procedure, described by Blomberg & Carlson (1993). In that system, a lexicon
and a set of rules designed for text-to-speech applications (Carlson et al., 1982) are used for
the generation of a base form phoneme transcription of an utterance. Optional word
pronunciations are added and optional phonological rules are applied. The rules have proven
to be especially important at word boundaries. The estimated phonetic transcription of a
particular utterance is obtained as a result of the alignment procedure.
In an attempt to perform pitch synchronous labelling, a post-processing procedure
adjusts all label positions to an appropriate zero crossing in the speech signal.
The output of the automatic alignment procedure is manually corrected using an
interactive program for label editing, which features audio playback together with speech
wave and spectrogram displays.

6.2. Phoneme inventory
The phoneme alphabet is essentially identical to that used in the KTH text-to-speech system.
The correspondence with the IPA symbols is displayed as part of Table 5. Some extensions,
not shown in the table, have been added to the text-to-speech inventory in order to account
for extralinguistic and non-speech sounds. Another difference is that plosives have been split
into an occlusive and a release segment, e.g., Kk denotes an occlusion followed by a release.
The labels used for the release segments are the lower case corresponding characters to the
occlusive segment. Vowel insertions are labelled by v, e.g., H'AMvN indicates a vowel
insertion. Compound morph boundaries are marked at the phoneme level by the ‘#’ sign.
Word accents are positioned in front of the vowel in the transcription. Word accent I is
marked by a ' before the stressed vowel, e.g., Dd'E:Tt. Word accent II is marked by " before
the primary stressed vowel. Compounded words also have secondary stress marked by `
before the vowel, e.g., SJ”Ä3R#G`Å:2DE0N. Accent II words that are not compounded have
no secondary stress, e.g., SKk”ULE0 (Bruce & Granström, 1993).

6.3. Word pronunciations
Certain words have been pronounced in many different ways: Varying tonal accents,
consonant deletions, relaxed pronunciation forms, word boundary coarticulations, etc., give
rise to a large possible number of unique transcriptions of a word. Also non-canonical
pronunciation has sometimes been used, especially for names. A common word in this
application, ‘skärgården’ (the archipelago), has been transcribed in 25 different ways.
Function words are often quite reduced. Vowels, consonants, and occasionally even
syllables, can be deleted in these words. Table 4 shows examples of different observed
pronunciation forms of two words. The initial and final phonemes of the words are often
modified due to coarticulation with the previous and the following words.
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Table 4. Observed pronunciation of two words in the corpus. The word ‘skärgården’
(the archipelago) has been pronounced as a compound or as a single-morph word.
These are distinguished by the stress marks and the existence of a morph delimiter ‘#’
in the compound realisation form.
Word
skärgården
SJ'Ä3RGÅ:2N
SJ'Ä3RGgÅ:2N
SJ'Ä3GgÅ:2N
SJ”Ä3R#Gg`Å:2DdE0N
SJ'Ä3RGgÅ:2DdE0N
SJ'Ä3RGgÅ:2DE0N
SJ”Ä3R#Gg`Å:2DE0N
SJ'Ä3GgÅ:2DE02N
2S'Ä3RGgÅ:2N
SJ'Ä3RGgÅ:N
SJ”Ä3R#Gg`Å:2DdE02N
SJ”Ä3R#G`Å:2DE02N
SJ”Ä3#Gg`Å:2DdE0N
SJ'Ä3RÅ:NG
SJ'Ä3RGÅ:N
SJ'Ä3RGÅ:2DdE02N
SJ'Ä3RGÅ:2DE0N
SJ'Ä3RGÅ:2DE02N
SJ'Ä3GgÅ:2DdE0Nv
SJ'Ä3GgÅ:2DE0N
SJ'Ä3GÅ:2DE0N
SJ”Ä3R#Gg`Å:RDdE0N
SJ”Ä3R#G`Å:2DE0N
SJ”Ä3#Gg`Å:2DdE0Nv
2S”Ä3R#G`Å:2DdE0N

freq.
69
15
6
5
5
4
4
4
3
3
2
2
2
2
1
1
1
1
1
1
1
1
1
1
1
1

Word
skulle
SKk”ULE0
SKk”U
SKk”UL
SKkLE0
SKk”UE0

freq.
33
26
3
2
1
1

6.4. Phoneme frequencies
The word frequency statistics bias the corresponding phoneme occurrence frequencies
somewhat. Table 5 shows a phoneme frequency list of the WAXHOLM corpus, divided into
the dialogue and the reference sentence parts. The list is based on the dialogue material. The
corresponding rank position in studies by Hedelin et al. (1988) on newspaper text and by
Fant (1967) on Swedish telephone conversation, is also displayed. Some phonemes, e.g., [ ],
[ ], [ ] and [ ], are more common in the WAXHOLM dialogue corpus than in the other two
studies. This is judged to be caused by relatively higher occurrence frequencies of some
application words. Figure 5 shows a histogram of the phoneme frequencies in the dialogue
part.
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Table 5. A frequency sorted list of the phonemes in the corpus, compared with studies by
Hedelin et al. (1988), and Fant (1967).
Rank

TTS
symbols

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45

A
N
R
T
L
Å:
K
I
S
V
Å
M
A:
E
D
G
F
J
H
E0
B
E:
P
I:
Ä3
Ö:
Ä
O
U:
U
SJ
2N
2D
Ö
NG
Y
O:
Ö3
2T
2S
Ä4
Y:
2L
Ä:
TJ

46

Ö4

IPA
symbols






















 


 




 
!
"
#
$

%
&
' 
( 
)
*
+

,

.
/

1064
944
1231
867
939
203
528
532
935
402
592
463
400
646
785
196
337
337
175
718
67
202
404
532
333
134
132
132
197
67
224
264
133
134
129
1
199
198
130
110
201
269
0
136
133

Rank in
Hedelin
(1988)
2
3
1
4
7
22
9
10
5
14
12
11
15
17
8
20
16
25
24
6
23
13
21
19
29
18
31
32
28
35
36
39
33
27
38
30
37
34
40
42
26
41

Rank in
Fant
(1967)
3
1
2
5
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15
16
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9
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14
6
8
4
24
20
7
18
27
13
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23
26
11
30
22
28
31
37
38
33
29
34
32
35
39
40
21
36

68

-

-

Observations in
dialogue part

Observations in
reference text

3203
2648
2489
2376
2267
2099
2050
1707
1602
1453
1347
1300
1255
1141
1078
970
946
889
775
663
623
504
492
373
321
285
260
247
232
220
175
168
162
141
135
128
105
104
100
77
71
58
57
53
44
26
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The reference sentences are, as previously mentioned, designed to contain uncommon
phonemes. The use of these sentences during training of a phoneme library for recognition
will therefore raise the coverage of low-frequency phonemes. One remaining problem is the
very limited phonemic context of these phonemes due to the low number of different
sentences. This will change the acoustic characteristics from neutral positions towards
positions given by the surrounding phonemes. Further, the fact that these phonemes pertain
to read rather than spontaneous speech has implications for their spectral properties.
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Figure 5. Phoneme frequencies in the dialogue part of the WAXHOLM corpus. For
explanation of phonemes, see Table 5.
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7. EXTRALINGUISTIC SOUNDS
Extralinguistic sounds are entered manually during the post-processing of the data. The
extralinguistic categories that are considered are interrupted words, inhalations, exhalations,
clicks, laughter, lip smacks, hesitations, and hawkings.
Inhalations, which often occur in combination with smacks, are the most common
extralinguistic events. Figure 6 shows the number of extralinguistic sounds, category by
category. All but a few inhalations are utterance initial. There are also aspirated non-speech
segments, labelled as parts of pauses, which are generally less prominent than the initial
inhalations. Exhalations occur in utterance final positions and, to some extent, in midutterance positions. Most utterances end with a relaxation gesture, that is, with centralised
and often aspirated segments. When the final aspiration is strong, it is labelled as an
exhalation.
inserted vowe l

230

sm ack

152

inha lation

11 7

hesitation

67

exhalation

60

interupte d word

32

click

7

lau ghte r
sigh
hawkin g

4
1
1
1

10

100

100 0

Num ber of occurrence s

Figure 6. The number of extralinguistic sounds labelled in the speech material.
Inserted vowel sounds are also labelled. This kind of sound occurs when a consonant
constriction is released. More than 80% of the inserted vowel segments occur in word-final
position, about 10% can be found in compounds at the intra-word boundary and quite often
they are found in utterance final position. The phonetic context of an inserted vowel segment
is often /r, l, m, n/. The inserted vowel segments are unevenly distributed over the subjects,
as few as 10 speakers making up for more than half of all vowel insertions: 138 insertions
out of 238. About one fourth of the speakers have no inserted vowels at all. Thus, vowel
insertion is a speaker-specific feature occurring in clear speech.
Hesitations are commonly found in utterance- or sentence-initial positions. The major
part of the remaining cases are found in conjunction with place names as, for example, in the
utterance “I would like to go to uhm Vaxholm.” This could either be a common dialogue
phenomenon or an artefact due to the fact that the dialogue is not spontaneous.
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8. DIALOGUE ANALYSIS
The database was collected using preliminary versions of each module in the WAXHOLM
system. This procedure has advantages and disadvantages for the contents of the database.
System limitations will already from the beginning put constraints on the dialogue, making it
representative for a human-machine interaction. However, since the system was under
development during the data collection, it was influenced by the system status at each
recording time. After about half of the recording sessions, the system was reasonably stable,
and the number of system "misunderstandings" had been reduced. In this section, we will
discuss subject performance and system performance during the collection of the
WAXHOLM database. As research on dialogue systems develops, it becomes more
important to develop new methods to evaluate human-machine interaction (Hirschman &
Pao, 1993).

8.1. Subject performance
The subjects were initially recruited from the staff of the department. After the first stage,
students and friends were asked to act as subjects. A total of 66 subjects participated in the
experiment. Each subject was presented with 3 scenarios. A total of 198 scenarios were
recorded and analysed. Each scenario required that the user solve one to four subtasks. A
subtask could be that the subject had to request a timetable, a map or a list of facilities. Each
subtask, in turn, required specification of several distinct constraints, such as departure port,
destination port and departure day, before the subtask could be solved. The subjects had to
provide the system with up to ten such constraints, with a mean of 4.3, in order to solve a
complete scenario.
The database contains 265 subtasks, about 84% of which were solved by the subjects.
Figure 7 displays the number of utterances needed to solve one subtask. It can be seen that in
75 percent of the cases, 199 out of 265, the subjects had completed a subtask after one to five
utterances.
The subjects needed about 7 utterances to solve one scenario. After the task was
completed, several subjects continued to ask questions in order to test the system. About 3
additional utterances per scenario were collected this way. This means that we have about ten
utterances collected for each scenario.
In 42 cases, a scenario could not be completely solved by a subject, corresponding to a
failure rate of 21%. In half of these, 21 scenarios, some of the subtasks were solved by the
subjects. Eight times the scenario could not be completed due to technical problems. In our
analysis, we have divided the scenarios into two groups. The first group, consisting of ten
scenarios, had a task completion of 75-90%. In this group, there were 173 included. The
second group, four scenarios, turned out to be more difficult. The 25 sessions in this group
had a task completion of less than 50%. There are several reasons for the low completion
score for this last group:
- a difficult scenario, with many subtasks (four recording sessions)
- technical problems (one recording session)
- out of vocabulary words (eight recording sessions)
- grammatical structures not covered by the grammar (two recording sessions)
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Coverage of subtask completion
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Figure 7. Cumulative distribution of the number utterances needed by the subjects to
complete one subtask.
The average utterance length was 5.6 words. The average length of the first sentence in each
scenario was 8.8 words. These numbers are slightly lower than those reported in the
SUNDIAL project, 6.2 and 9.6, respectively (Giachin & McGlashan, 1994). This can partly
be explained by language-specific differences, e.g., Swedish tends to group words into
compounds (Carlson et al., 1986). The utterance length distribution shows a weak maximum
at two words and one more pronounced at five words (Figure 8.) One reason for this
distribution is that many utterances were answers to system questions. As an example, one
type of system question was: "Which port would you like to go to/from?" A typical answer
to this question was: "To/From Stockholm" or "I want to go to/from Stockholm." (The
infinitive mark is left out in Swedish.) The question “Which day do you want to travel?” had
a similar length distribution with maxima at one and five words. Most subjects answered
“Friday” or another weekday. The responses to the question: “What time do you want to
go?” had peaks at an utterance length of two and six words.
Even though the system was changed and improved, there is no clear tendency for
shorter or longer dialogues in the beginning and the end of the data collection. In our sample,
age or profession did not have any influence on utterance length or number of utterances for
each scenario.
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Figure 8. Utterance length distribution.

We can find a few examples of restarts in the database due to hesitations or mistakes on the
semantic, grammatical, or phonetic level. However, less than 3% of the utterances contain
such disfluencies, which should be compared to 5% reported in the SUNDIAL project,
(Giachin & McGlashan, 1994). Some of the restarts are exact repetitions of a word or a
phrase. In some cases a preposition, a question word, or a content word, is changed. We also
find repetitions of incorrectly pronounced words. About one fourth of the restarts occur in
interrupted words, that is, in words that are not phonetically completed.

8.2. System response analysis
The WAXHOLM database contains approximately 1900 dialogue turns. After the first 37
sessions (35 subjects) the system went through a major revision. The first phase included
approximately 1000 subject utterances. The system responses "I do not understand" and
"You have to reformulate" occurred in 35.8 % of the system responses. In the second phase,
the dialogue manager was updated as well as the scenarios. In this phase, 31 subjects
produced 900 utterances. The improved system failed to understand 20.9% of the time, an
improvement of 15%. It should be noted that this system response in some cases also is the
correct one. The responses from the system displayed in Table 6 are divided into six groups
(I-VI). In the following, we will discuss each type separately. All the data in the table are
pooled over the whole collection period.
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Table 6. Distribution of system responses.
Type of system response
I
Questions from the system
II Information from system
III ‘I do not understand’
IV ‘You have to reformulate’
V ‘Please repeat’
VI ‘Thank you’
Total

Number of
system responses
548
639
348
221
76
74
1906

Percent of system
responses
29
34
18
12
4
4
100

I. Questions from the system
Most of the questions from the system occurred when the system predicted that the subject
wanted a timetable displayed. In these cases, the distinct constraints were evaluated, and if
some information was missing, the system took the initiative to ask for this information.
System questions and subjects' responses for the timetable topic are shown in Table 7. The
subjects answered the system questions in 95.4% of the cases. Thus, the subjects were quite
co-operative and rarely, one percent, used the possibility to change the topic during the
system-controlled dialogue part. In a more realistic environment, using speech recognition as
input, the system might misunderstand the user’s goal, and topic changes by the subject will
become more frequent.
A special study of the 175 subject responses to the system question "What day would
you like to travel?" shows that 57 percent are covered by the four most common syntactic
structures ("X-day", “on X-day", "I want to go on X-day" and "I want to go today").
However, we also have an example of a subject asking for hotels.

Table 7. Timetable topic system questions and subject answers.
Question from
system
Where do you
want to depart
from?
What day do
you want to
travel?
What time do
you want to go?
Where do you
want to go?

Subject
responses

Subject
responded to
the question

Subject
changed
the topic

Subject
asked a new
question

Subject
didn’t
know

207

194

2

10

1

175

169

1

2

2

125

121

2

1

41

39

1

1

Subject
ended the
scene

1
1
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Presentation by the system of a result

An oral feedback was given by the system with the help of speech synthesis when
information requested by the subject was displayed. As an example, the system informed the
user "This is a list of hotels in Vaxholm." This presentation was mostly used to carry the
dialogue forward, but gave the subject helpful information about the constraints used in the
database search.

III System response: ‘I do not understand’ and IV System response:
‘You have to reformulate’
The most serious problems occurred when the system failed to ‘understand’ an utterance.
The first system response was a simple "I do not understand" utterance. If the failure to
understand occurred once more, the system elaborated more on the problem. First, the
subject was informed where the system failed to understand, if it was a linguistic problem.
Second, the system asked the user to use a complete sentence next time. The following
utterance from the subject was used to evaluate whether the system-predicted topic actually
agreed with this new utterance or whether the topic should be changed.
The system responded ‘I don’t understand’ 575 times corresponding to 268 occasions if
consecutive repetitions are counted as one occasion. The number of utterances from the
subjects needed for the system to understand is shown in Figure 9. In 50% of the cases the
system recovered after one additional utterance.
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1000
137
100

57
34
20
7

10

4

4

3
0

1
1

2

3

4

5

6

7

8

9

Number of "no understanding" repetitions
Figure 9. Distribution of how many utterances the system needed to recover from a "no
understanding" state.
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V System response: ‘Please repeat’
A few of the system responses occurred when the recording level was too high or low. At
this point, the system simply asked the user to repeat the last utterance together with a
request to the subject to make an appropriate level adjustment.

VI System response: ‘Thank you’
One of the topics in the dialogue is the closing topic in which the system thanked the user
and ended the scenario.

9. FINAL REMARKS
We are currently updating the system to prepare for a new data collection phase. The users
will encounter a more realistic system setup featuring a graphical interface visualising the
domain of the application and the system capabilities. The analysis of the dialogue material
will be valuable in the development of intelligent system response generation. The
spontaneous speech data collected provide good training material for the speech recognition
module, which will be tested and evaluated within the framework of the WAXHOLM
application.
The intended use of the test sentences is to perform experiments with speaker
characterisation and fast speaker adaptation, in which phonetically rich speech data is desired
to obtain high performance. The test sentences have been used in a study of human speaker
recognition (Carlson & Granström, 1994). Moreover, the speech data is used for acousticphonetic studies of context and position-dependent spectral phoneme variations.
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APPENDIX A: REFERENCE SENTENCES
1.

Vaxholm ligger i Stockholms skärgård.
(Vaxholm is located in the Stockholm archipelago.)

2.

Lila stolar bärs in i salen.
(Purple chairs are being carried into the hall.)

3.

Fortkörning är värre än mord, sa konstapel Thörnhjort.
(Speeding is worse than murder, said Constable Thörnhjort.)

4.

Det var kyligt i luften och stjärnorna skimrade.
(The air was cool and the stars shimmered.)

5.

Lediga och utvilade tittade dom på föreställningen i en timme.
(Off work and rested, they looked at the performance for an hour.)

6.

Sprakande fyrverkeripjäser exploderade över oss
(Sparkling fireworks exploded above us.)

7.

Där kommer nya röda hus att skjuta i höjden.
(New red buildings will shoot up into the air over there.)

8.

Öppna dörren innan jag fryser ihjäl.
(Open the door before I freeze to death.)
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APPENDIX B: SCENARIOS
Scenario 1

It’s a beautiful summer day and you are in Stockholm. You decide that you’d like to go to
Vaxholm. Your task is to find out when boats leave for Vaxholm this evening.

Scenario 2

You would like to take a trip out into the archipelago during the weekend. Because you’d
like to live comfortably, you want to stay at a hotel. You quit work at 3:00 p.m. on Friday
and start work again at 10:00 on Monday. Find out where you can stay and when you can
travel.

Scenario 3

You’ve found out that Gällnö is a very beautiful island, so you’ve decided to set up your
tent there, if possible. You should therefore find out where Gällnö is located and if it is
possible to camp there.

Scenario 4

Your wife’s (husband’s) birthday is tomorrow, Saturday, and you’ve considered
surprising her (him) with a romantic dinner at a restaurant out in the archipelago. You
can’t afford a hotel, so you have to stay at a hostel. Your task, then, is to find a port where
both a restaurant and a hostel can be found, and then to find out which boats you can take
in order to arrive there on Saturday and go back on Sunday. You’ll be leaving from
Strömkajen.

Scenario 5

You are now in Vaxholm and want to travel to Vegabryggan. You want to go after lunch
today. Your task is to find out which boats you can take.

Scenario 6

The group that you work with is planning to have a conference out in the archipelago and
you have been assigned the task of booking hotel rooms. You should, then, find out
which ports have hotels.

Scenario 7

You want to stay at a hostel out in the archipelago over the weekend. Find out where
hostels are located and how you can get there.

Scenario 8

You are now in Vaxholm and have just missed the last boat home, so you have to stay
overnight. You’re also starting to be rather hungry. Find out if you can eat somewhere in
Vaxholm, and if there is a place to stay overnight there.

Scenario 9

You’re planning to camp out in the archipelago over the weekend. Your task is, then, to
find out where you can camp and which boats go there.

Scenario 10 You’re planning to travel to Kymmendö. Find out if it is possible to stay overnight there
or at some nearby port.
Scenario 11 Think of a possible destination and find out if it is possible to get there by boat. Also, find
out where it is located.
Scenario 12 You’re planning to visit a friend at Ramsöberg, and want to stay as late as possible. Find
out when the boat leaves this evening.
Scenario 13 You’re planning to visit your friends who have a summer cottage on Lådna. Find out
where Lådna is located and how you can get there.
Scenario 14 You’re planning to travel to Staveström today, and then continue to Finnhamn. Find out
how you can do this.
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ABSTRACT
This paper describes some studies on the effect of the system
vocabulary on the lexical choices of the users. There are many
theories about human-human dialogues that could be useful in the
design of spoken dialogue systems. This paper will give an overview
of some of these theories and report the results from two
experiments that examines one of these theories, namely lexical
entrainment. The first experiment was a small Wizard of Oz-test that
simulated a tourist information system with a speech interface, and
the second experiment simulated a system with speech recognition
that controlled a questionnaire about people’s plans for their
vacation. Both experiments show that the subjects mostly adapt their
lexical choices to the system questions. Only in less than 5% of the
cases did they use an alternative main verb in the answer. These
results encourage us to investigate the possibility to add an adaptive
language model in the speech recognizer in our dialogue system,
where the probabilities for the words used in the system questions
are increased.

1. BACKGROUND
If natural language is to be used in spoken dialogue systems, problems can arise from the fact
that there are numerous ways of expressing the same thing, by using different lexical items
and/or different word order. This can lead to problems in command language systems, where
the users are not forced to use only one term per command. Studies show that there is a low
probability that two users of a command language system produces the same term for the
same command[1].
The preceding argument builds on the assumption that people that engage in
conversation indeed utilize their lexical and syntactic repertoire in a varied and perhaps even
unpredictable way. Whether this assumption is valid is of course an empirical question, the
answer of which will be important in the design of human-computer dialogue systems. There
are many theories about human-human dialogues that could be useful for the design of
spoken dialogue systems.
Humans use language to perform many communicative functions. In daily life spoken
language mostly has an interactional function - to establish and maintain personal
relationships, while written language mostly has a transactional function - to transfer
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information[2]. There are commonly agreeable facts about human-human dialogues, for
example: mostly one speaker talks at the time; the order of speakers is not pre-determined;
topic shifts; conversations have variable length; there are pauses and gaps in talks[3]. The
main feature of a dialogue that distinguishes it from a monologue is that there are at least two
partners who are contributing to the discourse. The dialogue consists of turns, where turns
can be seen as spaces where speakers are allowed to speak, and that are marked off by a
speaker-shift. Turns can have various components, from a single phone to several
utterances[3,4]. In dialogues there are regularities in the ordering described as adjacency
pairs, for example Question-Answer. This simple structure is not always applicable, there is
often an insertion-sequence that delays the Answer-part to a Question-part, until some other
question has been answered. There are two simultaneous information channels in a dialogue:
the information channel from the speaker, and the back-channel feedback from the listener.
The back-channel feedback indicates attention, attitudes and understanding, and its purpose
is to support the interaction.
The Speech Act theory was based on Austin’s studies on performatives, utterances that
can be used to perform acts. The theory was further developed by Searle, who defined
illocutionary acts, like requesting, informing and promise[5, 6]. Sinclair & Coulthard defined
a discourse grammar that used exchanges instead of turns as basic unit of discourse, which
have acts and moves as their single-speaker units. Moves are interactive units that indicate
what an utterance does in the discourse; and they consist of one or more acts that indicate
what the speaker means at a specific point in discourse. Their acts are different from the
speech acts used by Searle and Austin in that they emphasize the role of the situation[7]. A
turn is what the speaker says as long as he holds the floor, while a move is what the speaker
does in a turn[8].
Another fairly well agreed upon finding is that most human dialogues are characterized
by co-operation. Grice defined the Co-operative Principle: "Make your conversational
contribution such as is required, at the stage at which it occurs, by the accepted purpose or
direction of the talk exchange in which you are engaged", which is manifested in the maxims
of Quantity, Quality, Relation and Manner[9]. To this end, the participants establish a
common ground from their past conversations, their immediate surroundings and the current
dialogue. Speakers co-ordinate their use of language with other participants in a language
arena in two phases: first an utterance is presented, which is then accepted when the receiver
signals that he has got the information. The acceptance is acknowledged by feedback words
like "OK", paraphrases of the presented utterance, or by implicit acknowledgement, which
could be made by reusing the terms the participant used. The participants in a dialogue try to
minimize their collaborative effort, the work both do from the initialisation of a contribution
to its mutual acceptance[10, 11, 12, 13].
Furthermore, studies of human-computer dialogue show that variability between
conversations is high, but it is relatively low within conversations. Brennan suggests that this
is because people mark their shared conceptualizations by using the same terms, lexical
entrainment. To investigate if these phenomena from human-human conversations also could
be found in human-computer dialogues, Brennan performed some Wizard of Oz-tests were
people queried a database with written or spoken natural language. If the user referred to an
object with a different term than the system, it corrected the user, either by embedding its
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own term in the answer, or by explicitly asking the user if the different terms were the same.
The test showed that people almost always adapted their terms to the systems term if the
correction was exposed in an extra dialogue turn. In the case of embedded corrections the
adaptation to the system terms was smaller, and lasted shorter. An interesting result was that
the adaptation according to the embedded corrections was greater for spoken than for written
input[14].

2. ADAPTATION IN WAXHOLM
The inclination for human adaptation, in human-human as well as human-computer dialogue
noted by Brennan and discussed above is also found in the Waxholm system, the spoken
dialogue system developed at the Department of Speech, Music and Hearing at KTH. In this
spoken dialogue system users can ask about the boat traffic and other touristic information in
the Stockholm archipelago[15]. Initially in the Waxholm project speech and text data was
collected with a Wizard of Oz system where only the speech recognition was simulated. A
total of 198 dialogues from 68 subjects were recorded. Studies of these dialogues show that
the users were very co-operative when the system asked for information. We studied the user
answers to system questions including the word "åka (go, travel)", for example "Var ifrån
vill du åka? (Where do you want to go from?)". There were 503 such dialogue turns, and in
60% of the cases the user answered with an ellipse, such as "från Stockholm (from
Stockholm)". In 37% of the cases the subjects answered with complete sentences including a
reuse of lexical items from the question, for example "jag vill åka på fredag (I want to go on
friday)". Only in 3% of the cases the subjects responded with utterances that did not include
reuses or ellipses. In most cases these were answers like "jag vet inte (I don't know)". Only
once did the subject answer with an utterance that included the synonymical word "resa"
instead of "åka", "jag ville resa på fredag (I wanted to go on Friday)" and only in one case
did the subject seem to change the subject by saying "jag vill bo på hotell (I want to stay in a
hotel)". This actually was no change of subject, but due to a recognition error in a earlier
dialogue turn.
Our results are in accordance with other studies that show that subjects who interact with
computers only supply the information that was asked for, using a simple language without
politeness items, indirect speech acts, and only use few anaphora or pronouns. This could be
because people expect that computer systems only can cope with simple dialogue structures,
and that according to their mental model, dialogue systems are only simple retrieval systems
where an input by the user retrieves an output from the system. Users will most probably
adopt their vocabulary if they can detect the system's vocabulary[16,17,18,19,20,21]. The
current trend in speech recognition system is to have very large vocabularies, which might
decrease the performance. There have been approaches in recognition to capture the bursty
nature of language by letting the recognizer cache words that occurred in the subject's past
utterances and increase their probabilities in the system's language model[22,23]. We would
like to extend this by also making use of the utterances produced by the system.
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3. EXPERIMENT 1
To test if people adopt their lexical choice we designed a Wizard of Oz-test that simulated a
dialogue system similar to Waxholm, where the system asked the user about destination,
departure place, departure time, number of travellers, way of payment and planned leisure
activities. The subjects were given the impression that they used a telephone version of a
Waxholm-like system, where all system responses were synthesized speech. The subjects
were not aware that the responses were generated by a human researcher who used an
interface where all system responses were represented on buttons on the screen. This
approach was chosen to make the dialogue faster and to make the systems utterances more
consistent. The 35 questions used in the test were designed to be general, varied in lexical
choices, varied in syntactic complexity and clear enough to avoid meta-communication.
The most frequently used term for go is "åka", which was noticed in the Waxholm
system where 64 of the 198 dialogues begun with a user question that included the word
"åka", while only one question contained the word "resa". To check if people would change
their preferred term, 12 of the questions in the test contained either the word "resa" or the
word "åka". Since we had found that people using the Waxholm system often replied with
ellipses without the verb, we included some utterances like "Jag klarar bara av hela meningar
(I can only cope with complete sentences)", that would generate responses with a verb. To be
able to respond to simple questions from the user some system answers was also included,
for example "Båtarna går från Strömkajen (The boats depart from Strömkajen)".

3.1. Results of experiment 1
The results of analysis of the 128 answers from 9 subjects show that people reuse terms from
the system questions. An analysis of the answers to all types of questions shows that 36%
contained reuse of words from the question, about 38% of the answers contained ellipses or
were simple answers to yes/no questions. Only in 17% of the cases the users? answers did
not include any word from the question, and in 9% the subject did not answer the question.
The responses to the questions including the word "åka" had the same number of ellipses and
reuses as in the analysis of the Waxholm database. The most promising result of the
experiment was the responses to questions including the word "resa". The subject reused the
word "resa" in 35% of their responses, while they only used their preferred word "åka" in
19% of the responses. In 8% of the cases the subjects did not answer the question, but said
something like "jag hörde inte frågan (I didn?t hear the question)". Encouraged by our
preliminary results we designed a second experiment to further investigate these matters.
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4. EXPERIMENT 2
The first Wizard of Oz experiment that simulated an information retrieval system, led to
problems because subjects tended to take the initiative and question the system themselves
instead of answering the system's questions. In a second experiment we decided to make the
task more guided towards answering questions by letting 26 subjects use a system that
simulated a questionnaire about how they would like to spend their vacation. The system was
said to be fully automatic using speech recognition and synthesis. In this experiment we
wanted to investigate the reuse of the main verb in the question. In order to do this 39
questions were designed that included a verb that could be varied, for example "Hur ofta
brukar du vandra/ströva i skogen? (How often do you hike/stroll in the woods?) ". Some of
the questions included unusual choices of the desired verb like "Skulle du vilja luncha på en
skärgårdsbåt?". The system prompted the questions with either pre-recorded synthesized
speech or human speech. In the experiment the subjects first got an oral introduction by the
chosen voice, where they were asked to use complete sentences in their answers since the
recognizer preferred these. In order to get used to the system voice the subjects were then
asked 5 general questions about age, sex, origin, occupation and place of residence. The
subjects used a graphical interface with a push-to-talk button. If the recording was too loud
or soft, a third system voice told them to repeat. In the actual experiment they were asked a
selection of 30 of the 39 questions with a delay of about 1 second between each question.

4.1. Results of experiment 2
Analysing the 771 answers from the 26 subjects revealed an even stronger trend than the one
found in the first experiment. This was probably due to the more restricted task of only
answering prompted questions. In this way most of the utterances produced by the subjects
were actually answers to the system questions. Another difference was that the subjects in
the second experiment got an oral introduction where they were asked to use complete
sentences. The general result was that people often were very co-operative in their answers,
and they actually answered the question 98% of the cases. The most co-operative subjects
simply remodelled the question into an answer by changing the word order of the question,
only adding a few words or phrases, for example:


       

!#"$ "&%'#()!*

Three subjects mostly answered with ellipses instead of the complete sentences, that they
were instructed to use in order to make the task easier for the computer. This is not surprising
since it is the simplest way to answer and the most commonly used by the subjects in the first
experiment. Some subjects used other types of answers with a more varied language. Most of
these, 60% of cases, where a simple yes or no answer, where the subject added some phrases
for example: "nej, det tror jag inte (no, I don?t think so)". They said that the reason for this
was that they had been instructed to answer with complete sentences, and this was the only
way they could construct a complete sentence as an answer to these questions. The total
distribution of answer types is shown in Table 1.
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Table 1. The total number of answers of different types.
Type of answer

Percentage of all answers

Reuse

51

Ellipse

18

Other

24

No reuse

4

No answer

2

There were 36 different main verbs in the system?s questions that was supposed to be
adopted by the subjects. The subjects only used another main verb as reply to questions with
11 of these. In about one third of these cases the subject used the phrase "tycker om" instead
of the word "gillar".
The variability on the answers from the different subjects was large, but the variability
on the answers from each subject was relatively low, which corresponds to the findings of
Brennan. Figure 1 shows the distribution of the different types of answers from the subjects.
As can be seen in this figure most subjects tried to adjust their answers by reusing large parts
of the question, while only a few use their preferred way of answering using ellipses and
sentences including yes or no.

Figure 1. Distribution of answer types from each subject.
Interviews with the subjects revealed that the subjects found it hard to answer the questions
with complete sentences. Only half of the subjects noticed that they reused the vocabulary of
the system. Most of the subject did this because they said it was the easiest way to produce
an answer that the system understood.
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5. CONCLUSIONS
Our experiments show that people adapt their answers to the system questions, using both the
vocabulary and the structure. In the second experiment the task was to answer questions
using complete sentences, if possible. This made the subject think that the linguistic capacity
of the system was low and they had to adapt their language accordingly. This computer
adjusted language could be seen as a special case of receiver-adjusted talk like motherese,
the language use by mother to their babies. This computer-adjusted talk could consequently
be called computerese. This way of talking is highly adapted to the capacity of the used
system: if the system seems to prefer complete sentences the subject reuses large parts of the
questions to construct the answer; and if the system uses simple sentence structures the
answer is constructed mainly by ellipses. It would be interesting in a future study to compare
this Computerese with other receiver-adjusted speech like Motherese and Elderspeech.
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REPETITION AND ITS PHONETIC
REALIZATIONS: INVESTIGATING
A SWEDISH DATABASE OF
SPONTANEOUS COMPUTERDIRECTED SPEECH
Linda Bell and Joakim Gustafson
CTT, Department of Speech, Music and Hearing, KTH, Stockholm

ABSTRACT
This paper is an investigation of repetitive utterances in a Swedish
database of spontaneous computer-directed speech. A spoken
dialogue system was installed in a public location in downtown
Stockholm and spontaneous human-computer interactions with
adults and children were recorded [1]. Several acoustic and
prosodic features such as duration, shifting of focus and
hyperarticulation were examined to see whether repetitions could be
distinguished from what the users first said to the system. The
present study indicates that adults and children use partly different
strategies as they attempt to resolve errors by means of repetition.
As repetition occurs, duration is increased and words are often
hyperarticulated or contrastively focused. These results could have
implications for the development of future spoken dialogue systems
with robust error handling.

1. INTRODUCTION
Repetition in spoken language has recently been discussed from a number of different points
of view. Why do people repeat themselves and how does repetition affect their manner of
speaking' Aitchison [2] has suggested that repetition is a central phenomenon in the study of
language: "In one sense, the whole of linguistics can be regarded as the study of repetition, in
that language depends on repeated patterns" (p.16). In a recent paper, Swerts et al [3] discuss
the numerous possible functions of repetition in the context of human-human dialogues. The
study reported in this paper, however, deals exclusively with human-computer interaction
and the realization of repetition in that context. It is often the case that repetition to a spoken
dialogue system occurs when the users fail to make themselves understood. Repetition, then,
is one of the strategies available to speakers who wish to resolve errors in human-computer
interaction. We will here assume that the main function of repetitions in the database is to
resolve such errors.
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Studies by Oviatt et al [4] and Levow [5] have shown that speech during error resolution
tends to be clearer, contain fewer disfluencies and that the total utterance duration is
increased significantly. In a study of multimodal human-computer interaction, Oviatt and
VanGent [6] argue that users distinguish repetition from the original input by means of
linguistic contrasts and switching modalities. Modality switching was not an option in the
current study since the users of our spoken dialogue system had no other means of
communicating except by using their voice. Any contrast between a repetition and what the
user first said to the system, the original input, would have to be indicated by the manner of
speaking only. This paper compares repetitions and original utterances by measuring several
acoustic and prosodic parameters.

2. METHOD
2.1. Material

Number of sequences

A spoken dialogue system with an animated agent was set up in a public location and
recordings of spontaneous human-computer interactions took place for a period of six
months [1]. The material analyzed in this paper is extracted from a database consisting of
4647 spontaneous utterances spoken by 1380 users. These utterances were all recorded
during the first three months of this period. The utterances were transcribed orthographically
and some basic speaker characteristics were manually labeled. This made it possible to
distinguish adults and children among the users of the system. In the database, repetitions of
all kinds make up approximately 10% of all utterances. In order to make the acoustic and
phonetic comparisons more accurate, the present study is based on sequences of original
input and repetitions that were lexically identical. This applied to half of all the repetitive
utterances in the database. Thus, 452 utterances (200 originals and 252 repetitions) were
manually extracted from the database. 339 of the utterances are spoken by adults, while the
remaining 113 utterances are spoken by children. Results from studies of the remaining
utterances will be presented in a forthcoming paper [7]. Although single pairs of original
input/repetition are by far the most common pattern in the study, Figure 1 shows that a single
utterance was repeated up to five times in a row.

150
100
50
0
1

2

3

4

Figure 1. Number of repetitive sequences in the database.
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The 452 utterances were closely analyzed with the purpose of examining if and how the
users changed their manner of speaking as they repeated something they had already said.
Furthermore, we wanted to see whether there were any significant differences between the
adults and children who were using the spoken dialogue system.

2.2. Selecting features
As this study was initiated, it was our hypothesis that people adapt their manner of speaking
to distinguish instances of repetition from original input to a spoken dialogue system. We
therefore sought a way of determining whether these hypothesized features were perceivable.
A group of 36 students were asked to listen to twenty pairs of original input/repetition, all of
which were extracted and played randomly. The students were then asked to estimate which
of the two utterances was the original input to the system and which was the repetition. 16
out of 20 utterances were correctly judged by 82% of the subjects, which indicates that it is
usually possible to distinguish a repetition from its original input. In the pairs of original
input/repetition that were correctly judged, utterance duration was increased in all cases. The
remaining four utterances were incorrectly judged by an equally large group, 80% of the
subjects. These incorrectly judged utterances were different from the correctly judged ones in
that the repetitions were shorter than the original input. It thus appeared the subjects
responded to duration as an important cue in distinguishing a repetition from its original
input. Utterance duration and speech rate seemed to be relevant features.
Seven pairs of utterances in the above mentioned test were correctly judged by more
than 90% of the subjects. A detailed analysis of these utterances indicated that other features,
apart from duration, might be equally important for distinguishing repetitions from original
input. These features included a movement towards clearer articulation, increased loudness,
inserted pauses and focus shifting. Figure 2 below shows a typical exchange in which an
adult male user repeats his original input twice. In the first repetition, loudness is increased.
The second time the utterance is repeated it is hyperarticulated and contains inserted pauses
between the words. As can be seen in Figure 2, the utterance duration is increased in the first
as well as the second repetition.
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Figure 2. The utterance "Vad heter kungen?" ("What is the name of the king?") as original
input (top) and repeated twice by the same speaker.

2.3. Coding and labeling of data
Because of the noisy, public environment in which the spoken dialogue system was set up, it
was necessary to install a push-to-talk mechanism [1]. As a result, short silences at the
beginning and end of the sound files were frequent. These silences were removed from the
sound files after which they were automatically measured. This enabled a comparison
between the duration of the original spoken input and its corresponding repetition. Moreover,
the number of syllables per second was measured and inserted pauses were marked. In order
to examine the variation in articulation in the spoken input to the system, all original
utterances as well as repetitions were labeled with respect to their respective degree of
articulation. Articulation was labeled as either reduced, normal or hyperarticulated. These
labels were subjectively assessed by the present authors. The following two features were
assessed in the same way: perceived loudness (high, normal, low) and shifting of focus
(yes/no).

3. RESULTS
3.1. Duration, inserted pauses and speech rate
On average, the original utterances were 1361 msec, while the repetitions were 1565 msec,
or 15% longer. The adults' utterances were on average 18% longer for repetition while the
duration of the children's repetitions increased by 7%. These figures are comparable to those
reported in recent studies on error resolution [4, 5]. Even though a majority of users spoke
slower as repetition occurred, this was not always the case. Some speakers did not increase
the duration of their utterance, and some even spoke faster. This means that the average
numbers above are misleading in the sense that they include both increases and decreases in
utterance duration. A more accurate picture shows that the average lengthening of duration in
the repetitions is over 40% and the corresponding shortening is 15% on average. Figure 3
below illustrates this.

Durational alteration [%]
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Figure 3. The average durational changes in repetitions when they are compered to the
original utterances.

Percentage of all repetitions

In more than half of all cases, the second repetition was even longer than the first repetition
of the same utterance. The second repetition was shorter than the first one in only 14% of all
instances. The second repetitions were also distinguished by the fact than they frequently
contained inserted pauses between words. Such pauses were found in 29% of the second
repetitions, compared to 7,5% in the first repetition and 2,5% in the original utterances.
The speech rate of the utterances was computed in terms of number of syllables per
second. As can be seen in Figure 4, those users whose original input to the system was
normal or fast tended to speak slower during repetition. The users who spoke slowly in the
original utterance, on the other hand, may already have adapted themselves to the supposed
demands of the spoken dialogue system. Figure 4 shows that the users of this group do not
act in a uniform manner.
100

75
faster (more than +0,1 syllables/second difference)
50

same (less than ± 0,1 syllables /second difference)
slower (more than -0,1 syllables /second difference)

25

0

slow

normal

fast

Figure 4. The change in speech rate in the repetitions when they are compared to the
original utterances. The utterances are grouped according to syllables per second, where
slow is up tp three, normal is three to five and fast is more than five syllables per second.
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3.2. Articulation, loudness and focus

Percentage of all repetitions

About 40% of the adults' repetitions were labeled as more clearly articulated than the original
input, as can be seen in Figure 5. The corresponding figure for the children was 28%.
However, a small number of utterances became less clearly articulated as they were repeated.
Adults and children appear to behave in a similar way in this respect.
Previous studies have shown that while it is common for people to speak louder during
human-human error resolution, this is not the case in human-computer error resolution [4]. In
the present study, however, 21% of the children's repetitions were labeled as increased in
loudness. The same cannot be shown for adult users, where increased loudness occurred in
only 5% of the repetitions. Figure 5 also shows that focus shifting in the repeated utterances
occurred in 17% of the adults' utterances and in 7% of the children's

50
adults
40

children

30
20
10
0

more
less
increased
articulated articulated loudness

decreased shifting of
loudness focus

Figure 5. Distinguishing features in repetition.

4. DISCUSSION
Most people adapt their manner of speaking to meet the demands of a spoken dialogue
system. One third of the repetitions in the current database, however, were not labeled as
different from the original input to the system. Little or no adaptation took place, which
could be explained by the fact that the users were sometimes unsure of whether their original
input had been correctly processed by the system.
Users often move from conversational to clear speech during repetition. This partly
explains some of the distinguishing features described in this paper. The increase in average
utterance duration is one of those features, and hyperarticulation is another. Inserted pauses
were much more frequent in the repetitions than in the original utterances to the system, and
they became increasingly frequent the longer the repetitive sequence lasted. It appeared that
the users of the system believed that they could resolve errors by means of modifying their
articulation. This is one way of indicating a contrast between the original input and
repetition.
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In the present study, some differences between the strategies used by adults and children
were observed. Focus shifting in the repetitions occurred, but primarily among the adult
users of our system. Children, on the other hand, tended not to increase the duration of their
repetitions, but rather to speak louder. This difference in adult and children strategies could
have a number of explanations. It could be argued that while adults believe the system did
not 'understand' them the first time, children think the system did not 'hear' what they were
saying.
To examine some possible implications of what has been discussed in this paper, all 452
utterances were analyzed in an experimental speech recognition test. The recognition lexicon
was constructed by adding all words that occurred in these utterances to the lexicon that was
used in the actual spoken dialogue system. In this preliminary experiment, the total sentence
error rate was 44%. The adult error rate was 37% while the error rate for children was 65%.

focus

Figure 6. Sentence recognition error rates grouped by the linguistic features as labeled in
the database.
Figure 6 indicates that computer-directed speech should be as neutral or unaffected as
possible to be correctly recognized. From the point of view of speech recognition, fast and
reduced speech is more difficult to handle than slow and hyperarticulated speech. The lowest
recognition rates in the present test were observed in utterances with inserted pauses, as can
be seen in Figure 6. The explanation for this is that the recognizer used in this experiment
had an insufficient model for silent segments within an utterance. Research has shown that
the difficulty for speech recognizers trained on continuous speech to handle words spoken in
isolation will not be solved by simply adding isolated speech to the training material [8]. The
solution might be to have an isolated speech recognizer run in parallel, and let the dialogue
manager predict which one to use depending on the situation.
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5. CONCLUSION
In this paper, we have shown that there are several acoustic and prosodic features that make
repetitions distinguishable from original input to a spoken dialogue system. The repetitive
utterances in the current database are longer in duration, more articulated and sometimes
spoken with a louder voice than the original input. Results indicate that these variations in
speaking style may in fact make recognition rates worse, so that they interfere with the users'
intentions. It is an important task for developers of future systems with spoken input to make
users aware of how they should speak in order to be understood. Speech recognition
technology faces a difficult task if several varieties of spoken language are to be correctly
handled. The different speaking styles in computer-directed speech may also have
implications for dialogue management, especially during error resolution, and for improving
automatic speech recognition.
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ABSTRACT
When designing multimodal dialogue systems allowing speech as
well as graphical operations, it is important to understand not only
how people make use of the different modalities in their utterances,
but also how the system might influence a user’s choice of modality
by its own behavior. This paper describes an experiment in which
subjects interacted with two versions of a simulated multimodal
dialogue system. One version used predominantly graphical means
when referring to specific objects; the other used predominantly
verbal referential expressions. The purpose of the study was to find
out what effect, if any, the system’s referential strategy had on the
user’s behavior. The results provided limited support for the
hypothesis that the system can influence users to adopt another
modality for the purpose of referring.

1. INTRODUCTION
1.1. The problem
When participants in a dialogue refer to specific objects on successive occasions, they
typically converge towards using the same terms in their referential expressions (Brennan
and Clark 1996). Such lexical convergence in human–human interaction has a counterpart in
human–computer interaction in the sense that human dialogue participants tend to adopt the
terms of the system when referring to various concepts (Brennan 1996).
In this paper, we set out to investigate whether there is a more general form of
convergence in human–computer interaction in multimodal dialogue systems. In the systems
that will be of interest to us here, both the user and the system have the option of using either
graphical operations or verbal expressions (or both) as they refer to specific objects in the
dialogue. Given that users can choose to communicate by using speech or by using a
pointing device to select objects on the screen, the question was to what extent they would be
affected by the system’s behavior as they constructed references.

1.2. Motivation
Apart from being a problem which is interesting in its own right, we believe that the results
obtained from such an investigation will have important practical consequences for the
design of multimodal human–computer dialogue systems. In order to create a system that
performs well, it is crucial to have a good understanding of how the system should behave,
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so as to increase the chances of correctly interpreting the user’s input. In particular, if we can
find a systematic correspondence between the feedback strategy of the system on the one
hand, and the user’s choice of modality in her utterances on the other (i.e. what the user
expresses in words and what she expresses by means of graphical operations), a lot can be
gained. The present study is a step towards pursuing this goal.
1.2.1. Modality switching as an error handling strategy
Errors can occur on all levels of a dialogue system, but in domains where many of the words
in the recognition lexicon are similar sounding, or where there is a large morphological
overlap, the problem of recognition errors may become especially difficult. Experiments by
Oviatt and VanGent (1996) have shown that there is a tendency for users to switch from one
modality to another when their interaction with a multimodal system becomes problematic.
In these semi-simulated experiments, users were subjected to errors which required them to
repeat their input up to six times. Many users went from speech to graphical input after
already having repeated and rephrased their spoken input to the system several times. It
appears as if people use modality switching to recover from errors after having been
subjected to a series of failures in communication by a noncooperative system.
It should be interesting to examine whether it is possible for a cooperative system to
promote the use of one modality rather than another without explicitly asking the user to
alternate or ceasing to ‘understand’ the user’s input. Ultimately, the goal would be to design
a multimodal system with the ability to predict and prevent the occurrence of longer error
sequences. A low confidence score from the speech recognizer or an error indication from
another part of the system could be used by the dialogue manager as a signal to encourage a
user to switch to the graphical input mode. In this way, it would perhaps be possible to avoid
a succession of errors and a resulting spiral of miscommunication.

1.3. The setting
This research has been carried out within the Adapt project, whose principal aim is to study
various aspects of multimodal human-computer interaction in the context of an apartmentseeking domain. The practical goal of the project is to create a multimodal dialogue system
which will help users find an apartment in the city of Stockholm. &#9;The apartment domain
is highly useful for studying multimodal interaction. An apartment is a complex object that
has properties suitable for graphical presentation (e.g. its location in the city), as well as
properties suitable for verbal presentation (price, description of interior details, etc).
Furthermore, it is not always obvious which modality is preferable for a referential
construction.
For the purpose of the experiment described here, we use a simulation system where the
key functionalities of the intended system are handled by a "wizard" (namely, analysis of
multimodal user input, dialogue management and multimodal response generation).
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2. BACKGROUND
2.1. Lexical entrainment
In spontaneous human-human dialogue, participants frequently use referential expressions as
a way of making the interaction efficient and concise. Clark and Wilkes-Gibbs (1986) have
demonstrated that participants in a dialogue collaborate in the making of references. This
collaborative effort is a sort of negotiation, where one of the interlocutors suggests a way of
using a noun phrase to refer to a certain object, and the other accepts, rejects or postpones the
decision. Once the participants have found a mutually acceptable way of referring to the
object in question, they tend to use the term agreed on. Garrod and Anderson (1987) have
established that people who repeatedly refer to the same objects in a dialogue often start
using the same terms. They called this phenomenon lexical entrainment. Brennan and Clark
(1996) have argued that lexical entrainment can be understood in terms of shared
conceptualizations that are established between people engaged in conversation. After a
conceptual pact has been established, speakers are sometimes overinformative in subsequent
references instead of introducing a new term.
Brennan (1996) has argued that there is a phenomenon corresponding to lexical
entrainment in human–computer interaction. Human dialogue participants tend to mimic the
terms introduced by a spoken language system, something Brennan calls lexical
convergence. Since computer programs generally are not constructed to negotiate about
terminology, entrainment in Brennan and Clark’s sense is not really possible in human–
computer interaction. However, there appears to be a unidirectional influence by which the
terminology of a natural language system is likely to influence the user’s choice of
vocabulary.

2.2. Multi-modal human-computer dialogue systems
Multimodal interfaces are potentially more flexible, powerful and effective than unimodal
interfaces. Experiments in map-based simulation environments have demonstrated that a
pen/voice interface can be more efficient and user-friendly than either a speech-only
interface (Oviatt 1997) or a graphics-only interface (Cohen, Johnston et al. 1998). Studies of
how users integrate the different input modes in multimodal dialogue systems have been
previously reported in (Oviatt and Olsen 1994; Oviatt and VanGent 1996; Oviatt, DeAngeli
et al. 1997). In a study where speech or pen input could be used to interact in a simulated
map system (Oviatt, DeAngeli et al. 1997), it was demonstrated that people use the spoken
and written modalities in a complementary way, rather than provide redundant information.
Adaptable multimodal systems offer many possible advantages over unimodal interfaces,
such as greater expressive power. However, if these systems are to become useful, we need
to put greater efforts into studying how people use different modalities and alternate between
them.

160

Paper V. Modality convergence in a multimodal dialogue system

3. METHOD
3.1. Hypotheses
Our conjecture when embarking on this experiment was that when both system and user may
choose the modality in which to construct a reference, the system will, to some extent, affect
the user to enter into "modality convergence" with itself. More specifically, we were
interested in testing two hypotheses with respect to modality convergence:
"Strong convergence": the user converges on the system’s behavior while abandoning his
previously adopted modality behavior.
"Weak convergence": the user converges on the system’s behavior while retaining and
integrating it with his previously adopted modality behavior.
Essentially, the weak hypothesis states that the system can "entrain" the user to adopt new
behaviors. The strong hypothesis additionally states that the user can be retrained and made
to abandon old behaviors.
We take it that it would be possible to achieve strong convergence if the system is
suitably "uncooperative", for example, if it explicitly tells the user to switch modality or if it
ceases to understand a certain behavior. However, rather than trying to affect the user by
putting restrictions on the system’s capabilities, we were interested in investigating to what
extent a cooperative system could influence the user’s behavior merely by changing its own
way of constructing references.
The experimental task used to test these hypotheses involves the construction of deictic
references to specific apartments on a map. Subjects who referred to apartments had the
option of using either graphical or verbal means, or both. The question was then to what
extent the subjects’ construction of deictic (and other) references would be influenced by the
behavior of the system.

3.2. Simulation system
The basic vehicle for the experiment was a Wizard-of-Oz simulation tool which provided
information about available apartments in downtown Stockholm. The tool included a map
showing names of streets, major neighborhoods, parks, etc., an overview map allowing the
user to scroll the detailed map, and an animated agent speaking with a synthesized voice (see
Figure 1). For each displayed icon, limited information about the corresponding individual
apartment was provided in the row of a table. Here, the apartment’s address, size and listed
price were displayed. Icons on the map that represented apartments at adjacent or identical
positions were only allowed to overlap to a limited extent in order to keep them
simultaneously visible to the user.
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Figure 1. The graphical user interface.
The user’s input was sent to the wizard interface where a human operator controlled the
system’s response. Much care was devoted to design the wizard interface to allow rapid
system response times (typically between one and two seconds), thus giving users the
impression of a fully functional system. The wizard chose his answer from a button menu,
where information about specific apartments from the database was included in one of a
number of possible answer templates.
To investigate convergence effects, the experiment focused on two equivalent ways of
forming deictic references using different modalities, namely, graphics (point-and-click) and
verbal expressions. To this end, the simulations mimicked two versions of a system, called
System G ("graphics-oriented") and System S ("speech-oriented"), which behaved identically
except for the way the deictic references were constructed. Thus, both versions used squareformed icons to indicate apartment positions on the map. The icons were color-coded so that
each displayed icon had a unique color. The sole difference between the two simulated
systems was that System G, while using a deictic utterance ("This apartment has a tiled
stove"), let the corresponding icon on the map "shake" in a highly perceptible way for a fixed
number of seconds (1.5, to be exact). In contrast, System S constructed apartment deictic
references by using a verbal expression that exploited the color-coding ("The yellow
apartment has a tiled stove"), but without shaking or otherwise changing the appearance of
the icon in any way. Throughout the dialogues, the two systems retained their way of
referring to the individual apartments.
Because of the difficulty of verbally distinguishing a large number of colors, and in
order to help focus the dialogues on a limited number of objects which could be
systematically compared, both of the simulated systems displayed at most seven apartment
icons at any given time. Thus, as long as the current set of apartments to match the user’s
constraints was larger than seven, no icons were shown on the map. The animated agent
would then prompt the user to narrow down the search by saying something like, "There are
too many apartments to show. Are there any particular features you’d like your apartment to
have?"
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To make it straightforward for the user to associate table rows with the corresponding
apartment icons, each row was preceded by a color-coded icon similar to the one on the map.

3.3. Experiment
To collect the data needed to test the hypothesis, a between-subjects design was selected. 16
participants were randomly assigned to a task/system sequence and each completed two
tasks. For each task order (A-B, B-A), there was a corresponding system order (G-S, S-G),
resulting in four unique sequences of two tasks (AG-BS, BG-AS, AS-BG, BS-AG), aimed at
counterbalancing sequence effects. Each of these sequences was completed by eight persons,
and a total of 32 dialogues were thus recorded.
Each task involved finding an apartment that fulfilled certain criteria. In solving the
tasks, the subjects were invited to take their time looking around, and to contrast individual
apartments in order to arrive at a suitable alternative. Before subjects started an experimental
session, they were asked to try the functionalities of the system. In this way, the
experimenter could make sure each user knew how to carry out the various operations.
As can be seen in Figure 2, task A and B both included a map of Stockholm where
different areas had been shaded. These were the designated areas in which the users were to
look for an apartment in their respective scenarios. In addition, the number of rooms the
apartment should have and an approximate time period for the construction of the building
were indicated on scales. Pictures of interior and exterior details were also added to each
task. The subjects were informed that these details (stucco and a balcony, for instance) were
merely suggestions, and that they were free to ask the system about other things that might
interest them.

Figure 2. The scenarios, A on the left and B on the right.
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Subjects were instructed that they could communicate with the system using an open
microphone and two graphical operations with respect to the map, namely, the selection of a
position by point-and-click and the selection of a rectangular area of arbitrary size. The
subjects’ graphical operations were echoed in the same way by the two system versions; in
particular, a point-and-click on an apartment icon was echoed by highlighting the icon. 16
subjects, all volunteers, participated in the experiment. Eight of the subjects were female and
eight were male, and their ages ranged from 17 to 55. The subjects were all native speakers
of Swedish, and while a few of them were staff at the Department of Speech, Music and
Hearing, none were working in the field of speech technology. All subjects reported to be
familiar with computers, most of them regularly used word processing software and browsed
the web, but only a couple claimed to have any significant programming skills. Each
experiment session (including the introduction to the system and the post-experimental
interview) lasted for approximately 30 minutes. During the post-experimental interviews,
subjects were asked to give feedback on the interface and comment on their own modality
choices during the dialogues. Finally, the experimenter verified that all subjects had been
unaware of the fact that they had been interacting with a Wizard-of-Oz simulation rather than
a real system. Those subjects who had been recruited from outside the department were
rewarded with a movie voucher.

4. DATA CODING AND ANALYSIS
4.1. Coding
Figure 3 shows an excerpt from a typical dialogue obtained during the experiment. A
dialogue normally proceeds as follows: The subject begins by indicating a city area and
providing a number of preferences in order for the system to come up with a set of matching
apartments. The subject then asks the system about various features of the individual
apartments displayed. This procedure may be iterated for a number of areas.
The dialogue excerpt shown in Figure 3 begins at the point where the system has just
displayed a set of apartment icons on the map (with accompanying information in the table,
as seen in Figure 1). The subject uses color references with a deictic function when he shifts
focus from one apartment to another (that may or may not have been referred to previously
in the dialogue).
After a focus shift, subjects typically use pronominal expressions to refer to the
apartment under discussion. To a lesser extent, subjects continue to make use of
constructions with a deictic function during turns subsequent to focus shifts. (Examples of
this occur in Figure 3 at turns User.45 and User.46.) In these cases, however, they typically
retained the particular reference construction used at the focus shift.
Our data analysis thus showed that the critical points at which modality convergence can
be investigated correspond to focus shifts. The coding was therefore guided by the need to
track user references to apartments made at these points. The references occurring at user
turns other than focus shifts were not tagged.
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Figure 3. A translated excerpt from one of the dialogues using System S. Focus shifts are
indicated using bold fonts.
References at focus shifts were tagged along two dimensions:
1. A category for each primitive type of reference construction used by the subject. We
distinguished between four types:
• g – graphical reference (that is, point-and-click);
• c – color reference (for example, "the yellow one", "the black apartment");
• a – address reference (a street name optionally followed by a street number, such as
"Swedenborgsgatan 7");
• m – miscellaneous (for example, "this one", "the apartment with a sauna").
2.

A tag indicating whether the focus shift was initiated by the user or the system (userinit and system-init, respectively).

As an example of this, the dialogue excerpt shown in Figure 3 contains two focus shifts
which are tagged as follows:
•

(User.44) cg; user-first

•

(User.52) c; user-first

The notation "cg" means that the subject used an integrated color and graphical reference by
making a point-and-click operation in connection with a verbal utterance. Each reference
categorized as "cg" was counted as one "c" and one "g", in addition to being counted as one
"cg".
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Focus shifts that occur initially in the dialogues, before the system has had any chance of
entraining the subjects, have not been included in the count. However, we still coded them,
since they could tell us something about the subjects’ a priori preferences with respect to
reference constructions at focus shifts.

4.2. Analysis
As previously stated, our main objective was to investigate if and how the subjects were
influenced by the system in their way of referring to individual apartments. System G
consistently referred to apartments using a graphical operation; system S consistently used
color codes; hence we were primarily interested in the subjects’ behavior in this regard,
which was reflected by the values of the "g" and "c" categories. Two "g" values were
calculated for each subject, one for the number of "g" references in dialogue 1 and one for
the number of "g" references in dialogue 2. Analogously, two "c" values were calculated for
each subject.
In order to enable meaningful comparisons between subjects, we normalized each "g"
value ("c" value) by dividing it with the total number of coded references in that dialogue.
We used the notation "gNorm" ("cNorm") to refer to the normalized "g" values ("c" values).
As described in Section 3.3, the 16 test subjects were divided into four groups, each
group corresponding to a unique sequence of scenario-system pairs (AG-BS, BG-AS, ASBG, and BS-AG). The first test performed was to investigate whether the scenario had any
significance for the behavior of the subjects. We therefore compared the values for the
"gNorm" and "cNorm" parameters for the AG-BS group with those of the BG-AS group, and
similarly for the AS-BG and BS-AG groups. As we found no significant differences, we
collapsed the AG-BS and BG-AS groups into one group called G-S (corresponding to the
eight subjects who used system G first and system S second). The AS-BG and BS-AG
groups were collapsed into another group called S-G (corresponding to the eight subjects
who used system S first and system G second).
The next step was to compare the values of the parameters "gNorm" and "cNorm"
between and within the G-S and S-G groups. More specifically, we were interested in the
relations indicated by the arrows in Table 1 below. The horizontal arrows in the table
correspond to possible changes in referential behavior within the same group, but between
the subject’s first and second dialogue. The vertical arrows correspond to possible
differences between the two groups either in the subjects’ first dialogue, or in their second
dialogue. In Table 1-4 below, "D1" and "D2" denote the first and second dialogue,
respectively.
Table 2 shows the relations that should hold for the data to support the weak
convergence hypothesis of Section 3.1. The value of the "gNorm" parameter should be
higher for the G-S group than for the S-G group in dialogue 1, since at that point in time the
S-G group had not yet been subjected to "graphical" behavior from the system. Similarly,
within the S-G group, the "gNorm" value should be higher in dialogue 2 (when the system
starts to behave "graphically") than in dialogue 1. An analogous line of reasoning gives the
required relations indicated in the "cNorm" part of Table 2.
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Table 3 shows the additional relations, apart from those of the weak convergence hypothesis,
that should hold for the data to support the strong convergence hypothesis. The value of the
"gNorm" parameter should be higher for the S-G group than for the G-S group in dialogue 2,
since in the second dialogue the system behaved "graphically" towards the S-G group but not
towards the G-S group. Similarly, within the G-S group, the "gNorm" value should be higher
in dialogue 1 (when the system behaves "graphically") than in dialogue 2. An analogous line
of reasoning gives the required relations indicated in the "cNorm" part of Table 3 below.
Table 1. Relevant data relations
















 


















Table 2. Relations that would support the weak convergence hypothesis
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Table 3. Additional relations that would support the strong convergence hypothesis
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5. RESULTS
The most important results of the experiment are summarized in Table 4 below.
Table 4. Mean values for the “gNorm” and “cNorm” parameters
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If we begin by examining the four relations relevant for testing the weak convergence
hypothesis (cf. Table 2), we see our data supports the hypothesis in three cases. Only the
decrease from 0.04 to 0.03 for the S-G group’s "gNorm" parameter is inconsistent with the
hypothesis (but on the other hand, the total number of graphical references is indeed very
small in those dialogues). The other three relevant relations are consistent with the weak
hypothesis. However, only the increase from 0.04 to 0.48 for the G-S group’s "cNorm"
parameter proved to be statistically significant using a correlated t-test (t(7)= -3.39,
p<0.012), as well as a Wilcoxon signed rank test (W+=1, p<0.028). We therefore conclude
that we have found limited support for the weak convergence hypothesis.
In contrast, the strong convergence hypothesis is not supported at all by the data. Of the
four relations indicated in Table 3, only the difference between the two groups for the
"cNorm" parameter for the second dialogue (0.48 vs. 0.21) is consistent with the strong
hypothesis, however not significantly so. There is even an almost significant difference
(t(14)=2.12, p<0.053) between the two groups for the "gNorm" parameter for the second
dialogue (0.32 vs. 0.03), something which speaks against the strong hypothesis.
The strong hypothesis is also contradicted by the tendencies within the groups between
the first and second dialogues. The group which started out using System S increased their
proportion of color references in their second dialogue (from 0.13 to 0.21), even though the
system had changed its behavior. The same tendency could be shown for the group that
started out using System G (0.16 to 0.32), i.e. the subjects amplified the behavior adopted in
their first dialogue rather than allowing themselves to be "retrained".
The group who started using System G had a higher proportion of graphical references
during both dialogues when compared to the other group (almost significantly so in the
second dialogue, as discussed above). This might be seen as a "delayed" convergence effect
from their first dialogue. However, a closer look at the data reveals that out of the 17
graphical references by this group in the second dialogue, ten are integrated with color
("cg"). Thus, the increased use of graphics did not occur at the expense of color references,
but rather "hand in hand" with these.
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Looking at the subjects’ behavior across the two dialogues, what we have said above might
be summarized as follows: Rather than the subjects replacing one type of behavior with
another as an effect of modality convergence, their "converging" behavior in the first
dialogues was amplified in the second dialogues. In addition, they showed clear potential for
taking up and integrating a new form of converging behavior in one of the second dialogues,
namely, with the system that used color references.
Another way of formulating this is that the added proportions of color and graphical
references increased from dialogue 1 to 2 for both groups. In other words, there was a
tendency for subjects to gradually converge to the two kinds of reference construction that
the system used, ("c" and "g") at the expense of the other kinds of reference construction
("m" and "a", mentioned in Section 4.1 above). An interesting observation is that none of the
subjects had color ("c") as their a priori preference in their first dialogue; still, color ended up
being the altogether most used reference construction.

6. DISCUSSION
Our post-experimental interviews indicated that the function of mouse clicks was not entirely
obvious to the subjects. One subject said: "I preferred to speak since what I could do with the
mouse seemed so limited" and another reported: "He [the animated agent] understood what I
said, but not what I meant by clicking". The post-experimental interviews also revealed that
the graphical input mode was perceived by several subjects as being less efficient and
concise: "The question one asks with a mouse click seems rather undefined", "I preferred to
speak, it was easy", "It was faster (I think) to speak directly to the animated agent."
Intuitively, it seems that in order for the system to maximize its chances of successfully
entraining the user, the manifestatons of the input and output reference constructions should
be as similar or "symmetric" as possible. In our experiment, such a symmetry was trivially
achieved for verbal references (through the spoken manifestations of the user and system),
but less so for graphical references: User clicks on apartment icons were echoed by
highlighting the selected icon, whereas the system’s graphical references were indicated by
shaking the icon. Because of this, the connection between the graphical output and input
might not have been obvious to the subjects. One way of clarifying this connection might be
for the system to produce a characteristic short sound as each icon is highlighted. The same
sound could then be repeated as the user clicks on one of the icons on the screen.
Furthermore, it is worth noting that the dialogues, generally speaking, were quite short.
Since the tasks given were deliberately vague, some of the subjects chose to speak about no
more than a couple of different apartments. A tendency in our data was that those subjects
who persisted in interacting with the system for a longer time were more likely to be affected
by the system’s behavior. Longer dialogues would most certainly have given us more
datapoints, and possibly also more clear-cut entrainment effects.
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POSITIVE AND NEGATIVE
USER FEEDBACK IN A
SPOKEN DIALOGUE CORPUS
Linda Bell and Joakim Gustafson
CTT, KTH, Stockholm, Sweden

ABSTRACT
This paper examines feedback strategies in a Swedish corpus of
multimodal human–computer interaction. The aim of the study is to
investigate how users provide positive and negative feedback to a
dialogue system and to discuss the function of these utterances in
the dialogues. User feedback in the AdApt corpus was labeled and
analyzed, and its distribution in the dialogues is discussed. The
question of whether it is possible to utilize user feedback in future
systems is considered. More specifically, we discuss how error
handling in human–computer dialogue might be improved through
greater knowledge of user feedback strategies. In the present
corpus, almost all subjects used positive or negative feedback at
least once during their interaction with the system. Our results
indicate that some types of feedback more often occur in certain
positions in the dialogue. Another observation is that there appear
to be great individual variations in feedback strategies, so that
certain subjects give feedback at almost every turn while others
rarely or never respond to a spoken dialogue system in this manner.
Finally, we discuss how feedback could be used to prevent problems
in human–computer dialogue.

1. INTRODUCTION
As conversational speech interfaces become more advanced and human-computer dialogues
appear more “natural”, we may expect users of spoken dialogue systems to integrate a larger
number of human discourse features into their speech. In human-human conversation,
dialogue participants continuously give each other positive and negative feedback as a way
of showing attention, recognizing the intention what the other conversant is saying or to
signal nonunderstanding or misunderstanding. In the present paper, we examine a broad
range of feedback phenomena observed in a multimodal dialogue corpus. The multimodal
AdApt system is designed to provide users with information about apartments in downtown
Stockholm, and for the purposes of the present study a semi-simulated version of the system
was employed. Despite the fact that this system never gave the subjects any explicit
acknowledgements in the course of the dialogues, positive and negative feedback occurs in a
surprisingly large number of user turns.
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2. BACKGROUND
Clark’s theory of grounding [5] describes discourse as a joint activity in which participants
continuously work at establishing a common ground. An acknowledgement or repetition of
the dialogue partner’s previous contribution hardly moves the conversation forward, since
such a turn contributes little or no new information. These utterances have been categorized
as a subgroup of the “informationally redundant utterances” [12]. According to the theory of
grounding, however, dialogue participants use acknowledgements and feedback to signal
understanding and nonunderstanding throughout the discourse. These cues often carry
important information about the grounding process and the state of the dialogue. Clark and
Schaefer [6] suggest that there are a number of ways in which a dialogue participant can
demonstrate that he has understood a discourse contribution. “Acknowledgement” is placed
in the middle of a scale ranging from “continued attention” to “display”. In dialogue, an
acknowledgement is often expressed by a nod or a “yeah”, “uh huh” or something similar.
Brennan and Hulteen [2] present a list of acknowledgement strategies that is partly based on
Clark and Schaefers’ scale, and emphasize the importance of feedback for coordinating the
user and systems’ knowledge states in a dialogue system and for facilitating problem solving.
In a study based on tutorial dialogues, Brandle [1] divides acknowledgements into several
subgroups according to their function in the grounding process. In this classification scheme,
explicit acknowledgements are distinguished from implicit ones. In a study of cues used for
tracking initiative in dialogue, Chu-Carrol and Brown [3] use the term “prompts” for similar
phenomena. In a recent publication, Ward and Heeman [13] report that acknowledgements
are used to a rather large extent when subjects interact with a telephone-based automated
service system. Even though this system did not explicitly encourage the use of feedback, it
provided opportunities for and responded to acknowledgements. Ward and Heeman report
that about half of the subjects of their study used acknowledgements at least once during
their interaction.

3. MOTIVATION
3.1. Error handling
In human–computer dialogue, frequent occurrences of errors threaten to make users
frustrated and may result in a premature closure of the interaction. Errors are inevitable in
human–human as well as human–computer dialogue, but in human–human dialogue refined
strategies for dealing with problematic interactions have been developed. Clark [4] has
suggested that conversants begin by trying to prevent foreseeable but avoidable problems,
then warn partners about predictable but unavoidable problems and lastly resort to repairing
those problems that have already arisen. In Clark’s view, we should expect human–human
dialogue participants to prefer preventatives to warnings, and warnings to repairs [4]. The
reason for this is the relative high cost of repairing problems that have already arisen in a
dialogue, compared to the relative low cost of an extra (perhaps unnecessary) dialogue turn.
As reported by Smith and Gordon [10], there is a similar problem in human–computer
interaction. Here, developers of dialogue systems have to consider the trade-off between
being terse and risking being misunderstood on the one hand, and being overinformative and
repetitive on the other. In a study of errors in a spoken dialogue system caused by
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misrecognition, Smith and Hipp [11] proposed that verification subdialogues should be used
selectively to recover from errors. The context of the utterance is shown to be helpful in
selecting which utterances to verify.
Certain linguistic markers are often used to signal understanding, nonunderstanding or
misunderstanding in dialogue. However, in a given context the significance of such markers
can be difficult to assess. In a study describing a French dialogue system, Derriks and
Willems [7] show that negative feedback cues exhibit ambiguity, so that for instance the
word “pardon” can be given six different interpretations. Similarly, in the corpus presently
analyzed, some feedback cues were found to be inherently difficult to interpret. In some
cases, these cues could be given both positive and negative interpretations. Contextual and
prosodic cues can often help resolve such ambiguities. If correctly interpreted, a positive or
negative linguistic marker can be used by a spoken dialogue system as an indication of the
dialogue status. When a positive feedback turn has been recognized, and a problem occurs
later on in the dialogue, it is reasonable to assume that the dialogue was fine at least up until
that time. If a verification subdialogue is initiated by the system at a later stage, it does not
have to go back further than necessary. Negative user feedback can be interpreted as a sign
of discontentment, as a warning of an upcoming problem or as a reaction to an error that has
already occurred. If rapidly identified by a dialogue system as a problem or a warning, these
negative feedback utterances could be used to facilitate error handling and perhaps avoid a
longer error sequence.

3.2. Feedback in the August corpus
Part of the motivation for the present study came from observations made in the previously
developed August system. This experimental spoken dialogue system, whose animated
talking head was modeled after the Swedish author August Strindberg, was used to collect
speech data from members of the general public. The August database consists of more than
10,000 utterances of spontaneous computer–directed speech from around 2,500 users, and is
described in [8]. Because of the high levels of background noise in the public location where
August was displayed, a push-to-talk mechanism was used for speech recording. The system
itself used no explicit acknowledgements or feedback, nor were its users encouraged to do
so. Nonetheless, analyses of the August corpus indicated that the users quite frequently gave
the system feedback on previous turns. Since some of the human–computer dialogues in the
August database were very short, a subsection of the corpus with only those interactions that
went on for three or more user turns was extracted. The total number of users in this
subsection was 1206, and out of these 18% gave the system positive or negative feedback at
least once. The total number of utterances was 6876, out of which 6% contained feedback to
the system. In 89% of these cases, the feedback appeared in a turn of its own. This figure can
probably be explained by the fact that the users had to push to talk, and thus tended to
convey one speech act at the time to the system. These preliminary figures, obtained in the
analysis of the August corpus, inspired us to perform a more exhaustive study of user
feedback strategies in the AdApt system.
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4. DATA
4.1. The AdApt corpus
AdApt is a Swedish conversational multimodal dialogue system which can be used for
accessing information about apartments for sale in downtown Stockholm. Figure 1 shows the
system’s graphical user interface. It consists of the animated talking agent Urban, an
interactive map of Stockholm and a table for displaying textual information. The AdApt
corpus comprises 50 dialogues with 33 subjects, all collected in a series of Wizard-of-Oz
experiments. The total number of utterances in the corpus is 1845. The subjects were given
pictorial tasks that involved finding one or several apartments in Stockholm that fulfilled
certain criteria. To solve these tasks, the subjects were asked to take their time to look
around, and to compare different apartments in order to find a suitable one. The tasks were
deliberately designed to be vague, so that the subjects’ linguistic behavior would be as
natural and unconstrained as possible. In the course of these experiments, an open
microphone was used to facilitate the integration of speech and graphical input to the system.
A pointing device was used to carry out graphical operations, namely selecting a position or
an apartment icon indicated on the map or marking an area on the screen.
A spoken dialogue system’s way of providing feedback affects the users’ manner of

Figure 1. A user interacting with the AdApt System and a closeup of the interactive
map with apartment icons.
interacting with that system. The AdApt system did not explicitly acknowledge that the
subjects’ input to the system was being processed or had been correctly recognized.
However, indirect visual cues were conveyed through the system’s animated talking head.
While speech input was being processed, the talking head appeared to be “listening”, and as
soon as a user had finished speaking, the head indicated that the spoken input was being
interpreted by responding with a “thinking” gesture. Furthermore, by “understanding” most
of what was being said, the system indirectly encouraged the subjects’ conversational
behavior. In the course of the dialogues, the system offered implicit evidence of
understanding. A translated example from the AdApt database illustrates this:

Proceedings of ICSLP 00, Bejing, China, 2000.





0

%
/

.

:

175

  ! "$#%&! ')(&*!   )+!  ,1#%20+!  , )3)4%! '657#8
;0#<"=2(>")?8')(&>'9 -

In the above example, the subject’s input is indirectly acknowledged. The system’s next
dialogue turn is relevant, and no repetition of the user’s previous utterance is requested. A
few turns later, when the system has found a selection of apartments in the Old Town and
they are displayed on the screen, the user will know for certain that this turn was correctly
interpreted. If the system had used an explicit acknowledgement strategy instead, the
system’s response to User 1 would for example have been: “The Old Town. Is that
correct?”. If this sort of explicit prompt had been employed, user feedback strategies would
probably have been different. Intermediate strategies, where the system’s acknowledgement
is part of the next turn, are also possible.

4.2. Annotation of data
The AdApt corpus was manually transcribed and the subjects’ utterances were individually
labeled for feedback, taking into account the context of the system’s previous utterance and
the dialogue history. For example, when “no” was used as a way of signalling dissatisfaction
or disagreement in the dialogue, it was marked as feedback. Conversely, when “no” occurred
as response to a question posed by the system, it was not labeled as feedback. Those parts of
the user utterances that had been marked as feedback were then tagged with respect to the
following three parameters:
Positive/Negative - Positive feedback typically include expressions like “good”, “yes”, and
“thank you”. Examples from the negative feedback category include “no”, “well” and “too
bad”. Since some expressions, such as “okay”, function as either a positive or negative cue,
all sound files were individually assessed. Prosodic or contextual cues indicated whether an
utterance was intended by the subject as a positive or negative response to the system’s
previous utterance.
Explicit/Implicit - In some of the feedback utterances the subjects literally expressed what
they meant, so that for example a presentation of a new apartment would get the response
“that’s great” or “very good Urban”. These were labeled as explicit, while those utterances
where the feedback was conveyed in a less direct way were labeled as implicit. Implicit
feedback was often expressed through cues like “mhm”, and “aha, all right”. Again, some
cases were ambiguous.
Attention/Attitude - Attention was interpreted as an indication from the user that the
system’s message has been received. Typical examples include “I see”, and “No bath tub ”.
Attitude, on the other hand, was seen as an indication of the user’s attitude toward the
system or the previous turn in the dialogue. Positive and negative value judgements occur
frequently in this category. Examples from the corpus include “that’s good”, “great, Urban”,
“thanks”, “that was quite expensive” and “too bad”.
All feedback utterances were categorized along these three axes, resulting in a total of eight
groups. As previously observed, some expressions in the corpus turned out to be inherently
ambiguous. The word “okay”, for instance, was labeled as belonging to all of the categories
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depending on the context in which it appeared. Table 1 shows part of an annotated dialogue
sequence in which examples of most of these labeling categories are included. In this
excerpt, the user gives the system feedback at every turn. Most of the feedback was labeled
as positive. The single instance of negative feedback from the user, turn 36 in Table 1,
appears as a response to a system turn where no information was conveyed.






   ! " #$&%(')
*+ #  ,.-/ * ,10"2 #43 5)67

8  9/:<; (= .2> ? 4; @ 4A A A A B9CD)EF)G FHIJ9K/LH
M CD9B9CG M DI)ED(B9LK(N)JG O M

   ! " #$&%(')
*+ #  ,.-/ * ,10"2 #43 6 5)3

8  (9/:/W ; X:Y4A A ;  M CDZ DL M G O DFK M I[D M CDZ.D PIKRQSTVU M M E
M II

\

  '] ' -,1^40)# , ')' 8 9/:/W 9 ? ?; X:`>>4YaY4A ACIBbCG c)CdG K M CD
_. -/0] ! ' * 0
NJG O F)G Ec

PIKRQSTVU M M G

PIKRQSTVU M M G

e  '] '-,1^40)# ,  + #
,.02_. -1, _.! ++ -

f())4Y4A LEFdgK/DDG M G K(hO IK/D M I M CDiDZ1j9L)E9hCJZ.hC PIKVgj9TkU M M E
M C DZ.D

lnm9" + #(o ,p# + %
'#q,.  #$4' + , ) * 
,.  #$ 

r& ? ?)> ))YsYaYsYsYsAHDK(N)J M g M CG E)t(g1u jbCL)TTH
B9G M C M CL M

v DcwQSTVU M M G

Table 1. A translated excerpt from the AdApt corpus. The part of the user utterance that has been
labeled as feedback is in boldface, and the type of feedback positive/negative, explicit/implicit,
attention(Attn)/attitude(Atti) — is in the table to the right.

5. RESULTS
Positive or negative feedback was found in 18% of all user utterances in the AdApt database.
It is worth noticing that almost all subjects, 94%, used feedback at least once during their
interaction with the system. In contrast to the August system, user feedback occurred in a
separate turn in as few as 6% of all cases in the presently examined corpus. Instead, feedback
typically occurred in the initial position of a longer user sequence, after which a silent pause
was followed by a request for information. Turns 32 through 34 in the example dialogue in
Table 1 provide examples of this phenomenon. In the AdApt database, 65% of all feedback
utterances were judged to be positive. Two thirds of the feedback utterances were labeled as
explicit, while one third were implicit. The groups of feedback tagged as attention or attitude
were evenly sized.
When the function of the user feedback utterances was examined in a broader dialogue
context, several interesting tendencies could be distinguished. The function of the largest
group of utterances in the database was that of asking a direct question, for instance “finns
det badkar” (“is there a bathtub”) In these cases, feedback turned out to be quite uncommon.
Another frequently occurring type of utterance in the database was one where the user would
define his or her preferences. For this group, feedback was provided in about one fourth of
the utterances. Relatively speaking, feedback was very frequent in those utterances that were
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Percentage of user
utterances with feedback

used for concluding the interaction with the system. An example from the database is: “okej,
då tackar jag för hjälpen” (“okay then, thanks for your help”). The feedback provided
indicates that the user wants to sum up before finishing the dialogue. Meta–utterances, that
is, user comments about the AdApt system, remarks on the preceding dialogue and self–
directed communication, were quite rare in the corpus. When they occurred, however, they
often included feedback to the system.
The analysis of data also revealed large individual variations in feedback strategies.
While some subjects gave the system positive and negative feedback in virtually every turn,
others very rarely gave feedback at all. For the individual subjects, the number of utterances
that were labeled as including feedback varied from 0% to 70%. Figure 2 shows that about
one fourth of the subjects used feedback in half or more of their turns, while one fourth of the
subjects very rarely or never used feedback. No correlations with the subjects’ reported
experience with computers in general or spoken dialogue systems in particular were found. It
appears as if feedback to a spoken dialogue system, at least partly, is a matter of individual
style.

75

50

25

0

Individual users
Figure 2. Distribution of feedback in user utterances.
The human–computer dialogue as a whole probably affected the way in which feedback was
used in the multimodal dialogue system. To investigate feedback in the context of the
discourse, the system’s previous turn was correlated to the users’ choice of strategy. As can
be seen in Figure 3, the feedback categories attention and attitude appeared at different
places in the dialogue. In the initial phase of the discourse, where the system took the
initiative and inquired about the user’s preferences, feedback was often used to signal
attitude. When the system failed to fulfill the user’s request, on the contrary, users merely
signalled that they had understood what the system was saying. Figure 3 also indicates that
when the system turned over the initiative by asking an open question ( e.g. “Is there
anything else you would like to know about the apartment?”), the subjects responded with
attitude feedback (“Yes, I would like to know if the apartment has a balcony”) It thus seems
as if certain types of user feedback are likely to be provided in different phases in the
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dialogue. If, in a future system, it becomes apparent that difficulties often appear in a
particular stage in the discourse, the system should anticipate negative user feedback. In this
way, the user’s warning to the system could prevent a more serious problem from occurring.

35
ATTENTION
ATTITUDE

Percentage of turns
with feedback

30
25
20
15
10
5
0

System asked System turned
for preference over initiative

System
answered

System
failed

Figure 3. Number of turns with feedback depending on the previous system
turn.
Those attitude feedback utterances that occurred after the system had supplied the user with
information about some feature of an apartment, could be used to gain knowledge about the
users’ preferences. Instead of explicitly asking what kind of apartment the user would prefer,
the system could attempt to interpret the user’s feedback. For example, when a user asks:
“What can you tell me about this apartment?”, the system could present the apartment’s most
distinguishing feature(s). If the user provides the system with feedback, this could be used to
decide which apartments to present later on in the dialogue. A similar method has previously
been implemented in a text-based dialogue system [9]. In Table 2, four examples of attitude
feedback are presented. In two of the examples, the feedback might be used to model user
preferences. In general, negative attitude feedback appeared to contain more information and
be more useful than positive attitude feedback. For instance, the feedback utterance in the
last example in the table could be used to detect that a problem has occurred in the dialogue,
and that the user wishes to correct the system’s interpretation.
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Table 2. Translated examples of attitude feedback, marked for usability from the point of
view of user preferences.
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In the present study, positive and negative user feedback cues were found to signal
understanding and misunderstanding throughout the dialogues. Certain user preferences were
also expressed in the feedback utterances. In a future system, positive feedback can be
utilized as a way for the system to increase its knowledge about the user’s preferences.
Complicated correction subdialogues can thus be avoided. Negative feedback is sometimes
used to warn the system of an upcoming problem. If these cues are correctly interpreted and
handled by the system, serious errors can perhaps be prevented from occurring.
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ABSTRACT
In this paper, we compare the distribution of disfluencies in two
human–computer dialogue corpora. One corpus consists of
unimodal travel booking dialogues, which were recorded over the
telephone. In this unimodal system, all components except the
speech recognition were authentic. The other corpus was collected
using a semi-simulated multi-modal dialogue system with an
animated talking agent and a clickable map. The aim of this paper is
to analyze and discuss the effects of modality, task and interface
design on the distribution and frequency of disfluencies in these two
corpora.

1. INTRODUCTION
In human–human as well as human–computer dialogue, spontaneous spoken language
contains disfluencies (pauses, truncations, prolongations, repetitions, false starts etc.), or DFs
for short. For spoken dialogue system applications, DFs can be problematic, since current
automatic speech recognition is limited in its ability to process them. Depending on the type
of discourse or task involved, the type and frequency characteristics of DFs will vary. In
general, we need to increase our knowledge of how the setting, task, timing and overall
fluency of the human–computer dialogue affects DF distribution. Previous studies have
shown that DF rates and the frequency and distribution of particular types of DFs vary
according to the scenario and task details. Furthermore, longer, more spontaneous utterances
tend to be more disfluent than briefer, more structured utterances [9, 13]. Moreover,
individual predispositions are important. It has been shown that some speakers are
consistently more disfluent than others [2, 13]. Other factors, such as planning difficulties,
speech rate, confidence, social relationships and gender have also been discussed in
conjunction with DFs [3, 13]. Furthermore, user expectations and previous experience with
spoken dialogue systems might play a role.
In a study where multimodal interaction was compared with a system that supported
speech alone, Oviatt reported that multimodal interaction tended to contain briefer and
simpler language [8]. Multimodal interaction has also been shown to be advantageous from
the point of view of error handling, since users tend to switch from one modality to another
when their interaction with the computer becomes problematic [10].
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Are there any differences in disfluency rates and distribution when unimodal and multimodal
interaction is compared? While several studies have been devoted to single-channel
applications, such as telephone-based services, or speech-governed screen-based
applications, no studies—to the best of our knowledge—have yet compared the occurrence
of DFs in a unimodal telephone-based system with a system with multimodal input
possibilities. This paper compares DFs in two Swedish corpora of human–machine
interaction, a single-channel corpus collected at Telia Research [4] and a multichannel
corpus, collected at KTH [1].

Figure 1: The scenarios and modi for the unimodal and the multimodal corpus.

2. METHOD
2.1. Data
The scenarios and collection setting for the two corpora are shown in Figure 1.
Unimodal/Human–Machine This corpus (UC) contains human–machine business travel
booking dialogues, collected over a telephone line. A wizard was used to simulate speech
recognition, while all other components were authentic. The corpus consists of 16 speakers
(9 male, 7 female). The subjects were all Telia employees, and were used to the task of
booking business trips. In order to avoid linguistic bias, the subjects were given the tasks in
pictorial form, and they were also given some time to prepare the task. All subjects believed
they were talking to a functional system.
Multimodal/Human–Machine The multimodal AdApt corpus (MC) contains speech and
graphical data from users who interacted with a semi-simulated multimodal dialogue system
[1]. AdApt is an experimental dialogue system which is used to retrieve information about
apartments in downtown Stockholm. The system’s graphical interface consists of an
animated talking head, an interactive map and a table. The MC corpus consists of 16
speakers (8 male, 8 female), each of whom performed two dialogues with a Wizard-of-Oz
version of the system. Subjects were informed that they could use either speech or graphical
input at any time during the dialogues. They were given pictorial tasks in which they were
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asked to look for apartments in different Stockholm neighborhoods. While about half of the
subjects reported that they had previous experience of web-based tools in the real-estate
domain, none had interacted with a multimodal dialogue system before. Post-experimental
interviews showed that all users had been unaware of the fact that this was not a real system.

2.2. Disfluency Annotation
All corpora were labeled according to an annotation scheme described in Eklund [4]. This
system draws on the annotation scheme developed by Shriberg [13], with some extensions
and minor changes. Both UC and MC were labeled by the second author. The following DFs
were covered:
Filled pauses (FPs) Also called “filler words” in the literature, most often realized as “eh” or
“öh” in Swedish.
Unfilled pauses (UPs) Silent parts in fluent speech. An example would be “I want a …….
flight to Kiruna”.
Prolongations (PRs) Segments which are markedly longer than in normal, fluent speech,
e.g. “Ennnnn trea eller fyra” (A three-room or four-room [flat]).
Explicit Editing Terms (EETs) Words or phrases like “Sorry”, “No, wrong”, “I mean…”
and so on.
Truncations (TRs) Interrupted words, either in repairs or caused by an intervening
system/agent, e.g., “Book the fli…”
Mispronunciations (MPs) Words with the wrong pronunciation, e.g. “Är den nyredo …
nyrenoverad?” (Is it newly renovated?).
Repairs (REPs) A sundry variety of self-corrections, including substitutions (I want to find
a train plane to Malmö), repetitions (Please find me … find me a ticket to Stockholm),
insertions (I want a ticket a cheap ticket to Östersund) and others. In this paper, each
interruption point counted as one REP, regardless of whether the repair was simplex or
complex (employing nested structures).

2.3. UP: DF or not?
It is sometimes cumbersome to decide whether or not a specific item is a sign of disfluent
speech, and UPs are often excluded from DF statistics. A likely reason for this is that in
English UPs do not present a major problem to recognizers. One argument for not including
UPs in DF analyses is that their number heavily depends on the definition of an utterance.
We would like to argue, however, that UPs occur on a scale from authentic hesitation
phenomena, to planned breaks in-between different “utterances”. One obvious case where
UPs must be considered is when they occur inside words, which has been observed, in both
Swedish [5], and German [6]. In our data, UPs occur inside roots, e.g. in the word
“fö… UP ...re” (be… UP ...fore). UPs also appear between lexical morphemes in
compounds. An example from MC is the word: “fyrarums… UP ...lägenhet” (four
room... UP ...apartment). In Swedish compounds are normally written as one word, and UPs
inside compounds consequently constitute a problem to recognizer lexica. The word
“konferens.. eh UP eh ..lokalen” (the conference… eh UP eh …hall) includes both FPs and a
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UP. A weaker case is when UPs occur between words, but in positions where they indicate
hesitation due to planning, e.g. “en tur-och-retur till... UP ...Borås” (a round trip to... UP
...Borås). A difficult case is when UPs occur between constituents, e.g., “Finns det nån som
är byggd före 1850… UP ...på hela Södermalm” (Is there one which was built before
1850… UP …on the whole of Södermalm), where the part preceding the UP forms a
complete sentence. Such cases could result from the user reacting, by giving additional
information, when the system does not respond fast enough.

3. RESULTS
3.1. Corpus Statistics
Overall corpus statistics are given in Table 1. The differences are statistically significant both
when one-word utterances are included (p = 0.004, chi-square), and when one-word
utterances are excluded (p < 0.001, chi-square).
Table 1: Summary corpus statistics and overall DF rates. The percentage of disfluent
utterances is provided both including and excluding one-word utterances.
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3.2. Disfluency Statistics
In Table 2, the various types of DFs are broken down by type.
Table 2: Summary of DF rates. For both corpora, the numbers and percentages are given,
broken down by DF type. The number is divided by the total number of utterances and words
in the corpora, respectively. The number of DFs is also divided by the number of utterances
excluding one-word utterances.
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Overall Figures As can be seen in Table 2, speakers in MC produced, on average, 6.0% DFs
per word with UPs excluded. If PRs, TRs and MPs are excluded, which is the case of most
previous studies, this figure drops to 4.2%. The UC corpus exhibits higher figures: 14.3%
when UPs are excluded. When PRs, TRs and MPs are excluded, the figure drops to 9.4%.
For both corpora, the figures are more similar to the figures reported for human–human
communication, and slightly higher than the figures normally given for human–machine
communication. Part of the explanation for this could be that both UC and MC open
microphones rather than push-to-talk, which forced the users to plan their contribution while
speaking. Eklund [4] reports on four different corpora, including UC, as well as two WOZ
corpora and a human–human corpus using the same tasks, and finds that while the two WOZ
corpora and the human–human corpus are similar with regard to DF rates, UC contains a
higher rate of DFs. This could imply that UC may not be fully representative for structured
human–computer dialogue.
Filled Pauses FPs are more common in UC than in MC. However, the number of utteranceinitial FPs is about the same in UC and MC: 43.1% and 42.4%, respectively. Shriberg [12]
and Bortfeld et al. [3] report that men produce significantly more FPs than do women. These
results are not corroborated in our study. Women produced 1.34% FPs as divided by the total
number or words, while men produced 1.25%. This difference is not significant.
Unfilled Pauses The number of UPs are significantly higher in UC than in MC (p = 0.001,
chi-square).
Prolongations PRs are significantly more common in UC (p < 0.001, chi-square).
Truncations TRs are more also common in UC. One possible cause could be that roughly
25% of the TRs in UC are system-interruptions, but the difference is still significant (p <
0.001, chi-square).
Mispronunciations MPs are rare in both corpora, 0.2% in UC and 0.1% in MC and the
difference is not significant (p < 0.2, chi-square). This confirms previously reported analyses,
and re-establishes the fact that MPs are indeed a rare phenomenon.
Explicit Editing Terms The rate of EETs is slightly higher in MC than in UC. Although this
difference is statistically significant when including one-word utterances, it is not significant
when one-word utterances are excluded. Since one-word explicit editing phrases are hard to
conceive, one can conclude that EETs do not differ between the two corpora.
Repairs The number of REPs is significantly higher in UC than in MC (p < 0.001, chisquare).
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3.3. Underlying Factors
3.3.1 Sentence Length

Average number of DFs per word

As can be seen in Figure 2, there is a difference between the two corpora with regard to the
number of DFs as a function of utterance length.
0.16

multimodal
unimodal
0.12

0.08

0.04

1-4 words

5-9 words

10-14 words

>=15 words

Figure 2: Number of DFs per word as a function of utterance length.
In UC, the figures are in line with previously reported studies in that the number of DFs
increases as a more or less linear function of utterance length. MC deviates from the norm by
displaying fewer DFs in the utterances that were more than 15 words than those that were
10-14 words. As will be shown below, this can partly be attributed to the function of the
utterances in which the DFs occur, see Figure 4.

3.3.2. Individual Variation
According to Shriberg’s report on individual ‘styles’ of disfluency [13], certain speakers are
more likely to use repetitions while other speakers exhibit a relatively high number of
deletions. Furthermore, Branigan et al. [2] show that frequent occurrences of one type of
disfluency for an individual speaker often correlate with high frequencies of another type of
disfluency. Thus, some speakers seem to be more disfluent than others, regardless of the type
of DF. In the present study, a few of the speakers in both the unimodal and multimodal
corpus exhibited a strikingly high number of disfluencies, relatively speaking. As can be seen
in Figure 3, these individual differences are apparent even in turns of average length. There
are even two speakers in the unimodal corpus and two speakers in the multimodal corpus
who were not disfluent at all. Individual variation thus exceeds most other kinds of factors in
explaining DF rates. In our data, factors such as gender, age and computer skill had no effect
on DF rates.

Average number of DFs per word
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Figure 3. The average DF/word rates for turns with five to nine words.
3.3.3. Dialogue State
According to Oviatt [9], the structure of the dialogue affects the manner in which users
interact with a spoken or multimodal dialogue system. A system that employs an
unconstrained format will encourage its users to produce utterances with higher informationper-utterance ratio than users who are prompted for more specific information. In UC, the
system greeted the subject with an open question like “Welcome to the travelling service.
How may I help you?”, while in MC, the opening utterance from the system was the more
constraining: “Hello my name is Urban. I can help you find apartments in Stockholm. Where
would you like to livc?” This could explain that the average length of the first user utterance
in UC is 17 words, while the first user utterance in MC is 10 words on average.
Another factor which is likely to have affected the collected data is that the wizard of the
UC system was not explicitly instructed to limit the number of words in an utterance that he
should ‘understand’, nor was he instructed to misunderstand fragmented or otherwise
problematic utterances. Similarly, the wizard in MC ‘understood’ long and fragmented
utterances within the domain of the system. However, the MC wizard did not ‘understand’
utterances with complicated syntax or out-of-domain words.
As is indicated in Figure 4, disfluency rates in UC are highly dependent on the utterance
type in the dialogue in which they occur. In some cases, the utterance type appears to be even
more influential than utterance length as a way of explaining DF distribution.

Average number of
DFs per word
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multimodal
0.2

0.1

Initial
Preference
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Average number of
DFs per word

1-4 words

unimodal
0.2

5-9 words

10-14 words

>=15 words

Meta
Change
Repeat
Social
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Figure 4: Number of DFs per word as a function of utterance type. INITIAL: the initial turn of each
task; PREFERENCE: preferences like destination and number of rooms; ASK: question within the task;
META: question about the system capabilities; CHANGE: changing of features such as departure time of
a suggested trip; REPEAT: the user asks for repetition (only in MC); SOCIAL: Greeting (only in MC).

In MC, utterance type does not seem to affect DF distribution in a significant way. However,
in ten-word sentences or longer, there is an increase in DF production irrespective of
utterance type. In UC, it was clear that certain stages in the dialogues required a lot of
planning on the part of the user. In particular, this was the case when the users were asked to
specify the departure times. The scenarios specified scheduled times for meetings,
conferences etc. and the users had to figure out for themselves when they had to arrive at the
destination in order to make it on time for their appointment. Naturally, this required more
planning and effort than the simple ‘slot-fillling’ questions that were frequent at other places
in the dialogues. Consequently, the peaks for ‘preference’ for UC in Figure 4 above can be
explained by the elevated DF figures for these specific turns. When the users of UC
suggested a departure time, the system sometimes proposed, in detail, a trip with too late an
arrival time for the user to be able to make his or her appointment. This lead subjects to enter
into a clarification subdialogue with the system, and these attempts to negotiate with the
system often yielded long and highly disfluent user utterances. These utterances are labeled
as ‘change’ in Figure 4. This tendency can also be seen in MC, albeit to a lesser extent.
At certain points in UC as well as in MC, open questions from the system could be
assumed to have encouraged the subjects to express themselves with some verbosity. The
average utterance length in both corpora was about 7 words. However, after an open question
from the system the average utterance length in UC increased to 13 words, while the
corresponding figure for MC was 9.5 words. Thus, the tendency to become more verbose
after unconstrained questions appears to be more accentuated in UC. The reason for this is
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probably that the open questions in MC were within the task at hand, while the open
questions in UC initiated a new (sub-)task. In MC a typical open question was “What else do
you want to know about the apartment”, while a typical open question in UC was “I have
booked a flight from A departing at T1 to B arriving at T2. What else do you want to book?”.
It is likely that the subjects were affected by the system’s verbose summary of the booking.
Since the system ‘understood’ long and informationally dense utterances from the start, the
users may have been implicitly encouraged to supply the system with as much information as
possible in a single turn.
3.3.4. Topicalization
On the grammatical level, one notable difference between the corpora is the occurrence of
topicalized utterances in MC, that are not found in UC. A total number of 28 utterances in
MC have the form “Den gröna fastigheten, har den balkong?” (“The green building, does it
have a balcony”), rather than the standard “Har den gröna fastigheten balkong?” (“Does the
green building have a balcony”). These topicalized sentences are characteristic in that the
fronted item is followed by either a FP or an UP, e.g., “Eh den röda fastigheten på
Swedenborgsgatan, eh har den balkong?” (“Eh the red house on Swedenborgsgatan, eh does
it have a balcony?”). The fact that the users of MC have the discourse objects visually
available, at least during certain stages of the interaction, seemingly has an effect on both the
grammar and the DF distribution.

4. DISCUSSION AND FUTURE WORK
A number of factors contributed to the differences in DF rates between the two corpora. The
scenarios were not identical, and the time-planning feature of the UC dialogues can be
assumed to have influenced the results significantly. There was a greater number of very
long sentences in UC, which raised the DF rates in this corpus. These, and probably other
factors, contribute to the differences in results reported for the corpora. However, some of
the observed dissimilarities can be ascribed to the modality used in the collection. Oviatt [9]
reports that telephone speech is more disfluent that face-to-face conversations. This could
explain the overall higher DF rate in UC as compared to MC. Adding a face seems to
increase the naturalness of the interaction. Despite the fact that the animated face in MC was
not a real human face, the MC corpus contains a higher degree of social and conversational
behavior than UC. Although Nass & Gong [7] point out that channel consistency is crucial in
human–computer interaction, we believe that the higher DF rate found in UC could also be
explained in terms of the “Computers Are Social Actors” hypothesis [11], i.e. that people
basically treat everything human-like in the way they treat a real human being.
A clear difference in the interface modality dimension is that a telephone interface puts
heavier demands on the buffer memory of the user when the system presents information
than does a graphical interface. This could explain the higher frequency of DFs in UC in
interactional stages where the user has to react to information output from the system, while
at the same time keeping, and accessing, the required information in their working memories.
As has been shown, the occurrence of topicalized utterances in MC shows that the way
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information is presented to the user affects the syntax of the users’ responses, and
consequently also DFs distribution.
Future work includes a further exploration of the advantages of multimodal interaction
from the point of view of DFs. More specifically, we intend to examine how multimodal
interfaces can be used to lessen the cognitive load of a user, thus decreasing DF rates, by
displaying parts of the information (e.g. time tables) graphically rather than verbally. A
combination of verbal and graphical channels for conveying information should be the most
efficient design for human–machine interaction.
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ABSTRACT
In this paper, we discuss an adaptive method of handling
fragmented user utterances to a speech-based multimodal dialogue
system. Inserted silent pauses between fragments present the
following problem: Does the current silence indicate that the user
has completed her utterance, or is the silence just a pause between
two fragments, so that the system should wait for more input? Our
system incrementally classifies user utterances as either closing
(more input is unlikely to come) or non-closing (more input is likely
to come), partly depending on the current dialogue state. Utterances
that are categorized as non-closing allow the dialogue system to
await additional spoken or graphical input before responding.

1. INTRODUCTION
Spontaneous human conversation contains fragmented utterances: utterances consisting of
speech fragments divided by silent pauses. These pauses often appear within clauses, as can
be seen in the following example:

      ! " #$&%' " #(*)!! )+  ,- .0/

Spoken dialogue systems with certain characteristics seem particularly likely to elicit such
fragmented utterances from its users. For example, systems with an open-microphone speech
recognizer (rather than click-to-speak recognition) make it more difficult for users to plan
their utterances ‘off-line’ before speaking. Instead, users might begin to speak and take the
floor before knowing exactly what to say. If in addition the system produces multimodal
output, users will need more time to consider all the information presented, which may
further amplify this behavior. Furthermore, a dialogue system that encourages user initiatives
opens up for a greater variability in input responses. This means that users are more likely to
hesitate (as in the example utterance above) than if the system keeps the initiative to itself.
Thus, when constructing spoken dialogue systems, an important task is to analyze user
utterances in real-time and decide the appropriate moment to start computing and generating
the system’s response. Fragmented utterances present the system with a problem: Does the
current silence indicate that the user has completed her utterance, or is the silence just a
pause between two fragments, so that the system should wait for more input?

2

All examples were taken from the corpus described in 4, and were translated from Swedish.
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An obvious question at this point is how fragmented utterances to a dialogue system really
should be handled. The intuitive answer, as we understand it, is first of all that a system
should be flexible enough to choose from several possible reactions when it detects that the
user is silent. More specifically, it should either (1) start producing a response utterance, or
(2) give no reaction at all, as more input is likely to come, or (3) produce some kind of backchanneling reaction, encouraging the user to continue speaking.
In this paper, we will present how fragmented utterances are handled by the Swedish
speech-based dialogue system AdApt. The system incrementally interprets user input in realtime, and determines the appropriate system reaction at every silent pause. As the appropriate
choice of system reaction turns out to be highly dependent on the dialogue state, the system
continuously adapts this interpretation process to the current state of the dialogue.
The paper is structured as follows: Section 2 provides a brief background and discusses
some previous work related to the current study. Section 3 presents the AdApt system and
the user interface. In Section 4, experiences from a Wizard-of-Oz collection are described.
Section 5 discusses the analysis of fragmented utterances in the database. In particular, we
focus on two utterance types that can be interpreted as either closing or non-closing
depending on the previous dialogue history. Section 6 presents the algorithm used by the
system for incremental interpretation of fragmented utterances. Finally, future work is
outlined in Section 7.

2. RELATED WORK
The concept of incremental interpretation of user input has received relatively little attention
in the literature. In a recent study, Allen et al. (2001) argue that incremental interpretation of
user input and flexible turn-taking is necessary for the interaction with spoken dialogue
systems to become more natural. Arguments for allowing asynchrony in humaν-computer
dialogue have previously been put forward by Boye et al. (2000). Nakano et al. (1999)
describe a combined parsing and discourse processing method, where the user’s utterance
can be interpreted each time a word hypothesis comes in from the speech recognizer. Their
implemented system interprets user input incrementally in real-time, but does not take the
dialogue context into account. However, spoken dialogue systems have traditionally assumed
that a silence of a certain length indicates that the system should take the floor. The user has
thereby been charged with the task of producing unbroken, continuous utterances turn after
turn.
State-of-the art commercial speech recognizers support a method for adapting the endof-speech detection to the speech recognition grammar (see for instance Nuance Application
Developer’s Guide, Version 7.0). The purpose of this is to make the system seem more
responsive and ‘alert’. For example, a short pause is sufficient to signal end-of-speech if the
last word recognized is identified as the last word of the utterance as defined in the grammar.
On the other hand, if the last word recognized is not defined as an end-of-utterance word, the
system will wait longer before signaling end-of-speech. This method is only applicable in
dialogue applications where the users’ responses are to a large extent predictable and a strict
grammar can be used. However, our system uses a statistical grammar based on collected
data which makes this sort of feature difficult to use.
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Segmentation methods have previously been developed by several research groups. Stolcke
and Shriberg (1996) describe how word-level information can be used to segment utterances
into units. Other studies have shown how prosodic cues can be used for detecting sentence
boundaries (Stolcke et al., 1998) and for segmenting and classifying dialogue acts (Mast et
al., 1996). Hirschberg and Nakatani (1996) describe the relationship between discourse
structure and intonational variation. Traum and Heeman (1997) examine boundary tones and
pauses, and how they are related to grounding behavior in dialogue. Cettolo and Falavigna
(1998) propose a method in which a combination of acoustic and lexical knowledge is used
to detect semantic boundaries. As far as we know, these methods have yet to be applied in a
real-time interactive dialogue setting.

3. THE ADAPT SYSTEM
The Swedish multimodal dialogue system AdApt was developed at the Centre for Speech
Technology (CTT) (Gustafson et al., 2000). The system features an animated talking agent
that provides its users with information about apartments currently for sale in downtown
Stockholm. The 3D-animated head, which produces lip-synchronized synthetic speech, was
developed at KTH (Beskow 1995). Information about the retrieved apartments is also
displayed on a clickable map and in a table. The system is designed to handle multimodal
input as well. The graphical input and the textual output from the speech recognizer is jointly
interpreted by the multimodal parser before it is sent to the dialogue manager. The AdApt
system’s graphical user interface can be seen in Figure 1.

Figure 1. The Adapt user interface.
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4. WIZARD-OF-OZ SIMULATION
Before implementing the final version of the system, we performed a Wizard-of-Oz
experiment, in which 16 subjects were given tasks that involved finding apartments with
certain criteria. A human operator simulated the system’s key functionalities, i.e. the analysis
of the user’s verbal and graphical input, dialogue management and multimodal response
generation. The simulation system’s verbal and graphical output was generated by means of
ready-made templates. However, the simulated system’s dialogue management abilities or
turn-taking behavior were not subject to comparable limitations. Instead, the human acting as
wizard was free to use his own intuitions about when to take the turn and when to wait for
the user to complete or modify previous input. As a way of signaling that the user’s input
was being processed, the animated agent responded with a ‘thinking’ gesture when silence
was detected. Results of the subsequent analyses of user data and details concerning the setup of the tool can be found in Bell et al. (2000).

5. ANALYSIS OF FRAGMENTED UTTERANCES
All utterances in the database were manually analyzed. The purpose of the analysis was to
assess at which silent pauses an ideal system should start preparing its response to the user’s
input. An utterance in the corpus is a sequence of fragments F1…Fn, divided by silent pauses.
Each utterance was given n tags reflecting its status, at every pause, in the above regard. Two
types of status tags were used. Non-closing meant that the utterance up to that point could not
reasonably be considered as complete, and that the system should not yet begin preparing its
response. All other fragment sequences were labeled as closing. For example:






     !"#  !$%&%'( !$ !")&*+,-,.%
/10+/+2)34 0156 /17
34 0156 /17
/10+/+2)34 0156 /7
34 0156 /17

Our categorization of the 800 user utterances showed that about 60% of all utterances
contained a single closing fragment, while 8% contained closing fragments that were
followed by at least another fragment. However, as many as one third of the utterances in the
corpus were labeled as containing a non-closing fragment followed by one or more
additional fragments. It therefore seemed important to develop a method for handling these
utterances in an adequate manner.
The average pause length, for closing as well as non-closing utterances, was 1 second.
Most (90%) of the pauses after a closing fragment sequence were 2.5 seconds or less. The
corresponding figure for the non-closing cases was 3.5 seconds. The non-closing fragment
sequences in the database were then analyzed in detail. The purpose of this analysis was
twofold: Firstly, we wanted to see in which dialogue contexts the fragmented utterances
occurred. Secondly, we wanted to pinpoint the properties of closing and non-closing
fragment sequences. The latter analysis was used as a basis for the incremental interpretation
algorithm presented in Sect. 6.3.
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In the data collected using the Wizard-of-Oz tool, certain dialogue contexts appeared to
frequently elicit fragmented user utterances with inserted silences. In the rare cases where the
system handed over the initiative to the user, either by saying it had nothing to present or by
explicitly asking the user: “What else do you want to know about the apartment?”, more than
half of all user responses contained a non-closing fragment sequence. However, most nonclosing occurrences (63%) appeared after the system had answered a question about some
feature of a specific apartment. They were almost always feedback cues of the kind described
in section 5.1 below. In 12% of all cases, the non-closing occurrences appeared in contexts
where the system had found a number of apartments that matched the preferences of the user,
and presented these options both graphically and verbally. These are described in 5.2 below.

5.1. Feedback
The interpretation of user feedback cues in the Wizard-of-Oz corpus, previously described in
Bell and Gustafson (2000), appeared to be dependent on the dialogue context. Despite the
fact that the simulated version of system neither explicitly encouraged feedback behavior nor
made use of such cues itself, as many as 18% of all user utterances in the corpus contained
positive or negative feedback. However, the use of feedback was subject to great individual
variability. The feedback cues occurred in a separate turn in no more than 6% of all cases.
Instead, a silent pause and an additional request for information followed most of the
feedback cues in the dialogues. This example shows a typical dialogue excerpt:
 !#"%$ &'$( )*!
+,-.0/213 4#.53 678-9.: 3 86;/2-<=<6:<>86?: 1<@=4#-<<A
EFHG#!( I "GJ'( !KLH( !M&""M"( I ( NO
B DC
In isolation, the positive feedback cue ‘yes’ would not make a lot of sense in the dialogue
context of the example above. In this and similar cases, it seems clear that the system should
wait for more input.

5.2. Referring expressions
There are two possible interpretations of expressions that refer to an object shown on the
screen, followed by a silent pause. In some dialogue contexts it would seem reasonable for
the system to wait for additional information from the user after the first fragment:

$&P!#)Q*!? L@( I I LR( !*I S ( I "M( !' 9'.T/
+4#85 8-<>U3 4M86= .0//2<.-'86V: 1<P=4#-<<6W.6>X4#8--<=Y/286>3 6,V3 678-9'.: 3 86[Z 3 : 1
.>>-<=M=<=@3 6'.:.\5 A
]DNN?^_G!( I "GJLHLK!K* `&( I O
B DC
At this stage in the dialogue, it would be difficult to come up with a useful interpretation of
the referential expression. In other dialogue contexts, however, the referring expression
supplies the system with sufficient information:

ab( !K!K'`I "S?+13 ,15 3 ,1: =H-<>3 4#8A
abSI I LUO
B DC
Here, the user’s verbal reference to an apartment icon displayed on the screen in conjunction
with the fact that the feature “balcony” was mentioned in the previous turn is enough for the
system to be able to fill in what is presupposed. The interpretation of the second user
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utterance can then be spelled out as: “Does the yellow apartment have a balcony?”
Depending on the dialogue context, one and the same referential expression can thus be
classified either as non-closing, which implies that there is more to come, or as closing,
which means that the fragment can be given an elliptic interpretation, and contains enough
information in itself.

6. HANDLING OF FRAGMENTED UTTERANCES
The following section describes the parts of the system that are most relevant for the topic of
this article.

6.1. Semantic representation formalism
The system uses a flat semantic formalism for representing the meaning of user utterances:
essentially slot-filler lists wrapped up inside one of a small number of quantificational
patterns. The formalism is highly influenced by that presented in Boye et al. (1999).
The different quantificational patterns were suggested by the analysis of our Wizard-ofOz data. For the purpose of this article, we distinguished between the following kinds of
expressions:
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As discussed in the previous section, there are essentially two types of utterance fragments
where contextual information is needed in order to decide whether the fragment is closing or
not: (1) acknowledgements, and (2) references to objects, usually definite NPs. The ack(T)
expression type caters for case (1), and the frag(X,P) expression type for case (2).
The body of a semantic expression can contain constraint items and referential items.
Constraint items specify the desired values of database slots, as well as numerical relations
between slot values and other values. For instance, the utterances “I would like to have an
apartment that costs less than two million” would be represented by:
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Referential items indicate that an object X is associated with referential information in the
utterance. For instance, “The apartment on Hagagatan... can you tell me more about that?”, is
represented by:

  
  
     "! #$$  #%  "  # #&# '# '"(*)%
%"+$$  #%   " +(!  ! (  ,")-.)
However, the first part of the utterance above “The apartment on Hagagatan...” would get the
analysis:

+ % '/0 % 1 
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i.e. the type of the expression is frag rather than wh, as the utterance only consists of a
definite NP referring to a (probably) already mentioned object.

6.2. Robust parsing
The system uses a two-phase robust shallow-processing parsing algorithm to produce the
semantic representation of utterances. In its first phase, the parser scans the string of words
from left-to-right, and the sequence of graphical events in time-order, collecting a set of
indicators triggered by syntactic patterns. For instance, the word “Hagagatan” would produce
indicators that the user is talking about a street, that this street is most likely part of an
address; thus the user is implicitly referring to an object that has an address, and since
apartments are (currently) the only known kind of objects that has an address, the user is
implicitly referring to an apartment. The pattern “I would like to” would produce an indicator
that the utterance should be interpreted as an utterance of the wh-type, and so on.
In the second phase, the parser uses heuristics to weigh all this information together,
determining the utterance type (wh, yn, frag,...), what the sought object is (an apartment, a
price, ...), the appropriate values of database slots, and the referential information expressed
in the utterance. The final output of the parser is a sequence of semantic expression, along
with some extra status information, labeling the utterance either as closing or non-closing.
An utterance will be classified as non-closing either because it fails to match either of the
patterns received from the DM representing closing utterance types (see below), or because
there is an indication that the utterance was cut off. Our data suggests that words like “or”,
“and”, “no”, and “a”, are strong cues indicating a non-closing utterance.
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Figure 2. The system architecture

6.3. Incremental interpretation of utterances
The general system architecture is shown in Figure 2, and we will explain the parts that are
relevant for the incremental interpretation of utterances.
After each system utterance, the Dialogue Manager (DM) sends the Input/Outputmanager (IOM) a list of utterance patterns, reflecting the kinds of user utterances that should
be considered to be closing in the next turn. Utterances of types wh and yn are always
considered closing, but in certain situations also other utterance types are regarded as
closing, for example:
• If the system asks the user to supply a specific slot value, then values of this type
will be considered closing. For instance, if the system asks “How much are you willing to
pay?”, then it is likely that the user will answer elliptically, e.g. by saying “Two million”,
which would be represented by frag(money-2000000,[]). Consequently, the DM would
inform the IOM that all utterances matching the pattern frag(money-X,P) should also be
considered closing in the present situation.
• If the system has described an apartment in the previous turn, e.g. “The apartment
on Kungsgatan has a bathtub”, then elliptical fragments such as “And the apartment on
Hagagatan?” should be considered closing. The latter utterance matches the pattern
frag(apartment-X,P); thus in this situation all utterances matching this pattern would be
considered closing.
• If the system asks a yes/no question, then all utterances matching ack(X) will be
considered closing.
When the IOM receives an utterance and/or a graphical event, it calls the parser to
retrieve a semantic expression S and information about whether it can be regarded as closing
or non-closing. If S is closing, IOM will pass it on to DM, which will compute the system
response. At the same time, the animated agent will present a turn-taking facial gesture,

Proceedings of NAACL 01, Pittsburgh, USA, 2001

199

which is followed by a thinking gesture in some cases. Conversely, if S is non-closing, IOM
will wait up to 4 seconds for more input. To encourage the user to give more input, the
animated agent is used to give a backchanneling reaction by raising its eyebrows and
assuming an attentive expression.
If more input does arrive before timeout, the IOM simply appends it to the previous
utterance fragment and calls the parser to analyze the resulting utterance, repeating the
process described in the previous paragraph. However, if no more input arrives, IOM will
send the non-closing expression to DM anyway (usually this results in a “I’m sorry, I didn’t
understand” answer from the system). For example, suppose the user says “The apartment on
Hagagatan...” and then pauses. As we have seen already, this utterance is analyzed in the
following way:
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The IOM will first check whether this expression matches any of the patterns for closing
utterances. If it does not, the IOM will wait. Now suppose the user adds: “... how much does
it cost?”. The two appended fragments get the analysis
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Since the IOM always regards wh utterances as closing, this expression will be passed on to
the DM. When IOM gets the proposed system response R from DM, it has a second decision
point, namely whether or not to actually generate R to the user. If no more input from the
user has arrived during the time DM has been computing R, IOM will call the animated
talking head and the GUI server to generate R. If more input has arrived, IOM will let the
parser analyze whether the new input has modified the utterance in some significant way. If
the semantic expression S2 returned from the parser is closing and different from S, IOM
will not let R be generated, but instead send S2 to the DM in order to generate a new system
response R2.
For example, suppose the user first says “I want to look at apartments in the Old Town”,
and while the DM is preparing the response adds “... with two bedrooms”. In this case, the
combined utterance has a different analysis than the first fragment; hence the IOM would let
the DM prepare a new answer based on the combined utterance. If, however, the user coughs
or adds some arbitrary words, it is likely that the robust parser would come up with the same
analysis for the combined utterance as for the first fragment. In that case, the IOM will
decide that there is no need to prepare a new answer.
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6.4. Some practical experiences
Given that the algorithm described in the previous section is motivated by simulation data, it
is interesting to assess how well it performs in the real system. In particular, we were
interested in what impact speech recognition errors would have on the performance of the
system in general, and on the interpretation of fragmented utterances in particular. In this
context, recognition errors might cause one of two undesired effects:
1. Closing utterances are classified as non-closing
2. Non-closing utterances are classified as closing
A major reason for situation 1 to occur is that some word in a wh-indicating (or ynindicating) pattern is misrecognized. For example, a common error with the current
recognizer is that “jag vill ha” (“I would like to have”) is misrecognized as “ja vilja” (“yes
want”). This has the effect that the parser determines the type of the utterance to frag rather
than wh; however the propositional content is not changed in any way. In some dialogue
contexts, the erroneous frag tag might delay the answer by 4 seconds (the IOM waits for
more input until timeout, as described in the previous section). The DM does not distinguish
between wh utterances and frag utterances, so the system’s answer will not be affected by the
erroneous frag tag. Nonetheless, the delay is of course annoying from the user’s point of
view, especially since the system in general reacts fast.
There are several possible solutions to the problem described above. An obvious
suggestion is to add common misrecognitions such as “ja vilja” to the list of wh-indicating
patterns. However, for every such pattern that is added, there is an increased risk of
erroneously tagging non-closing utterances as closing. Another possibility is to be more
liberal when deciding which utterance types are to be considered as closing utterances. Some
experiments lead us to the conclusion that in most dialogue contexts, utterances whose
analyses match the pattern frag(apartment-X,P) should also be considered closing, in order
for the system to perform well (those are the utterances where the parser at least could
determine that the user is specifying an apartment). An exception is the kind of dialogue
context shown in the first example of Section 5.2, where the system has presented the user
with a new set of apartments. Here, the fragment “Hagagatan 14” (the analysis of which
matches the pattern frag(apartment-X,P)) is evidently not closing. Therefore, the system only
considers wh and yn utterances to be closing in such dialogue contexts.
Yet another problem can arise when closing utterances are wrongly categorized as nonclosing. The user may get tired of waiting and decide to add some more input before the
timeout. This is not necessarily a bad thing; more input can turn a non-closing utterance into
a closing utterance, as previously described. But it is a well-known phenomenon that the
absence of a response, or an unexpected response, from the system might influence the user
to adapt her way of speaking. Such user adaptations sometimes result in input that causes
even more problems for the system to handle, e.g. hyperarticulation (Oviatt et al., 1998). In a
system such as AdApt, the effect might be that the user’s utterance repeatedly fails to be
analyzed as closing, so by adding more input the user just resets the timeout period, and the
system stays silent for a long time. Future experiments will reveal whether this is indeed a
real problem with our system.
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When a non-closing utterance is categorized as closing the user might feel she is being
interrupted. These situations rarely seem to be caused by misrecognitions; rather the system
breaks in before the user has finished speaking. In the previously presented example
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the system would take the floor after fragment F2, not giving the user the opportunity to
specify the desired geographic location of the apartment. Again, more user studies are
needed to find out whether this type of system behavior is found to be annoying to the users.

7. CONCLUDING REMARKS
We have described a multimodal spoken dialogue system capable of incremental
interpretation of user input. This incrementality is achieved by a carefully designed interplay
between the speech recognizer, the graphical interface and the parser. In addition, the
incrementality of the interpretation process is adapted to the current state of the dialogue,
resulting in a less strict and more natural communication between the user and the system.
Future work includes exploring methods of improving end-of-turn detection in real-time
by using a combination of acoustic, lexical and discourse context cues. It would be
interesting to see whether techniques for extracting several such cues could be incorporated
into a more advanced algorithm for incremental real-time analysis of fragmented utterances.
We would also like to apply machine learning techniques to the closing/non-closing tagging
of fragments, to see whether a learning system would outperform our handcoded tagging
rules.
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ABSTRACT
When interacting with spoken and multimodal dialogue systems, it is
often difficult for users to understand and influence how their input
is processed by the system. In this paper, we describe how these
problems were addressed in the multimodal real-estate dialogue
system AdApt. During the course of a dialogue, the user's contraints
are translated into symbolic icons that are visualized on the screen
and can be manipulated by drag-and-drop operations. Users are
thus given a clear picture of how their utterances are understood,
and are given a transparent means of controlling the interaction
with the system.

1. INTRODUCTION
Spoken dialogue and multimodal dialogue interfaces are increasingly being used as
intelligent front-ends to databases. Such interfaces allow non-experts to solve complicated
search problems, as the user has access to spoken natural language and graphical operations
instead of having to learn a query language such as SQL. Furthermore, the user can
incrementally refine and modify his search queries by means of an ongoing dialogue with the
system, rather than having to construct entire queries in one go. This article describes how
such search problems are handled in AdApt, a multimodal dialogue system. AdApt lets the
user look for apartments for sale in downtown Stockholm, Sweden. The apartment domain is
complex, with a large number of factors that can be independently varied (from the user's
point of view), such as price, monthly fee, size, number of rooms, location, the
presence/absence of things such as an elevator, a balcony, fireplace, or tiled stove in the
apartment, and so on.
The structure of the resulting dialogue is both surprisingly simple and potentially very
complex, depending on the level one looks at. At the lowest level, the vast majority of single
utterances correspond to straightforward database queries in the sense that users ask specific
questions regarding concrete properties, one at a time. In contrast, people rarely ask general
questions involving subjective criteria that have non-trivial mappings to database queries,
such as “I want a light and cozy apartment in a quiet surrounding”. Thus, the level of single
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utterances typically does not exhibit great complexity. In practice, this means that processing
can be done with a shallow parser and, furthermore, that the relation between semantic
representation and database query is straightforward and has a direct mapping.
At the level of continuous dialogue, however, it is clear that the succession of simple
queries just provides a means to fulfill a much more complex task that rather corresponds to
browsing: Users rarely come with an a priori set conception of what they are looking for;
rather, they refine and modify their stated needs in an incremental fashion in the course of
the dialogue, partly depending on what apartments are available, and partly depending on
new features that spring to mind based on previous examination of objects.
Thus, to allow users to properly navigate the database, the possibility of both adding and
retracting constraints is essential. In particular, if the set of solutions to a specific query is
large, the user may want to add constraints to limit the solution set, instead of examining the
members of the larger set one by one. If the set of solutions is empty, on the other hand, the
system might automatically retract constraints until a solution is found (unless this task is left
to the user). However, as the user and system keep retracting and adding constraints, the
current set of constraints becomes less and less transparent. To efficiently convey the current
set of constraints to the user, thereby achieving the necessary grounding, AdApt takes
advantage of multimodality by visualizing the current search constraints as small icons. The
user can retract constraints either by dragging the corresponding icon and dropping it in the
“Trashcan”, or by pointing to an icon and saying ”forget this” or some similar phrase, for
example: “If you forget about the balcony, what apartments can you find?”.
In this paper, we will describe how the AdApt system was incrementally developed to
handle such advanced constraint manipulation and visualization.

2. BACKGROUND
Previous studies have emphasized the problem of extracting useful information from large
multidimensional search spaces (Burke et al.,1997; Pu et al., 2000). However, in contrast to
our system, the ‘assisted browsing’ strategy of Burke et al. (1997) aims at trying to make the
user avoid specific (concrete) questions by instead presenting suggestions and examples,
thereby leading the user’s search in a direction determined by the system. Pu et al. (2000)
describe a travel-planning application in which user criteria and preferences are modelled as
constraint satisfaction, using a range of overview displays. Although this seems primarily
useful in situations where users have well-structured a priori ideas of what they are looking
for, it is an interesting approach that might well be adopted as a complementary strategy.
For users of spoken dialogue systems, understanding how or even if your input to the
system is being processed can be difficult. Telephone-based information retrieval systems
often require users to provide repeated confirmation prompts as a way of giving feedback on
the previous turn and ascertaining that the dialogue is on the right track. When a problem
occurs in the dialogue, the system has to reprompt the user by requiring her to repeat or
rephrase the previous turn. However, users find sequences of explicit confirmation prompts
and reprompting awkward and tedious. Studies have shown that repeated confirmation turns
give users the impression that the system is slow and make the human-computer dialogue
appear less natural (Boyce, 1999).
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Multimodal dialogue systems, with which the user and system can interact with two or more
modalities, offer to provide the solution to some of the problems facing speech-only systems.
As reported by Lamel et al (2000), spoken dialogue systems with multimedia interfaces can
efficiently display all the user’s options on the screen instead of conveying this information
by means of dialogue. Similarly, a multimodal system can provide its users with feedback
without requiring a separate dialogue turn by giving graphical indications of its internal state.
Previous studies have shown that an interface which combined pen and voice was perceived
as more efficient than one which used either speech (Oviatt, 1997) or graphics (Cohen et al,
1998). Furthermore, users of multimodal systems tend to switch from one input modality to
another if the system fails to understand an initial request (Oviatt and VanGent, 1996).
According to the theory of grounding (Brennan and Clark, 1996; Clark and WilkesGibbs, 1986), human discourse should be viewed as a joint activity where speakers try to
establish a common ground between them. Speakers must continuously make sure that their
utterances are received they way they intended by the other participants in the conversation.
However, which criteria that are actually required for grounding vary with the context and
situation (Clark and Wilkes-Gibbs, 1986; Clark and Schaefer, 1989).
In human-computer interaction, grounding becomes even more important while the process
itself becomes more complicated. Complex dialogue systems which allow users to
manipulate many different constraints in the course of their interaction are especially
demanding from this point of view. Brennan (1998) argues that errors that occur in humancomputer interaction often are caused by failures in grounding, since the system and user
lack enough evidence to coordinate their different knowledge states.
In a recent study, it is shown that presenting users with a graphical representation of the
discourse domain and dialogue state of a spoken dialogue system can be useful (Terken and
te Riele, 2001). The study reports on an experiment in which a unimodal version of a
dialogue system was compared to a multimodal version of the same system. The multimodal
version of the system was rated as being advantageous from the point of view of efficiency
and user satisfaction. In the present study, we discuss how the feedback strategies of the
multimodal AdApt system were improved, so that users of the system could get a better
understanding of how their input was being processed. The idea was to increase the
transparency of the system’s internal representations and decisions by visualizing user
constraints.

3. THE DEVELOPMENT OF THE ADAPT SYSTEM
AdApt is a Swedish dialogue system that was developed at the Centre for Speech
Technology (CTT), with Telia Research as industrial partner (Gustafson et al. 2000). AdApt
is a multimodal research system that allows the user to look for an apartment for sale in
downtown Stockholm, Sweden. The apartment domain was chosen because it interests a lot
of people, is complex enough, and encourages multimodal interaction. The system features a
3D-animated head, developed at KTH, which produces lip-synchronized synthetic speech
(Beskow, 1997). Information about the location of retrieved apartments is displayed on an
interactive map. The system makes a combined interpretation of the graphical input and the
textual output from the speech recognizer, and sends the result to the dialogue manager.
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The system was iteratively constructed with both simulated experiments and user tests with a
fully implemented system. During the development of the system, the need to give the users
means to manipulate the current search constraints became apparent: This led to the
generation of the icon handler that visualizes the user’s constraints on the screen.

3.1. Wizard-of-Oz experiments
Initially, a Wizard-of-Oz version of the system was developed. The simulated system
accessed a database of genuine apartments for sale, automatically extracted from a
commercial web site. The users primarily interacted verbally with the animated talking
agent, but they could also provide graphical input by drawing areas or by selecting apartment
icons on an interactive map. A human operator simulated the system’s key functionalities,
i.e. the analysis of the user’s verbal and graphical input, dialogue management and
multimodal response generation. Even though the system’s verbal and graphical output was
generated by means of ready-made templates, the human acting as wizard used his own
intuitions to handle the turn-taking. The animated agent displayed a ‘listening’ gesture while
the user was talking and then turned to a ‘thinking’ gesture when silence was detected. 32
subjects were given tasks that involved finding apartments with certain criteria given to them
via pictorial scenarios. The analysis of the users’ interactions was used to build grammars for
the recognizer and parser as well as in the design of the dialogue manager. Furthermore, the
analysis of the database revealed a large number of fragmented utterances. Most of these
utterances either consisted of feedback on the system’s previous turn followed by a request
or topicalized references to an apartment followed by a question about the same. To enable
the system to make real-time decisions on how to handle these fragmented user utterances,
we introduced an Input/Output manager to manage the information flow of the system. This
I/O manager only sends the user utterances to the dialogue manager that the parser considers
to be complete (Bell et al, 2001).

3.2. Pilot study
An early version of the fully implemented system was tested as part of a bullet course in
speech technology held at CTT. 15 employees of the CTT industrial partners interacted with
the system in groups of three. Apart from the ‘thinking’ gestures that had been used in the
WoZ experiments, the animated agent also generated ‘continued attention’ gestures when the
parser had judged an utterance as being non-complete. The analysis of these interactions
showed that it was difficult for the users to interpret some of the turn-taking gestures and that
they also expressed uncertainty as to which search constraints the system was using at any
given time. These problems lead to a tendency for some users to resort to a command-like
language. The data from the pilot study was used to upgrade the system’s input modules,
dialogue manager and turn-taking gestures. The study also made it obvious that it would
become necessary to give the users continuous feedback on the system’s search constraints.
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3.3. User study
The upgraded AdApt system was used to investigate the efficiency of two different feedback
strategies to communicate whether the system was ‘listening’ or ‘working’. The first version
showed an hourglass to signal that the system was preparing a response. The second version
used updated facial gestures for ‘continued attention’ and ‘thinking’. In the user study, a
version without any visual feedback to support turn-taking was also used as a baseline. Each
of the three versions was tested by eight users, adding up to a total of 24 subjects. The
subjects did not receive any task other than “try to get information about apartments that you
are interested in”, and were not informed about the capabilities of the system. However, they
were told how to start a new session in case they got stuck. Each subject interacted with the
system for more than 30 minutes, and the total number of subject utterances amounts to more
than 3000.
An analysis of the effect of the system’s feedback strategies for turn-taking is reported in
another paper in these proceedings (Edlund and Nordstrand 2002). It was interesting to note
that several users explicitly asked the system to give them feedback on its current search
constraints or told it to remove or change some of its constraints.

4. CONSTRAINT MANIPULATION
To allow smooth information browsing, the system has to modify, refine and relax the user's
constraints, sometimes in non-obvious ways. In a typical dialogue, the user begins by stating
some constraints on the apartment he wants to buy. The system prompts for more constraints,
while at the same time showing the current set of apartments in the database matching the
search constraints as colored icons on the map. The user then either gives more constraints
(e.g. “I want to live in the Old Town”), which the system adds to the search query, or starts
asking questions about specific apartments, e.g. “How much does the red apartment cost?”.
As long as the user keeps adding constraints and the resulting set of apartments is nonempty, the system’s actions are straightforward. A first complication arises when the user
revises the query. For instance, he might think that the presented apartments are too
expensive, and change or relax some constraints by saying “Look for two-room apartments
instead” or “Forget about the balcony”. Obviously, the current search query changed as a
result of this utterance, but the question is how. There are several possible strategies:
Minimal change. Just modify the constraint that the user is explicitly referring to,
and keep everything else. In the first example above, this would make the system
change the number_of_rooms attribute from 3 to 2. One quickly realizes that this
strategy is untenable, since various attributes can be related to each other (e.g. the
street and area attributes are obviously related in the apartment domain).
Maximal change. Throw everything away except for the modified constraint. In the
first example above, this would make the system look for any two-room apartments.
This strategy tends to be frustrating for the user, especially since a recognition error
can make the system throw out all accumulated constraints.
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Minimal change with dependencies. Modify the constraint the user is explicitly
referring to, and everything that is related to it. For instance, if the user modifies the
value of the area attribute by saying ``Look in the Old Town instead'', the system
also clears the street_name, x-coordinate and y-coordinate attributes. This strategy
leads to some tricky considerations; e.g. there is clearly a relationship between the
size of an apartment (in square meters) and the number of rooms, but this
relationship is not very obvious.
A related situation which is not too uncommon is that the set of database matches is empty.
This situation can arise due to misrecognitions (e.g. “a one-room apartment” is understood as
“a ten-room apartment”), or because the user has unrealistic expectations on the offering of
apartments for sale. To get out of this dead end, the system has to relax or retract some
constraints from the current query. Again there are several possible strategies:
Retract the last constraint. The most obvious strategy is to remove the constraints
added by the last user utterance (after all, adding those constraints resulted in an
empty answer set). The drawback is that this strategy does not give the user much
guidance on how to continue.
Relax numerical constraints. A straightforward strategy is to relax exact numerical
values to intervals, and to increase the size of intervals. To some extent this strategy
is absolutely necessary, e.g. instead of searching for apartments that cost two
million, the system must search in a suitable interval around two million.
Importance ranking. The system tries to guess what attributes are the most
important for the user, and throws out everything but the values of those attributes.
For instance, if the user has stated some desired properties without having been
prompted, the system might guess that these constraints are the most important for
the user.
Minimal balanced relaxation. The system relaxes as few constraints as possible in
the search query, until the set of matches in the database is non-empty. The greatest
drawback of this strategy is that it is complicated to feedback to the user how the
search query has been modified (see more next section).
Remove unreasonable constraints. The system uses domain-dependent rules to
detect and remove unreasonable constraints (which usually are due to recognition
errors), like apartments with twenty rooms.
In fact, it is advantageous to let advanced users control the system’s constraint relaxation
strategy. In this domain, a user might want to distinguish between necessary constraints (e.g.
the apartment cannot cost more than two million) on the one hand, and constraints that
express desirable rather than necessary properties on the other hand (e.g. “balcony” or “top
floor”). The constraint visualization strategy presented in the next section allows an elegant
means of making this distinction. Each constraint icon can be provided with a ‘lock’ button.
By clicking on this lock button, the user can effectively instruct the system not to relax that
particular constraint, regardless of the relaxation strategy employed.
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5. CONSTRAINT VISUALIZATION
Advanced constraint manipulation is needed to facilitate browsing. However, to prevent the
user from feeling a lack of control, the system must inform the user of what it is doing
According to Schneiderman (1997), a user-friendly computer interface must be
comprehensive, predictable and give the user the notion of being in control. To do this, the
system should be reactive and continuously give the user feedback on what it has received.
The user wants to know that her input was correctly understood and that the system will
perform the intended task. As discussed above, however, speech-only systems that use
repeated confirmation prompts are perceived as tedious and unnatural (Boyce, 1999).
In the development of the AdApt system, a multimodal confirmation strategy was used
to signal what the system has received and understood. This approach was chosen to make
the dialogue system appear reactive, and the dialogues more natural and less system-directed.
Immediately after a user has finished an utterance, the system responds with feedback by
showing icons that represent the information units in the recognized and parsed string. The
system also marks the locations of the apartments on a small map. To indicate that the
initiative remains with the user, and that she is free to either add more constraints or start
asking about a specific apartment, the animated agent shows a facial gesture that encourages
the user to continue speaking. If the user still does not speak within a timeout-period of about
a second, the system takes the initiative by asking the user for one of the feasible constraints
that she has not yet supplied.
The system also displays its inner state, i.e. all the constraints presently used to perform
a query. If the system decides to relax some of the user’s current constraints before
conducting its search, the inner state contains something different than what the user actually
said. If, for instance, the user requested an apartment for 2 million the system will actually
look for apartments in the price range of 1.5 and 2.5 million. In this case, the system’s
decision to relax the price constraint could be wrong. The user might have intended for the
system to search for apartments that cost less than 2 million. While this misunderstanding
would have been quite tedious to ground verbally, it is easier to do graphically. The price
constraint is showed graphically with an icon that indicates the price range. This can be done
either with a scale, which is highlighted between 1.5 and 2.5 million, or with an icon like the
one shown in Figure 1 below. The user can select the icon to change the price range
graphically or verbally.
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Figure 1. In the agent’s thought balloon, the currently recognized constraint “two million” is
visualized. In the bottom left corner, illustrating the system’s inner state, there is instead an
icon representing the relaxed constraint 1.5-2.5 million.
Visualization of constraints also facilitates browsing in the data set. If the user had to supply
a large number of constraints to get a graspable number of apartments, it could be difficult to
remember under what conditions the search result was retrieved. In AdApt, the constraints
can be displayed graphically and are thus easily remembered. This approach also makes it
possible for the user to change a specific constraint multimodally. For instance, the roomconstraint can be removed either by dragging the icon to the trashcan or by clicking on it and
saying “forget this” or changed by saying “two rooms”. Constraint visualization will also
facilitate error recovery during human-computer miscommunication. During error recovery
in spoken dialogue systems, user utterances tend to get long, complex and unpredictable.
Such utterances are difficult for the system’s recognition grammar to handle. Instead of
saying something like “No no no, didn’t you hear me, I said I wanted two rooms not ten
rooms”, users of AdApt will have the possibility of selecting the room icon and saying
“two”.
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6. ENABLING VISUALIZATION OF CONSTRAINTS
Certain aspects of the AdApt system architecture aspects facilitated the visualization of the
inner state of the dialogue manager. This allowed the system to give the user graphical or
verbal feedback throughout the dialogues. The system is able to give feedback on the
previous turn and then wait for a user reaction before initiating the next turn. In the following
section, we describe the aspects of the system necessary to visualize the system’s inner state,
as well as the modifications necessary to implement the Icon handler.

6.1. The system architecture
The AdApt system is designed to facilitate user studies in multimodal settings. The system
architecture makes it relatively easy to add system modules that provide new information
channels. For the same reason, the communication protocols between the modules need to be
easily extendable. Furthermore, the system is developed at two different sites, which makes
flexibility regarding platforms and programming languages important.
The system is modular and distributed, with each module running in a separate process.
The modules communicate via a broker using TCP/IP-sockets, which works well when the
system runs on a single computer, but also allows the system to run in a distributed manner
over a number of computers. The modules can be executed either under Windows or Unix.
Another facilitating feature was the usage of XML encoded messages for the
communication between modules. This made it easy to add new information parts in the
messages without having to rewrite all other modules. XML also has some other advantages:
It is fairly standardized, it is not tied to any particular platform or language, and it is readily
transformable and expandable. The bulk of the AdApt system is coded in Java, Prolog and
Tcl, all of which are languages that have standard libraries for parsing and building XML
messages. The choice of XML for the inter-process communication was fairly
straightforward. However, the question of which modules to include is still an open one.
Apart from the standard dialogue modules, i.e. speech recognition, parsing, etc., two
additional modules are used in the AdApt system: the I/O manager and the GUI manager.

6.2. Robust Parser
The system uses a two-phase robust shallow-processing parsing algorithm to produce the
semantic representation of utterances. In its first phase, the parser scans the string of words
from left-to-right, and the sequence of graphical events in time-order, collecting a set of
indicators triggered by syntactic patterns. For instance, the word “Hagagatan” would produce
indicators that the user is talking about a street, that this street is most likely part of an
address; thus the user is implicitly referring to an object that has an address, and since
apartments are (currently) the only known kind of objects that have addresses, the user is
implicitly referring to an apartment.
In the second phase, the parser uses heuristics to weigh all this information together,
determining the utterance type (wh-question, yn-question, acknowledgement...), what the
sought object is (an apartment, a price,...), the appropriate values of database slots, and the
referential information expressed in the utterance. The final output of the parser is a sequence
of semantic expressions of the form previously described in Bell et al (2001). By parsing
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verbal fragments and graphical input together, the system effectively interprets multimodal
user input like “I want to live here” accompanied by the drawing of a region on the map, or
“Forget that” accompanied by a drag-and-drop operation placing a constraint icon in the
trashcan.

6.3. Dialogue Manager
The dialogue manager performs three main tasks: (1) Contextual interpretation of the user's
utterance (2) Dialogue act classification, and (3) Response generation.
Contextual interpretation involves a number of steps. The explicit references detected by
the parser are resolved, elliptic answers or questions are interpreted and domain-dependent
re-interpretation rules are applied. For instance, the elliptic answer “two” is understood as “I
can pay two Swedish crowns” if the system's latest question was “How much do you want to
pay for your apartment?” where after “two Swedish crowns” is re-interpreted as “two million
Swedish crowns”. In general, the contextual interpretation process might generate a set
containing several hypotheses representing possible interpretations of the user's utterance.
After contextual interpretation, the dialogue manager will produce one verbal and one
symbolic feedback of the user's utterance, as well as a symbolic representation of the current
search constraints used by the system. This information is then sent to the I/O manager.
The dialogue manager then heuristically classifies each of its hypotheses as being a
certain dialogue act, whereafter the winning hypothesis is selected by a voting procedure.
This classification effectively decides in what way the constraints C expressed by the user's
latest utterance should be combined with the set A of previously accumulated constraints.
For instance, if the user's utterance is found to be a “preference”, C and A are conjoined; in
the case of a “new_preference”, A is replaced by C, and in the case of a
“change_preference”, parts of A are replaced by C, etc. The resulting set of constraints will
then be modified using the strategies described in section 4.
Finally, the dialogue manager generates the system's response utterance; paraphrases of
the search results, prompts to give more constraint restricting the solution set, clarification
questions, and so on.

6.4. I/O Manager
The I/O manager was implemented in order to facilitate flexible turn-taking in the dialogue
and to make it possible to merge different input modes. It also handles the timing in the
system. It decides which bits of input go together (is a click a part of the following utterance
or the previous one?) and how to coordinate verbal and graphical output. In addition it
handles timeout in the system, for instance how long to wait after giving feedback on the
previous user utterance before asking the next system question, thus giving the user time to
react on the feedback.
The I/O manager is responsible for merging input from different channels into a
multimodal message that it sends to the parser and dialogue manager. It also decomposes the
multimodal output message from the Dialogue manager into commands that is sent to the
different output modules.
The output message from the Dialogue manager was extended with two new parts: A
feedback part and a constraint history part. In turn, the feedback part consists of three
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subparts: A verbal paraphrase of the constraints in the user’s latest utterance, a list of names
on icons representing these constraints, and a list of apartments found using the current
constraints. The I/O manager assesses the recognition confidence score to decide which kind
of feedback strategy to use. However, it will always tell the Map handler to display the
current search results as dots on the small overview map. Hopefully, this system behaviour
will allow for less restricted dialogues, where the user can decide in each turn to keep the
initiative by adding more constraints or start asking about the found apartments, or he can
give the initiative to the system by waiting for it to ask for more constraints.

6.5. GUI Manager
The GUI manager provides a common frame for the different output modules (animated
talking head, map handler, icon handler). The system consists of a number of separate
processes, something which is completely hidden from the user by this module. The GUI
manager creates a main window with a certain layout, and then lends parts of the windows to
the other modules. A function that makes it possible for all GUI modules to share the same
keyboard input is included, as is the possibility to have different modules share the same
GUI space by using tabbed windows. In the present implementation, the Map handler and the
Icon handler share one tabbed window, but they both have separate additional windows that
are always visible.

6.6. Icon Handler
The Icon handler visualizes the graphical feedback generated by the Dialogue manager, in
order to ground the constraint manipulations of the system. In the current version of the
system, the graphical feedback is somewhat crude. Although the system distinguishes
between the utterances “I’d like an apartment with a balcony” and “Does that apartment have
a balcony?” (which would result in completely different answers from the system), both
utterances would be paraphrased with a “balcony” icon. Thus, the pragmatic function of the
utterances are not paraphrased, only the propositional contents. In order to convey pragmatic
functions as well, more complex icons will needed. At this point, however, it is not clear
whether the use of such complex symbols would really improve the human-computer
interaction in a dialogue system.
Icons are a central part of today’s graphical interfaces, their purpose being to remind the
user of basic functions and to give the user a simple access to the same. The most important
design criteria when developing icons is that they should be easy to recognize (Martin and
Eastman, 1996). However, they do not necessarily have to resemble what they represent. It is
common to use the ‘metaphor paradigm’ when designing icons. A problem with using
metaphors is that they do not scale well to more complicated functions and it can also be
hard to find a logical metaphor. In the ‘idiomatic paradigm’ the user instead learns to connect
certain icons to functions in the same way that people use idioms in language (Cooper 1995).
This paradigm is used in road signs where the driver unconsciously learns and uses road
signs all the time without having to actively think about it.
There are two reasons for using icons to give feedback on what a dialogue system has
understood in the user’s utterance. Firstly, since graphical icons are non-linguistic and do not
use the verbal channel they do not increase the users’ cognitive load. Secondly, users are
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good at automatically picking up the meaning of iconographic symbols if they are presented
to them repeatedly while they are doing other things.
In the development of AdApt, the most important criterion was that the graphical symbols
should be easy to interpret and separate from each other. Since the learning curve for abstract
icons is longer, it seemed preferable to develop concrete icons that could be used in shorter
user studies. Below are examples of icons with different degrees of abstraction that we have
considered:

abstract

concrete

Figure 2. Examples of icons of bath tub, freezer and microwave oven with different
degrees of abstraction.
Users can either manipulate the icon constraints graphically by dragging them to a trashcan
or multimodally by selecting them at the same time as speaking. The Icon handler will in
both cases send the semantic meaning of the graphical operation to the I/O manager, which
will join it with the output from the recognizer and then send this to the multimodal parser.

7. CONCLUDING REMARKS
The presented approach to constraint visualization and manipulation gives users a better
insight into how the system has understood their input, as well as supplying them with a
transparent means of controlling the interaction with the system. The modular, highly
asynchronous architecture of the Adapt system enabled a smooth implementation of the
ideas. Ongoing work includes a comparative user study, assessing the effectiveness of the
proposed constraint visualization technique, compared to that of a more traditional verbal
feedback method.
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ABSTRACT
To be able to build acoustic models for children, that can be
used in spoken dialogue systems, speech data has to be
collected. Commercial recognizers available for Swedish are
trained on adult speech, which makes them less suitable for
children’s computer-directed speech. This paper describes
some experiments with on-the-fly voice transformation of
children’s speech. Two transformation methods were tested,
one inspired by the Phase Vocoder algorithm and another by
the Time-Domain Pitch-Synchronous Overlap-Add (TDPSOLA) algorithm. The speech signal is transformed before
being sent to the speech recognizer for adult speech. Our
results show that this method reduces the error rates in the
order of thirty to forty-five percent for children users

1. INTRODUCTION
Commercially available speech recognizers of today are mostly trained on adult speech,
making them less suitable for spoken input from children. Thus, when designing childrendirected spoken dialogue applications, it is important to collect data under realistic
circumstances in order to construct language models that work well for children. However,
simple data collection methods that are used to collect adult speech, like reading prepared
sentences from a paper, or having people talk to a simple system-directed dialogue
system, do not work that well for children. It is problematic to record children reading aloud
[1], and having children talk to a dialogue system fails because of the very
problem mentioned in the beginning - the recognition performance is bad for children,
making it hard to get a dialogue going. This is a bootstrapping problem - how do you collect
spoken dialogue data from children (in order to improve recognition for children) without
having a good recognizer available? In previous studies this problem has been solved using
Wizard-of-Oz techniques to collect dialogue data from children [2,6]. However, if the
dialogue system is to be used in a permanent public exhibition this solution is too expensive
and complicated.
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This article describes a method that aims at solving this problem for a dialogue system
placed in a permanent exhibition. The idea is to transform the children’s speech to lower
frequencies before down-sampling it to telephone bandwidth. This method has been
implemented in a simple system directed dialogue system that was designed to be engaging
for children. It is a small speech enabled computer game publicly available in a futuristic
apartment that is on display at the Telecommunication museum in Stockholm. The users
interact with an animated agent to fix things in the apartment or to get to know more about
the agent personally.
The results when applying our method on the speech data collected with this system
show that we can reduce the error rates between thirty and forty-five percent.

2. RELATED RESEARCH
Previous studies have investigated the problems with speech recognition for children and
have indicated that more training data from children may not be the only solution. In a digit
recognition experiment on Danish telephone speech the error rates for children were 170%
higher than for adults [3]. By increasing the amount of training data for children this
difference was reduced, but still 100% worse. One reason for this might be that there is more
information above the telephone bandwidth in child speech than in adult speech [4]. In this
study, HTK was used to train acoustic wideband models for equal size training sets from a
database of read speech by children and the TIMIT database with adult speakers. The
baseline error rates were 21% for children and 35% for the adults. They then decreased the
bandwidth of the wideband training sets in steps of 2kHz and retrained the recognizers. The
error rates increased relatively little for both groups until about 4kHz where the error rate
grew more rapidly for the children. Their conclusion was that telephone bandwidth is worse
for recognition on children’s speech than on speech from adults.
Speaker normalization techniques have proved successful in improving speech
recognition rates for both adults and children [5-8]. Vocal Tract Normalization (VTN)
schemes typically try to compensate for differences in vocal tract length between different
speakers, which is a major source of inter-speaker variability. The differences in formant
frequencies between male adults and children can be up to 50%. The normalization is done
through warping of the spectral envelope. This can be implemented efficiently during the
feature extraction stage by varying spacing and width of individual filters of the mel-scale
filter bank. VTN can be applied both during training and during recognition. During training
speaker dependent frequency warping functions are applied to create “normalized” acoustic
models. For recognition an utterance dependent warping function is chosen, which
subsequently is used when computing feature vectors. Obviously this necessitates detailed
control over both training and decoding procedures.
A previous study has shown that the use of frequency warping to normalize children’s
speech before training of acoustical models can reduce the recognition error rates by up to
55% [7]. Frequency warping was also used in another study that showed substantial
improvement in children’s performance on a command-and-control speech recognition
system trained using adult speech [8].
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Figure 1: The animated talking agent Pixie, an overview of the exhibition and some of the
young users interacting with Pixie.

3. THE PIXIE SYSTEM
To be able to build conversational systems for all ages it is important to collect realistic
spoken dialogue data in public environments. The August system was our first attempt to do
this. It was a spoken dialogue system where users could interact with the animated agent
August [9]. Since it was a walk-up use-once system it was both hard to determine what the
users’ goals were and to gather user-related information, such as sex and age. In the current
Pixie system these problems were addressed by making all users register before interacting
with Pixie, and by having both system-directed dialogues and dialogues where the users are
given the initiative.
Telia Research has been involved in setting up an exhibition called “Tänk Om” (“What
If”) at the Telecommuni-cation museum in Stockholm. It is a permanent exhibition with a
full-size apartment of the year 2010. It tries to visualize some technical concepts that might
be found in home environments in the future. Among other things the visitors can interact
with the animated agent Pixie, shown to the left in Figure 1. Pixie is supposed to visualize an
embodied speech interface to both information services and home control. The visitors are
asked to either help Pixie to perform certain tasks in the apartment or to ask Pixie general
questions about her self or the exhibition. The last will be referred to as the social dialogue
scenario.

3.1. The logistics of the exhibition
The exhibition is presented in form a show every hour during the afternoons. The visitors can
book themselves to shows that take up to 30 persons. When they arrive they will be directed
to the log-in area, shown at the bottom of the middle picture in Figure 1. They will get a
smart card and a code that they use to identify themselves when logging in at any of the
terminals available. They are asked to supply information about their age, length and sex as
well as answer a couple of questions about their beliefs and experiences of information
technology.
Next the visitors enter the cinema located in the middle of the exhibition area. They are
shown an eight-minute movie in form of a sitcom about a family that lives in 2010. The
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movie introduces Pixie as the family’s personal digital assistant. The sitcom ends in chaos
and then the movie screens are raised and the visitors can enter the family’s apartment that
they just saw in the movie. A museum guide tells them to interact with Pixie to help her to
put things straight again.

3.2. The spoken dialogue system
In the apartment there are twelve touch screens in the walls and tables where Pixie flies by.
The users can get in contact with Pixie by inserting their smart cards, and speak in the handheld singing microphone. This makes it possible for the system to retrieve the user
information collected during login as well as a list of the tasks that the user has solved at
other terminals in the apartment. The age information was used to decide when to use voice
transformation.
Each of the twelve touch screens is connected to a PC-computer that runs a game server,
a Nuance recognition server and a communication server that handles the information flow.
The latter sends commands and information between the game server, the recognition server
and the exhibition’s central server. The central server can both control physical devices in the
apartment and access the database that contains all information about the users and their
previous interactions.
The computer game featuring Pixie was developed by the game company Liquid Media.
The game consists of five small assignments where Pixie first introduces a problem and then
asks the user what to do. This could either be to fix problems that were introduced in the
movie or to control the home environment, e.g. change the lighting in the bedroom. Apart
from these assignments Pixie can respond to about a hundred questions about herself and the
exhibition.
The system uses the Nuance 7.0.4 speech recognizer with Swedish telephone bandwidth
models (www.nuance.com). We built a customized audio provider that controls the input
audio stream, thus making it possible to transform the sound before streaming it to the
recognizer. It also makes it possible to save the speech files in wide band quality. Finally, the
audio provider can provide information about the recognized utterance, such as average level
or pitch. Figure 2 shows which processing steps take place in the audio provider.

Audio Provider
16 kHz

Voice
Transformation

16 kHz

DownSampling

Figure 2: The order of the speech transformations.

8 kHz

Nuance
Recognition
Server
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4. VOICE TRANSFORMATION FOR CHILDREN’S SPEECH
None of the methods for Vocal Tract Normalization referred to in section 2 could be applied
in the current system because of the use of a commercial ‘black-box’ speech recognizer. The
only option was to transform the sound on-the-fly before it entered the speech recognizer. In
order to improve the system’s recognition performance on children’s speech several methods
for voice transformation were investigated. Two promising methods were chosen for
implementation and evaluation. The first, method A, was inspired by the Phase Vocoder
algorithm [10] and the second, method B, was inspired by the Time-Domain PitchSynchronous Overlap-Add (TD-PSOLA) algorithm [11]. Method B also included linear
compression of the spectral envelope of each window to give some form of formant scaling
possibility.
A separate database was used for development consisting of 360 utterances spoken by
ten kids in the ages 10 to 13. The sentences were constructed so that they would comply with
the recognition grammar of the social dialogue scenario. The same grammar was also used
with the Nuance batch recognition tool during evaluation. For method A, a spectral
compression of 20% proved to yield the best performance. When using method B, a 23%
decrease in pitch and a corresponding spectral compression gave the best results. The
transformations were carried out on sound sampled at 16kHz. After transformation the signal
was down-sampled to 8kHz before being fed to the speech recognizer, which used telephonebandwidth acoustic models, see Figure 2. Since children’s voices reaches higher frequencies
than adults, this scheme could make it possible to utilize some of the spectral information
that would be lost if using narrow-band recording.
Both methods provide transformations of reasonably high acoustic quality. However
some artifacts are introduced, which result in unavoidable degradation of the signal. Method
A adds a varying degree of reverberation depending on the compression factor. Method B is
sensitive to the performance of the pitch tracker, which in this case has to work reliably for
the higher-than-adult pitch range of children’s voices. The voice transformation methods
were implemented and optimized using the Snack Sound Toolkit [12], which has good
support for scripting, batch processing and rapid prototyping.
It is also possible to modify the rate of speech using both of the tested methods. In order
to implement this in the system a robust on-the-fly method for measuring speaking rate
would have to be devised. Rate transformation was not investigated in the present study,
although it is known that children tend to speak more slowly than adults [13].

5. THE CHILDREN’S SPEECH TEST SET
The Pixie dialogue system has been publicly available seven days a week since the opening.
During the period 25th of January to 12th of March almost 1,400 visitors had interacted with
Pixie saying on average 11 utterances each. The users’ ages have ranged between three and
eighty-three. About one fourth of the users are children under the age of fifteen, but these are
responsible for one third of all collected utterances.
Two test sets from the collected speech corpus were selected to investigate if the voice
transformation methods would improve the recognition rates. The first set consisted of
system directed dialogues where the users could change the lighting in the bedroom by
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selecting one of five predefined settings. The speech recognition grammars in this subdialogue had on average 280 states and 400 transitions. The other set consisted of user
directed dialogues, where the users had been told to ask Pixie either personal questions or
questions about the exhibition. The speech recognition grammar in this social scenario had
about 1500 states and 2000 transitions.
Utterances that should be covered by these grvammars were selected from all children
up to the age of twelve years. This gave 340 lighting utterances and 335 social utterances
from a total of 174 children. To be able to compare the results for the children’s utterances
with adults, 536 lighting utterances and 346 social utterances where selected from 327 adults
users. Finally, a set of 240 utterances for the ages thirteen to fifteen was also used to
investigate if the recognizer’s confidence score could be used in cases where the methods
made the recognition rates worse.

6. RESULTS
The Pixie system was used in a very difficult environment where the users interacted with
Pixie simultaneously on different terminals that sometimes were as close as one meter from
each other. As previously reported, word error rate might not be the best thing to measure in
spoken dialogue systems displayed in acoustically challenging environments [14]. Lamel et.
al. propose that it is more relevant to measure query understanding rate. Hence, in this study
we decided to measure both these error rates. Table 1 shows the results of transforming the
children’s speech with the respective voice modification methods. As can be seen, the query
error rate is reduced by about forty-five percent in the lighting case and thirty percent in the
social scenario.

Transform

Lighting

Social

None

WE
43

QE
20

WE
45

QE
45

Method A

31

11

36

32

Method B

35

13

36

30

Adults

19

5

28

24

Table 1: The word error rates (WE) and query error rates (QE) in percent for the
lighting and social dialogues.
To investigate if the method worked differently for younger children the data was divided
into a group of 267 utterances from three to nine-year-olds and another group of 407
utterances from ten to twelve-year-olds. The results are summarized in Table 2.
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Transform

3-9 years old
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10-12 years old

WE

QE

WE

QE

None

59

39

36

28

Method A

41

22

31

21

Method B

44

24

31

21

Table 2: The word error rates (WE) and query error rates (QE) in percent for the
two age groups.
As can be seen in this table, both methods are more effective for younger children, a
difference that was significant according to an ANOVA analysis. The break point in our test
data was at the age of twelve. For adolescents the methods makes the recognition rates
higher. To use the methods you must thus know the age of the subject. A solution would be
to run two recognizers in parallel, where the audio provider for one of them transforms the
input speech before streaming it to its recognizer and the other not. The dialogue component
would then be able to choose the output from the recognizer that got the best acoustic
confidence score. This solution was tested on all 675 utterances from three to twelve-yearolds, a set of 240 utterances from thirteen to fifteen-year-olds and all 882 utterances from the
adults. To see if the methods work differently for female speakers the adult set was split
according to gender. About 40% of the utterances where from female users. Table 3 shows
the results of applying the two methods on these test sets and how they can be adjusted by
selecting the recognition result with the highest confidence score.
Age Group

None

Method A

Method B

3-12 years

44

34 → 34

36 → 36

13-15 years

37

44 → 36

38 → 37

Adult female

20

40 → 17

25 → 19

Adult Male

23

92 → 29

80 → 27

Table 3: The word error rates for the three age groups. The values to the right of
the arrows are for selecting the recognition with the highest confidence score.
Both methods works equally well on speech from young children, but method A works worse
for the older children, where it actually increases the error rates. But choosing the
recognition with best confidence reduces the error rate back to the original values. Method A
increases the error rate more than method B. for adults, significantly more for men than for
women. Choosing the recognition with best confidence score works surprisingly good for
adult women – it even decreases the error rate slightly lower than the original error rate. For
men however the error rate still increases but only from 23% to 29% instead of the initial 92%.
Since previous studies concluded that children’s speech has useful information above
telephone bandwidth, our methods were applied before down-sampling the signal to
telephone bandwidth. To verify that this actually mattered for our methods we did an
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experiment where they were applied after down-sampling instead of before. For method B
this increased the error rate from 36% to 39% and for method A it increased from 34% to
61%. Method A seems to be able to benefit more from high frequency information. In any
case we can conclude that it is beneficial to do the voice transformation on children’s speech
on 16 kHz audio and then down-sample it to telephone bandwidth.

7. CONCLUSIONS
A method for improving the recognition rate for children’s speech in a commercial
recognizer that uses telephone bandwidth acoustical models was presented. This method is
used in a custom audio provider for the Nuance recognizer. In this way it is possible for the
voice transformation algorithms to process wide-band speech before streaming it in
telephone bandwidth to the recognizer. According to an ANOVA analysis, both
transformation methods give significant reductions in error rates for children and these
reductions are significantly higher for children under the age of ten. There is no significant
difference in the performance on children’s speech between the two methods.
A simple method of using two recognizers in parallel and choosing the one with best
confidence score is also presented. However, this simple method takes processing capacity
and is dependent on the recognizer’s capabilities to produce usable confidence scores. A
more general approach might be to develop a method that uses the acoustic signal to
determine when to use the transformation method.
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