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Nikko Strom
Abstract

State models, often used to model the dynamics of speech in recognition systems
today, may not be flexible enough to model all important dynamic aspects of the
speech. The present paper investigates an artificial neural network approach to the
problem. An artificial neural network architecture is proposed and applied to some
small memory problems and a word reco,gnition task. The latter network has two
explicit symbolic levels - phonemes and words - and both top-down and bottomup strategies are learned by an automatic train in,^ algorithm.
INTRODUCTION
Hidden Markov Models (HMM) and finite state models that have been used extensively to model the higher levels of speech recognition are static in their modelling of
dynamics in the sense that there is only one fixed mechanism to describe all of the
dynamics of the speech. HMMs for example (Lee, 1989), normally use transition
probabilities to model segment durations at only the lowest level. Higher level constituents are modelled by concatenation of low-level state-sequences. Prediction
based approaches like Hidden Control Neural Networks (HCNN) (Levin, 1990) and
Linked Predictive Neural Networks (LPNN) (Tebelskis & Waibel, 1990) also model
dynamics with state-sequences. Detailed explicit segment duration modelling is
possible (Lee, 1989; sec. 5.2.1.) and non-linear higher-level dependencies can be
modelled by using states that are dependent of higher-level context, e.g., triphones,
but simultaneously modelling dynamics at many different levels, such as coarticulation, rhythm, intonation and speaking rate and their covariance, seems to be difficult
in this environment because the search methods, e.g., Viterbi, would become very
complex. These methods are based on a model where the speech is treated as a
stream of linearly ordered segments. As pointed out by Pisoni (1992), there is strong
evidence that this is not how human speech perception is carried out.
It is well known that neural net technology can be applied with success to the
front end processing of automatic speech recognition (Elenius & Takacs, 1990; Elenius & Blomberg, 1992). These tasks, including vector quantization and phoneme
recognition, can be solved with reasonable accuracy without modelling the dynamics
of the speech. We know, however, that the dynamics carry important information at
all levels of speech. On the phoneme level, formant transitions are believed to play
an important role for short time dependencies but coarticulation effects can imply
dependencies over longer time spans as well. Therefore several attempts have been
made to model time dependencies in artificial neural networks (ANN). The two
most important approaches are methods using a fixed time-delay window, including
spectral input windowing (Elenius & Blomberg, 1992) and Time-Delay Neural Networks (Waibel, & al., 1987), and methods using recurrent connections - Recurrent
Neural Networks (RNN) (Rumelhart, & al., 1986, pp. 354-357, Robinson & Fallside,
1990). Both approaches have been shown to improve phoneme recognition and have
potential of contributing to models of higher levels too, so instead of choosing one of
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(right)). If units at separate times are mapped onto separate layers, the gradient is
calculated in the same way as the standard ANN by Rumelhart, & al. (1986). Each
column in Fig. 1 (right) would then be interpreted as one layer. There is, however,
one important difference
output
in that the weights are
time-independent.
If times are mapped to
layers, this means that
the connection from unit
i in layer x to unit j in
layer x+d is independent
of x. This can be handled
by first treating the
weights as time-dependent and then use the gradient projection method
(Luenberger, 1984; sec.
input
11.4, p p 330-345) to
Fig. I . Lep: An RTDNN with only unit time-delay, one input-one project Onto the
hidden~ndone output unit. Right: The RTDNN shown unfolded in space of time-independtime. Each unit is repeated once for every time.
ent weights. In this particular case the projection means just that the derivative with respect to a time-independent weight is the
sum of the derivatives with respect to the corresponding time-dependent weights.
The derivative with respect to a particular weight is then

where the sum over all times has the effect of gradient projection. 6 is defined as
usual but is dependent of time

which simplifies (1) to

Rumelhart, & al. (1986) showed that

The chain rule and Eq. (3) are used to write
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The derivative with respect to the activation for non output units is

is undefined for t+p>T we need boundary conditions at the end-time too.
Since 6('+~),
A simple and intuitively reasonable choice is to set d ~ l d o ( " ~ ) ~
implying
=~,
6ft+p'T)k=0.
Although there are other interesting alternatives1, this is the condition I have implemented. Output units have an additional external error term. I use the Euclidean
distance measure

t=0 jeoutput

yielding

where z(t)jis the target value for oft)?This yields, for output units

The above formulae recursively define the error gradient with respect to the
weights and the initial conditions (activities at times before zero). The calculations
are performed in a forward-backward fashion as in the standard Backprop algorithm, but in our case, during the forward phase, the activations at all times in a
training utterance has to be calculated and stored. In the backward phase, errors are
propagated backwards in time, from time T to time zero. This is what Pearlmutter
(1990) calls Backpropagation Through Time2. The gradient can then be passed to
some appropriate descent algorithm to optimise the performance. In the next section
the choice and implementation of optimisation algorithm are discussed.
TRAINING
The training of recurrent artificial neural networks is a harder problem than training
non recurrent ones. Mathematically, this is because of the constraint that weights are
time independent. Thus, we have a constrained minimisation problem instead of an
unconstrained. One of the most popular training methods for non-recurrent neural
'In some applications it is valuable if the net ends in the same state as it starts. It is then directly able
to start again. In this case some sort of cyclic boundary conditions, where initial and end-time
conditions are explicitly coupled, would be interesting.
2Setting At=l in the discretisised equation (16) in the paper of Pearlmutter yields formulae equivalent
to the above.
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networks is the stochastic back propagation algorithm, where the weights are updated once for every new input frame (Elenius & Blomberg, 1992). Such continuous
updating methods are not generally ruled out for training RTDNNs ("On-line"training, Pearlmutter, 1990) but the derivation of the gradient in the previous section
is not compatible with such algorithms, since the gradient is only calculated once for
the whole training material. The epoch updating version of the back propagation
algorithm, where weights are updated once for the entire training material, still
remains. I implemented this algorithm, but for many interesting problems the training times became unacceptable and the gain factor had to be so small that I got
problems with the floating point accuracy.
To get around these numerical problems, some higher order optimisation method
can be used. Luenberger (1984) describe several all-purpose 2nd order optimisation
algorithms where perhaps Conjugate Gradient and Memoryless Quasi-Newton
methods are the most promising for this problem. For simplicity, however, I chose to
implement the Quickprop algorithm (Fahlman, 1988) which does not require line
searching.

A modified Quickprop algorithm
The original Quickprop algorithm sometimes takes steps that increase the objective
function. In my simulations this degraded the performance very seriously so I had to
introduce a "seat belt" - if a step increases the overall error then the algorithm is
restarted from the point before that step. If a restart step increases the objective function, then the linear gain factor is reduced and the algorithm is again restarted. Here
I present the modified algorithm. For notational convenience, let x be the vector of all
parameters to be optimised (weights and initial conditions). E(t)=E(x(t))is the objective function. S(t)=grad(E(t)). E is the linear gain factor and p is the maximum
growth factor, both explained by Fahlman (1988). The termination is determined by
the two parameters
and Ec,, where eminis the minimum allowed linear gain and
Ec, is a small value of E.
i)
ii)
iii)

Initialise all components of x to small random values. Set t=O, E = E ~ .
Ax(t)=~S(t).
x(t+l)=x(t)+Ax(t).
If E(t+l )>E(t)then {
&=&/2.

If &<emin
terminate (local minimum) else go to ii)

1
iv)

else t=t+l.
If S ( t ) and S(t-1) have the same sign then3

else

3All algebraic operations are component-wise here. For example (a b)/(c d)=(a/c b/d).

5
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v)

If E(t+l)>E(t) then go to ii)
else t=t+l.
vi) If E(t)<Ecd then terminate (success) else go to ii)

With these modifications the Quickprop algorithm seems to be a good candidate
for training RTDNNs and it was used with p=1.5, &,,=le-10 and ~ , = l e - 5in all
simulations below.

A ONE-BIT MEMORY PROBLEM
To probe how well an RTDNN can learn dynamic patterns, it has been applied it to
some simple non-speech tasks. In this section I report about an experiment with indefinite memory. Since the time-delays are of a fixed maximum value, the RTDNN
has to use the recurrence to represent the memory.
The problem
The input consists of two control "buttons" and one data input. The control buttons
have the value 0.1 for "off" and 0.9 for "on". The data input is either 0.1 (off), 0.9 (on)
or 0.5 (no data). All inputs are distorted by random noise (Rectangular [-0.1, 0.11).
When the first control button is "on", the data input is always either "on" or "off".
The RTDNN is then required to store this information. When the second control
button is "on", the RTDNN is required to delay three time-points4 and then output
the last stored data value on the single output unit. Fig. 2 shows the storage and
recalling of first an "on" (target value 0.9) bit and then an "off" (target value 0.1) bit.
The output target values for other time-points than the recalling time-points is 0.5.
The control buttons are never "on" for more than one time-point in a row and after a control button has been "on", both control buttons have to be "off" for at least
three time-points to let the RTDNN settle.

Training
A training material was produced where the storage and recall were activated at
random. When allowed, the probability of the store operation was 0.1 and of the recall operation 0.2. The material consisted of 3000 time-points divided evenly in ten
different runs, i.e., the initial conditions were applied to ten different sessions, each
including multiple storages and recalls. This division is necessary to learn general
initial conditions. In total there were 203 storages and 353 recalls in the material.
When I tried to solve this problem directly (brute force), the Quickprop algorithm
often got trapped in local minima and too seldom found the intended generalisation.
I therefore introduced what I will call "Memory Forcing", this is an extra output unit
that is required to be in the right state all the time, not just during the actual recall
operation. This does not mean that I have introduced new information to the
RTDNN - after the training phase; this extra unit is treated as hidden - it is simply a
4Since all connections in an RTDNN have at least unit time delay, it is necessary to wait a number of
time-points before requiring a response on the output unit.
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measurement of computational cost is therefore defined to be the number of
connections5 times the number of epochs.

Discussion
4154
11175
4471
From this small
4291x10~
1370x103
1064x10~
problem we can
40%
60%
0%
learn that training
Table 1. Trdining statistics from the one bit memory problem. Ten hidden dynamic patterns
units with maximum time-delay two were used in all simulations. "epochstp of indefinite extenis the number of epochs during ten Quickprop runs divided by the number sion in time is posof successful runs. "cost" is the number of connections times "epochs". This sible but computais proportional to the computational cost on a sequential computer. tionally expensive.
'yailures" is the percentage of the runs that did not reach the limit Ecrit=l.O.
There is a gain in
computational cost going from the brute-force method to the staged Gaining
approach, but it is not large for this problem. The robustness of the algorithm
however, was increased to 100% successful trials and this aspect will be much more
important when working with large problems where multiple trials are unrealistic.
training type
epochs
cost
failures

brute-force memory forcing

staged training6

AN OUTPUT TRAJECTORYPROBLEM
In the previous section we explored indefinite memory. In this section we shall study
memory of finite extension in time.

The problem
Pearlmutter (1990) does simulations with circular and figure-eight trajectories with
no input units. I have chosen a slightly different simulation with one control-input
and two coordinate outputs (x,y in Fig. 3.). When the input is "on" (0.9) the net is
required to delay one time-point and then output one cycle of the trajectory as
shown in Fig. 3. The input is "on" for only one time-point so that the net has to internally remember the action during the full trajectory. When not emitting a trajectory,
the targets for the outputs are in the centre (0.5, 0.5). Note that the trajectory passes
through this resting-point, which means that the output trajectory cannot always be
determined by looking at the output time-delayed only once.
The input is distorted by random noise (Rectangular [-0.1,0.1]).
Training
A training material was produced where the trajectory was activated at random
start-times. The input unit never went "on" before the last trajectory was finished.
The material consisted of 3500 time-points divided in ten different runs to ensure
that general initial conditions was trained. The trajectory was activated 157 times in
the material. The Quickprop algorithm was used with Ecrit=l.O. Ten hidden units
was used in all simulations while D was varied.

51n a fully connected RTDNN, the number of connections is D(I+H+O+l)(H+O),where D is the
maximum time-delay, I is the number of input units, H is the number of hidden units and 0 is the
number of output units. The unit added in the first parenthesis is the bias-unit.
6Here the sums of the number of epochs and the computational cost in the two different phases are
reported.

STL-QPSR 4/ 1992

Results
Table I1 shows how computational cost varies with D. Both the computational cost
and the percentage failed Quickprop-runs are minimised at D=4.

control
input

Fig. 3. Control input and target output valuesfor the output trajectory problem.
D

epochs
cost
failures

5

8
7
1206
2981
1335
3562
3356
12254
5998
2285
2059x103 2015x10~ 1152x10~ 810x10~2505x10~ 1345x10~4188x10~ 4779x10~
10%
0%
0%
0%
20%
30%
40%
10%

1

2

3

4

6

Table 11. Training statistics from the output trajectory problem. Ten hidden units are used in all
simulations. "epochs" is the number of epochs during ten Quickprop runs divided by the number of
successful runs. "cost" is the number of connections times "epochs". This is proportional to the computational cost on a sequential computer. "jailures" is the percentage of the runs that did not reach
the limit Ecd=Z.O.
Discussion
In an output trajectory problem the next output can often be determined by looking
at the previous output. This is because of the continuous nature of many of the interesting trajectories. It is therefore natural to use recurrence to feed back information
from the output units to themselves, which is not possible in a non-recurrent ANN.
Sometimes the last output is not enough, but we need to look at the last two outputs
to determine the next output. In this case it is clearly advantageous to set D greater
than one - something that is not possible in a pure RNN with only unit time-delays.
Theoretically, memory of finite extension in time can always be handled by a nonrecurrent ANN with time-delayed connections. If the time-delays should be used directly, then D would have to be set to the largest number of time-points between
storage and recall (in the case of an output trajectory, this is the length of the trajectory). The number of connections and therefore the computational cost are proportional to D,making this solution uneconomical. In practice, D is specified to a smaller

STL-QPSR 4/ 1992

number and the trade-off between recurrence and time-delay is optimised by the
training algorithm within the limits given by the number of hidden units and D.
Output trajectory problems arise for example if we want to use the output activities to control a speech synthesiser. The above points indicate that this is a problem
where the advantages of the unification of recurrence and time-delay are particularly
important.

A WORD RECOGNITION SYSTEM
Having investigated the possibilities in some small problems, we now turn to a
speech recognition task. To perform word recognition, the RTDNN has to learn some
form of time-warping and a relatively long memory. Remembering the one-bit
memory problem we would expect this to be a numerically hard problem. However,
Li, & al. (1992) showed that using a special form of targets, this is possible to solve.
In my simulations I also introduced additional outputs for phoneme recognition.
This was useful for examining if the net learned top-down strategies and it should
also guide the optimisation algorithm to develop useful generalisations.
The speech database
I used a speech material consisting of the ten Swedish digits read by one male
speaker both in isolation and in triplets. The training material consisted of each digit
read in isolation 15 times and 50 random digit triplets. The material used for testing
consisted of five repetitions of each digit in isolation and 50 random digit triplets. It
was recorded in an anechoic room.
The speech signal was parametrised using a 16-channel mel-spaced filter-bank
(200-6000 Hz). A 25.6 ms Hamming window was used and the signal was stepped
through in frames of 10 ms. The outputs from the filter-bank was normalised to fit
the range [0,1] and used as input to the RTDNN.
A manually made segment transcription is available on the phonetic level. This
was used for the specification of target values for all output units.
Problem specification and RTDNN architecture
Fig. 4 shows an overview of the system. There are 19 phoneme output units and a
special silence output on the phoneme level. The target values are 0.95 when the
frame is in a segment labelled as that phoneme. Otherwise the targets are 0.05. The
targets for word outputs are ramp-shaped (Li, & al., 1992). At the start of a word the
target is 0.05 and then it grows linearly to 0.95 at the end where it immediately falls
to 0.05 again (see Fig. 5.). This shape has an effect similar to that of Memory Forcing
discussed in the section about one-bit memory. There are eleven output units at the
word level (the digits and pause). All targets are delayed three frames from the input.
This approach to word recognition requires almost no post-processing but the
word outputs have to be interpreted in some way. This is done through a very simple decision rule. Whenever a word output unit grows larger than a threshold, o,,
the corresponding word is recognised. Then the output has to fall below another
threshold, olow,before that word can be recognised again. In my simulations ohigh=O.5
and 0~~,=0.4.
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Training
To solve this problem we need a relatively large RTDNN. I have not yet developed tools to handle structured nets, i.e., non-input units are always connected to all
other units. This means that the number of connections and therefore the computational cost, grow with the square of the number of units. To reduce the computational burden, I first trained a smaller RTDNN to recognise only the low-level
(phoneme) outputs. This also gives some interesting possibilities when we analyse
the recognition results. This smaller RTDNN had 16 input - 20 hidden - and 20
output units. When the low-level RTDNN was well trained, I added the missing
high-level (word) output units and ten new hidden units. The new connections were
initialised to small random numbers. Then the final RTDNN was trained with errors
propagated back from all output units.
phoneme output

input speech

word
output

analysis
9
16 met-spaced
filterbank
parameters

Fig. 4. Overview of the word recognition system.
The staged approach adopted here is in line with the experience from the one-bit
memory problem. Here multiple training trials would be too time-consuming. Thus,
first training the lower level recognition is an attractive method to avoid problems
with local minima.

Results
Traditional frame-by-frame phoneme recognition results have been calculated for
both the smaller low-level net and the final system. A frame is judged correctly recognised if it is in a segment labelled with the same phoneme as the highest phoneme
output activation. There is a large portion of silence in the speech material that is
recognised almost 100% correct. I therefore report overall results with the silent parts
excluded. Table I11 shows the results for both RTDNNs.

Table 111. Percentage correct frame recognition for the two different RTDNNs. "speech" is statistics
over all frames except those in the silent parts.
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The word level recognition statistics is done by counting deletions, substitutions
and insertions. This is done by first aligning the stream of recognised words to give
as many words correct as possible and then classifying and counting the errors. This
is a common procedure in the HMM literature (Lee, 1989, Appendix 1.2). My final
system recognises 95.0% words correct and has 93.0% accuracy7. There were 6 deletions, 9 substitutions and 6 insertions in the test material of 300 words. On the
word level, pauses are included in the statistics.

Reference recognition system
To evaluate the difficulty of this problem, I have tested it on a Continuous Density
HMM system. I used unique single Gaussian distributions for all states, ten states
per digit-model and one model per digit. The pause-model had only three states.
The only grammar used was a rule stating that two "pause" in a row was not allowed.
The recognition accuracy was high on the test material. Only one substitution and
seven deletions make 99.7% correct and 97.3% accuracy. This indicates that we are
working with a relatively simple problem.
Top-down strategies
Any successful model of speech recognition must be able to capture the hierarchy of
the speech. There have to exist different levels of abstraction and processing strategies for the information flow between the levels. In particular we need top-down
processing of information from higher to lower levels. I have found evidence that the
present RTDNN-model is actually learning to use such strategies. When the net was
trained to recognise phonemes only, the recognition of /y:/ was 79.6% correct (see
Table 111). The errors were often (72.5%) caused by a confusion between the long
front vowels /y:/ and /e:/. The increase of recognition to 94.0%in the final RTDNN
is because the confusion with /e:/ disappears. I believe this is because the RTDNN
learned a top-down rule - /e:/ is only present in the context /tre:/ (three) and /y:/
is only present in /fy:ra/ (four). Also, the total phoneme recognition is improved for
the final RTDNN which could be because of top-down processing.
Another type of evidence can be found by the errors made by the system. Fig. 5
shows how /'tvo:/ (two) is incorrectly recognised as /'n3l/ (zero). /t/ and /v/ are
correctly recognised but then /o:/ is incorrectly recognised as /3/. This error makes
the output activation of "2" drop to zero and the activation of "0" to increase. Then
the end of the vowel is recognised as an /1/. I believe this last error is caused by a
top-down rule stating that "0"must end with an /I/.
Left-to-right processing
Treating the input only as a stream of left-to-right ordered segments is probably not
optimal when modelling speech recognition. But it is one of several important concepts that can be exploited. This concept is not explicitly present in my model as it is
in state models like HMM or finite state models. The present system must learn all
processing strategies from the training material. If the training material is too small
7Accuracy is defined as ( H - I ) / N , where H is the number of correct recognised words, I is the number
of insertions and N is the total number of words.

12

STL-QPSR 4/ 1992

this can affect the performance and thus make systems with explicit left-to-right
processing perform better. This could be the reason that the present system performs
worse than the reference HMM system.
1

word
outputs

0.5

phoneme
outputs

spectrogram

Bkl s p e c t ~ o g r a m

Fig. 5. Spectrogram and some of the output activities during utterance of the digits /nd/ (zero) and
/tvo:/ (two). At word level the target values are shown (straight lines forming ramps). First /nd/ is
uttered and all outputs behave as we intended, then /tvo:/ is uttered but this time the vowel is not
classified correctly by the RTDNN. This induces an error at the word level too.
CONCLUSIONS, DISCUSSION AND FUTURE DEVELOPMENT
The present recognition system is only a pilot system applied to a very limited and
relatively easy task. However, important experience about where problems arise and
computational complexities has been collected. Also, evidence that both top-down
and bottom-up strategies are used, has been found. This was an important goal of
this study and something that any advanced speech recognition system must be able
to handle.
The one-bit memory problem showed us that training different sub-problems
separately are sometimes vital to the performance of the training algorithm. Separate
training of intermediate abstractions, like the phoneme output units, is probably a
useful method to assure that the net learns generalisations that are hard to extract
from the training material otherwise. Extra output units for syllables, intonation
patterns or any useful abstraction are possible.
The present ramp-shape of the word output units successfully forces the network
to remember information necessary to take word recognition decisions, but this is
something that should have been modelled internally using hidden units. A short
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output-pulse at the e n d of the word would have been a more appropriate shape. This
has been tried by English & Boggess (1992) but their architecture seems hard to generalise to constituents longer than short words. I a m currently working o n improving
the output target shapes.
I n the future I will investigate explicitly structured nets where not all units are
connected to each other and/or different values of D are allowed for different connections. This could decrease the computational complexity for large nets. Second
order units8 is another possibility to be investigated. It could b e less expensive to use
second order units to represent higher level rules because logical relations are more
naturally expressed if both multiplication a n d addition are allowed.
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